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Abstract 

 

Statement of Problem:  Biological systems are constantly evolving and multi-

dimensional.  They have subsystems that are coupled to each other with nonlinear 

interactions that are time dependent.  Data measured from biological systems over time are 

nonstationary with changing mean and variance.  In order to characterise, analyse and 

extract information from time dependent biological data, a model must be capable of 

evolving, be capable of categorising dynamic information and provide a mechanism for 

extraction of ongoing knowledge.  In this thesis we examine existing artificial neural 

network (ANN) models and their capabilities in the application to real time, biological 

time series data.  We investigate existing features extracted from biological time series 

data.  We develop ANN techniques further incorporating extracted features in an ongoing 

basis and providing real time extraction of knowledge. 

 

Explanation of method and procedures:  We study the human biological system by 

examining the time series constructed from the time differences between heart beats.  

Measures derived from this time series are known as heart rate variability (HRV).  We 

extract time, frequency and fractal domain HRV features.  The data was collected as part 

of this study from 31 post myocardial subjects and 31 age and sex matched healthy 

subjects.  The heart beat interval time series for each subject was constructed from ECG 

records of twenty to thirty minute duration.   

 

Existing models are explored for data modelling including fuzzy c-means clustering, fuzzy 

neural networks and fuzzy adaptive resonance networks (fuzzy-ART).  A new ANN model 

ARTdECOS is constructed, which incorporates aspects of fuzzy-ART and evolving 

connectionist systems (ECOS).  ARTdECOS is implemented on a portable data capture 

device to show its viability in handling real time data and to reveal issues requiring further 

development. 

 

Summary of results and conclusions:  Category nodes generated by fuzzy ART reach 

expansion limits, and multiple nodes are generated to represent a single classification state.  

A category amalgamation procedure in ARTdECOS allows consolidation of these multiple 

nodes into a single node.  As a consequence, meaningful rule extraction is made possible.  

A graphical representation of feature boundary limits allows a quick and convenient way 

to extract knowledge from classification results in ARTdECOS.  State switching dynamics 

are evident in HRV time series data through segmenting of data from individual subjects.  

Real time scaling of features is necessary to implement ARTdECOS in a real time 

environment.  This is accomplished in ARTdECOS by rescaling weight vectors when input 

features are rescaled.   

 

ANN models are a useful tool in understanding and extracting knowledge from biological 

time series data.  These tools may be applied to biofeedback applications in real time, 

ongoing environments.  Fractal features provide a representation of the complexity of 

biological time series data, as part of multiple feature extraction across feature domains.   

Future research includes constructing ANN models that incorporate results generated over 

short time intervals into temporally global space.  The global model would also 

incorporate anomaly information, for instance ectopic detection in HRV applications.  

Additional integrative ANN modelling is needed to provide a supervisory system to 

incorporate the addition of expert knowledge. 
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Chapter 1:  Introduction 

 
This thesis explores adaptive connectionist classification models applied to dynamic 

datasets.  The term adaptive denotes the model’s ability to change through learning when 

presented with new sets of data.  The data itself is dynamic in that it changes its 

characteristics a) over time, b) in different situations or circumstances or c) in different 

environments.  Connectionist models “typically consist of many simple, neuron-like 

processing elements called ‘units’ that interact using weighted connections” (Hinton 

1989).  In this thesis we refer to connectionist models as artificial neural networks 

(ANNs).  Individual processing units called neurons facilitate modelling of complex 

systems and are amenable to large scale parallel processing (Hinton 1989). 

We explore ANNs in their utility for representing and extracting knowledge.  In 

particular we are interested in biological data obtained from measurements sampled over 

time.  This sampling over time creates a dataset referred to as time series data.  In this 

study the emphasis is on time series data mining goals of “clustering, classification and 

segmentation” (Keogh & Kasetty 2003). Clustering and classification goals are closely 

related, where clustering is achieved through “natural groupings ... under some 

similarity/dissimilarity measure” and classification is assignment to “one of two or more 

predefined classes” (Keogh & Kasetty 2003).  Segmentation involves constructing a model 

from “piecewise segments” of the original time series (Keogh & Kasetty 2003).   

Much of this study focuses on the biological time series analysis of heart rate.  A heart 

rate series is based upon the construction of a series of beat-to-beat differences of adjacent 

heartbeats. Heart rate variability (HRV) features are extracted from this time series.  There 

is an abundance of a priori knowledge about extracted HRV features in the literature, for 

instance (Task Force 1996).  Many HRV features are studied in cardiovascular literature, 

for instance to provide predictive morbidity and mortality assessment of patients at risk 
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(Task Force 1996).  We are aided in our feature exploration in this study by this prior 

knowledge.   

The author’s motivation for this endeavour stems from his interest in biological 

feedback (biofeedback) from real-time, life-long information.  In people biofeedback 

involves the process of a person being presented with information that they would not 

otherwise be consciously aware.  In particular sources of this information are a person’s 

autonomic nervous system (Dodd & Role 1991).  Heart rate variability is influenced by the 

parasympathetic and sympathetic branches of the autonomic nervous system (Dodd & 

Role 1991; Task Force 1996) and provides a window to observing characteristics of this 

system. 

 

1.1 Thesis Aims 

Biological information processing has several main phases: (1) information 

representation and feature extraction from the time series, (2) modelling of time series 

using feature vectors as inputs, (3) extracting evolving knowledge from the model, (4) 

visualising extracted knowledge from the model, (5) improving feature extraction and 

modelling based on knowledge gained.  This thesis aims to explore and further existing 

ANN techniques in their application to biological information processing.   

The first aim of the thesis is to explore features that may be extracted from heart rate 

(HR) time series data.  These features may come from several domains including time, 

frequency and nonlinear, including nonlinear measures such as fractal dimension and 

representations such as Poincaré plots.  The thesis will explore features that are derived 

from HR data and attempt to find features that distinguish two classes, normal subjects and 

post myocardial infarction (heart attack) subjects.  This feature exploration is included in 
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the process of supervised classification, as there are known labels for the data (Jain et al. 

2000). 

The second aim of the thesis is to explore combinations of features that may be used 

to distinguish data: (1) within the record of an individual subject, a process of segmenting 

the data, and (2) between records of different subjects.  This exploration of combinations 

of features is in the process of unsupervised clustering as data labels are not used (Jain et 

al. 2000).  In the aim of distinguishing segments of data within the record of an individual 

subject, clustering of data is advantageous as obtaining labelled data is an expensive 

process (Haykin 2009, p.25; Duda et al. 2001, p.517).  In the aim of distinguishing data 

between records of subjects the goal is to find combinations of features that allow 

discrimination ability even within a class. 

The third aim of the thesis is to explore modelling techniques that may be used in 

either classification or clustering processes of dynamic data.  Our focus in this study is in 

the application of HRV, but the emphasis is to find techniques that may be applied across a 

range of dynamic processes.  In temporal data mining, some approaches modify existing 

algorithms that typically handle static data in a way that these algorithms can 

accommodate dynamic data (Liao 2005).  Our goal is to explore existing ANN techniques 

and to modify or further these techniques as needed for the application to dynamic 

datasets. 

The fourth aim of the thesis is to find ways to extract meaningful knowledge from the 

modelling approaches.  Knowledge may be extracted from ANN models linguistically in 

the form of IF-THEN rules that relate features to labelled outputs (Kasabov et al. 1997).  

Knowledge may also be extracted by visualizing data and modelling results in a 

meaningful way.  For instance, Kohonen self organizing maps (SOM) depict multi-

dimensional feature space in two or three dimensional topologically equivalent mappings 
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(Kohonen 1990); a Hinton graph is a method of visualizing the strengths of weights as 

rectangles that vary in size and colour based on magnitude and sign, respectively (Ackley 

et al. 1985).   

 

1.2  Choice of ANNs as modelling tool 

In this thesis ANNs are chosen as the focus for extracting knowledge from dynamic 

data, in particular biological data.  In this section we examine the benefits and reasons for 

choosing neural network techniques. Statistical and other types of data analysis tools will 

be discussed in the next section.  Some authors describe neural networks as a subclass of 

particular statistical techniques, for instance describing parallels between the neural 

networks and classical statistical techniques: linear discriminant function and the neural 

network perceptron (Jain et al. 2000; Cheng & Titterington 1994); nonlinear discriminant 

analysis and the neural network multilayer perceptron (Jain et al. 2000; Paliwal & Kumar 

2009); generalized linear discriminant functions with neural network radial-basis function 

networks (RBFNs) (Dybowski 2000); cluster analysis and neural network unsupervised 

learning (Cheng & Titterington 1994; Paliwal & Kumar 2009). 

Many of the benefits of choosing ANNs relate to their ease of use and flexibility.  

ANNs are considered to be a nonparametric approach to data analysis in the sense that “no 

prior assumptions are made on a statistical model for the data (Haykin 2009, p.3).  ANNs 

provide models that allow large numbers of parameters with a control over their flexibility, 

as opposed to traditional statistical approaches that use small numbers of parameters in 

parametric settings or unlimited flexibility in nonparametric settings (Dybowski 2000).  

The emphasis in regression applications of ANNs is focused on function approximation 

rather than statistical concepts such as randomness of data (Cheng & Titterington 1994).  

ANNs may more easily find approximations to nonlinear functions than classical statistical 
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methods when the relationships between variables are not known or complex; however, the 

definition and optimisation of modelling parameters in ANNs still requires time and 

thought (Paliwal & Kumar 2009). 

The structures of ANNs share the common feature of neuron type descriptions 

allowing the integration different forms of ANNs (Haykin 2009, p.4).  This permits the 

construction of analysis tools in stages, which may be a combination of unsupervised 

clustering and supervised mappings.  In some ANNs, the structure provides an associative 

memory where similar items may be physically grouped together (Caudill & Butler 1990, 

p.8).  The structure of ANNs allows both physical representation of contextual information 

as well as the ability to reject ambiguous patterns (Haykin 2009, p.4).  Neural networks 

have the potential for massively parallel structures (Cheng Titterington 1994), which lend 

themselves to VLSI implementation (Haykin 2009, p.4).   

ANNs have an inherent ability to learn and adapt to new environments and new 

information received (Haykin 2009, p.3).  ANNs are also able to generalise from 

information received (Caudill & Butler 1990, p.8), and ANNs include classes that are able 

to self-organise their learning capability (Caudill & Butler 1990, p.8; Cheng & Titterington 

1994).  ANNs are able to operate in nonstationary environments, where statistics change 

with time, and accommodate nonlinear signals (Haykin 2009, p.2).  “A neural network is 

taught or trained rather than programmed” (Caudill & Butler 1990, p.8). 

In the direction taken in this thesis, much of our work tends toward clustering and 

classification that is unsupervised.  Unsupervised analysis is useful when characteristics of 

the data are not well known (Jain et al. 2000) or where the “characteristics of the patterns 

can change slowly over time” (Duda et al. 2001, p.517).  Unsupervised analysis is also 

useful as an exploratory tool and for finding features that would be useful in supervised 

analysis (Duda et al. 2001, p.517).  Clustering is a departure from classification in that data 
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is not labelled a priori in clustering; rather, the goal of clustering is to define objective 

groups that separate the data in a meaningful, minimising “within-group-object similarity” 

and maximising “between-group-object dissimilarity” (Liao 2005).  Within ANNs, 

clustering is a model-based method.  According to Liao (2005), the foremost ANN 

methods of clustering are the competitive techniques of self organizing maps (SOM) 

(Kohonen 1990), discussed in the next section, and adaptive resonance theory (ART) 

(Carpenter & Grossberg 1987a). 

 

1.3  Approaches to Data Classification and Analysis 

In this thesis, we focus on ANN methods of data classification and analysis.  The field 

of data classification is broader and alternative methods are available for testing the 

validity and complexity of models generated.  In justification of implementing an ANN a 

comparison is recommended with classical statistical techniques for both “performance 

and ease of implementation (Dybowski 2000).  In this section, we describe some classical 

statistical methods for classification as well as alternative unsupervised ANN method, self 

organizing maps (SOM) (Kohonen 1990). 

 

1.3.1  Classical Statistical Methods 

The most basic classical statistical classifier is based on the Bayesian rule.  This 

classifier is also known as the optimal classifier, as it is capable of producing the best 

possible classification of the data.  The notion of what constitutes the best classification is 

based on the cost or risk of making an incorrect choice.  The Bayesian classifier is capable 

of finding a classification the cost is equal to the sum of the posterior probabilities of 

selecting alternative choices given a particular input vector (Duda et al. 2001, p.24).  This 
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sum of posterior probabilities may include a cost multiplier, which is the cost associated 

with choosing a particular class when it is not the true class, as follows: 

                                     ����|�� = ∑ 
���������|��
�
���                              (1.1) 

where ����|�� is the risk associated with choosing class i given an feature input vector x, 

c is the number of classes and is chosen as a parameter, 
������ is the cost factor 

associated with selecting class i when the true class is given by state wj, and ���|�� is the 

posterior probability that the state is wj given a feature input vector x. 

In order to use a Bayesian classifier, the prior probability of having a particular state 

as well as the prior probability of a feature input vector given a particular state must be 

known.  The latter probability referred to as the likelihood is typically a distribution and 

referred to as a probability density function (Duda et al. 2001, p.21).  Knowledge of the 

distribution includes the mean, variance and shape.  An implementation of a Bayesian 

classifier is compared other classifiers including ANN with datasets including the PIMA 

Indian Diabetes dataset (Williams & Barber 1998).  Class discrimination between normal 

subjects and subjects with congestive heart failure was investigated using linear 

discrimination analysis and Bayesian classification applied to long-term time and spectral 

features (Asyali 2003).  Asyali (2003) includes a figure showing the class conditional 

probability densities of the standard deviation feature. 

The Bayesian learning approach is a further classical statistical technique that stems 

from the Bayesian classifier.  It is used in the more realistic case where the full prior 

probabilities are not known.  In Bayesian learning, the parametric form is assumed and the 

parameters are determined from training data (Duda et al. 2001, p.91).  Bayesian learning 

opens up a class of learning networks that combine prior knowledge and large amounts of 

statistical data to both learn the probability densities relating objects within the data and 

improving on the prior beliefs regarding dependencies by searching for the network that 
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has the highest posterior probabilities (Heckerman et al. 1995).  An introduction to 

Bayesian Learning Networks is contained in Neapolitan (2004). 

Relevant to the unsupervised classification that we pursue in this thesis, a statistical,  

model based, unsupervised classifier AutoClass (Cheeseman & Stutz 1996) uses Bayesian 

analysis to find class information from large sets of data.  “In the Bayesian approach to 

unsupervised classification, the goal is to find the most probable set of class descriptions 

given the data and prior expectations” (Cheeseman & Stutz 1996).  AutoClass does not 

assign instances to a particular class, but rather uses a “weighted assignment, weighting on 

the probability of class membership” (Cheeseman & Stutz 1996).  The goal of AutoClass 

is to find the number of classes, the function type of class probability densities and the 

parameters associated with these parameters that optimize posterior probabilities 

(Cheeseman & Stutz 1996). 

 

1.3.2  Self Organizing Maps (SOM) 

Self organizing maps (SOM) is an ANN technique designed to give a lower 

dimensional (two or three) representation of a higher dimensional feature space (Duda et 

al. 2001, p.573).  SOM ANNs is the “most common neural system for unsupervised 

training” (Dybowski 2000).  Nodes in SOM take a lattice arrangement that are represented 

visually in either two or three dimensions.   Each node stores a representation of the full 

higher dimensional feature vector.  When a particular node achieves maximum closeness 

(defined as a Euclidean measure) to an input instance, then this node and other nodes in 

proximity within the representational lattice are updated (Kohonen 1990).  The SOM can 

then provide a powerful visualization for interpretation of clusters within a sample space 

(Vesanto & Alhoniemi 2000).  Lagerholm et al. (2000) employ SOM to detect QRS 

complexes (heart beats) from ECG data as well as categorizing these complexes based on 
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their morphology.  Lagerholm et al. (2000) use features derived from “coefficients of the 

Hermite basis function representation of the high-pass filtered ECG signal” as inputs to the 

SOM. 

 

1.4 Time series prediction and classification using evolving systems 

In this section, recent publications relating to time series prediction and classification 

using evolving systems are reviewed in order to familiarise the reader with the current 

state of the art in these areas.   

In Panella (2011), neural networks are applied to the prediction of biological time 

series.  The focus of the paper is application to automobile driver drowsiness, for instance 

in individuals with diabetes having hypoglycaemia, and prediction of parameters such as 

glucose, heart rate and skin conductivity.  In time series prediction, often an input vectors 

comprised of a certain number of past data is used to predict a future data value.  Panella 

(2011) uses a genetic algorithm (GA) to establish the embedding dimension, which is the 

number of historical samples to use as the input, and the delay between previous 

observations.  GA techniques follow terminology similar to that used in biology.  Here, 

each individual of the GA represented a possible embedding pair.  MoG neural networks, 

mixture of Gaussian NN, are used as the ANN approach.  The technique includes 

clustering input and output training pairs in order to estimate probability densities used in 

the approximated mapping.   

Kampouraki et al. (2009) investigate support vector machines (SVM) as a means to 

classify two different kinds of heart rate databases.  The first database consisted classes of 

normal subjects, one young and the second elderly.  The second database consisted of 

normal subjects and subjects with coronary artery disease.   



10 
 

SVM techniques have their origin in classical statistics.  It is a supervised 

classification technique that has gained in popularity.  A hyperplane is found that 

maximizes the distance of support vectors from each of two classes.  The support vectors 

are a small sample of vectors from each class that fall closest to the hyperplane boundary.  

In cases where the data is not linearly separable, kernel functions are used to project the 

data into higher dimensional space before finding the hyperplane boundary.   

The authors found that SVM could be used to accurately separate classes, especially in 

comparison to a learning vector quantization (LVQ) neural network and a backpropagation 

neural network using the Levenberg-Marquardt (LM) minimization algorithm 

(Kampouraki et al. 2009).  Input features were drawn from statistical time domain features 

as well as a local linear prediction feature and a wavelet based feature 

In Štěpnička et al. (2011), the authors look at a broad range of computational 

intelligence and combine several techniques in order to forecast seasonal time series.  The 

seasonal data represents volume of sales or goods sold.  The authors use evolutionary 

techniques to automatically determine the parameters of the neural network, e.g. learning 

rate, initializing weights vector and number of hidden nodes.  Support vector machines are 

also shown as a separate technique to ANN.  The authors use a measure called mean 

absolute scaled error (MASE) to assess performance with the advantage that this measure 

is scale independent.  Linguistic descriptions of the rules are generated for both approaches 

(ANN and SVM).  The authors report results that are comparable to traditional 

autoregressive integrated moving average (ARIMA) statistical techniques.   

Barreto and Aguayo (2009) apply self-organizing ANN to the task of detecting 

anomalies in time series data.  The authors compare Kohonen’s self-organizing map 

(SOM) and several temporal variants of SOM designed to accommodate time series data 

along with fuzzy ART.  Input vectors are constructed using sequences of ten data values.  
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Two simulated time series, Lorenz equations and Mackey-Glass dynamical system, as well 

as real time series of space shuttle solenoid and NASA valve data.  The authors found the 

SOM temporal variants as well as fuzzy ART to be effective in detecting anomalies in time 

series examined. 

Boto-Giralda et al. (2010) explore a self-organizing supervised ANN, fuzzy 

ARTMAP as a predictor of traffic volumes.  ANN modelling is selected due to the ability 

of these types of techniques to describe the “indeterministic and complex nonlinearity of 

traffic flow time series.”  A wavelet technique is utilised to remove noise from traffic data 

consisting of volume and occupancy percentage.  The traffic data is taken from 5 minute 

and 15 minute averages of traffic sensor data from four U.S. highways.  A range of 4 to 16 

past data samples are used in the prediction of traffic volume.  The performance is 

compared with other techniques included multilayer feedforward neural network and 

support vector machines and found to generally give strong results.   

 

1.5 Major Contributions of the Study   

The first original contribution of this thesis is the development of an on-line, 

exploratory, evolving, unsupervised, clustering artificial neural network.  The development 

of this ANN was inspired by the goal of gaining knowledge from temporal biological data.  

The system developed is capable of extracting knowledge without the benefit of labels 

applied to the data.  Further, data class boundaries are not assumed.  Rather, data instances 

self-associate. 

The second original contribution of this thesis is the knowledge extracted from a 

database of heart rate collected from sixty-two subjects, half recently suffering a heart 

attack and half age and sex matched and healthy.  This knowledge is gained through 
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critical analysis of heart rate and heart rate variability features using statistical, fuzzy c-

means (a semi-supervised clustering technique), fuzzy neural network and ARTdECOS.  

These contributions are described in more detail below. 

1.5.1 Critical Analysis of Features for HRV Data Analysis 

In this study three principal feature domains of HRV are examined: time, frequency 

and nonlinear.  We examine the statistical relationships between these features and the two 

classes of heart rate subjects in our dataset.  We make a detailed analysis of a nonlinear 

feature: fractal dimension.  This includes a comparison of two popular methods for 

computation: Higuchi’s fractal dimension, D (Higuchi 1988) and detrended fluctuation 

analysis, α (Peng et al. 1995).  We identify a subset of features comprised of time and 

fractal domain features to be used in models. 

We find statistical separation of the two classes of heart rate subjects that holds for 

many of the features extracted.  However, classification modelling attempts using a subset 

of features are not successful in separating individual subjects into their respective classes.  

The classification modelling attempts are made by a fuzzy neural network as well as a 

statistical linear discriminant technique. 

Our emphasis shifts, then, from finding classification within a predefined class, e.g. 

Normal (healthy) versus MI (myocardial infarction).  Rather, modelling focuses on two 

tasks.  The first is a global task involving many subjects of finding a gradation of subjects 

within a class.  For instance, within the class of Normal subjects, the approach is finding 

which subjects perform best (and least) based on their heart rate and heart rate variability 

features.  The second is a local task involving only one subject of differentiating between 

segments of time, where features extracted represent better (or worse) performance. 

The global task of grading subjects is first carried out using an existing clustering 

technique fuzzy c-means.  Fuzzy c-means (Bezdek et al. 1984) is a semi-supervised 



13 
 

clustering technique and is described in chapter 4.  ARTdECOS is applied to the global 

grading of subjects in chapter 7.  The results from ARTdECOS for Normal class subjects 

compare favourably with fuzzy c-means clustering and Poincaré plot features (chapter 3).   

1.5.2 Comparative Analysis of Different Adaptive Models for HRV Analysis  and 
Classification 

 

In the development of a novel adaptive connectionist method we analyse two existing 

adaptive models: a variation of a multi-layer perceptron neural network FuNN (Kasabov et 

al. 1997), which facilitates extraction of linguistic rules from feed-forward neural 

networks; and fuzzy ART (Carpenter et al. 1991), a two-layer unsupervised neural 

network that builds upon resonant feedback between inputs and category associations.  

Further, we draw and build upon a paradigm known as evolving connectionist systems 

(ECOS) (Kasabov 1998) in the development of a novel adaptive connectionist method.   

Once we develop our novel adaptive connectionist method, we make a comparative 

analysis of our technique with two other techniques that are modifications of the fuzzy 

ART algorithm: dual competition and resonance technique (DCR) (Zhang et al. 2006); and 

combining overlapped categories in consideration of connections (C-FART) (Isawa et al. 

2008).  Both DCR and C-FART share our motivation of reducing the number of categories 

resulting from fuzzy ART clustering.   

1.5.3 A Novel Adaptive Connectionist Method for Classification called ARTdECOS 

We develop a novel adaptive connectionist method for classification called 

ARTdECOS.  The name is derived from its constituent paradigms, adaptive resonance 

theory (ART) (Carpenter & Grossberg 1987a) and evolving connectionist systems (ECOS) 

(Kasabov 1998).  The letter “d” in ARTdECOS is idiomatic and may be interpreted as “of” 

or “with”, but it is included primarily to give the technique a name similar to “art deco”, an 

eclectic artistic and design style popular in the 1920s and 1930s. 
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ARTdECOS is an unsupervised clustering method.  At its kernel is a fuzzy ART 

structure.  ARTdECOS forms initial clusters using fuzzy ART, and then amalgamates 

similar categories.  For instance, in one experiment modelling an individual subject, 

categories are reduced in number from 78 to 3.  The reduction of categories to a small 

number permits the extraction of rules in both linguistic and graphical form.  The 

amalgamation process is verified using the well known Iris flower dataset (Asuncion & 

Newman 2007).    Applied to the Iris dataset, ARTdECOS permits higher similarity 

between categories and instances than could be achieved with fuzzy ART alone. 

The development of ARTdECOS also includes two additional measures of modelling 

performance.  These measures augment the similarity measures described for fuzzy ART 

in chapter 6.  The first additional measure is based on the range of feature space 

represented in the category rules.  A smaller range of feature space permits more defined 

rules and better distinction of categories.  The second additional measure analyzes the 

activation of the two top categories for each instance presentation.  Where fuzzy ART 

follows a winner-takes-all approach to categorisation of instances, analyzing the difference 

in activation between the top two categories gives a measure of the discrimination ability 

for the model. 

In our ARTdECOS method we develop a technique to scale inputs in real time.  This 

eliminates defining ranges prior to data acquisition.  We develop equations and algorithms 

necessary to scale category representations, given by weight vectors in response to 

changing feature scaling limits.  Further, we provide equations necessary to compare 

category representations where feature scaling limits differ.  This situation arises when 

data are collected over different time periods having different maximum and minimum 

scaling limits. 
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1.5.4 Case Study: HR Real Data, A Novel Method for HRV Data Analysis Based on 
ARTdECOS 

 
 We apply our novel ARTdECOS connectionist method to the case study of HRV data 

analysis using real HR data.  Through this analysis, we are able to extract knowledge from 

the heart rate dataset.  In particular, a pattern of relationships among features emerged in 

an archetypical category exhibiting high mean, high fractal dimension and deviation, high 

direction change and low standard deviation.  These features are introduced in chapter 3.  

Details of scaling features as inputs into ARTdECOS models are given in chapter 7.  The 

correlations exhibited among features in individual models are shown to be supported by 

statistical analysis of feature distributions in the underlying data.   Through modelling of 

HRV time series within individual subjects, examples of segmenting periods of instances 

with ARTdECOS are shown.   

1.5.5 Hardware Implementation of the Novel ARTdECOS Model 

As our goal for analysing biological time series is in real time biofeedback, we 

consolidate and further our ARTdECOS model by implementing it on a small, portable 

data capture device.  We designed and constructed this device.  Software implementation 

is made by converting algorithms to C code.  Included in this code is a modified version of 

Higuchi’s fractal dimension, D, suitable for memory limited platforms.  The ARTdECOS 

model is implemented in real time using this data capture device.  From the real time 

experiments performed we were able to verify the operation of ARTdECOS in a real time 

environment and make further improvements necessary for real time operation. 

1.5.6 Original HRV Data Collected at University of Otago 

 
The HRV data used in this study was collected as part of our research effort.  In 

conjunction with the Department of Cardiology at University of Otago with approval from 

the University Ethic’s Committee, we participated in collection of electrocardiogram 

(ECG) records from 31 post myocardial subjects and 31 gender and age matched normal 
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subjects, without a medical condition.  We aided in the recruitment of normal subjects.  

We did not perform the ECG collection; this was done by the Department of Cardiology.  

However, we extracted the beat-to-beat time intervals from the ECG records necessary to 

form the HRV datasets. The HRV records from this data are made available for others to 

use and are included on the attached CD in Appendix A. 

1.6 Publications and Dissemination of Results as Submitted 

We have made three publications as a result of our research in this study.  These 

include: 

Kozma, R.; Swope, J.A.; Kasabov, N.K.; Williams, M.J.A. 1997a.  “Multi-agent 

implementation of fractal analysis of fuzzy neural networks”, Proceedings of the 1997 

International Conference on Neural Information Procesing and Intelligent Information 

Systems, pp.162-165. 

Kozma, R.; Kasabov, N.K.; Swope, J.A.; Williams, M.J.A. 1997b.  “Combining 

neuro-fuzzy and chaos methods for intelligent time series analysis – case study of heart 

rate variability”, Proceedings of the 1997 IEEE International Conference on Systems, 

Man, and Cybernetics, pp.3025-3029. 

Swope, J.A.; Kasabov, N.; Williams, M.J.A. 1999.  “Neuro-fuzzy modelling of heart 

rate signals and applications to diagnostics”, in Fuzzy Systems in Medicine, edited by 

Szczepaniak, P.S.; Lisboa, P.J.G.; Kacprzyk, J., Physica Verlag, Heidelberg, pp.519-542. 

Swope, J.A. 2012.  “ARTdECOS and applications, adaptive evolving connectionist 

model for heart rate variability model”, Evolving Systems, online reference (DOI) 

10.1007/s12530-012-9049-2, to appear in printed form. 

1.7 Content of the Thesis 

The thesis is divided into ten chapters including this introductory chapter.  In chapter 

2 we review literature involving methods and algorithms for HRV and other biological 
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time series.  A discussion is made of biological time series analysis and the problems and 

difficulties associated with biological data in particular.  Heart rate variability (HRV) is 

introduced and related to a sample ECG record.  The origin of HRV from a physiological 

point of view is discussed in relation to features derived from HRV.  Artificial neural 

network modelling is introduced with a description of its characteristics.  Literature using 

HRV features in ANN modelling and literature using biofeedback of HRV features are 

reviewed and analysed in relation to this study. 

In chapter 3 features for analysing time series data are described together with 

equations for their computation.  Three feature domains are drawn upon: time, frequency 

and nonlinear.  Time domain features include traditional statistical measures such as mean 

and standard deviation.  Frequency features are derived from power spectrum information 

with frequency regions related to specific physiological contributions.  Fractal features, a 

nonlinear measure, give information about variability across many scales of measurement.  

Detailed feature characteristics from each of these domains are presented in table form for 

each of two HRV classes, MI Subjects and Normal Subjects.  In addition distribution 

analysis is made for each feature regarding skewness, Kurtosis and class separability.  

Return plots known as Poincaré plots are presented for each HRV subject.  These plots 

give an indication of nonlinear relationships in the data.  We show Poincaré plots for each 

subject in our HRV study, initiating our analysis on a subject by subject basis, rather than 

by class alone. 

In chapter 4 we begin our exploration of HRV features and classes utilising the fuzzy 

neural network (FuNN) model (Kasabov et al. 1997).  FuNN is a supervised ANN with 

provision for extraction of linguistic rules that govern modelled relationships between 

inputs and outputs.  FuNN experiments are performed with variations of features and 

outputs.  Feature and class relationships are further explored using the fuzzy c-means 
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(FCM) clustering algorithm (Bezdek et al. 1984).  Using this technique a continuum of 

classification of HRV subjects is presented based on the degree of membership to one of 

two fixed classes.  In the final experiment of chapter 4, the results of FCM clustering are 

used as outputs to a FuNN model. 

Chapter 5 includes discussion of several aspects required for development of an 

adaptive connectionist model for time series analysis.  First, we examine in greater detail 

the characteristics of Higuchi’s fractal dimension, D, especially in relation to HRV data.  

Through this discussion, Higuchi’s fractal dimension, D, is compared with another HRV 

fractal measure based on detrended fluctuation analysis (DFA), α.  A critical analysis of 

fractal features in HRV modelling is made.  Both Higuchi’s fractal dimension D and 

DFA’s α are measures of the variation of a data series over several scales.  The discussion 

of their comparison is intended to clarify their respective use for HRV analysis.  Further in 

this chapter, the paradigms of adaptive resonance theory, in particular fuzzy ART; and 

evolving connectionist systems (ECOS) are described.  These paradigms form the basis for 

our novel connectionist model described in chapter 6. 

In chapter 6 we present our novel connectionist model for classification, ARTdECOS.  

First, the motivation for creating ARTdECOS is given along with classification results 

using traditional fuzzy ART.  A graphical visualisation tool is presented to accompany 

ARTdECOS.  This tool provides a method for extracting knowledge from the model.  It is 

complemented by extraction of linguistic rules based on category associations with 

individual feature ranges.  The amalgamation of categories is described, which forms a key 

difference between ARTdECOS and traditional fuzzy ART.  With traditional fuzzy ART 

multiple categories are generated that represent a single class.  The amalgamation process 

of ARTdECOS reduces these multiple categories into a single category for a particular 

class. As ARTdECOS is an unsupervised ANN technique, methods for discerning suitable 
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classifications are described.  The Iris flower dataset is utilised as a benchmark for 

discovery and development of ARTdECOS. 

In chapter 7 ARTdECOS is applied to the case of HRV.  The utility of ARTdECOS is 

shown by categorising and visualising feature relationships both among HRV subjects and 

within a particular HRV subject.  With multiple subjects the scaling of input features 

occurs over a wider range, so most differentiation is observed between subjects.  When 

modelling the HRV record from a particular subject, the scaling for features is narrower, 

allowing the model to highlight differences within the particular subject dependent on 

time. The results from ARTdECOS applied to HRV subjects is compared to results 

obtained through fuzzy c-means.  The chapter includes discussion and critical analysis of 

several aspects of ARTdECOS. 

In chapter 8 two other algorithms that achieve reduction of categories in fuzzy ART 

are analysed and compared to ARTdECOS.  These two algorithms were chosen from 

among other modifications to ART systems since they share the common goal with 

ARTdECOS of reduction of categories in fuzzy ART.  The two techniques, dual 

competition and resonance technique; and combining overlapped categories in 

consideration of connections are directly compared to ARTdECOS utilising HRV data.  A 

discussion is made of attributes and strengths of all methods.  One primary difference 

between each of the three models described is the rule for combining category weights 

once the decision to combine weights is made.  A second difference is when to assess the 

merger possibility between categories.  A third difference is how to make the assessment 

of whether two categories should merge. 

In chapter 9 a wearable data capture device created during our study is described and 

presented.  The data capture device measures static voltage on the person wearing the 

device.  This measurement is made once per second and stored on the device for 
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processing.  ARTdECOS is implemented on this device using features derived from data 

collected over instances of one minute in duration.  Each experiment described shows an 

evolution of results over a period of thirty minutes.  Additional development of 

ARTdECOS was necessary to facilitate this real time implementation.  These 

developments are presented in this chapter, including real time feature normalisation and 

on-going weight adaptation to changing feature scaling limits.  In addition a discussion is 

given and equations developed for the globalisation of categories and rules extracted over 

short time periods, to align with categories and rules extracted over time periods with 

differing scaling limits. 

In chapter 10 we present our conclusion and summary for future work.  This chapter 

includes an assessment of ARTdECOS and the elements of the ECOS paradigm that it 

satisfies.  The chapter also includes a brief introduction to evolving spiking neural 

networks and gives an indication of how these networks may further the research began in 

this study. 

Four appendices are included in this thesis.  Appendix A gives Matlab m-files and that 

we used in generating the results in our thesis. It also includes the HRV records of two 

classes of subjects, healthy and MI subjects.  A table of files is included following the 

references.  The files are provided in electronic form on the attached CD. Appendix B 

gives the C and Assembly code used in the microcontroller of our data capture device 

implementation.  A table of files is included in print.  The files are provided in electronic 

form on the attached CD.  Appendix C gives the process steps involved in implementing 

ARTdECOS.  This Appendix makes references to equations that occur through the thesis 

in defining ARTdECOS.  It also has a step-by-step guide and suggestions for parameter 

selection.  Appendix D includes details of our wearable data capture device design. 
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Chapter 2:  Review of Methods and Algorithms 

2.1  Biological Time Series Analysis, Challenges and Problems 

A biological time series may be constructed by examining one variable and measuring 

this variable at specified time intervals over a period of time.  The expectation is that the 

biological system, which is multi-dimensional, may be characterised by studying the time 

series of only one variable.  For instance the “cardiovascular control mechanism can be 

studied by analysing one of the system observed variables, mainly the electrocardiographic 

signal (ECG) and in particular the series of RR (beat-to-beat) duration or other heart rate 

variability (HRV) signals” (Baselli et al. 2002).   

However, subsystems within a biological system are not independent of other 

subsystems.  Rather, subsystems in healthy systems are coupled to each other through 

“nonlinear and intermittent” interactions (Peng et al. 2009).  In the cardiovascular and 

respiratory systems there is a bi-directional coupling between subsystems.  Heart rate 

influences breathing rate and breathing rate influences heart rate (Buchner et al. 2009).  In 

unhealthy systems there can be either “complete de-coupling between sub-components of 

the whole system, or a strong ‘mode-locking’ among them” (Peng et al. 2009). 

The nonlinear coupling of subsystems contributes to the appearance of chaos in a time 

series (Li and Yuan 2008).  Chaos can be present in a deterministic system when there is 

great sensitivity in the trajectory or path of that system to initial conditions.  The resulting 

time series from biological systems is observably aperiodic with complex dynamics (see 

figure 2.2 below).  Fractal dimension is one measure used in the analysis of nonlinear 

systems (Goldberger 1996) and is examined extensively in this thesis.  Fractal dimension 

for a time series gives a measure complexity that is present over several scales of 

observation (Higuchi 1988). 
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There is discussion in the literature on whether heart rate time series is nonlinear due 

to deterministic chaos or whether fluctuations are stochastic (statistical), following a 

random path.  For instance, Glass (2009) evokes a strict differentiation between 

deterministic and stochastic systems reasoning that “since real systems will necessarily 

always contain noise in both the measurements and in the dynamics of the system, real 

systems are not deterministic” and cannot satisfy the definition of chaotic systems (Glass 

2009).   

It is possible to distinguish deterministic and statistical portions of heart rate time 

series.  This modelling allows differentiation of healthy and pathological subjects.  For 

instance Buchner et al. (2009) found the deterministic portion of heart rate variability to be 

comparable in magnitude to the stochastic portion in heart rate variability data from 

normal subjects.  Kuusela (2004) separates the stochastic and deterministic contributions 

to heart rate series and finds a difference in the stability of control points for the 

deterministic part in normal subjects versus subjects with congestive heart failure.   

Although there is ongoing discussion concerning the stochastic or deterministic origin, 

biological time series continue to be analysed by methods derived for deterministic 

systems.  For instance, recurrent plots and Poincaré plots show state space (Khaled et al. 

2006) of time series representing a system.  Poincaré plots for heart rate time series are 

discussed and shown in chapter 3.  Also, in analysis of frequency information, fast Fourier 

Transform (FFT) techniques are commonly applied although FFT assumes the time series 

only consists of deterministic components (Bernston et al. 1997).  However, windowing 

and smoothing techniques applied in FFT implementations allows results to resemble 

autoregressive (AR) modelling, which “treats data as a composite of deterministic and 

stochastic components” (Bernston et al. 1997).  FFT is used in power spectrum analysis 

discussed in chapter 3. 
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Biological time series are also described as nonstationary (Peng et al. 2009).  This 

means that parameters such as mean and variance change over time or position.  This 

quality of biological time series makes it difficult to apply techniques that presume 

stationarity, for instance Fourier transform spectral techniques.  One approach is to choose 

a small window to sample, presumably satisfying stationarity over the short time period.  

However, shorter sections of data can create its own difficulties.  For instance “a data 

section shorter than the longest time scale of a stationary process can appear to be non-

stationary” (Huang et al. 1998).  A further difficulty having nonstationary processes is that 

it is difficult to measure two separate systems and analyse their interactions since the 

“coupling between them is nonlinear and intermittent and each process is nonstationary”  

(Peng et al. 2009).  

Time series for financial markets also exhibit a nonstationary nature (Wu et al. 2007).  

Autoregressive conditional heteroskedasticity (ARCH) is a method of analysing financial 

time series based upon the variance of error terms (Bollerslev et al. 1992).  In this method 

the variance of the error in the real value versus the predicted value at a particular time in 

the series is a function of previous variances (Bollerslev et al. 1992).  The ARCH 

technique is shown to be useful in volatility clustering of financial time series, predicting 

where large swings in the series will be followed by additional large swings (Bollerslev et 

al. 1992).  Wu et al. (2007) state that the assumptions necessary to apply ARCH modelling 

limit its application.  However, ARCH has been used in biomedical research.  Notably, Hu 

& Tsoukalas (2006) report the usefulness of this conditional variance method in showing 

the persistence of sleep apneic shocks to the heart rate time series. 
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2.2  Heart Rate Variability (HRV) 

We have chosen to study heart rate variability (HRV) as biological feedback in a large 

portion of experiments in our thesis.  Features derived for HRV have been shown to be an 

indicator of autonomic nervous system activity.  Fibromyalgia is “a non-inflammatory 

rheumatologic disorder characterized by musculoskeletal pain, fatigue, depression, 

cognitive dysfunction and sleep disturbance” (Hassett et al 2007).   In Hassett et al. 

(2007), symptoms of fibromyalgia related to autonomic dysfunction were shown to 

improve with improved HRV.  As such, HRV is a useful tool in understanding diseases 

where autonomic dysfunction is implicated as either a cause or a marker.  Notably, HRV 

has been cited to be the “single greatest predictor for mortality and morbidity, especially 

for people with cardiovascular disease” (Del Pozo et al. 2004).  HRV is also useful as an 

analysis tool for clinical depression (Nolan et al. 2005).  This list is not exhaustive, and we 

will examine specific studies later in this chapter. 

In cooperation with the Cardiology Department in the School of Medicine at 

University of Otago we collected electrocardiograms (ECGs) from two classes of subjects.  

The first class consisted of thirty-one patients who had suffered a myocardial infarction 

(MI) (heart attack) in the two or three days before the collection of data.  The second class 

consisted of thirty-one healthy subjects who were gender and age matched to MI Subjects.  

The healthy subjects were volunteers from the university and Dunedin Hospital.  We 

received approval from the University of Otago Ethics Committee prior to commencing 

data collection.   Beat-to-beat intervals were extracted from the ECG data using the 

method described below.  We make use of this data throughout the thesis. 

To study HRV, a time series is constructed from the time intervals between adjacent 

heart beats.  An example of an electrocardiogram (ECG) showing heart beats and the time 

interval between them is shown in figure 2.1.  The ECG trace shown was sampled at 400 
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hertz.  This trace is taken from leads connected to the right arm and left leg of a human 

subject.  The electrical activity measured between these two leads largely reflects activity 

of the heart.  As portions of the heart become polarized or electrically charged a net 

vectorial potential is measured across the two points of contact on the person.  Also, when 

portions of the heart depolarise or lose their electrical charge, a potential gradient is 

observed.
1
 

The waves of polarization and depolarisation generated by the heart are labelled 

alphabetically from P through T in figure 2.1.  The P-wave represents the depolarisation of 

the atrium.  The sino-atrial (SA) node, which is located on the wall of the right atrium, 

activates the initiation of the P-wave.  SA node activation is mediated by the autonomic  

 

Figure 2.1  This figure shows an example of an ECG signal.  Beat-to-beat intervals are 

calculated from the RR interval distance, or spacing between heartbeats, and given in 

milliseconds. 

 

                                                           
1
 For further information on ECG measurement and description please see Tortora & Anagnostakos (1984, 

pp.465-467) and Study-Med Software (2010). 
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nervous system.  The electrical action of the P-wave triggers the activation of the atrial 

ventricular (AV) node.  AV node activation results in depolarisation of the ventricles and 

is shown as the QRS wave in figure 2.1.  Finally, the T wave represents repolarisation of 

the ventricles (Study-Med Software 2010; Segal 1997). 

Both SA and AV node activities are mediated and controlled by the autonomic 

nervous system.  In particular, the parasympathetic nervous system acts to slow the heart 

rate, thereby increasing the interval spacing.  The sympathetic nervous system acts to 

increase the heart rate, thereby decreasing the interval spacing.  The interaction between 

these competing systems is complex and non-linear giving rise to a chaotic signal that we 

analyse as the HR time series.  An example of an HR time series taken from a healthy 

subject is shown in figure 2.2. 

 

Figure 2.2  This figure shows the HR time series for a healthy, normal subject.  There are 

1000 intervals shown for total time duration of about twenty minutes. 
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2.3  Biological Time Series Features 

The heart rate is modulated by a number of influences.  Autonomic nervous system 

(ANS) influences are attributed to its parasympathetic and sympathetic branches.  “The 

parasympathetic influence on heart rate is mediated via release of acetylcholine by the 

vagus nerve”, which results in slowing of “diastolic depolarization” (Task Force 1996).  

“The sympathetic influence on heart rate is mediated by release of epinephrine and 

norepinephrine” resulting in “an acceleration of the slow diastolic depolarization” (Task 

Force 1996).  Breathing rate may also influence heart rate producing shorter spacing 

between beats during inhalation and longer spacing between beats during exhalation 

(Azuaje et al. 1998).  This is referred to as respiratory sinus arrhythmia (RSA) (Del Pozo 

et al. 2004), and it results in a component in the HR frequency spectrum at the breathing 

frequency.  Additionally, low frequency, long range oscillations in heart rate are 

“associated with the thermoregulation of vasomotor tone and with the rennin-angiotensin-

aldosterone system” (Acharya et al. 2008) that regulates blood pressure and water balance. 

Heart rate is also coupled with blood pressure as influenced by baroreceptors and the 

baroreflex system.  When blood pressure rises, the baroreceptors communicate to the vagal 

nerves of the heart through parasympathetic connections.  The result is a decrease in heart 

rate in an effort to restore normal blood pressure.  This process is referred to as the carotid 

sinus reflex (Dodd & Role 1991). 

We draw HRV features from three different domains: time domain, frequency domain 

and nonlinear domain.  Time domain features are derived from the unaltered RR series.  

“Changes in time-domain measures give an indication of magnitude of change in 

autonomic tone” (Acharya et al. 2008).  The most familiar time domain measure is the 

mean of RR intervals.  We may associate the inverse of this value with our average heart 

rate, the measure that we determine when we take our pulse.  Another useful time domain 
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measure is the standard deviation (SD) of RR intervals.  We have noticed in some of the 

literature that SD of RR intervals is implied to be synonymous with HRV.  Clearly, SD of 

RR intervals is an important HRV indicator and has “been used as measure of overall 

cardiovascular adaptability” (Karavidas et al. 2007).  In the “Zutphen Study” Dekker et al. 

(1997) conclude that “in middle-aged men and probably in elderly men, low heart rate 

variability”, as measured by standard deviation of normal RR intervals, “is predictive of 

mortality from all causes”. 

Frequency domain features relate to spectral components of the RR time series as a 

signal.  We concentrate on two regions of this spectrum: the high frequency (HF) region, 

which ranges between 0.15 to 0.40 hertz; and the low frequency (LF) region, which ranges 

between 0.04 to 0.15 hertz (Task Force 1996).  To study HF and LF spectral components, 

we construct a power spectrum, the contribution of heart rate fluctuations at various 

frequencies.  We use a non-parametric fast Fourier Transform technique, the Welch 

method, found in Matlab to produce the power spectrum.  The “Welch method is one of 

the most popular classical methods” (Acharya et al. 2008).  Samples are segmented into 

overlapping sequences and each sequence is then windowed.  The Hamming window is 

applied on the blocks of data (Acharya et al. 2008).   

In order to make the heart rate time series compatible and consistent with reported 

literature, we resample the interval spaces at 4 hertz.  This is an interpolation method 

which gives an instantaneous value of heart rate every 0.25 seconds.  The power spectrum 

obtained from this series now has a time base and the frequencies may be read in units of 

hertz.  The origin of the HF component of the HR power spectrum is widely accepted to be 

from parasympathetic ANS origin (Task Force 1996).  There is less agreement on the 

origin of the LF component, with some authors attributing it to both sympathetic and 
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parasympathetic influences while other authors attribute LF to only sympathetic 

influences.   

The location of RSA in either the LF or HF region depends upon the frequency of 

breath.  The cut-off rate is nine breaths per minute corresponding to 0.15 hertz or one 

breath every six and two-thirds seconds.  Breathing at a constant rate above this amount 

would place RSA influences in the HF region, and breathing more slowly would place 

RSA influences in the LF region.  We explore the frequency domain features with our HR 

data, especially with their relationship to other derived features from the time and fractal 

domains.  We consider LF, HF and total frequency (TF) (0.04 to 0.4 hertz) powers 

obtained by integrating the power spectrum over the appropriate range of frequencies.   

The final domain that we draw from for HRV features is the nonlinear domain.  

Within this domain, we focus on fractal dimension and Poincaré features.  Fractal 

parameters emphasise the nonlinear nature of HR data and are particularly useful for 

nonstationary signals. We calculate the fractal parameter based upon the algorithm 

proposed by Higuchi (1988).  “The fractal parameter indicates the level of irregularity 

present in the heart rate data at different scales” (Goldberger 1996).   

In the calculation of the fractal dimension, the sum of absolute differences between 

RR intervals is calculated.  This sum is calculated for a range of “wave numbers”.  A wave 

number equal to one means the sum of absolute differences between every RR interval.  A 

wave number equal to two means the sum of absolute differences between every other RR 

interval.  A wave number of three corresponds to the sum of absolute differences of every 

third RR interval.  In some of our work we extract features from short sequences having 

128 RR intervals.  In these studies we use a maximum wave number of six as suggested in 

(Esteller et al. 2001).  We discuss the fractal dimension algorithm and fractal features 

along with Poincaré mapping along with other extracted features further in chapter 3. 
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2.4 Artificial Neural Network Modelling 

An artificial neural network model (ANN) is comprised minimally of: 

1. a set of nodes which represent the individual components of vectors,   

2. a set of weights which represent the individual components of vectors that connect 

nodes,   

3. a method for calculating the state of nodes, 

4. a method of adapting weight vectors based on input presentations. 

 

The learning process of an ANN is described succinctly by Papageorgiou et al. : 

“Learning in Artificial Neural Networks (ANNs), is the process of searching a 

multidimensional parameter space for a Neural Network (NN) state that 

optimizes a predefined criterion function J.  Learning algorithms can be 

supervised, reinforcement or unsupervised and the function J is commonly 

referred to an error function, or a cost function, or an objective function” 

(Papageorgiou et al. 2004). 

 

We consider two classes of ANNs, supervised and unsupervised.  In supervised ANNs 

there is a set of nodes to represent the input features.  These features form a vector, and 

each component of this vector is derived from a particular feature.  There is also a set of 

nodes to represent the output vector.  A third set of nodes are utilised in some supervised 

ANNs to interface between the input and output nodes.  In some ANNs this set of nodes is 

referred to as a hidden layer.  Supervised ANNs derive their name from the training 

procedure, where weight vectors are adapted to accommodate pairs of input and output 

vectors that are provided to the network.  After training, new input vectors may be 

presented, and the supervised ANN predicts an output vector.   

Unsupervised ANN models may be described as clustering methods, where input 

feature vectors are grouped into categories according to some similarity measure.  Since 

output vectors are neither specified nor generated, only two sets of nodes are required for 

unsupervised ANNs, and a hidden layer of nodes is not required.  In this thesis the 



31 

 

knowledge provided by an unsupervised ANN is derived from the category selected for a 

particular input, the sequence of categories selected for a series of inputs, and the 

templates of grouped input vectors represented in the weight vectors of categories. 

In the early stages of our thesis research we focused on a type of supervised ANN 

known as Fuzzy Neural Network (FuNN) (Kasabov 1996, pp.317-321; Kasabov et al. 

1997).  This ANN partitions inputs into linguistically separable bins, for instance low, 

medium and high.  The bins are fuzzy in that they are overlapping, for instance a feature 

may be both low and medium.  This process is referred to as fuzzification of inputs.  There 

is also a provision to provide linguistic descriptions of outputs.  Rather than having a 

single output node for each output component, there are multiple nodes for each output, 

representing degrees of membership to fuzzy bins, for instance low, medium and high.  

The result for this ANN is that knowledge may be extracted in the form of fuzzy If-Then 

rules, for instance: if feature 1 is low and feature 2 is medium then output 2 is high. 

The architecture of FuNN ANNs is based upon a multi-layer perceptron (MLP) with 

error backpropagation learning.  These ANNs are limited in their applicability to real time 

modelling since inputs are given to the network in a batch process.  Further, a trained 

network suffers from the problem of catastrophic forgetting when new or different 

instances are presented.  A source for this problem may be that an “MLP suffers from the 

disadvantage that changing only one weight affects nearly all patterns stored in the 

network” (Vu et al. 2010).  Since there is a hidden layer of nodes in MLPs connecting 

input and output nodes, a change in the weight vector on one side of the hidden layer will 

affect the result.  Still, MLPs are a way of multiplexing connections; FuNN provides a 

view of the way that input features are interrelated with output vectors in an MLP ANN.  

We discuss FuNN and fuzzification procedures further in chapter 4. 
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The second type of ANN model that we explored in our research is an unsupervised 

ANN based on adaptive resonance theory (ART) (Carpenter et al. 1987a) called fuzzy 

ART (Carpenter et al. 1991).  In ART, ANNs input vectors are clustered into category 

templates.  However, a resonance condition is defined in which the input vector must be 

similar to the category template to a certain level.  This gives a two-way process of placing 

an input vector into a category where a winning category choice is not only the closest 

representation of the input vector but also a suitable choice.  When no existing category 

nodes meet this criterion then a new category node is created to accommodate the current 

input vector.   

Fuzzy ART derives its name from the process used to compare input vectors with 

category templates.  Fuzzy similarity measures are used to determine the degree of 

similarity between input vectors and category templates.  These measures set fuzzy ART 

apart from other ANN techniques using a Euclidean measure, the distance between 

vectors.  Fuzzy ART uses a complement coding technique which is similar to setting up 

two fuzzified membership functions.  Fuzzy ART allows incremental learning which 

makes it suitable for real time applications.  However, fuzzy ART suffers from a category 

proliferation problem.  We address this problem in our development of a novel ANN for 

real time applications beginning in chapter 6.  Further description of fuzzy ART is given in 

chapter 5. 

In our evolution of exploring ANNs we next focused on a framework called evolving 

connectionist systems (ECOS) (Kasabov 1998).  “An ECOS learns continuously in time 

and adapts its structure and functionality through a continuous interaction with the 

environment and with other systems” (Kasabov 2009).  In our development of our ANN 

for real time applications, we embody principles of ECOS using the fuzzy ART ANN as 

the core of our model.  We coined the name ARTdECOS, adaptive resonance theory with 
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evolving connectionist systems, for our model.  ARTdECOS is introduced in chapter 6 

where we consider a solution to the proliferation of categories in fuzzy ART.  We also 

demonstrate knowledge extraction through the creation of semantic rules.  Further, we 

utilise a graphical visualisation technique to view rules represented by categories.   

In chapter 7 we apply ARTdECOS to data mining of HR examples.  In chapter 8 we 

compare our method of tackling category proliferation with two other fuzzy ART modified 

algorithms: dual competition and resonance (Zhang et al. 2006) and combining overlapped 

categories in consideration of connections (C-FART) (Isawa et al. 2008).  In chapter 9 we 

demonstrate an implementation of ARTdECOS in real time on a microcontroller based 

data capture device that we developed as part of our research.  In this process we further 

develop ARTdECOS by real time normalisation of input vectors making the algorithm 

more suitable for real time applications. 

 

2.5  Literature using HRV features in ANN modelling 

In this section we review some of the literature where HRV features have been used as 

features in ANN models for subjects with coronary heart disease (CHD).  There is an 

overlap in the types of ANN models employed in each of these studies and also in the 

input features.  We begin our discussion by providing table 2.1 to identify the key 

attributes of each of the studies.  The ART networks listed in this table are unsupervised 

techniques.  ART-2 accepts real valued vector inputs (Carpenter et al. 1987b), while ART-

1 accepts binary inputs (Carpenter et al. 1987a).  MLP networks are supervised ANN 

models.  PHIAN (Vu et al. 2010) is a specialised incremental neural network designed to 

accept Poincaré plot information.  A Poincaré plot is a scatter plot formed by plotting each 

RR interval against the next RR interval. 
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Table 2.1  Attributes of Studies using HRV features in ANN modelling of CHD subjects 

Reference ANN Model(s) Input Features Subjects 

Acharya et al. 2008 MLP Frequency Domain 206 cardiac subjects 

from eight classes of 

CHD and 146 

cardiac subjects in 

normal sinus rhythm 

Kostka & 

Komorowski 2005 

ART-2 and MLP Time, Frequency 

and Wavelet (time-

frequency) Domains 

62 patients with 

coronary artery 

disease at different 

levels and a similar 

control group of 

healthy patients 

Azuaje et al. 1998 ART-1 Poincaré plot 

information 

127 middle-aged 

male asymptomatic 

subjects 

Azuaje et al. 1999 MLP Poincaré plot 

information 

127 middle-aged 

male asymptomatic 

subjects 

Vu et al. 2010 PHIAN – an 

original supervised 

technique with 

incremental learning 

Poincaré plot 

information and 

accelerometer level 

Synthetic data – 

system designed for 

mobile healthcare 

services 

 

 

2.5.1  Acharya et al. (2008): MLP and 352 CHD Subjects 

In Acharya et al. (2008) the emphasis was on establishing which method for obtaining 

power spectrum features achieved the best classification results for CHD subjects.  Many 

of these subjects were in normal sinus rhythm which the authors define as follows:  

“The rhythm is normally generated by the sinus node and travels in a normal 

fashion in the heart.  The P waves are followed after a brief pause (of less than 

20 s) by a QRS complex, which is then followed by a T wave.  The P wave 

morphology and axis must be normal and the PR interval ranges between 120 

ms to 200 ms.  Sinus rhythm is characterized by a usual rate of anywhere 

between 60 and 100 bpm” (Acharya et al. 2008). 

 

Data was collected for each subject while they were in a supine position (lying 

horizontally and awake) for a period of ten to fifteen minutes.   
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A MLP was used as the classifier.  It had two hidden layers with twelve nodes in each 

layer.  There were six input nodes comprised of the peak power and corresponding 

frequency location in each of the VLF, LF, HF power spectrum bands.  VLF is very low 

frequency region of the power spectrum between 0.0033 to 0.04 hertz.  There were four 

output nodes which served as a binary coding of the nine possible outputs.  A total of 

sixteen outputs would have been possible.  The authors concluded from their results that 

the ARMA parametric method found in Matlab gave the best classification results.   

One potential source of error that we see in this study is that of the six inputs, the two 

inputs corresponding to VLF had means and standard deviations of 0.0 for nearly all 

classes in each of the parametric methods for computing the power spectrum.  This meant 

that the networks with parametric inputs effectively had four varying inputs rather than six.  

Further, the model with power spectrum features derived from the non-parametric method 

had large average peak value for the VLF input.  With only ten minutes of collected data 

for each subject, there would have been at most 25 cycles in the VLF region.  Perhaps, a 

better comparison of power spectrum techniques would be obtained by considering only 

LF and HF inputs and possibly adding two features having to do with total power in each 

region. 

2.5.2  Kostka et al.(2005):  ART-2 and 62 Coronary Artery Disease Subjects plus Healthy 

In this study the authors draw features from the time and frequency domains, but they 

also derive features from wavelet coefficients.  They consider the wavelet domain to 

encompass both time and frequency domains.  In the time domain the original HR signal is 

broken into RSA components and non-RSA (NRSA) components.  The mean, standard 

deviation and range for each of the HR, RSA and NRSA signals are used as features.  The 

frequency domain features include LF, HF and LF to HF ratio.  Several wavelet features 

are obtained by decomposing the HR signal into six levels, and obtaining at each level: 
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mean, standard deviation, energy, “Shannon entropy of the wavelet component”, and 

“Shannon entropy of the energy distribution.”   

The authors begin with a large number of features but reduce the number of features 

using “Fisher’s class separability index” (Duda & Hart 1973), which allows a “reduced set 

of input features.”  This index forms a ranking of input features which offer the best 

separation among two different classes.  The equation for the i
th

 feature is: 

                                      ����� , ��� =
�
�������
��������

���������������
                             (2.1) 

Where pi and qi represent the set of vector coefficients corresponding to the i
th

 features of 

all input instances from two different classes, p and q.   This step is particularly useful for 

HRV studies since there are many derived features to choose from.  We apply this 

technique in our feature analysis of our HR dataset in chapter 3. 

ART-2 is used as an unsupervised classifier in the study by Kostka et al. (2005).  The 

authors found that the most significant features for correct classification of the data were 

“vectors for energy, entropy and Shannon entropy E of energy distribution parameters of 

signal decomposition components” particularly the subbands corresponding to “0.3125 to 

0.6250 hertz and 0.1563 to 0.3125 hertz” (Kostka et al. 2005).  The results from ART-2 

were compared against an MLP classification.  The ability to separate coronary heart 

disease subjects from healthy subjects as measured by the specificity measure was about 

90 percent for the MLP classification and about 85 percent for ART-2 classification.  The 

ability to identify coronary heart disease subjects as measured by the sensitivity measure 

was about 87 percent for the MLP classification and about 90 percent for ART-2 

classification. 
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2.5.3  Azuaje et al.(1998 & 1999):  ART-1 and MLP and 127 middle-aged male 

asymptomatic subjects 

 

Classification of asymptomatic middle-aged male subjects is made in two separate 

studies by Azuaje et al. (1998 & 1999).  These subjects are assessed for coronary risk 

independently using the Anderson scale (Anderson et al. 1991), which assesses risk on a 

scale from 0 to 31.  In the ART-1 technique the goal was to form clusters of subjects that 

would align with the Anderson system, which was divided into three categories: low, 

medium and high risk.  The ART-1 network was set-up with the resonance threshold set to 

0.65 and the maximum allowable categories set to two.  The idea was to have high risk 

subjects fall into one category and low risk subjects fall into the other category.  There was 

no provision for medium risk subjects, who, in the classification results, were about 

equally split between the two categories. 

Features were drawn from the Poincaré plot information.  The plot space was divided 

into 100 ms by 100 ms squares, giving a total of 144 squares.  If a square contained one or 

more points, a feature corresponding to that square was a binary 1 value; otherwise the 

input corresponding to that square was 0.  144 separate features is large in view of the fact 

that each subject contained only 712 intervals.  The visible shape of the Poincaré plot 

information did differentiate subjects.  We explore these further with our HR dataset in 

chapters 3 and 4 and look at other techniques for capturing the information without 

specifying as many features.   

The authors reported several variations of MLP models using the same dataset and 

input features.  Two variations of output classes were explored: 3 outputs, corresponding 

to low, medium and high coronary heart disease risk; and 5 outputs, adding very low and 

very high classifications.  100 subjects were used for training and 27 subjects were used 

for testing in each experiment.  Experiment variations included one or two hidden layers 



38 

 

typically with 70 nodes in the first layer and 30 nodes in the second layer if it existed.  The 

number of hidden nodes was large compared to the number of subjects in the experiment.   

2.5.4  Vu et al. (2010): PHIAN, synthetic data and mobile healthcare system  

In this study the authors utilise the Poincaré plot features develop by Azuaje et al. 

(1998 & 1999), and apply it to a model designed for use in a mobile healthcare system.  

The intention is for patients to be monitored using HR in their normal environments and 

alerts to a downturn in their condition sent to healthcare personnel for further intervention.  

The HRV features are augmented with accelerometer data, which is intended to illuminate 

the activity the subject is undergoing, for example exercise or sleep.  The authors develop 

a new ANN model for their purposes.  The model is a supervised system with Euclidean 

based norms.  The model is tested only on synthetic heart rate series and accelerometer 

data.  The model uses 784 features to represent the Poincaré information and one feature to 

represent the accelerometer information.  It is not clear how the network can be sensitive 

to activity of the subject without extra weighting given to the accelerometer feature.   

 

2.6  Literature using Biofeedback of HRV Features 

In this section we review literature where HRV biofeedback has been implemented.  

This literature includes HRV biofeedback for medical therapy as well as for mood state 

identification.  Two papers discussed describe the implementation of HRV biofeedback 

techniques in real time portable devices that subjects can use outside clinical settings.  In 

all studies subjects were instructed to exercise controlled breathing in order to increase the 

magnitude of RSA influences on HR.  In most studies presented here this controlled 

breathing was at the rate that maximised the RSA peak for that particular subject; this rate 

is called his or her “resonant frequency” (Hassett et al. 2007).  HRV feedback was also 
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presented generally in the form of a frequency spectrum.  The instruction was to maximum 

the RSA peak shown in the frequency spectrum. 

2.6.1  Hassett et al.(2007): HRV biofeedback with fibromyalgia 

In Hassett et al. (2007) subjects with fibromyalgia were treated for relief of symptoms 

using HRV biofeedback by improving their autonomic function.  Twelve women aged 

eighteen to sixty were trained to breath at their resonant frequency in ten weekly sessions.  

The results showed “clinically significant decreases in depression and pain and 

improvement in functioning from session to a three-month follow up.”  The authors 

concluded “while HRV effects were immediate, blood pressure, baroreflex and therapeutic 

effects were delayed.  This is consistent with data on the relationship among stress, HPA 

axis activity (hypothalamic-pituitary-adrenal), and brain function.”   

Subjects in this study were trained in biofeedback gradually.  Initially, the focus was 

only on breathing frequency targets, which were timed by a light display.  Gradually, 

visual feedback of beat-to-beat movement, respiratory movement and eventually spectral 

information were included in the sessions.  Subjects were also given home use of an HRV 

analysis device.  This study along with the other studies presented here did not compare 

breathing therapy on its own without the presentation of HRV feedback.   

2.6.2  Karavidas et al.(2007): HRV biofeedback with major depressive disorder 

In a related study, Karavidas et al. (2007), using the same biofeedback regime over 

ten weeks with eleven subjects suffering from major depressive disorder (MDD), 

concluded that “it is possible that regular exercise of homeostatic reflexes helps depression 

even when changes in baseline HRV are smaller.” 

2.6.3  Siepmann et al. (2008): HRV biofeedback with clinical depression 

Another study of HRV biofeedback with subjects experiencing clinical depression was 

reported by Siepmann et al. (2008).  This study included 14 patients with varying levels of 
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depression and 12 healthy volunteers, all receiving active treatment, and 12 healthy 

volunteers assigned to an active control condition.  Subjects receiving active treatment 

were asked to breathe at peak RSA.  They were aided by a screen showing heart rate and 

moving HRV analysis of heart rate.  “Participants were instructed to breathe in phase with 

heart rate changes for approximately 25 minutes with the goal of maximally increasing 

amplitude of sinus arrhythmia.”  Subjects in the active control condition had the computer 

screen turned on showing heart rate and moving HRV analysis, but were not instructed on 

breathing techniques, nor given the goal of maximising their HRV.  Interestingly, subjects 

with depression were not already receiving “antidepressant and/or anxiolytic medication 

and/or psychotherapy.”  The results indicated “improved mood and HRV time and 

frequency features for biofeedback subjects who were depressed, but no changes for 

healthy subjects in either active treatment or active control groups. 

2.6.4  Reiner (2008): HRV biofeedback and device tested with anxiety disorder 

In Reiner (2008) a commercially available portable HRV biofeedback device called 

Stress Eraser was tested clinically with anxiety disorder patients.  The author stated “there 

is now ample evidence that many psychiatric and medical disorders are characterized 

physiologically by autonomic imbalance ... This imbalance of the body’s fight or flight 

response typically presents as arousal/rigidity in the sympathetic nervous system (SNS): 

stress response; and decreased activity in the parasympathetic nervous system (PNS): 

relaxation response” (Reiner 2008).  The Stress Eraser is “designed to decrease autonomic 

reactivity by teaching patients to increase RSA fluctuations through guided slow breathing 

and cognitive focus” (Reiner 2008).  Twenty-four subjects with anxiety disorder 

participated in this study.  Once they were trained to use the device they were able to 

practice HRV biofeedback at home. Generally, subjects reported benefits from the 

technique with some side effects of drowsiness reported by about half of the subjects. 



41 

 

2.6.5  Yoo et al.(2006): HRV biofeedback and device and emotional states 

Another portable device for HRV biofeedback was reported by Yoo et al. (2006).  In 

this study the goal of biofeedback was not focused on disorders or disease but rather 

differentiating between positive and negative emotional states.  Twenty-five subjects 

participated in this study which monitored finger pulse to extract HRV in real time.  

Subjects were drawn into either a positive or negative emotional state by watching separate 

ten minute videos.  A self assessment using the Manikin method (Yoo et al. 2006) 

assessed their valance degree (positive or negative) and their arousal degree (Yoo et al. 

2006).  The device displayed spectral information about the HRV so the subject could see 

the balance of LF and HF components of their HR.  It is not clear from the article what 

length of time is included in the spectral information.  A signal derived from the moving 

average of the heart rate was used to assess the mental stress of the subject. A respiration 

pacing display prompted the subject to begin a respiration training to recover from stress.  

The authors used an index for measuring HRV originally developed in Wang et al. (1998) 

to measure mental stress.  The measure is defined as: 

                         �������� = ������ × |����� − ���� − 1�|               (2.2) 

where RR represents the RR interval spacing at heartbeat n.  This measure, together with a 

moving average of the RR interval, was used in the device to make a decision about the 

subject’s state and then automatically assign a respiration method to display. 

2.6.6  Nolan et al.(2005): HRV biofeedback and myocardial infarction 

In Nolan et al. (2005) HRV biofeedback was used as a technique with subjects with 

CHD defined by “myocardial infarction or positive diagnostic assessment noted in medical 

record (eg. positive exercise stress test).”  A total of 46 subjects were included, and these 

subjects were divided into biofeedback group and control group.  The control group did 

autogenic relaxation, which involves visualisation but no instruction of controlled breath 
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movements.  Subjects in the biofeedback group observed the frequency spectrum of the 

HR, breathed at a rate of six breaths per minute (0.1 hertz) and were instructed to try to 

maximise the 0.1 hertz peak on their frequency spectrum.  Subjects in both groups 

participated in five sessions, each of duration 1.5 hours.  The results showed a larger 

improvement in HF in the biofeedback group than in the control group. 

2.6.7  Del Pozo et al. (2004): HRV biofeedback and coronary artery disease 

In Del Pozo et al. (2004) a total of 63 patients with coronary artery disease 

participated in a study of HRV biofeedback.  The patients were divided into two groups.  

Patients in the biofeedback group were trained to breath at peak RSA.  Patients attempted 

to increase the amplitude of HRV signal by “increasing the peak and valley amplitudes of 

the HR signal” (Del Pozo et al. 2004).  The second group was a control group where 

patients received conventional treatment, but this treatment was not outlined in Del Pozo et 

al. (2004).  The biofeedback sessions occurred over six weeks with an eighteen week 

follow up.  “Subjects were given weekly charts to log their daily breathing exercise, other 

stress management techniques, and any change in medications.”  From their statistical 

results the authors concluded that “HRV biofeedback can augment vagal HR regulation 

while facilitating a psychological adjustment to CHD.” 

 

2.7 Summary 

At the start of this chapter we summarised biological time series as non-linear, 

nonstationary, coupled to other sub-systems through non-linear and intermittent 

connections, and representing a combination of stochastic and deterministic sources.  We 

set out in this thesis to study the human system by analysing the time series of one 

component, namely heart rate and its variability.  The heart rate is influenced by 

conflicting sources through the parasympathetic nervous system which slows heart rate 
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and the sympathetic nervous system which increases heart rate.  A high complexity in HR 

is regarded as healthy as it shows a system that is responsive to its environment (Peng et 

al. 2009).  Further, the ability of the system to switch between states is associated with a 

healthy system (Peng et al. 2009).   

We have summarised research from several sources where HRV features were used 

either as inputs to ANN models or as part of biofeedback.  Through this thesis we will 

analyse features used in HRV modelling.  We will also look at ANN modelling utilising 

HRV features as inputs.  Finally, we combine HRV feature modelling into an ANN for 

implementation as a biofeedback tool.  In this chapter we have summarised some studies 

involving HRV, biofeedback and ANN modelling applied to a variety of clinical medical 

conditions.  These included psychiatric conditions of depression and anxiety disorder.  A 

recent study (Henry et al. 2010) reported HRV measures in relation to bipolar mania and 

schizophrenia.  The authors suggested that this was the first study of HRV in bipolar mania 

subjects, who were not euthymic.   

The results of Henry et al. (2010) indicate that HRV measures are linked to state in 

bipolar mania subjects.  This finding opens the possibility that HRV biofeedback may 

provide therapeutic benefit to bipolar mania subjects by providing a measure of autonomic 

dysfunction.  Bipolar mania subjects may benefit by having insight into the state of their 

autonomic function and in time improve upon psychiatric measures such as “unusual 

thought, increased aggression, and diminished hygiene”, which were found to be 

significantly related to HRV features (Henry et al. 2010).  Through this thesis, we explore 

HRV features and develop ANN models that may be used for the purpose of improved 

biological feedback.  We envision these models to be available to further research in bio-

medical applications. 
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Chapter 3: Heart Rate Dataset and Features 

 

In this chapter we explore features derived from heart rate (HR) records.  The features 

are taken from three domains: time, frequency, and nonlinear.  The HR data was obtained 

through a study that we conducted with the Cardiology Department at the University of 

Otago.  The data includes ECG records from thirty-one subjects who had suffered a heart 

attack (myocardial infarction, MI) in the two or three days prior to data collection.  The 

data includes a second class of healthy subjects, who are age and gender matched to MI 

Subjects.  There are also thirty-one subjects in this class.  ECG records were collected with 

the subjects supine, lying flat and awake.  The duration ranged from about twenty to thirty 

minutes. 

The ECG records were recorded and analysed using equipment and software available 

from ADInstruments Pty Ltd (Bella Vista, New South Wales, Australia).  R peaks were 

detected from the ECG data using a first derivative threshold.  The ECG records were then 

scanned manually with the R peak identified.  Missing RR intervals were added by 

inspecting their location on the ECG signal, and false RR intervals were removed.  The RR 

sequences for each subject were then plotted using Matlab.   

Ectopic beats observed in the sequences were removed by averaging the two intervals.  

In an automated HRV analysis system this method of handling ectopic beats was shown to 

reduce their effect on “analysis of HRV both in the time and frequency domain” (Storck et 

al. 2001).  Ectopic beats are characterised as a short interval followed by a compensatory 

long interval as shown in figure 3.1.  The pair of beats follows a similar description given 

for “preventricular contraction (PVC)” (Acharya et al. 2008).  In figure 3.1 the P-wave is 

missing as described in (Acharya et al. 2008) for PVC; however, we did not make a 

clinical assessment of each occurrence to classify as PVC and refer only as ectopic beats.   
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Figure 3.1  This figure shows the occurrence of an  ectopic heart beat pair.  (a) The ECG 

record shows a short interval “A” followed by a compensatory long interval “B”.  The P-

wave is not present in the interval “A” for this record.  (b)  The resulting HR time series 

shows a short spacing followed by a long spacing, which appears as spikes when viewing 

the time series plot. 

 

Ectopic beats were in observed in fourteen of thirty-one healthy subjects and sixteen 

of thirty-one MI subjects.  Ectopic beats can introduce errors in the estimation of HRV 

measures (Clifford  et al. 2002).  When ectopic beats are present, subjects are excluded or 

portions of their record or a method of removing ectopic beats is employed (Clifford & 

Tarassenko 2005).  Subjects in each class having more than ten ectopic beats were 

excluded from our analysis, leaving twenty-three subjects in our healthy (normal) class and 

twenty-five subjects in our MI class.  The location and occurrence of ectopic beats in HR 

time series may be a topic of investigation in future research.  An investigation of the 

effect of ectopic beats and their removal is given in chapter 5 in relation to calculation of 

fractal features. 

A B 

a. 

b. 
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3.1  Feature extraction from the Heart Rate Time Series 

When prediction of future values is the goal of modelling, input vectors are 

constructed from previous values with a length equal to the embedding dimension.  

Examples of time series prediction were given in section 1.4.  In this thesis, features are 

derived from the data and used as a representation of the characteristics of that data.  Many 

of the features calculated for the heart rate time series are concerned with the variability of 

that time series.  These features are considered as heart rate variability (HRV) features.  A 

committee of HRV researchers gave a report (Task Force 1996) to help to standardize 

these HRV features and to explain their origin and reported use at that time.   

Many of the features that are used in this thesis were obtained from the Task Force 

(1996) report.  The focus for selection of features for examination was to find features that 

would be suitable for calculation over short time periods of five minutes or less.  This goal 

was coupled with the goal to make the modelling applicable to real time knowledge 

acquisition and feedback.  In the modelling and calculation of features, the number of RR 

intervals considered varied among 128, 256 and 512.  When heart rate is about 60 beats 

per minute, then these numbers would also correspond to the number of seconds in the 

span for an instance.   

Three domains of features were considered based primarily on their common use in 

the literature (Task Force 1996; Henry et al. 2010).  The first domain was the time domain.  

This is the simplest domain in that it does not require a transformation of the data and 

features can be linked to a specific location in the time series.  The most commonly used 

feature from the time domain is the standard deviation (Henry et al. 2010).  The standard 

deviation gives a measure of variability and has prognostic ability in medical outcomes 

(Task Force 1996) and has been shown to be an “all cause predictor of mortality” in a 

longitudinal study of a community (Tsuji et al. 1994).   
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Additional time domain features included here are based on differences between RR 

intervals.  Standard deviation of normal RR intervals (SDNN) and standard deviation of 

RR differences (SDSD) are linked to Poincaré features (Henry et al. 2010), a nonlinear 

measure, and will be discussed in this chapter.  The root mean square of RR differences 

(RMSDD) and a measure of differences greater than a certain threshold (for instance 

NN30 with differences greater than 30 milliseconds) are thought to be associated with 

parasympathetic nervous activity (Kleiger et al. 1991) and will be discussed in its relation 

to high frequency measures. 

The second group of features is taken from the frequency domain.  As discussed in 

chapter 2, the heart rate time series can be transformed into its frequency information 

through resampling at regular time intervals and applying a Fourier Transform.  The 

method used in this thesis is described further below.  One advantage of calculating HRV 

by frequency information is the connection between different parts of the power spectrum 

to different branches of the autonomic nervous system (ANS).  The low frequency (LF) 

spectrum is said to relate to both the parasympathetic and sympathetic branches of the 

ANS, while the sympathetic relates to the parasympathetic branch (Task Force 1996).  A 

higher ratio of high frequency activity compared to low frequency activity while lying 

supine is an indicator of a better responsiveness to breathing influences (Task Force 1996). 

While ratios of HF to LF activity are important, overall power information is also 

informative about the HRV contained in a data record.  Frequency techniques based on 

Fourier Transform assume stationarity in data that is not always present (Yoo et al. 2006).  

Time domain features such as SDNN, SDSD and NN30 were shown to have correlates 

with frequency features for normal subjects over a 24 hour period (Kleiger et al. 1991).  

However, this correlation is not assumed to hold in all time periods nor for all individual 

subjects.  For these reasons, both sets of features are calculated. 
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Finally, features are drawn from the nonlinear domain.  We have chosen fractal 

dimension as a representative measure.  Nonlinear measures are useful in assessing the 

irregularity of a heart rate series in a way that is not possible with either time or frequency 

features.  As discussed in chapter 2, the regularity or irregularity of a physiological signal 

can either indicate wellness or a pathological state, depending on the state variables.  

Fractal dimension as calculated by Higuchi’s Method (Higuchi 1988) is useful as measure 

here since it can be calculated over short time series (in the order of 100 samples) (Esteller 

et al. 2001).  A well studied fractal feature based on detrended fluctuation analysis (DFA) 

(Peng et al. 1995) is discussed in chapter 5, where comparisons are made with Higuchi’s 

method. 

The fractal dimension has been correlated with a time domain measure, which 

indicates the number of times the heart rate series changes in its direction, either increasing 

or decreasing in RR time length.  In this thesis, this feature is referred to as the number of 

directional changes (NDC).  Garcia-González & Pallàs-Areny (2001) found a strong 

correlation between NDC and fractal dimension.  As with the correlation between certain 

time domain features and frequency features, such correlations with the fractal domain do 

not always hold at all times nor for all individuals.  Some correlation results between NDC 

and fractal dimension are given in the conclusion for the dataset discussed in this chapter.   

Poincaré maps provide a pictorial representation of the time series.  The mapping is 

formed by plotting the RR series as points formed by the pair < RR(t)  RR(t+1) >.  The 

trajectory of these points is an indication of the nonlinear dynamics of the time series.  

Brennan et al. (2002) link Poincaré map features to physiological ANS activity.  In this 

thesis, Poincaré maps are used as a global indicator of a subject’s record.  In particular, the 

size and shape and location of the Poincaré map give a snapshot of an HR time series, 

yielding information short and long term variation and distribution of mean. 
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3.2  Time Domain Features 

Time domain features are derived from the heart rate time series without doing any 

transformations to the data.  The terminology RR is replaced with NN indicating normal 

RR intervals.  For instance, ectopic pairs are not considered normal RR intervals and are 

not included in these measures.   

NN mean is a common and familiar measure of the heart rate series.  It gives an 

average value of heart rate that may be commonly associated with vagal tone.  However, 

this one measure cannot be used to assess vagal tone on its own and must be combined 

with other measures in order to “estimate the activity and tone of the autonomic nervous 

system” (Malik & Camm 1993).  The equation for calculating NN mean is:  
    �� ���� = ∑ (

�)


���            (3.1)

                

where NNi is the interval spacing in milliseconds and n is the number of intervals. 

 NN standard deviation (SDNN) is a simple and effective measure of HRV as 

mentioned above.  The choice of time interval that SDNN is taken over affects the result, 

where local values taken over shorter periods may show specific periods of time where 

variation is higher.  The equation for SDNN is: 

    ���� = �∑ (

��

���)����� ��            (3.2) 

                             

The number of times the RR interval first derivative changes directions (NDC) 

(Luczak & Lei 1973) gives an indication of the number of times that the heart rate series 

changes directions, either speeding up or slowing down.  As mentioned earlier, NDC has 

been found to correlate with fractal dimension (Garcia-González & Pallàs-Areny 2001), 

providing a measure with low computational complexity that is able to give information 
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about the irregularity in the heart rate series.  Again, the correlation with fractal dimension 

is not always present, and the correlation or lack of correlation of NDC with fractal 

dimension provides discrimination of different heart rate segments.  Matlab code in 

Appendix A provides a method of finding NDC based on first and second differences of 

the time series. 

The number of absolute interval differences greater than thirty milliseconds (NN30 

count) is a time domain measure that gives some indication of high frequency components 

of heart rate series associated with parasympathetic ANS influences (Kleiger et al. 1991).  

Likewise, the root mean square of differences between adjacent intervals (RMSDD) has a 

similar association with parasympathetic ANS influences (Kleiger et al. 1991).  As before, 

although these measures may have strong correlations for some subjects and for long 

duration time series, the relationships among features may have particular dependencies on 

specific portions of time and subject.  These types of relationships are explored in this 

thesis.  The equation for RMSDD is: 

    � ��� = �∑ (

�!��

�)��"���� ��           (3.3) 

                  

 The mean differences between adjacent intervals (MSD) feature is strongly correlated 

with NN30, but MSD can provide information about interval differences even when these 

differences fall below the 30 millisecond threshold.  The equation for MSD is: 

     �� = ∑ |

�!��

�|
��

�����           (3.4) 

                  

The standard deviation of differences between adjacent intervals (SDSD) is a measure of 

short term variability in the time series (Henry et al. 2010).  The equation for SDSD is:  
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    ���� = �∑ (|$�!��$�|�%$&)��"���� �'           (3.5) 

                                                                                                                                    

 

3.3  Frequency Domain Features 

Frequency features are obtained by a transformation of the HR time series into 

periodic components.  The classical technique involves the use of a fast Fourier Transform 

(FFT) of data into its harmonic parts by reconstructing the original signal into a sum of 

sines and cosines.  Matlab provides an m-file called “periodogram.m” in its signal 

processing toolbox that utilises this technique.  The algorithm returns the power or 

magnitude of signal components at each frequency up to one-half of the sampling 

frequency.  Equations describing the technique may be found in (Guler & Űbeyli 2003). 

The power versus frequency relationship for the signal is called the power spectrum.  

Prior to calculation of the power spectrum, the HR data was resampled at 4 hertz.  We used 

a linear interpolation of the data giving instantaneous heart rate values at every 0.25 

seconds, and then found the inverse of each heart rate value to give the RR interval value 

at 0.25 second intervals.  Our Matlab coding for this procedure is included in Appendix A.  

Resampling the RR interval series at regular intervals is necessary to achieve frequencies 

in the power spectrum that are time based rather than interval based.  A sample of a power 

spectrum is shown in figure 3.2.   

The power spectrum shown in figure 3.2 depicts the frequency ranges used in our 

measures of LF (0.04 to 0.15 hertz) and HF (0.15 to 0.40 hertz).  The data used for this 

figure was 256 RR intervals from a Normal subject’s data.  The data extended over a  
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Figure 3.2  Power spectrum obtained from an HR sample from a Normal Subject.  The 

minimum frequency shown is 0.04 hertz corresponding to the lower limit for the LF band.  

The HF band begins at 0.15 hertz and extends to 0.40 hertz. 

   

period of about 340 seconds, resulting in a signal of 1357 points presented to the power 

spectrum algorithm.  In order to compute our frequency features we integrate the power 

spectrum by summing the power at each frequency within the feature range. 

We compute four frequency domain features: (1) LF power, (2) HF power, (3) the 

ratio of LF to HF power (LF/HF), (4) the ratio of HF to LF power (HF/LF) and (5) total 

power (TP) taken over the range 0.04 to 0.40 hertz.  Our selection of frequency features 

follows from Task Force (1996).  We chose not to calculate normalised LF and HF 

features since these would be less helpful in differentiating samples.  However, the LF/HF 

and HF/LF features provide normalised features since a sample could exhibit overall low 
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total power, but still compare favourably with other samples with regard to LF/HF or 

HF/LF. 

Frequency features are deemed to be useful only for stationary data (Task Force 

1996).  HR data is considered to be non-stationary (Goldberger 1996).  For our subjects the 

conditions they were in remained the same throughout their data collection, but even 

changes in emotional state could lead to non-stationarities in the data (Yoo et al. 2006).  

We look at the correlation of frequency features with features from other domains later in 

this chapter with the view to exclude frequency features from our real time 

implementation.   

 

3.4  Fractal Features 

We use fractal features in an effort to capture the irregularity and nonlinear nature of 

the HR series.  The fractal dimension is an “index for describing the irregularity in a time 

series” (Higuchi 1988). The fractal parameter indicates the level of irregularity present in 

the heart rate data at different scales (Goldberger 1996).   

We use Higuchi’s method (Higuchi 1988) for calculating the fractal dimension of the 

heart rate series.  This method involves calculating the sum of absolute differences 

between heart rate intervals.  These differences are calculated at various intervals referred 

to as wave numbers and are indicated by the variable name k. A wave number of 1 

indicates that the difference is taken between all adjacent intervals.  A wave number of 2 

indicates that the difference is taken between every second interval.  At wave numbers of 2 

or greater, there are k starting points for looking at differences.  The variable name given 

to each starting point is m.  The sums of differences obtained at each of these starting 

points are then averaged.  This discussion is formalised by looking at the equations given 

in (Higuchi 1988) and presented here for reference and understanding. 
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where Lm(k) is the length of the curve for the time series X at wave number k starting at 

point m and [ ] denotes the Gauss’ notation, which limits the operation to the available 

number of points N. 

The average partial length is defined for each wave number k as: 

                                                 〈(	)�〉 = ∑ (�	)�7��� )⁄                                   (3.7) 

The value of the fractal dimension D is formed by the exponential relationship between the 

average partial length and the wave number as follows: 

                                                                〈(	)�〉 ∝ )�&                                                 (3.8) 

The value of D is found by the negative of the gradient of the log of 〈(	)�〉 versus log of k 

and is in the interval [1 2].  D is 1 for purely periodic data and 2 for random data or white 

noise.  When the fractal dimension is between these extremes the data ranges from quasi-

periodic to chaotic. 

A representation of the technique for finding the fractal dimension is shown in figure 

3.3.  The plot of average partial length 〈(	)�〉 as the dependent variable and wave number 

k as the independent variable is constructed on log axes.  The gradient of the points gives 

the fractal dimension D.  In figure 3.3 the maximum number for k is 64.  We chose this 

limit due to the small lengths of data segments used in our study.  For purposes of giving 

HRV analysis as part of a biofeedback system we wanted to construct short sequences, so 

that the subject could be updated to changes more often.  In a study comparing fractal 

algorithms by Esteller et al. (2001), the authors found that the Higuchi algorithm could be 

used accurately to calculate fractal dimension for series of only 100 points using a 

maximum wave number of 6.  In this chapter, we compare the results of D calculated over  
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Figure 3.3  Representation of method for calculating fractal dimension D.  Both the 

average partial length 〈(	)�〉 and wave number k are plotted on logarithmic scales.  The 

gradient of this plot is then equivalent to the fractal dimension.  Oscillations in the plot 

presented result in a deviation from a straight line fit.  This deviation forms the basis for 

the measure of A&, the deviation of fitting the fractal dimension to a straight line. 

 

maximum k of 6, 11 and 64 over segments of 256 RR intervals.  In chapters 6 and 7 we 

calculate fractal features based on a maximum k over segments of 128 RR intervals. 

The calculation of fractal dimension by Higuchi’s method is dependent upon there 

being a relationship between average partial length and wave number as given by equation 

3.8.  When this relationship is not met, then, there is an error in the line of best fit for these 

two parameters.  This line of best fit is shown as the dashed line in figure 3.3.  The error 

between the data points and the line of best fit becomes another feature that we extract 

from fractal modelling.  We use the root mean squared error (RMSE) as a measure of this 

deviation (Kozma et al. 1997a; 1997b) as given by: 
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      A& = �∑ 	B4�〈C	7�〉��4��� 7            (3.9)                              

where A& is the RMSE of fitting the data to a fractal relationship and yk  is found by least 

squares fitting.   

In some situations, it may be possible for “multi-fractal” behaviour to be observed 

(Embrechts & Danon 1993).  In these situations a line of best fit may be applied to 

different regions of the average partial length to wave number relationship.  The analysis is 

then carried out by determining D over various intervals.  We test for a bi-fractal nature of 

HR samples by calculating D over the k range of 11 to 64.  We compare this calculation 

with the results obtained for D at low k range of 1 to 11 and total k range of 1 to 64.  We 

also calculate the RMSE A& for each of these ranges. 

 

3.5  Results for HRV Feature Calculations for Normal and MI Classes 

We present the results of calculations for features in this section.  The results are given 

in statistical measures of mean, standard deviation, median, lower quartile level, and upper 

quartile level, minimum and maximum for each feature of the two subject classes, Normal 

and MI.  The data were calculated for overlapping segments of 256 RR intervals over the 

entire length of RR sequences for each subject.  Overlapping of segments was done at 

twenty-five percent, so a new segment began every 64 RR intervals. 

3.5.1  Time domain features 

Seven time domain features were extracted from the HR records:  mean, SDNN, 

NDC, NN30, RMSDD, MSD and SDSD.  The results are shown in table 3.1.  For instance, 

the mean and standard deviation of the time domain mean feature is 937ms (153ms) for 

normal class subjects compared to 857ms (140ms) for MI class subjects.  In terms of their 

resting heart rates, normal class subjects have a slower rate than that shown for MI class 
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subjects.  Normal class subjects also have better values of SDNN and NN30 than MI class 

subjects, suggesting that long term variability and parasympathetic ANS influences are 

stronger in the Normal class than in the MI class.  The MI class showed higher values for 

NDC; however as discussed in the conclusion, this feature did not correlate highly with 

fractal dimension for the MI class.  The statistical support for these conclusions is 

discussed below. 

 

Table 3.1  Time Domain Features -  HR RR data from Normal and MI Classes 

Feature Mean SD Median Mode Q1 Q3 Low High 

Mean 
1         

Normal 937 153 920 870 831 1054 675 1328 

MI 857 140 873 830 784 938 542 1117 

SDNN 
1         

Normal 42 24 38 42 26 48 10 145 

MI 29 21 24 10 13 39 6 167 

NDC
 2         

Normal
 

102 24 102 113 85 118 44 166 

MI 114 25 115 112 96 132 56 167 

NN30
 2         

Normal 45 51 28 6 5 70 0 192 

MI 25 35 6 5 0 48 0 143 

RMSDD
1         

Normal 25 18 20 9 13 30 6 91 

MI 19 18 15 9 8 25 3 188 

MSD 
1         

Normal 19 14 16 7 10 24 4 70 

MI 14 10 12 4 6 20 2 63 

SDSD 
1         

Normal 15 11 12 11 8 19 3 75 

MI 13 16 9 8 5 15 2 177 

 

Notes:  1.  Units for these features are milliseconds (ms). 

             2. These features are counts of intervals.  Since the number of intervals in each 

sample is 256, the maximum value for NDC is 255, and the maximum value for 

NN30 is 256. 
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We assessed the features in table 3.1 using statistical measures available in the Matlab 

statistics toolbox (The Maths Works, Natick, Massachusetts, U.S.A.).  The skewness 

function measures the asymmetry of the data around the sample mean.  A negative value 

for skewness indicates data is spread more to the left.  A positive value for skewness 

indicates the data is spread more to the right.  The kurtosis function measures how outlier-

prone a distribution is, with a normal distribution having a kurtosis value of 3.  We also 

determined the Fisher’s class separability index (Duda et al. 1973) described by equation 

2.1.  The Fisher’s index varies from 0 for no separation ability to infinity for absolute 

separation ability.  Table 3.2 shows the results of these calculations. 

The results shown in table 3.2 indicate that for both classes the features mean and 

NDC have distributions that are closest to a normal distribution.  For both classes the 

features SDNN, RMSDD, MSD and SDSD are prone to outliers in their distributions.  The 

features mean and SDNN have the highest index for class separability.  However, the 

Fisher’s indices shown here are small in comparison to the minimum Fisher’s separability 

indices for features in the Iris dataset (described further in chapter 5): 0.63, 0.21, 3.2 and 

4.28. 

 

Table 3.2  Distribution measures for HRV time domain features from two classes 

Feature Mean SDNN NDC NN30 RMSDD MSD SDSD 

Skewness        

Normal 0.40 1.81 0.05 1.32 1.85 1.83 2.30 

MI -0.45 1.45 -0.22 1.41 3.63 1.28 5.08 

Kurtosis        

Normal 2.42 7.05 2.50 3.92 6.39 6.33 9.60 

MI 2.76 5.30 2.30 3.95 24.4 4.87 39.1 

Fisher’s 0.15 0.16 0.11 0.11 0.04 0.09 0.02 
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We tested statistical hypotheses about each of the features from the two classes.  The 

student t-test tests the null hypothesis that the features coming from normal distributions 

have the same mean and the same unknown variance (Swinscow 1983, p.33-42).  The 

primary condition for applying the t-test is that the features have normal distributions.  

Based on the calculations for distribution shown in table 3.2, only the features mean and 

NDC showed normal distributions.  Based on the student t-test mean and NDC are 

statistically different between the two classes Normal and MI to a probability of less than 

0.01 percent.   

We further tested the statistical difference between features from the two classes using 

the Wilcoxon Rank test (Swinscow 1983, pp.58-61).  The advantage of this test is that no 

assumption is made about the distribution of the feature.  The Wilcoxon Rank test tests the 

null hypothesis that the feature haw the same median and distribution.  All features showed 

a statistical difference between the two classes of Normal and MI using the Wilcoxon 

Rank test to a probability of less than 0.01 percent. 

We found a high level of linear correlation between time domain features using the 

Matlab correlation function.  The Normal class showed higher correlations between 

features than the MI class.  This was especially true for the NDC feature as correlated with 

other features, showing r values of 0.65 or greater in the Normal class but ranged from 

0.12 to 0.43 in the MI class.  The features NN30, RMSDD, MSD and SDSD showed the 

greatest r values when correlated with each other, giving r values from 0.87 to 0.98 in the 

Normal class and 0.78 to 0.98 in the MI class. 

3.5.2  Frequency domain features 

We calculated five frequency domain features from the HR records of the Normal and 

MI classes.  These features are (1) LF power, (2) HF power, (3) the ratio of LF to HF 

power (LF/HF), (4) the ratio of HF to LF power (HF/LF), and (5) total power (TP).  The 
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results are shown in table 3.3.  The HF/LF shows that most samples have a LF/HF greater 

than one; however, there are some exceptions above the upper quartile level.  The 

inclusion of the HF/LF feature helps to differentiate those subjects, since their LF/HF of 

less than one would be close to other samples having a LF/HF just above one.   

The normal class subjects have an improved HF/LF indicated by only one central 

tendency measure, Q3 the upper quartile value.  Both MI and normal subject classes have 

raw power values that are exceptionally high, for instance 2120 ms
2
 for the highest value 

of LF for the normal class.  If such features are included in classification models, scaling 

of the upper bound of these features must be made to lower values, for instance Q3 levels.  

Otherwise, the discrimination ability of such features are limited to a few exceptional 

instances. 

 

Table 3.3  Frequency Domain features - HR RR data from Normal and MI Classes  

Feature Mean SD Median Mode Q1 Q3 Low High 

LF 
1         

Normal 303 236 254 122 135 387 53 2120 

MI 218 315 110 139 62 239 34 3190 

HF 
1         

Normal 121 160 63 59 36 138 12 1420 

MI 88 203 35 109 17 84 8 3030 

LF/HF 
2         

Normal
 

3.99 2.29 3.62 2.78 2.37 5.09 0.46 14.4 

MI 3.60 1.70 3.62 4.33 2.22 4.51 0.54 13.2 

HF/LF 
2         

Normal 0.37 0.31 0.28 0.28 0.20 0.42 0.07 2.18 

MI 0.36 0.21 0.28 0.26 0.22 0.25 0.08 1.87 

TP 
1         

Normal 424 359 338 159 186 536 67 2850 

MI 306 491 146 249 82 314 43 6220 

 

Notes: 1.  Units for these features are milliseconds
2
 × 10

3
/hertz 

            2.  These features are dimensionless. 
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Following a similar statistical analysis described for time features we calculated the 

skewness, kurtosis and Fisher’s indices for the frequency features shown in table 3.4.  All 

features show some degree of skewness with MI class showing larger values on average 

than Normal Class.  Outliers are indicated by the kurtosis values especially for MI class 

HF and TP features.  All features show a low ability to show separation between the two 

classes as indicated by the Fisher’s index. 

Since none of the features show characteristics of a normal distribution based on the 

indices shown in table 3.4, the student t-test was not applied to the data.  The Wilcoxon 

rank test showed a statistical separation between the two classes of Normal and MI based 

on the HRV features of LF, HF and TP to a probability of less than 0.01 percent.  The 

LF/HF and HF/LF showed a statistical separation by the same measure to a probability of 

less than 0.03 percent. 

Based on a linear correlation between features within a class, we found a high 

correlation between LF and TP for each of the classes, r > 0.94 for Normal and r > 0.97 for 

MI.  There was a similar high correlation between HF and TP, r > 0.86 for Normal and r > 

0.92 for MI.  Interestingly, LF/HF showed no correlation with LF for either class, but more 

dependence on HF, r = -0.49 for Normal and r = -0.29 for MI.  Again for HF/LF 

 

Table 3.4  Distribution measures for HRV time domain measures from two classes 

Feature LF HF LF/HF HF/LF TP 

Skewness      

Normal 2.55 3.26 1.18 2.65 2.43 

MI 4.31 8.07 1.11 2.10 5.35 

Kurtosis      

Normal 14.7 16.5 5.09 11.3 11.4 

MI 27.6 92.9 5.99 10.4 45.2 

Fisher’s 0.05 0.02 0.02 0.00 0.04 
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correlations existed only for HF, r = 0.72 for Normal and r = 0.50 for MI.  The LF and HF 

features were highly correlated for both classes, r = 0.63 for Normal and r = 0.79 for MI.  

The observation follows that instances showing high variability as represented by the 

power spectrum show this variability in both the low and high frequency regions.  

Likewise, subjects with instances that have low variability have low values in both the LF 

and HF components of their frequency power spectrum.  The ratio measures HF/LF and 

LF/HF eliminate the information regarding the magnitude of each of the powers 

represented.  Thus, it is possible for a subject with low variability to perform well in regard 

to the HF/LF measure.  In this instance, performing well in HF/LF is indicated by a higher 

value indicative of parasympathetic over sympathetic ANS control, preferred under the 

conditions of supine at rest. 

3.5.3  Fractal domain features 

A total of eight features are calculated from HR time series in the fractal domain.  

These arise from considering four different ranges of wave number, k, and calculating both 

fractal dimension D and the deviation from fitting a fractal dimension σD for each range.  

We designate the features: Dlow and σDlow for 1 ≤ ) ≤ 11; Dhigh and σDhigh for 11 ≤ ) ≤
64; Dtot and σDtot for 1 ≤ ) ≤ 64; Dlow6 and σDlow6 for 1 ≤ ) ≤ 6.  The results for fractal 

domain features are shown in table 3.5.  The highest mean for fractal dimension is 

indicated for tot and low6 k ranges.  The greatest σ are observed for high and low6 k 

ranges.  The features Dlow and Dlow6 show differences in the statistical data even though 

both features are calculated over a low range.  

Of the various ranges of k given in table 3.5, the range of 1 ≤ ) ≤ 6 corresponding to 

Dlow6 and σlow6 is used when calculating fractal features in this thesis.  This range is 

considered to be the most reliable for a short time series based on the work of Esteller et 

al. (2001).  Regarding these features in table 3.5, Dlow6 ranges from about 1.5 to 2 for both 
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MI and normal class subjects, and central tendency measures are very similar between the 

two classes.  The deviation measure σlow6 varies from about 0.01 to 0.12 for both classes.  

As with the time and frequency domain features, the interest in the analysis in further 

chapters comes from combining features and regarding the relationships among the 

features, and utilizing varying relationships to form distinct segments of the heart rate time 

series. 

 

Table 3.5  Fractal Domain Features -  HR RR data from Normal and MI Classes 

Feature Mean SD Median Mode Q1 Q3 Low High 

Dlow         

Normal 1.63 0.14 1.60 1.57 1.53 1.72 1.30 2.04 

MI 1.72 0.17 1.73 1.75 1.59 1.85 1.29 2.10 

σDlow         

Normal 0.030 0.017 0.026 0.024 0.019 0.036 0.001 0.099 

MI 0.039 0.030 0.030 0.016 0.015 0.052 0.002 0.138 

Dhigh         

Normal
 

1.70 0.12 1.71 1.69 1.63 1.78 1.42 2.05 

MI 1.72 0.14 1.74 1.79 1.62 1.82 1.29 2.01 

σDhigh         

Normal 0.040 0.020 0.035 0.025 0.024 0.052 0.008 0.109 

MI 0.038 0.024 0.033 0.035 0.022 0.047 0.004 0.139 

Dtot         

Normal 1.86 0.13 1.87 1.89 1.78 1.95 1.31 2.14 

MI 1.87 0.13 1.90 1.96 1.80 1.96 1.40 2.12 

σDtot         

Normal 0.024 0.010 0.023 0.020 0.018 0.030 0.007 0.081 

MI 0.025 0.011 0.023 0.019 0.017 0.030 0.006 0.084 

Dlow6         

Normal 1.80 0.08 1.80 1.81 1.74 1.85 1.51 1.99 

MI 1.79 0.11 1.81 1.86 1.72 1.88 1.46 1.98 

σlow6         

Normal 0.042 0.016 0.039 0.032 0.030 0.051 0.013 0.125 

MI 0.041 0.016 0.039 0.035 0.030 0.049 0.010 0.120 
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The features obtained in the fractal domain were further analysed using the skewness, 

kurtosis and Fisher’s indices.  These indices are shown in table 3.6.  Based on the 

skewness and kurtosis indices all of the calculated fractal features conform well to a 

normalised distribution with the possible exception of σDtot showing the highest influence  

from outliers.  The Fisher’s indices indicate the Dlow is the best fractal feature for 

separating the two classes.  The features Dlow, σDlow, and Dhigh are statistically separated 

according to the student-t test with probabilities less than 0.01, 0.01 and 0.1 percent 

respectively.  According to the Wilcoxin rank sum test, features for the two classes are 

significantly separated: Dlow (p <0.01), σDlow  (p <1), Dhigh (p <0.1), σDhigh (p <1) and Dtot (p 

<1) (probabilities in percentage).   

In terms of linear correlation between features within the same class the low6 k range 

features had the best correlation with tot k features, as anticipated when reviewing 

statistics in table 3.5 (r = 0.56 for D and r = 0.70 for σD in Normal; r = 0.72 for D and r = 

0.73 for σD in MI).  There was also a high level of correlation between corresponding 

features in the low k range and the high k range (r = 0.84 for D and r = 0.59 for σD in 

Normal; r = 0.93 for D and r = 0.95 for σD in MI).  There was varied correlation between 

D and σD within a particular k range. The low pair of features showed the best correlation  

 

Table 3.6  Distribution measures for HR fractal domain measures from two classes 

Feature Dlow σDlow Dhigh σDhigh Dtot σDtot Dlow6 σlow6 

Skewness         

Normal 0.46 1.32 -0.00 0.91 -0.66 1.35 -0.24 1.10 

MI -0.06 1.20 -0.30 1.39 -0.82 1.53 -0.62 1.03 

Kurtosis         

Normal 2.67 4.73 2.80 3.33 3.44 6.51 2.85 4.83 

MI 2.36 3.94 2.47 5.30 3.52 6.69 2.72 4.83 

Fisher’s 0.18 0.06 0.01 0.00 0.01 0.00 0.00 0.00 
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(r =0.83 for MI and r = 0.61 for Normal).  The low6 pair of features showed no correlation 

for either class. 

Looking again at figure 3.3, oscillations in the fractal plot can arise due to the 

presence of frequency components in the HR data.  To test this, we looked at the 

correlation between fractal features and frequency features.  Both fractal dimension and 

fractal deviation correlate strongly with HF/LF (high frequency to low frequency ratio).  

The r values of correlation are 0.69 for Dlow6 and HF/LF and 0.63 for σlow6 and HF/LF.  

Inclusion of fractal deviation as a feature in modelling may contribute information about 

the frequency components present in the HR data. 

We can see that in several of the features presented in this section, particularly from 

among the time and frequency domains show skewness and the presence of outliers.  

When we input features into ANN models, we must scale the data to fit within a certain 

interval, for instance [0,1].  If a large portion of data for a particular feature lies on one 

side of the range, then the feature will only discriminate a small portion of samples.  This 

will help to identify that portion of samples but will not illuminate differences among the 

larger population.  We keep this scaling issue in mind when performing data mining in the 

thesis.   

  

3.6  Poincaré Plots for HR Subjects 

We have found that Poincaré plots are a useful way of visualising RR interval records 

for subjects.  As described in chapter one, a Poincaré plot of RR intervals is formed by 

plotting RR(t) versus RR(t+1) as discrete points for the entire length of the series.  A 

judgement may be made about the series based on how space filling the plot is and where 

the mean of the data lies.  Figure 3.4 shows Poincaré plots for Normal subjects in our 

study, and figure 3.5 shows Poincaré plots for MI subjects in our study.   



66 

 

In Begg et al. (2005), Poincaré plots of gait features are used in automated gait 

classification by treating the plots as ellipses and extracting major and minor axes 

information.  Poincaré plots are analysed by considering standard deviations about the 

major and minor axes of the ellipsoid shape.  The major axis is related to the sums of pairs 

of adjacent RR intervals, and the minor axis is related to the differences of pairs of 

adjacent RR intervals (Khaled et al. 2006).  Further, the axes are formed by a rotation of θ 

degrees of these RR contributions, so that their formation may be expressed by (Khaled et 

al. 2006): 

                                          1H�H'5 = 1cos L − sin Lsin L cos L 5 O ����P�Q                        (3.10) 

 

 
Figure 3.4  Each plot shows Normal subject identification number; SD1 and SD2.  

Subjects 2, 17 and 31 each show more space filling characteristics than other subjects and, 

correspondingly, have greater values of SD2 (deviation in the direction of the ellipsoid 

major axis) and SD1 (deviation in the direction of the ellipsoid minor axis). 
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Figure 3.5  Each plot shows MI subject identification number followed by SD1 and SD2  

 

where x1 represents the minor axis and x2 represents the major axis.  Deviations about the 

major axis x2 are denoted by SD1.  This means that SD1 is based upon deviations in the 

direction of the minor axis.  Deviations about the minor axis x1 are denoted by SD2.   This 

means that SD2 is based upon deviations in the direction of the major axis.   SD1 

“indicates the level of short-term HRV” while SD2 “measures the long-term HRV” 

(Khaled et al. 2006). 

The measures SD1 and SD2 are a start to quantifying the non-linear dynamical 

information contained in the Poincaré plot.  We have listed the results for these measures 

for each subject in figures 3.4 and 3.5.  The correlation between the sizes of the Poincaré 

plot “clouds” and the measures can easily be seen.  SD2 is strongly correlated to the 

standard deviation of RR intervals over the entire record of a subject (r = 0.998).  We will 

explore the relationship between Poincaré features and short-term measures of HRV. 
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In figure 3.4, normal subject 2 has both the highest short-term variation SD1 and long-

term variation SD2 as evidenced by a quick observation of the plots as well as supported 

by the numerical calculations.  Normal subjects 17 and 24 both have good long-term 

variation but less variation than subject 2 in short-term.  Subject 31 has a better short-term 

variation than subjects 17 and 24.  Normal subjects 2, 17, 24 and 31 stand out from the 

other subjects. 

In figure 3.5, MI subject 3 has both highest short-term and long-term variability.  

However, the mean heart rate for this subject is lower by comparison of the positioning of 

this plot versus that for normal class subject 2.  Several additional MI class subjects show 

better than in-class performance on long-term variability including subjects 1, 6, 7, 9, 21 

and 24.  Viewing both figures 3.4 and 3.5, there are subjects from both classes showing 

poor variability in both short- and long-term indicated by narrow focused Poincaré plots. 

 

3.7  Summary and Conclusion 

 
In this chapter we have presented our HR dataset.  We have extracted features in three 

domains: time, frequency and nonlinear.  Finally, we have shown Poincaré plots for each 

subject in our study.  Although certain features from the datasets have been shown to have 

statistically significant differences between the two classes, no feature shows a high level 

for showing separation between the two classes based on Fisher’s index.  We have shown 

how some features within domains correlate with each other.  In the next chapter we will 

begin to look at groups of features taken from more than one domain and examine the 

relationship between features.  

Further research is needed to extract additional HRV features based on the Poincaré 

plot information.  In HRV analysis additional information regarding the density and 

dispersion of the ellipses would be useful.  This information combined with the centre 

location of the ellipse would provide an initial fingerprint of the HR signal.  We agree with 
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Khaled et al. (2006) that further nonlinear features such as “Lyapunov exponent and 

correlation dimension” need to be explored.  These features may help to give 

quantification to the overall, long term HR records.  Methods to compute these nonlinear 

features are available that would be suitable for short length datasets (the entire record for 

a particular subject) such as Rosenstein et al. (1993).   

Another measure related to Poincaré plots described as “return maps” is the Pearson 

coefficient (Kuo et al. 2003).  This measure is shown to be related to the gradient of 

Poincaré plots (Kuo et al. 2003).  The authors found a significant correlation between low 

Pearson coefficient values for acute MI patients (0.68 +/- 0.03) and patients with “patent 

coronary arteriogram” (0.57 +/- 0.04) (Kuo et al. 2003).  The Pearson coefficient was 

found to have significant correlations with autonomic measures (Kuo et al. 2003) and is an 

additional measure for further study in long term HRV characterisation.   

The time domain measure NDC, which is the number of times that the time series 

changes directions, was studied in (Garcia-González & Pallàs-Areny 2001).  The authors 

gave the measure the name acceleration change index (ACI) and found a strong correlation 

between ACI and fractal dimension (r = 0.999).  The authors established a threshold value 

for ACI of 0.55 to “separate healthy subjects and those who have suffered ventricular 

tachycardia and/or fibrillation and also patients with myocardial ischemia.”   

We performed a correlation analysis between NDC and fractal dimension using our 

data and found some correlation between the two measures for calculations of fractal 

dimension at low wavelengths, but no correlation with fractal dimension calculated at high 

wavelengths.  The correlations that we found were similar for features calculated from 256 

RR segments and 128 RR segments.  The correlations were better using Dlow6 than Dlow 

and also better for Normal Subjects than for MI Subjects.   
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In summary we found: 

• NDC and Dlow6: Normal subjects, 256 RR segments, r = 0.71 

• NDC and Dlow6: MI subjects, 256 RR segments, r = 0.59 

• NDC and Dlow: Normal subjects, 256 RR segments, r = 0.48 

• NDC and Dlow: MI subjects, 256 RR segments, r = 0.56 

• NDC and Dhigh: Normal subjects, 256 RR segments, r = −0.00 

• NCD and Dhgih: MI subjects, 256 RR segments, r = 0.20.   

It is useful to note that there is some connection between NDC and fractal measures 

calculated at low wave numbers.  At the same time, the two features show independence 

from each other with the degree of independence separable by class.  We use both NDC 

and Dlow6 as features in our modelling of HR data. 
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Chapter 4: Fuzzy Neural Networks, Fuzzy c-means and Knowledge Extraction 

 

In this chapter we look at the features derived from heart rate series in chapter 3.  In 

particular we would like to see what relationships exist among groups of features.  Further, 

we test groups of features to determine if differentiation between our two subject classes of 

Normal and MI subjects is possible.  We first present a supervised ANN known as Fuzzy 

Neural Network (FuNN) (Kasabov 1996, pp.317-321; Kasabov et al. 1997).  FuNN allows 

the extraction of rules from a feedforward neural network.  We examine input vectors 

composed from groups of features and use the classification of Normal and MI groups as 

outputs.  We next examine input vectors again from groups of features but use Poincaré 

plot indices SD1 and SD2 as outputs. 

In the second part of this chapter we perform unsupervised clustering of input vectors 

drawn from HRV features.  For this clustering we use the fuzzy c-means algorithm 

(Bezdek et al. 1984).  Fuzzy c-means clusters input vectors into a user defined number of 

clusters with fuzzy memberships (real valued) for each input vector in each cluster.  The 

centroid values for each cluster give centre location of each cluster in terms of input vector 

space.  Through this process, we look at clustering memberships for individual members of 

each HR class.   

Some terminology merits elucidation before beginning this chapter.  Cluster is term 

given to the result of an unsupervised classification where prior groupings is not known.  

A cluster includes a subgroup of the instances that were presented.  Clusters can either be 

crisp, where instances belong to only one grouping, or fuzzy, where instances can have a 

membership in more than one grouping.   

Similarity measure is also a term applied to unsupervised or semi-supervised 

classification.  In order to define groupings, there must be a way to distinguish vectors.  

The similarity measure is used to define either the centre of a cluster or else the boundaries 
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of a cluster.  When a grouping or cluster is found, it is then sometimes referred to as a 

class.  When supervised classification is conducted, the groupings are known prior to 

classification, and some label is assigned to instances within a particular grouping.  This 

grouping is also referred to as a class.  For instance in this thesis, much discussion is made 

concerning the two classes of Normal and MI subjects. 

Node is a term given to an operational unit within an ANN.  In diagrams depicting an 

ANN, a node is usually represented as a circle.  A node carries out a function based on 

inputs that it receives, generally represented graphically as lines meeting at its circle.  A 

node emits an output that is represented graphically as lines emanating from its circle.  

Nodes may be organized in a column, where each node within the column performs a 

similar function.  Such columns are referred to by the term layer.  Inputs and outputs from 

a node are sometimes the parameters of the ANN, and in this case, the values of these 

inputs and outputs are referred to by the term weight. 

 

4.1  Feedforward neural networks 

Neural networks are given their name based upon their resemblance to biological 

neural networks.  Individual processing units within the network are referred to as nodes.  

Nodes receive inputs from one or more sources, perform a function to evaluate these 

inputs, and then transmit a response signal to one or more targets.  The function that occurs 

within each node may be either linear or non-linear including a linear ramp, a step 

function, or a sigmoid function, among other choices (Lippman 1987; Haykin 2009, 

pp.135-137).   

In the perceptron model (see Nørgaard 1997; Haykin 2009, pp.122-141), which FuNN 

is based upon, nodes are arranged into three layers, comprising an input layer, a hidden 

layer, and an output layer.  Each layer of nodes is fully connected to the next layer, for 
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instance an input layer node is connected with each of the hidden layer nodes.  

Represented by lines between nodes, connection weights are formulated, which modify the 

output of the node before being evaluated by the function of the receiving node.  In the 

perceptron these node outputs are multiplied by connection weights. 

     Figure 4.1 shows the structure of the three-layer perceptron.  In this example the 

input layer contains three nodes plus a bias node, which allows the addition of a constant 

value to its target nodes; the hidden layer contains two nodes, again with a bias node; and 

the output layer contains two nodes.  Any number of nodes may be used in each layer, but 

the number of nodes in the hidden layer must conform to the amount of data available and 

the number of inputs and outputs.  Pairs of inputs and outputs are used to train this 

network, establishing the best values of weights, which minimise the error between the 

computed outputs and the expected outputs.  The output is calculated as a function of all 

node layers and weight values as follows (Nørgaard 1997; Duda et al. 2001, p.286): 
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where W and F are the weights and functions for the output layer, w and f are the weights 

and functions for the hidden layer, z are the inputs, ŷi are the outputs of the model, s is the 

number of hidden layer nodes, m is the number of input nodes, and Wi0 and wj0 represent 

weights for constant bias nodes. 

In FuNN the perceptron hidden and output layers use the sigmoidal logistic function 

for node operations (Kasabov et al.1997): 

                                
)1/(1)( axex −+=φ

           (4.2) 

where a is a variable gain coefficient.  Choosing a value of 2.19722 for a gives an 

activation range of 0.1 to 0.9 when the net input range is +/-1.  The network is trained over 

pairs of input and output pairs to minimise a cost function, which is chosen to be the sum  
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Model of a Perceptron 

 

                                

 

 

 

 

 

   

Figure 4.1  The values z represent the inputs along with a bias value, 1.  The weight values 

between the inputs and hidden layer are represented by w, the weights between the hidden 

layer and output layer are represented by W.  The node functions for the hidden layer and 

output layer are f and F respectively.  The outputs of the network are represented by ŷ. 

 

squared error defined as (Bodén 2001): 
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where p denotes the training or pattern set, q denotes the output units, u is the number of 

output units, n is the number of training sets, d is the desired output and ŷ is the actual 

output.  The change in weights is computed from the partial derivative of the cost function 

with respect to the weight as (Bodén 2001): 
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where the value η is the learning rate.  The calculation of the change in weight values is 

then (Wilson 2009): 
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where α is an additional parameter defined as the momentum constant, t is the epoch or 

iteration number and δj is the local gradient.  At the output layer the local gradient, δj, is the 
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product of the derivative of the node function evaluated at the total input to the node and 

the error signal at that node.  The error signal at a node is the difference between the 

desired output and the actual output for output nodes, and for hidden layer nodes the error 

signal is the weighted sum of the δj values for all output nodes connected to a particular 

hidden layer node (Wilson 2009). 

  

4.2  Fuzzy Neural Network (FuNN) Method 

Fuzzy neural networks build upon the perceptron, adding an initial layer to fuzzify 

inputs and an extra output layer to amalgamate fuzzified outputs.  This architecture allows 

for the extraction of linguistic IF-THEN rules from the trained neural network. The first 

step in applying the FuNN model is to evaluate the inputs and outputs in terms of fuzzy 

sets or, equivalently, membership functions.  Membership functions can be any shape, 

such as a Gaussian distribution, but the important feature is that they overlap themselves, 

so that there is a continuous gradation of features.  In this thesis the membership functions 

are triangular, fixed and symmetric.  Figure 4.2 shows how a crisp value “x” is translated 

into degrees of membership using a triangular membership functions. 

Membership functions are applied to each feature space individually.  The scale for 

one feature may be quite different for one feature than another.  In figure 4.2, a feature-

input value “x” lying along the range of possible input values for this feature is shown to 

intersect with two of the membership categories.  By following a horizontal line from these 

intersection points to the ordinate value, which ranges from zero to one, the degree of 

membership of the value x in each membership category may be determined.  In this figure  

Dx_B denotes the degree of membership of x is a member of B, and Dx_C denotes the 

degree of membership of x in C.  Evenly spaced triangular membership functions have the 

quality that the degrees of memberships for each input add up to one.   The membership 
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Figure 4.2 This figure shows the translation of a crisp value “x” into degrees of 

membership, denoted here as Dx_B, and Dx_C.  The membership functions shown here 

are symmetric and overlapping.  The corresponding fuzzy sets A, B, C, D, E granulate the 

feature space. 

 

categories A through E may be used to denote linguistically a feature that is useful in 

describing the output of the model in a set of rules.  For instance, category A may 

correspond to very low, C to medium, and E to very high. 

The degree of membership in any one fuzzy set can be expressed mathematically by 

the following formula: 
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where b is the centre of the triangle, and a and b are the edges of the triangle, and µ(x) is 

the degree of membership of x (Kasabov et al. 2002). 

The FuNN structure combines fuzzy membership functions with the perceptron 

network.  Each input feature is granulated into a user defined number of fuzzy sets and 

there are an equivalent number of input nodes for each feature.  Output vectors may also 

be granulated and a real valued output can be formed by defuzzifying, for instance by a 
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centre of gravity method (Kasabov 1996, pp.202-203).  The strengths of weight 

connections establish a method for extracting linguistic rules.  These linguistic rules are 

the form “if-then” with a rule corresponding to each hidden node and linking granulated 

features to granulated outputs.     

 

4.3  Knowledge Extraction from HRV using FuNN 

We have used FuNN in the early part of our research with HR subjects to explore data 

relationships between input vectors taken from time, frequency and fractal domains and 

output classes including Ischaemic Heart Disease, Atrial Fibrillation and Myocardial 

Infarction and Normal (Kozma et al. 1997a, 1997b; Swope et al. 1999). In our experiments 

using FuNN in this chapter we explore the data features extracted in chapter 3.  We 

investigate combinations of features as inputs with two types of outputs (1) HR classes of 

Normal and MI and (2) Poincaré plot features SD1 and SD2. 

 

4.3.1  FuNN experiments with feature variations and class outputs 

In our first set of experiments we used the class identification as outputs.  Two nodes 

were used as outputs, and these were not granulated.  The outputs were either 1 or 0 

depending upon whether the input was a member of the class represented by a particular 

output node.  We performed three experiments with different sets of input features.  In 

experiment A inputs included time domain features: mean, standard deviation, and number 

of direction changes; and fractal domain features: Dlow6 and σDlow6.   

This group of features was selected based on achieving the highest ranking in a 

sequential floating search (SFFS) (Pudil et al. 1994).  In SFFS, J(Xk) represents the value 

of a set of k features in satisfying a criterion function.  The criterion function may be a 

correct classification rate or else a distance function showing separation between classes.  
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The significance S(xj) is then defined as the difference in J when a feature xj is added (or 

removed) from feature set Xk (Pudil et al. 1994).  The implementation of SFFS used here 

was obtained from a Matlab toolbox for pattern recognition, PRTools (2009) using the 

Euclidean distance measure given in equation (5.10).   

In experiment B inputs included time domain features: mean, standard deviation, 

number of direction changes and number of interval differences greater than 30 ms; and 

fractal domain feature: Dlow6.  In experiment C inputs included four frequency domain 

features: LF power, HF power, LF/HF ratio and HF/LF ratio. 

In experiments A, B and C input features were granulated using three memberships: 

low, medium and high.  Five hidden layer nodes were used, but other choices for hidden 

nodes did not affect the results.  The subjects from both classes were divided into two 

groups.  Each group contained about half the subjects from each class and all of the 

instances for a particular subject.  Each experiment was run twice with group 1 serving as 

the training set and group 2 serving as the test set, then group 2 serving as the training set 

and group 1 serving as the test set. 

The results for experiments A, B and C are shown in table 4.1.  When group 1 was the 

training set, group 2 was the testing set and vice versa.  After the training phase some 

subjects (that were part of training) gave neutral results when data was presented to the 

trained network.  A neutral result is an output of 0.5 for each output node.  For example 

from table 4.1, in experiment A, normal class subject 2 and MI class subjects 1 and 3 gave 

a neutral output of 0.5 when these subjects were part of the training set.  In experiment C 

when group 2 subjects were used as the training set, several subjects from both normal and 

MI classes were misclassified or gave neutral output of 0.5. 

Additional hidden nodes would allow the network to classify all training examples 

correctly. However in table 4.1, we are able to see clustering information since lists of  
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Table 4.1  HRV FuNN Experiments –  Descriptions and Results 

 

Group 1 Subjects Group 2 Subjects 

Normal Class: 

1, 2, 3, 4, 5, 6, 7, 8, 

9, 10, 12, 13 

MI Class: 

1, 2, 3, 4, 5, 6, 7, 8, 

9, 11, 12, 13, 14 

Normal Class: 

14, 16, 17, 18, 19, 

20, 24, 27, 28, 30, 

31 

MI Class: 15, 17, 

19, 20, 21, 22, 23, 

24, 26, 28, 29, 31 

Experiment A 

Input Features: mean, standard deviation, number of direction changes, Dlow6 and σDlow6 

Training Set – Group 1 Testing Set – Group 2 

Neutral Subjects: output of 0.5 Subjects classified incorrectly 

2 1, 3 14, 16, 17, 24, 27, 

31 

20, 21, 22 

Testing Set – Group 1 Training Set – Group 2 

Subjects classified incorrectly Neutral Subjects: output of 0.5 

3, 4, 6, 9, 12 1, 3, 6, 7, 8, 9 14 20, 21, 22, 24, 31 

Experiment B 

Input Features: mean, standard deviation, number of direction changes, NN30, Dlow 

Training Set – Group 1 Testing Set – Group 2 

Neutral Subjects: output 0.5 to 0.7 Subjects classified incorrectly 

3, 8 8, 9, 14 14, 16, 17, 24, 28, 

31 

20, 22, 23, 24, 28 

Testing Set – Group 1 Training Set – Group 2 

Subjects classified incorrectly Neutral Subjects: output of 0.5 

1, 2, 3, 4, 6, 12 1, 3, 8, 9, 14 none none 

Experiment C 

Input Features: LF Power, HF Power, LF_HF Ratio, HF_LF Ratio 

Training Set – Group 1 Testing Set – Group 2 

Neutral Subjects and misclassification Subjects classified incorrectly 

4, 12 3, 5, 7, 9, 14 14, 16, 27, 31 15, 20, 21, 22, 28 

Testing Set – Group 1 Training Set – Group 2 

Subjects classified incorrectly Neutral Subjects and misclassification 

1, 7, 8, 9 6 14, 16, 17, 18, 19, 

20, 27,28 

15, 21, 22, 23, 24, 

28 

 

subjects appear to form groups.  For instance in group 1, MI subjects 1, 3, 6, 7, 8, 9 and 14 

each appear more than once in the list of subjects that either did not conform to training or 

testing.   In group 2, normal class subjects 14, 16, 17, 27 and 28 classify or train 

incorrectly with both time and fractal features and frequency features. 



80 

 

We experimented further to test the effects of (1) adding more hidden nodes and (2) 

setting the reducing the maximum scaling limit for features just above the upper quartile 

level, Q3.  When adding additional hidden nodes, the training set was fit more closely, but 

testing examples gave neutral output results.  This may have been an overfitting effect due 

to the increased number of parameters resulting in less generalisation ability (Cheng & 

Titterington 1994).  When limiting scaling, the results were better for experiments A and 

B.  The number of subjects showing neutral training outputs was reduced, but the number 

of incorrect classifications during testing remained about the same.    When scaling limits 

were reduced to Q3 levels for frequency features in experiment C, both training and testing 

samples resulted in neutral outputs close to 0.5.   

As a comparison, an attempt to produce a model to classify subjects was made using a 

statistical linear discriminant classification technique.  The Matlab function “classify” was 

used for this experiment using the input features from experiment A.  Half of the data from 

each class was used as in the training set and half was used for testing.  The results were 

no more definitive than that obtained for FuNN above.  The model successfully classified 

70.1 percent of the training set.  The model was not able to generalize to new data, and the 

testing correct classification was 38.6 percent.    

We did not extract rules from these experiments.  We based this decision on Hinton 

diagrams of the weights, depicting the size and polarity of weight values.  Hinton diagrams 

of weight connections showed that contributions to the output from a particular feature 

through a particular hidden node were offset and fine tuned by contributions from the same 

feature through other hidden nodes.   

4.3.2  FuNN experiments using Poincaré plot features as outputs 

In the next set of experiments with FuNN, the output was set equal to the Poincaré 

plot features.  The goal here was to identify a feature or group of features that would map 
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to the Poincaré features of SD1 and SD2.  Poincaré features were chosen as outputs to 

eliminate class assumptions.  With this approach, the distinction made between classes in 

experiments in section 4.3.1 was not present; subjects with common features across class 

boundaries could be found.   

Three experiments were performed, one for each of the feature domain types.  Input 

features and output features were fuzzified into three memberships: low, medium and high.  

Five hidden nodes were used in the model.  The criterion for assessing the success of the 

mapping was based on the linear correlation between expected outputs and actual outputs.  

Expected outputs were Poincaré features calculated from heart interval data.  Actual 

outputs were the modelled FuNN outputs.   

Instances were divided into to two halves, one for training and one for testing.  The 

roles for each half were reversed to give two results for each experiment, summarised in 

table 4.2.  These results show that HRV features could be mapped to Poincaré outputs in 

the training set with the limited number of parameters set by the choice of five hidden 

nodes.   

This is particularly true for input instances comprised of time domain features, where 

coefficients of correlation ranged from 0.89 to 1.0.  The correlations found for frequency 

features were not as strong, and frequency feature results were sensitive to the values of 

initial random weights.  The results show that inputs comprised of fractal features gave the 

most difficulty in finding parameters to form a mapping to Poincaré features. 

In the second phase of this experiment, test instances were presented to each of the 

trained networks.  The test instances showed little correlation (r < 0.1) between modelled 

outputs and expected outputs.  This indicated that the models were not able to generalise to 

new instances, and the parameters found during training were specific to the training 

instances.  Time domain features for experiment 1 included standard deviation of RR  
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Table 4.2  Training results from FuNN HRV mapping to Poincaré features 

Correlation value of training modelled output to actual output 

Experiment 1: Time domain features 

SD1 low SD1 medium SD1 high SD2 low SD2 medium SD2 high 

0.98 

0.94 

0.98 

0.98 

1.00 

0.90 

0.96 

0.95 

0.95 

0.92 

0.98 

0.89 

Experiment 2: Frequency domain features 

SD1 low SD1 medium SD1 high SD2 low SD2 medium SD2 high 

0.93 

0.94 

0.90 

0.94 

0.73 

0.90 

0.87 

0.82 

0.79 

0.79 

0.90 

0.51 

Experiment 3: Fractal domain features 

SD1 low SD1 medium SD1 high SD2 low SD2 medium SD2 high 

0.75 

0.70 

0.62 

0.70 

0.58 

0.50 

0.69 

0.60 

0.61 

0.63 

0.68 

0.33 

Experiment 1 time domain input features included Mean, SDNN, NDC and NN30 

Experiment 2 frequency domain input features included LF, HF, LF_HF and HF_LF 

Experiment 3 fractal domain input features included Dlow σDlow Dhigh and σDhigh 

 

intervals (SDNN).  SDNN calculated over the entire dataset for each subject was 

previously found to correlate well to SD2.   

In experiment 1, SDNN was taken from samples of 256 RR intervals rather than the 

whole dataset.  An additional experiment was conducted with SDNN as the only input 

feature and only SD2 as the output.  The results showed excellent correlation for the 

training instances, but again showed little correlation for testing instances.   

When SDNN is taken from instances of short 256 RR intervals, there is a wide 

distribution for any particular value of SD2.  A plot of SD2 values versus SDNN values is 

shown in figure 4.3.  For a particular SD2 value taken globally over the entire dataset, 

there is a range of SDNN values taken locally.  A generalised map of local features to the 

Poincaré global features was not accomplished with this model.  As shown with SDNN in 

figure 4.3, the distribution of features taken locally shows variability within a subject’s 

record.  The within subject variability is explored further in chapter 7 with segmenting of 
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Figure 4.3  This figure shows the relationship between Poincaré plot feature SD2 

(obtained from the entire HR record from a particular subject) and SDNN (obtained over 

successive, overlapping sequences of 256 RR intervals for each subject).  The ranges of 

SDNN values increases with the values of SD2. 

 

data taken from one subject.  The within subject variability is also shown in results from 

fuzzy c-means clustering, which is introduced in the next section. 

 

4.4  Fuzzy c-means algorithm 

Fuzzy c-means is a technique for partitioning a dataset into clusters.  A particular 

instance vector may have membership in more than one cluster, with the total membership 

for any one instance summing to one.  “These partitions are useful for corroborating 

known substructures or suggesting substructure in unexplored data” (Bezdek et al. 1984).  

We have selected to use a fuzzy clustering here since fuzzy memberships allow us to see 

the degree that instances are separated from other instances.  Fuzzy clustering gives us a 
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gray scale for which to make inferences about the dataset.  One advantage for using a 

clustering process is that we do not need to specify an output or a predefined classification 

of instances.  Still, the product of the clustering process allows a comparison with other 

methods and knowledge we have about the data.  The number of clusters or partitions must 

be specified by the user, making fuzzy c-means a semi-supervised technique. 

Fuzzy c-means minimises a “generalized least-squared errors functional” (Bezdek et 

al. 1984): 

   ��(�, �) = ∑ ∑ (���)��
���

�
��� ‖�� − ��‖�

�   

                                                                                                                                   (4.7) 

 

where yk represents the data instance vector, c is the number of clusters, m is a weighting 

exponent, U is the “fuzzy c-partition” of the input data, uik is the component of U 

corresponding to the i
th

 cluster and k
th

 instance, v is the vector of cluster centres and vi is 

the centre of cluster i (Bezdek et al. 1984).  The fuzzy c-means process can use a variety of 

norms ‖∙‖.  Three norms are suggested by (Bezdek et al. 1984): Euclidean, which gives 

hyperspherical clusters, and Diagonal and Mahalanobis, which both give hyperellipsoidal 

clusters.  The number of clustering partitions is selected prior to clustering.   

Cluster validity functionals are defined to judge clustering results.  One popular 

choice is the “partition coefficient” (Bezdek et al. 1984) given by:  

     !�(�) = ∑ ∑ (���)�/#�
���

�
���   

                                                                                                                                   (4.8) 

where N is the number of instances.  The partition coefficient functional has a value of one 

when there is a crisp clustering (membership values of zero and one), and it has a value of 

1 $�  when membership for each instance is equally divided among the categories.  In the 

Matlab implementation of fuzzy k-means (Minasny 2004) f, the normalised value of Fc, is 

determined, and this value is subtracted from 1.  Consequently, the range of 1 − % is [0 1] 
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with 0 representing a crisp clustering and 1 representing no discrimination between 

clusters. 

Since a particular instance can belong to more than one cluster, there is some 

uncertainty in the classification of each instance.  A measure called the confusion index 

measures this uncertainty and it is given by Burrough et al. (1997) as: 

                                            �& = '1 − ()�*+� − )(�*+,�)�-.                         (4.9) 

Where µmaxi is the highest membership value for instance i and µ(max-1)i is the second 

highest membership for instance i.   

 

4.5  Knowledge Extraction from HRV using fuzzy c-means (FCM) 

We performed two sets of experiments using fuzzy c-means and HR data.  The first 

set of experiments used a combination of feature domains: Dlow6 and σDlow6 from fractal 

domain and NDC, mean and SDNN from time domain.  The second set of experiments 

used only frequency domain features: LF, HF, LF/HF ratio, HF/LF ratio, and TP (total 

power).  We clustered data for only one class at time.  The number of clusters was set to 

two in each case.  We chose to use the Euclidean norm, as it gave the best separation 

results as measured by the partition coefficient and by our observations of the resulting 

cluster memberships.   

4.5.1  Experiment 1 – mixed domain features 

The results for the Normal Subject Class for experiment one are shown in figure 4.4.  

The partition index 1 − % for this clustering was 0.629 (0.0 is crisp cluster, 1.0 is no 

clustering separation).  Figure 4.4 shows the results for each subject using an error bar 

locating the mean of all instances for that subject at the centre and error bars equal to the 

standard deviation of instances.  The vertical axis represents the membership in cluster 2.   
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Figure 4.4  This figure shows the results of classification of HR Normal Subjects using 

FCM.  For each subject the mean and standard deviation of membership of instances in 

cluster 2 are shown.  Subject identification numbers are shown sequentially in text boxes.  

The centroids of each cluster are given. 

 

Since there were two clusters, the vertical axis also represents one minus the 

membership in cluster 1.  For instance, subject 7 has a mean membership of 0.75 in cluster 

2 with a standard deviation of about 0.1.  Subject 7 has a mean membership of 0.25 in 

cluster 1. 

Results were arranged in ascending order based on mean membership in cluster 2.  

The centroid of each cluster is listed in the figure.  For all features cluster 1 represented 

lower values and cluster 2 represented higher values.  Instances for each subject were 

extracted from HR data over lengths of 128 RR intervals starting at every 32
nd

 interval. 

From the clustering results shown in figure 4.4, two groups of subjects are clearly 

separated from the others, those listed with low membership in class 2 (8, 16, 9, 4, 13, 27, 
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Figure 4.5  This figure shows the results of clustering MI Subjects using FCM and 

features from time and fractal domains.  Instances were formed from segments of 128 RR 

intervals starting every 32
nd

 interval.  The ordering of subjects shown is based on mean 

membership in class 2.  Some differences in ordering may be found using median or mode 

to sort results. 

 

6 and 10) and those listed with high membership in class 2 (7, 30, 2, 31, 12, 28, 17, 24 and 

5).  In analyzing the cluster centres, class 2 may be judged to indicate a better HRV result 

since higher values for each of the features is preferred.   

Clustering using FCM with MI class subjects with the same mixed domain input 

features gave a partition index f of 0.732, indicating a better separation of instances than 

that found for the normal class subjects.  The results for this clustering are shown in figure 

4.5.  The cluster centres for Dlow6 and σDlow6 show more diversity in MI than for Normal, 

while the cluster centres for SDNN show more greater separation for Normal than for MI. 

The maximum cluster centre for mean is lower in the MI group than for the Normal 

group. MI Subjects show a gradual increase in membership in class 2 without distinct 
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subgroups.  Subject 17 has the highest mean membership in class 2, 0.82 with a standard 

deviation of 0.18 across instances for that subject.  Subject 8 has the lowest mean 

membership in class 2, 0.12, giving it a membership of 0.88 in class 1. 

In comparing the cluster centres, class 2 has higher values for all features except 

SDNN.  However, SDNN is close in value between the 2 classes.  Due to this closeness in 

the class centres, SDNN is not a distinguishing feature between class 1 and 2.  However, 

the SDNN centres are lower than either class centre found in the Normal group experiment 

above, shown in figure 4.4.  The fractal dimension centre Dlow6 1.82 is higher in MI class 2 

(figure 4.5) than that found for Normal class 2, 1.73 (figure 4.4), indicating a stronger 

result for this feature in MI class 2 than in Normal class 2.  

A comparison of subject information shown in Poincaré plots in figures 3.4 and 3.5 

may be made with FCM clustering results shown in figures 4.4 and 4.5 for Normal and MI 

subject classes, respectively.  Poincaré information is assessed by considering SD1, SD2 

and overall mean.  Viewing figure 3.4, Normal Subjects 2, 5, 7, 12 (high mean), 17, 24, 28 

and 31 show relatively high values for these features.  The same subjects have high 

membership in class 2 (figure 4.4), with addition of subject 30.  In assessing the overall 

quality of HR data for a subject, high values for Poincaré features indicate higher quality 

data.  The commonality of subjects found by the Poincaré plots and with fuzzy c-means 

clustering of features in figure 6.4 supports a claim of quality for Normal subject instances 

clustering in class 2. 

In making a similar assessment of MI Subjects based on figure 3.5, subjects 3, 6, 21 

and 24 show relatively high values for Poincaré features.  In figure 4.5 subjects 6 and 21 

appear in the high membership list, and subjects 3 and 24 are in the transitional list.  

Conversely, if we look at the top members in figure 4.5, subjects 17, 13, 5 and 11, the 

corresponding Poincaré information in figure 3.5 does not support this position.  In this  
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Table 4.3  Feature comparison for top members of FCM mixed domain classification 

 

Subject Dlow6 σDlow6 NDC mean SDNN 

    MI 17 1.83 (0.11) 0.051 (0.017) 65.6 (5.0) 883 (14) 12.1 (7.3) 

    MI 13 1.86 (0.07) 0.074 (0.019) 53.7 (3.7) 943 (19) 23.6 (7.1) 

    MI 5 1.97 (0.10) 0.087 (0.025) 71.5 (4.2) 1020 (9) 24.0 (5.4) 

    MI 11 1.96 (0.04) 0.097 (0.018) 60.9 (5.0) 837 (6) 16.4 (3.4) 

    Nm 5 1.74 (0.06) 0.026 (0.008) 57.2 (5.0) 1018 (20) 41.1 (5.3) 

    Nm 24 1.82 (0.06) 0.058 (0.012) 65.6 (3.1) 1179 (42) 67.0 (16.3) 

    Nm 17 1.65 (0.08) 0.021 (0.007) 66.5 (4.5) 1103 (61) 63.4 (27.6) 

    Nm 28 1.66 (0.08) 0.021 (0.006) 57.8 (3.8) 1083 (42) 54.1 (15.1) 

 

case, the assessment of quality of instances by having high membership in class 2 is not 

supported for MI subjects based on comparison with Poincaré features.  The low value for 

SDNN found for MI clusters may account for this judgment. 

Features for subjects scoring high in membership to class 2 are examined further in 

table 4.3.  MI subjects have lower values for SDNN and Mean than the Normal subjects 

listed.  However, fractal domain features are higher in table 4.3 for MI subjects.  The two 

clusters are clearly distinct, based on these features. 

 

4.5.2  Experiment 2 – frequency domain features 

 

In this set of experiments, instances from MI and Normal classes are clustered based 

upon frequency domain features using FCM.  Frequency features were calculated from 

segments of 256 RR intervals.  This length was chosen to allow calculation of spectral 

features at lower frequencies.  Since spectral features require stationarity in data, the length 

of intervals must not be too long.  For subjects in this study, neither environment nor 

subject position changed during data collection; however, non-stationarities may be 

present even in the same subject state (Yoo et al. 2006). 

Two clusters are chosen to allow the gradation of subject membership.   The results 

for Normal Subjects and MI Subjects are shown in figures 4.6 and 4.7, respectively.  The 

partition index 1 − % for Normal FCM clustering was 0.543, and 1 − % for MI FCM  
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Figure 4.6  This figure shows results of FCM clustering for Normal Subjects.   

 

clustering was 0.425.  The low values for the partition index indicate that differences were 

not as sharp between classes as those found in experiment 1 in section 4.5.1.  

Class 2 for both Normal and MI subject clustering may be viewed as representing 

better instances due to higher power values as well as a larger HF to LF ratio.  Normal 

subject clustering showed higher power values than MI clustering results for class 2, for 

instance total power was 699 X 10
3
 versus 371 X 10

3
.  Several subjects in both Normal 

and MI groups ranked low in class 2 (high in class 1), for instance Normal class subjects 4, 

27, 18 and 19 and MI class subjects 28, 2, 19 and 8. 

Clustering based on frequency features identifies subjects that have distinctively low 

spectral power and HF to LF power ratio.  MI subjects in the central portion of ordering 

show great diversity in membership values as measured by standard deviation, for instance 

MI class subjects 24, 15, 1 and 7.  Although there are some similarities, the differences in  
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Figure 4.7  This figure shows results of FCM clustering for MI Subjects. 

 

ordering between experiment 1 from section 4.5.1 and experiment 2 described in this 

section indicate that frequency features provide additional information regarding instances. 

 

4.6  Rule extraction from FuNN using FCM results 

 

In this section, results for an experiment combining FuNN and FCM methods are 

given.  Mixed domain features Dlow6, σDlow6, NDC, mean and SDNN as features in a FuNN 

model and membership in FCM clustering class 2 from experiment 1 was the output.  The 

goals of this experiment were (1) to test whether the underlying MLP in FuNN could 

generalise the relationship between input and output features and if so (2) extract linguistic 

rules to describe the relationship.   

Both input features and output were fuzzified into three memberships, low, medium 

and high.  Instances were generated for Normal subjects using segment lengths of 128 RR 

intervals, beginning each 32
nd

 interval (an overlap of 75 percent).  The data was divided 
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into two halves, one for training and one for testing.  Largely, data from any particular 

subject was used for either training or testing, but not both.  The data for Normal Subject 

13 was split between training and testing sets.  Five hidden layer nodes were used in the 

FuNN model. 

The linear correlation between fuzzified input features and fuzzified output were 

strong for both training and testing results.  For training r values were: 0.991, 0.957 and 

0.986 for low, medium and high output; and r values for testing were 0.904, 0.828 and 

0.868.  These results show that FuNN was able to generalise the relation between inputs 

and outputs. 

In order to extract rules, the connections between the fuzzified input layer and the 

hidden nodes and between the hidden nodes and the fuzzified output layer must be 

followed.  The MLP structure multiplexes input features by using the hidden layer nodes.  

The resulting weight structures are a fine tuning of input to output relations.  With multiple 

hidden layer nodes conflicting relations between inputs and outputs arise, where a 

contribution may be added through one hidden layer node, while subtracted in another 

hidden layer node.   

In Kim & Kasabov (1999) the problem of conflicting rules is addressed by assigning a 

degree to each rule and report a subset of rules having high degree.  Weights generated in 

MLP structures may be visualise using Hinton diagrams.  Hinton diagrams show the 

matrix of weight connections representing magnitude of weights with size of rectangle and 

polarity of weights (plus or minus) with colour.   

By following paths of inputs through hidden nodes in one Hinton diagram, rules may 

be observed in the hidden node to output connections in a second Hinton diagram.  Based 

on observation of these Hinton diagrams, paths between input nodes and output nodes 

depended on all hidden nodes.  Rules developed for one hidden node were offset by 
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contributions from other hidden nodes.  The selection of only a few choice hidden nodes 

did not appear appropriate for this particular experiment. 

To overcome the problem of conflicting rules, an alternative approach to extracting 

rules from the trained FuNN network was devised.  This approach involves summing the 

contributions to rules from each hidden node.  The method follows from equation 4.1, 

showing the output as a function of weights.  One aggregated rule is constructed for each 

fuzzified output feature, such that the rule contribution R to each fuzzy output feature i 

from each fuzzy input k is given by: 

    /�� ≈ ∑ 1�232�
4


2��   

               (4.10) 

 

where Wij is the weight between hidden node j and fuzzy output i and 32�
4  is the weight 

between fuzzy input k and hidden node j for each of q hidden layer nodes.  The symbol s is 

included to designate applying the sigmoidal squashing function to these weights. 

The aggregated rules from FuNN based on equation (4.10) are represented visually in 

figure 4.8 using a Hinton diagram.  Contributions to rules may be either positive or 

negative.  These rules give an indication of the range of input features necessary to achieve 

a particular fuzzy output.  They also give an indication of the level of influence that a 

particular fuzzy feature has on the arrival of a particular fuzzy output.   

The rules shown in figure 4.8 were sensitive to initial randomized weights.  

Alternative solutions were found in multiple trials.  System parameters such as the number 

of hidden nodes selected may also influence the results.  These factors make it difficult to 

draw inferences from the extracted rules.  However, the extracted rules are useful in 

understanding the dynamics involved in the ANN in modelling the input to output 

relationships.  Initial selection of weights based on FCM derived knowledge may help in 

forming a consistent MLP mapping. 
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Figure 4.8  This diagram shows a visual representation of aggregated rules from FuNN 

using a Hinton diagram.  Each of the five input features has corresponding low, medium 

and high weight associations.  The output has one rule for each of its fuzzy components.   

 

4.7  Conclusion and critical analysis 

In this chapter, groups of features were explored with the introduction of the FuNN 

ANN and fuzzy c-means semi-unsupervised clustering algorithm.  Three sets of features 

were used in experiments.  The feature sets included either a mix of time and fractal 

domain features or frequency domain features. The groupings of mixed domain features 

were selected based on having scored the highest in separating classes using floating 

search feature selection (Pudil et al. 1994). 

In the first group of experiments described using FuNN, Normal and MI class 

information was used as outputs.  When mixed domain features were used as inputs, a 

model was successfully created for training instances; however, this model was not able to 

generalize to correctly classify testing instances.  When frequency domain features were 
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used as inputs, neither training nor testing instances were successfully modelled.  

Additional hidden nodes (increasing parameters) would likely allow training using 

frequency features, but generalizing to testing instances would be difficult due to 

overfitting from the increased number of parameters. 

Although there is statistically significant separation of classes based on individual 

features, it was not possible to classify subjects on an individual basis.  However, instances 

from a particular subject generally behaved in the same way.  For example if a Normal 

subject gave an output of MI, most instances for that subject gave an MI output.   

The focus then shifted to finding gradation of instances within class groups, rather 

than attempting to separate member based on Normal and MI labels.  Although useful as a 

global measure subjects in chapter 3, Poincaré features did not serve as an output when 

modelling local instances.  This was attributed to the wide variation in standard deviation 

(which correlates strongly with SD2) of local segments of RR intervals.   

Next, instances were clustered using semi-unsupervised FCM.  This allowed the 

observation of instances based on their own individual features without placing an output 

restraint.  Both inter-subject (across subjects) and intra-subject (within a subject) variations 

were observed.  Time and fractal features used together gave a gradation of subjects that 

paralleled Poincaré observations for Normal subjects but not for MI subjects.  The lack of 

agreement for MI subjects may have been due to the low SDNN cluster centres resulting 

for these subjects.   

In the next chapter we look more closely at fractal features and draw meaning from 

published literature.  We also introduce two ANN paradigms that we draw from in our 

ARTdECOS model. 
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Chapter 5: Building Blocks for Real Time ANN Modelling 

 

In the first part of this chapter we look further at non-linear measures used in heart 

rate variability (HRV). We develop our understanding of Higuchi’s fractal dimension D 

and the notion of bi-fractal behaviour.  We compare D with detrended fluctuation analysis 

(DFA) (Peng et al. 1995).  DFA gives an alternative non-linear measure α that describes 

the fractal nature of a time series.  DFA has been extensively studied in the literature as a 

predictor of mortality in cardiac diseases.  Through our comparison of Higuchi’s D with 

DFA’s α we attempt to find a correlation between the measures at low difference intervals 

in order to form a better understanding of D.   

In the second part of this chapter we introduce two ANN methodologies fuzzy ART 

(Carpenter et al. 1991), a member of adaptive resonance theory (ART) (Carpenter and 

Grossberg 1987a), and evolving connectionist systems (ECOS) (Kasabov 1998). Fuzzy 

ART allows sequential on-line presentation and learning of input vectors, which is a key 

attribute of ECOS methodology.  This attribute is useful in real time modelling since data 

need not be presented and learned in a batch process, which is the case for MLP based 

ANN models.  We draw upon fuzzy ART and ECOS in chapter 6 in our real time ANN 

model ARTdECOS. 

 

5.1  Bi-fractal behaviour shown by the Higuchi Fractal Dimension (HFD) 

In describing his fractal algorithm for finding D (Higuchi 1988) Higuchi described a 

bi-fractal behaviour where there are two distinct sections of correlation between log k 

(wave number) and 〈�(�)〉 (average partial length).  We show an example of this bi-fractal 

behaviour in figure 5.1 for Normal Subject 8 from our HR dataset.  In the determination of 

〈�(�)〉 we used 512 RR intervals.  This number is necessary to give a useful representation 

of wave numbers with an upper k limit of 64.  In figure 5.1 only the original  
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Figure 5.1  This figure shows bi-fractal behaviour exhibited for Normal Subject 8.  Using 

the Higuchi algorithm, two distinct ranges of k values give differing gradients resulting in 

separate D values in each of the ranges. 

 

average partial lengths corresponding to the indices used for line fitting are shown plotted.  

However, all average partial lengths are used in the calculation of σD.   

We see that Dlow for subject 8 is 1.66 while Dhigh is 1.90.  The crossover wave number 

k that we used was 11.  The crossover dynamics shown here for Normal Subject 8 are 

similar to those described by Muñoz-Diosdado et al. (2005) for elderly persons.  For a 

healthy elderly person their representative values for Dlow and Dhigh were 1.5 and 1.9, 

respectively.  In Muñoz-Diosdado et al. (2005) the authors note: (1) “the irregularity of the 

beat-to-beat time series for the case of healthy human heartbeat exhibits an absence of 

characteristic time scales”; (2) “a crossover in the scaling properties reflecting an 

important change in the system dynamical behaviour”; (3) “long-range correlation 

behaviour shows a breakdown manifested as a crossover phenomenon.” 



98 

 

 
Figure 5.2  This figure shows an absence of characteristic time scales for Normal Subject 

31.  There is no crossover and the data appears mono-fractal. 

 

In figure 5.2 we show an example of a subject showing mono-fractal behaviour with 

no crossover.  In this figure Normal Subject 31 displays no characteristic wave number in 

which a break in the self-similarity occurs based on the closeness of the calculated values 

of Dlow and Dhigh, which fall within their deviation from each other.  We would like to draw 

the inference that these results for HFD (Higuchi fractal dimension) for Normal Subject 31 

are representative of a healthy young person.  We find in the literature (Muñoz-Diosdado 

et al. 2005) a similar result for a healthy young person using DFA, where α (the fractal 

measure in DFA, explained further) is 1 for all scales.  In the next section we present the 

DFA algorithm and make comparisons between DFA α results and HFD D results.  In 

(Baumert et al. 2007) the authors found that the two fractal techniques DFA and HFD 

provided “complementary” results that were different to each other.  However, the two 

methods showed similarity in that each revealed significant differences in low wave 
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numbers between controlled instances and event instances.  This study is discussed further 

in our discussion. 

5.2  Fractal Properties with Detrended Fluctuation Analysis (DFA) 

 

DFA is a fractal measure which may be used to examine the relationship of “scaling 

exponents” of dynamical systems (Peng et al. 1995).  Through its use “a crossover 

phenomenon associated with a change in short and long-range scaling exponents” may be 

observed (Peng et al. 1995), as we have shown in section 5.1 using HFD.  In DFA the 

characteristic time scale is referred to as n (same notation as HFD, but different usage).  

Generally, in studies the crossover location is defined as n equal to 11, with relationships 

below 11 referred to as α1 and above 11 referred to as α2.   

A healthy subject is compared to a subject with congestive heart failure (CHF) in Peng 

et al. (1995): healthy subject, α1 = 1.5, α2 = 1.00; CHF subject, α1 = 0.5, α2 = 1.3.  In 

Muñoz et al. (2005) the direction of the crossover is the same for an elderly healthy 

subject, with lower values for each characteristic time scale: α1 = 1.3, α2 = 0.6.   

The value of the scaling exponent α is related to dynamical system descriptions as 

follows (Peng et al. 1005):  α ≈ 0.5 is close to white noise; α = 1 represents 1/f scaling 

behaviour; α ≈ 1.5 represents “Brownian noise, indicating random walk-like fluctuations.”  

DFA α and HFD D are both related to the spectral exponent β.  The spectral exponent β is 

found from the gradient of a line fitted to the relationship between the log of spectral 

components versus the log of frequencies.  In Muñoz et al. (2005) these relationships are 

given as:  

                                                     � = (1 + �) 2⁄                                                  (5.1) 

for DFA.  In the range 1 < � < 3 when there is a single power law (Peng et al. 1995) 

                                                              � = 5 − 2�                                                     (5.2) 

for HFD.  Eliminating β in equations 5.1 and 5.2 gives a relationship between α and D as: 
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                                                              � = 3 − �                                                       (5.3) 

where 1 < � < 2 based on equation 5.1 resulting in 2 > � > 1. 

The DFA algorithm for computing α is as follows.  First, the heart rate time series is 

resampled at 20 hertz to give it a regular time scale; then this series is resampled at 1 hertz 

and normalized by dividing by the mean (Adnane et al. 2012).  The series (of total length 

N) is then integrated according to: 

    �(�) = ∑ ��(�) − ������� !   

                                                                                                                                   (5.4) 

 

where “B(i) is the ith interbeat interval, Bave is the average interbeat interval” and 1 ≤ � ≤
# (Peng et al. 1995).  The time series is then divided into characteristic boxes of length n.  

In each box a linear fit of the data is made.  The y coordinate of “the straight line segments 

is denoted by yn(k)” (Peng et al. 1995).  The root-mean-square (RMS) fluctuation of this 

integrated and detrended time series is calculated by: 

       $(%) = &!
' ∑ ��(�) − �((�)�)'� !     

                                                                                                                                          (5.5) 

 

F(n) is computed over all length scales n (Peng et al. 1995), where n represents a length of 

time in seconds since the data was resampled at 1 hertz.  The gradient of the relationship 

between log F(n) and n yields the value of α. 

 

5.2.1  Comparison of DFA α with HFD D 

We made a comparison of fractal features using DFA with HFD.  Based on equation 

5.3, there may be relationship between the two methods under certain conditions.  The 

premise for relating HFD D to spectral exponent β in equation 5.2 is that there is a single 

power law.  This means that there would be mono-fractal behaviour rather than bi-fractal 

behaviour as described in section 5.1 and shown in figure 5.1.  Further, the relation is 
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limited to values of α between 1 and 2.  We find values of α ranging between 0.5 and 2, 

and there are no correlates to D when α falls in the range of 0.5 to 1.   

A comparison of fractal features computed from DFA and HFD is given in table 5.1.  

Instances of 256 RR intervals were used with overlapping of 192 intervals for the 

calculation of HFD.  Time segments of 5 minutes with overlapping of 4 minutes were used 

for calculating instances of DFA.  For DFA α1 was defined for 3 ≤ % ≤ 11, and α2 was   

Table 5.1  Fractal Features – Comparison of DFA and HFD methods – 256 RR 

intervals 

Feature Mean SD Median Mode Q1 Q3 Low High 

Dlow6         

Normal 1.80 0.08 1.80 1.81 1.74 1.85 1.51 1.99 

MI 1.79 0.11 1.81 1.86 1.72 1.88 1.46 1.98 

σlow6         

Normal 0.042 0.016 0.039 0.032 0.030 0.051 0.013 0.125 

MI 0.041 0.016 0.039 0.035 0.030 0.049 0.010 0.120 

Dhigh         

Normal
 

1.70 0.12 1.71 1.69 1.63 1.78 1.42 2.05 

MI 1.72 0.14 1.74 1.79 1.62 1.82 1.29 2.01 

σDhigh         

Normal 0.040 0.020 0.035 0.025 0.024 0.052 0.008 0.109 

MI 0.038 0.024 0.033 0.035 0.022 0.047 0.004 0.139 

α1         

Normal 1.45 0.18 1.46 1.49 1.33 1.59 0.89 1.83 

MI 1.34 0.24 1.38 1.41 1.18 1.53 0.56 1.78 

σα1         

Normal 0.083 0.026 0.084 0.091 0.064 0.100 0.004 0.18 

MI 0.077 0.032 0.073 0.068 0.056 0.094 0.015 0.24 

α2         

Normal 1.02 0.18 1.02 1.00 0.90 1.16 0.49 1.52 

MI 1.04 0.20 1.05 1.10 0.88 1.19 0.52 1.44 

σα2         

Normal 0.55 0.33 0.47 0.25 0.30 0.73 0.090 1.73 

MI 0.57 0.36 0.48 0.24 0.28 0.77 0.076 1.68 
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defined for 11 ≤ % ≤ 64.  In comparing features we compare α1 with Dlow6; and α2 with 

Dhigh. 

The results for DFA fractal features show close values between Normal and MI 

subjects based on table 5.1, which is a similar to the results shown for HFD.  In DFA there 

is a greater separation between classes shown for α1.   

We applied the equation 5.3 to the DFA results in order to test for correlation to HFD 

results.  Using a t-test to test for comparison of means, there was no correlation between 

these results.  There were two assumptions for equation 5.3.  First, it was only valid for 

1 ≤ � ≤ 2.  Values for α1 were typically within this range but not values of α2.  Second, 

the series needed to follow a single power law and exhibit mono-fractal behaviour. Based 

on these results, no direct comparisons between HFD features DFA features can be made.  

In particular, we are not able to make direct comparisons between HFD and crossover 

studies involving DFA.  We will study crossover dynamics using HFD in section 5.2.3.  

We choose to study HFD further since studies cited in section 5.3 using DFA rely on data 

from large data series, for instance two hours or longer, when calculating α2. 

 

5.2.2  Effects of ectopic beats on fractal measures 

In our study we included six Normal Subjects and ten MI subjects who had ectopic 

beats in their HR record.  The number of ectopic pairs ranged from one to eight.  We 

removed the pairs by replacing both intervals with the average of the two intervals 

comprising the ectopic pair.  In (Tapanainen et al. 2002) the authors state “scaling 

exponents can also be analyzed without removing or replacing the RR intervals caused by 

ectopic beats.”  In that study DFA was used to analyse fractal properties from eighteen to 

twenty-four hour Holter monitor recordings.  In our study the length of each heart rate 
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series is much shorter.  We compared the effects of removing ectopic beats with leaving 

the series with ectopic pairs using both methods, DFA and HFD. 

Table 5.2 shows the results for Normal Subjects having ectopic pairs.  From the table 

we see that both fractal methods produced consistent results for high ranges of partition 

boxes (DFA) or wave numbers (HFD).  However, results for low numbers, α1 and Dlow6 

did not give consistent results.  For instance, for subject 4 DFA α1 ranged from 0.79 to 

1.67 when the ectopic beat remained in the record; when the ectopic beat was replaced 

with averaged beats, α1 ranged from 1.38 to 1.67.  Using HFD for subject 4, Dlow6 was 1.54 

with ectopics included and 1.60 with ectopics removed and average beats inserted.   

The effect of ectopic removal on HFD D at low range appears to be smaller with this 

small sample than that achieved with DFA.  For subject 4, the estimates of DFA α1 were 

closer to the remaining instances when ectopic beats were removed and averaged.  This 

comparison leaves upon the question of whether it is better to remove ectopics or leave 

them as they are when doing fractal calculations. 

 

 

Table 5.2  Comparison of fractal features with and without ectopic pair removal 

 

Subject 
Number of 

ectopic pairs 

Correlation of all instances of 512 RR intervals, r, 

between calculations with ectopics and ectopics removed 

DFA α1 

3 ≤ % ≤ 11 

DFA α2 

11 ≤ % ≤ 64 

Dlow6 

1 ≤ � ≤ 6 

Dhigh 

11 ≤ � ≤ 64 

3 1 0.423 0.985 0.952 0.997 

4 1 0.238 0.998 0.665 0.998 

7 4 0.692 0.982 0.857 0.992 

12 1 0.535 0.987 0.952 1.000 

19 2 0.825 0.976 0.903 0.999 

28 1 0.967 0.903 0.922 0.998 
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5.2.3  Fractal crossover in HR data using HFD 

In this section we look at the crossover for HR data.  This concept was introduced in 

section 5.1.  When the data does not follow a single exponential relationship between wave 

number and average partial length, then it is possible that there is bi-fractal behaviour, 

where there are two regions of wave numbers, each having its own exponential 

relationship.  In this case we calculate a value of Dlow6 that is different from Dhigh.  To 

assess whether or not there is crossover in fractal behaviour for a particular subject, we 

calculated the ratio between Dlow6 and Dhigh for instances of 256 RR intervals.  The mean 

and standard deviation for Normal Subjects is shown in figure 5.3.  A fractal ratio of 1 

means that there was no crossover and that subject exhibited on average mono-fractal 

 

Figure 5.3  In this figure the ratio of low fractal dimension to high fractal dimension is 

plotted in ascending order for Normal Subjects.  A fractal ratio of 1 indicates on average a 

mono-fractal behaviour for a particular subject. 
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behaviour.  The ordering of subjects is similar to FCM clustering in chapter 4 when fractal 

dimension was included as a feature. 

Figure 5.4 shows results for MI Subjects.  Again, the ordering of subjects is similar to 

that found in chapter 4 using FCM clustering when fractal dimension was included as a 

feature.  To assess the source for similarity to clustering results, we look at the relationship 

between the fractal ratio Dlow6/Dhigh and Dlow6 in figure 5.5.  We see a high correlation, r = 

0.872.  Based on a line of best fit, a Dlow6 value of 1.88 results in a fractal ratio of 1.  Since 

there is a high level of correlation between these features, it would be redundant to include 

both in a model.  However, we can draw knowledge from mono-fractal behaviour 

observed for a high value of Dlow6.  Taken on its own, Dlow6 gives a stronger indication of 

the RR instance.   In the next section we review several articles related to fractal dimension 

 

Figure 5.4  In this figure the ratio of low fractal dimension to high fractal dimension is 

plotted in ascending order for MI Subjects.  A fractal ratio of 1 indicates on average mono-

fractal behaviour for a particular subject. 
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Figure 5.5  Dlow6 of 1.88 gives fractal ratio of 1. 

 

computed by HFD and/or DFA.  In particular we look at studies involving low numbers of 

RR intervals. 

 

5.3  Discussion of Fractal Features 

Fractal features have evolved in the literature providing additional prognostic 

capability to time domain (mean and standard deviation) and frequency domain (LF 

power, HF power, LF/HF ratio) features.  Frequency domain measures are limited in 

application to transient, real-time conditions due to their reliance on stationarity.  Fractal 

parameters may be related to frequency measures by considering the range taken for fractal 

computation.  Low ranges of wave number k correspond to high frequency.  For instance a 
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k value of 4 relates to a frequency of 1/4 or 0.25 per beat; a k value of 10 relates to a 

frequency of 1/10 or 0.10 per beat.  In the study by Baumert et al. (2007), the authors 

make use of this relationship by segmenting fractal properties into three regions 

corresponding to HF, LF and VLF.  Correspondingly, three separate fractal scaling regions 

were found for HR. 

In Tapanainen et al. (2002) time, frequency and fractal domain parameters are 

compared in their ability to provide prediction of mortality after an acute MI.  The study 

included 697 patients and features were extracted from 18 to 24 hour recordings.  The 

authors found that DFA “short term scaling factor α1 was the best predictor of mortality” 

with a relative risk analysis showing greater risk when α1 was less than 0.65.  The authors 

offered physiologically “an increase in randomness of short-term HR behaviour may be a 

specific marker of neurohumoral and sympathetic activation and therefore is associated 

with an increased risk for adverse cardiovascular events.”  Further, “high norepinephrine 

levels, indicative of sympathoexcitation, have been observed to be related to random RR 

interval dynamics in patients with heart failure” (Tapanainen et al. 2002). 

As we noted in section 5.2.1, HFD does not have correlates to DFA when values of α 

fall below 1.  The random behaviour described by Tapanainen et al. (2002) can be 

observed by DFA but not HFD.  Again, from Baumert et al. (2007) HFD and DFA may be 

viewed as being complementary measures giving different information.  In our 

computation of fractal measures we found a high correlation between DFA and HFD at 

low ranges, shown in table 5.2.  However, we see from table 5.1 that some subjects had 

instances of DFA α below 1 based on the Low and Q1 values reported.  We cannot 

consider significance in our calculations of α2, as our instances included only 256 RR 

intervals.   
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The authors Baumert et al. (2007) computed fractal measures on higher scales using 

both HFD (� ≥ 11) and DFA (% ≥ 11), but they only found significance in low range 

scales.  The authors used two separate 1000 RR intervals heart rate series to access onset 

of ventricular tachycardia (VT).  Heart rate intervals were recorded on implantable 

cardioverter defribillators on each of 50 patients with congestive heart failure.  The last 

1000 RR intervals prior to a VT event were compared to a control 1000 RR intervals 

recorded from the same patient.   Mean values of D corresponding to LF was found to 

decrease (1.77 to 1.70), and mean values of α corresponding to LF was found to increase 

(1.19 to 1.28) with significance.  One drawback of this study was that only one control HR 

series was taken.  The authors note that “future studies should reinvestigate the predictive 

accuracy based on repeated individual measurements; thereby also including possible co-

factors such as age, day, time of measurement, clinical diagnosis, etc.”  

In our study we have focused on short length HR instances of only 256 or 512 RR 

intervals.  In chapter 7 we use features derived from only 128 RR intervals.  We therefore 

look for measures that are valid for such small series.  In Maestri et al. (2007), the authors 

assess several nonlinear measures in a comparative study of ten minute recordings under 

controlled conditions.  Their goal was to find measures that would reliably show effects of 

interventions on HR dynamics.  The study included 42 healthy volunteers who “refrained 

from smoking, alcohol or coffee more than 24 hours preceding the study.”  Ten minute 

recordings were taken on successive mornings.  HFD was found to have the “best 

performance considering both absolute and relative reliabilities.” 

In the next two sections we introduce two paradigms that we draw upon for forming 

ARTdECOS beginning in chapter 6. 
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5.4  Adaptive Resonance Theory (ART) – fuzzy ART 

ART architectures have as their basis an unsupervised, self-organising core.  ART is a 

family of ANNs that form clusters of similar input vectors, based not only on the similarity 

between an instance vector and a category, but also on the similarity between a category 

and the instance vector.  The latter condition is termed the resonant condition and is a 

fundamental part of all ART ANNs.  We develop ARTdECOS based on a particular type 

of ART ANN called fuzzy ART (Carpenter et al. 1991).  Fuzzy ART uses fuzzy measures 

to assess the similarity of input vectors and category templates.  Fuzzy ART 

accommodates both real valued and binary inputs. 

The structure of fuzzy ART is depicted in figure 5.6.  Three layers of nodes are 

shown.  The first layer represents the input vector with one node for each vector 

component.  Vector components must be normalised in [0 1].  The second layer is called 

complement coding.  In this layer input components are given memberships in two 

triangular memberships representing the degree that an input feature is present and the 

degree that an input feature is not present.  The calculation to accomplish complement 

coding is -. = 1 − -, where I represents the input vector in the unit hypercube with m 

feature components and Ic is the complement coded input vector.  The total input at layer 

two is then �-, -.� with length 2m.  Complement coding is meant to achieve a bounding of 

category weights, keeping categories in a confined feature space and helping to prevent 

category proliferation (Carpenter et al. 1991). 

Initially, ART ANN structures have one category node.  In fuzzy ART, this category 

node is fully connected to the complement coded layer of feature nodes, as shown in figure 

5.6.  Category nodes are activated by an instance according to similarity measure: 

                                                0� = |- ∧ 3�| |3� + �|⁄                                       (5.6) 

where Ai is the activation of category i, Wi is the weight vector for category i consisting of 
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Fuzzy ART Model 
 

                                                                                   

 

 

                                                                                                                          

 

 

Figure 5.6  This figure shows the structure of the fuzzy ART model.  Real valued inputs in  

[0 1] are introduced to the network with one node representing each component of the 

input vector.  Inputs are then partitioned into two memberships called complement coding 

in fuzzy ART.  Individual weight connections are formed for each category node.  A 

resonance condition ensures that a selected category is representative of the input vector. 

                                                    

2m components and α is the choice parameter which controls the depth of search.  

Typically, α is set to a small number, for instance 0.1.  The norm |∙| computes the sum of 

the vector components.  The symbol ∧ is the fuzzy AND operator, which computes the 

minimum of the two quantities compared.  If the two quantities compared with the fuzzy 

AND operator are vectors, then an equal length vector is found from the minimum of 

corresponding vector components.  Activations Ai are computed for all active categories.   

Fuzzy ART adapts category weights on a winner-takes-all basis, meaning that only 

weights connected to one category node will adapt during each instance presentation.  In 

fuzzy ART, the category with the highest activation determined by equation (5.6) is chosen 

for possible adaptation.  The most highly activated category J must also satisfy a resonance 

condition, which limits adaptation of a particular category node, given by: 

                                                                5- ∧ 365 |-|⁄ ≥ 7                                           (5.7) 

The resonance condition is controlled by the vigilance parameter, 0 < 7 < 1.  A particular 

category node will accept a wider range of data features with smaller values of ρ and 

ρ 

Input nodes 

Complement 

Coded nodes 

Category nodes 

Category weights Resonance 

condition 
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conversely a larger value of ρ results in categories representing a narrower range of 

features. 

If the first most highly activated category J does not satisfy equation (5.7) for 

resonance, then the search for the winning category continues.  Continuing with the second 

most activated category, the resonance condition (5.7) is tested; this process continues 

until the resonance of an active category node matches or exceeds the vigilance parameter.  

If no active category node is found to satisfy this condition, a new category node is 

recruited, and the number of active category nodes increases by one.   

The initial weight values for a category node are set to 1:  3�9 = 1, � = 1, … , %; < =
1, … ,2= where 3�9 represents the weight connection between category i and the 

complement coded input vector with each component represented by j.  In some 

implementations a maximum number n category nodes is specified.  At each instance 

presentation, the winning category node adapts to the input according to the learning rule: 

 

                  3�9(�> = �?-9 ∧ 3�9@ABC + (1 − �)3�9@AB , < = 1, … , 2=      (5.8) 

where i is the index of the winning category node, Ij is the component j of the input vector, 

and β is the learning rate with 0 < � ≤ 1.   

An example of the activation and resonance behaviour for a category node is shown in 

figure 5.7, shown for a fast-encode slow learning process (described further in chapter 6).  

In this example, the learning rate β was set to 1 for the first instance; therefore, the weight 

vector adapted to exactly match the instance input vector.  As shown in figure 5.7, a 

category node starts from a low activation when it encounters a second learning instance.  

The activation then increases at each instance for which the category adapts.  The 

resonance values flow in the opposite direction, beginning initially at 1 and then 

decreasing until asymptotically reaching the vigilance value. 
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Figure 5.7 This figure shows the activation and resonance behaviour for fuzzy ART.  The 

activation of a category node is initially 1 but drops to a lower value when another learning 

instance is encountered.  The activation continues to increase with instance age of the 

node.  The resonance begins at 1 but drops with new instances asymptotically reaching the 

resonance threshold value. 

   

With consideration of equations (5.7) and (5.8), a category weight reaches its capacity 

and does not adapt further when the sum of its components subject to: 

       |3| ≥ 7=          (5.9) 

As an example, first consider an input vector constructed with two normalised input 

features < 0.2 0.6> and the complement < 0.8 0.4> giving the total input vector  

< 0.2 0.6 0.8 0.4 >.  Notice, due to complement coding the sum of the components of this 

input vector is 2, the number of features m.  In addition, consider the weight vector of the 

most activated category to have components < 0.4 0.4 0.7 0.2 >.  The minimum of the two 

vectors is < 0.2 0.4 0.7 0.2>, and the sum of this vector is 1.5.  In order for this category to 
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satisfy resonance the maximum allowable vigilance threshold according to (5.9) is then 

0.75. 

In this example, the category will adapt according to equation (5.8) when 7 ≤ 0.75.  

In this case, 3(�> = � < 0.2 0.4 0.7 0.2 >  + (1 − �) < 0.4 0.4 0.7 0.2 >.  For instance, 

if learning rate β is 0.7, then W
new

 is < 0.26 0.4 0.7 0.2 >.  Notice, the only first weight 

component changes corresponding to the input component that was less than its 

corresponding weight component.  The sum of the weight vector components was 

originally 1.7 and now this sum is 1.56.  The category weight can continue to adapt to 

further inputs until its sum reaches 1.5.  At this point, the weight vector will always be the 

minimum for every component compared to the input vector for instances where it satisfies 

the resonance condition.  Hence, the new weight vector calculated by (5.8) would remain 

equivalent to the old weight vector. 

From this example, it is also apparent that individual components of fuzzy ART 

weights will always decrease in value or stay the same.  This monotonic, non-increasing 

nature of weights in fuzzy ART is necessary for its convergence of learning (Carpenter et 

al. 1991).   

The measures defined in equations (5.6) and (5.7) for activation and resonance, 

respectively are fuzzy measures of similarity.  In fuzzy terms, the expression on the right 

hand side of equation (5.6) (activation) represents the degree to which the category i 

represented by Wi is a fuzzy subset of the input vector I (Carpenter et al. 1991).    The 

expression on the left hand side of equation (5.7) (resonance) represents the degree to 

which the input vector I is a fuzzy subset of the category J represented by WJ (Carpenter et 

al. 1991).  The two fuzzy measures differ only in their choice of denominator.  The use of 

fuzzy similarity measures in fuzzy ART facilitates a feedback mechanism within the ANN 
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without the introduction of separate backward flowing weights originating at the category 

nodes and going in the direction of the input nodes. 

In this sense, the two fuzzy similarity measures in fuzzy ART give the ANN a bi-

directional characteristic.  In contrast, Euclidean measures for similarity such as the 

distance between an instance vector and a weight in a self-organizing map (SOM): 

                                                G∑ (H�� − I9�))J� ! K!/)
        (5.10) 

for an input vector x for instance i with m features and a weight vector w for node j 

(Haykin 2009, p.26 and p. 436) yield only one result.  As such, the Euclidean distance 

from (5.10) cannot be used in a directional sense.  The bi-directional nature of the fuzzy 

ART similarity measures is consistent with the resonant aspect of this class of ANN. 

In the original description of fuzzy ART (Carpenter et al. 1991) a node that was 

established as winner without reaching resonance due to reaching the maximum number of 

categories would still adapt according to (5.8).  In our implementation of ARTdECOS we 

have inhibited learning in this case.  

In summary, fuzzy ART applies two fuzzy based measures to the determination of 

similarity between input data and learned category weights.  With these fuzzy based 

measures a resonance condition is possible.  When an activated category node satisfies the 

resonance condition, it demonstrates that it represents the information provided in the new 

data instance.  This is a form of feedback between the input data and the existing structure.  

Fuzzy ART provides an ANN model based approach to unsupervised clustering data (Liao 

& Warren 2005), adapts incrementally to input instances and creates new categories as 

needed. 
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5.5  Evolving Connectionist Systems (ECOS) 

We draw from the principles of ECOS in our ARTdECOS model presented in the next 

chapter.  ECOS principles are based on the “principle of evolvability” that states “a system 

evolves its structure and functionality through incremental learning from data streams and 

active interaction with the environment, thus continuously improving its performance” 

(Kasabov 2009).  First, incremental learning is imperative for an adaptive real time system 

since data is processed and knowledge is extracted in an on-going basis.  The nature of the 

knowledge process requires situational, real-time feedback from the ANN system.  

Naturally, a real time system must have an interaction with the environment; further, the 

environment must be assumed to be non-stationary.  To accommodate this transience, the 

structure and functionality of the model must be fluid in response. 

In an ECOS “continuous interaction with the environment”, “the adaptive learning is 

defined through”: (1) “a set of evolving rules”; (2) “a set of parameters that are subject to 

change during the system operation”; (3)“an incoming continuous flow of information”; 

(4) “goal criteria applied to optimize the system performance”  (Kasabov 2009).  Rules are 

way of extracting knowledge from the ANN.  The values of weights connecting input 

nodes to output nodes provide the information required to form rules.  Modelling 

parameters include items such as learning rates and thresholds.   

ECOS learning algorithms: (1) “evolve in an open space”, (2) “learn via incremental 

learning”, (3) “learn continuously in a lifelong learning mode”, (4) “learn both as 

individual systems and as an evolutionary population of such systems”, (5) “use 

constructive learning and have evolving structures”, (6) “learn and partition the problem 

space locally” and (7) “evolve different type of knowledge representation from the data” 

(Kasabov 2009). 
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In summary, ECOS emphasise knowledge extraction in an evolving structure where 

both the input data and the system structure are open and subject to change (Kasabov 

2009).  The distribution of input features is not necessarily known a priori.   This may be 

extended to state that the range of input features may not be known a priori.  Knowledge 

may be extracted from the structure at any time, where knowledge in the form of syntactic 

rules is emphasised.  The system structure is open to change through forgetting or 

amalgamation of nodes.  System parameters are not fixed but pliable through adaptation 

and environmental circumstances.   

 

5.6  Summary and Further Work 

In this chapter we looked at fractal domain features in more detail.  It is evident from 

literature references that fractal features are integral to HRV assessment particularly in real 

time, non-stationary circumstances.  Bi-fractal behaviour is observed in coronary related 

illnesses and also in aging.  However, for short time series that we are considering we 

found a strong correlation between fractal features calculated at low interval differences 

and the prevalence of crossover (indicating bi-fractal behaviour).   

In our comparison of HFD and DFA we observed better correlation between D and α 

at low wave numbers and partition numbers than for the high region.  The diminished 

correlation in high regions is likely due to (1) our short time series since high region 

calculations require longer time series and (2) the differences between HFD and DFA, 

most notably the extended possible values that α can take in DFA compared to D in HFD.   

In the next chapter we begin our description of ARTdECOS.  We develop 

ARTdECOS showing validation using the Iris dataset in chapter 6.  In chapter 7 we 

continue with some improvements while using HR data from a subset of Normal Subjects 

not having ectopic beats in their records.  From our results in the present chapter we see 
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that there is more research needed to ascertain the best approach to ectopic beats when 

calculating fractal features.  In Tapanainen et al. (2002) the authors state that “postectopic 

turbulence analysis of HR variability may show even more powerful prognostic 

information in addition to fractal analysis techniques.”  Further research would be needed 

to include the occurrence of ectopic beats as momentary, exceptional features in HR 

modelling.   
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Chapter 6:  ARTdECOS 

 

Adaptive Resonance Theory with Evolving Connectionist Systems 

 

 

ARTdECOS is a combination of adaptive resonance theory (ART) (Carpenter et al. 

1991) and evolving connectionist systems (ECOS) (Kasabov 1998).  It was developed with 

the purpose of modelling and extracting knowledge from on-line, lifelong data.  Our 

underlying motivation is to apply this technique to biological time-series data.  

ARTdECOS is intended then to provide a method of clustering data from time series.  

Generally, approaches to this task either modify existing techniques for clustering static 

data to enable their use with dynamic data or convert dynamic data into a form of static 

data (Liao & Warren 2005).   In the ARTdECOS approach, the fuzzy ART clustering 

algorithm is modified to exhibit characteristics true to ECOS. 

Clustering processes differ from classification per se in that labels are not provided 

(Liao & Warren 2005).  There is no assignment a priori to a particular class.  Clustering 

processes and graphical representation can be part of exploratory data techniques (Jain et 

al. 2000), and this exploration may insight into features and the “nature or structure of the 

data” to be used in subsequent classification (Duda et al. 2001, p.517). 

This chapter is organised as follows.  In section 6.1, a graphical visualisation tool is 

described that is useful in comparing traditional fuzzy ART results alongside various 

modifications.  In section 6.2 characteristics of fuzzy ART are described and goals for 

modifications in ARTdECOS are described.  In section 6.3, fuzzy ART is applied to the 

Iris dataset (Asuncion & Newman 2007).  The description of ARTdECOS and equations 

associated with it begin in section 6.4.  The selection of parameters for ARTdECOS is 

explored in section 6.5.  ARTdECOS is applied to the Iris dataset in section 6.6 with 

extraction of knowledge.  A summary is given in section 6.7. 
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6.1 Visualisation of Category Weights generated in Fuzzy ART 

It is useful to visualise weights generated in fuzzy ART for comparison of different 

categories, as a tool for observing influences of modelling changes, and as a tool for 

generating rules relating features to inputs.  The visualisation method that we use in this 

chapter is based on graphical feature representations presented previously in the original 

fuzzy ART reference (Carpenter et al. 1991).  The representation is possible due to the 

complement coded nature of inputs.  As a result of complement coding, weight vectors 

have both a feature component and a complement component.  For instance a feature input 

of 0.8 results in a paired input of < 0.8 0.2>. 

As a fuzzy ART ANN adapts to input instances, the weight components 

corresponding to a particular feature no longer add to 1, but rather the sum of the 

components are reduced.  Since the complement component represents the degree to which 

a feature is not present, it can be converted to the degree that it is present by subtracting its 

value from one (Carpenter & Tan 1995).  For instance, the range of a feature with weight 

components < 0.7 0.1 > has a range < 0.7 0.9>. 

The visualisation technique that we use is a special case of a star plot called a radar 

plot, where a region of multivariate space is defined between two stars (Draper 2009).  An 

example is shown in figure 6.1.  In figure 6.1, three features are represented in each plot.  

Each feature is represented on the radial axis of a polar plot, drawn with equal angles 

between features.  Rings of constant radius are placed at values 0.25, 0.5, 0.75 and 1.00 for 

reference and for visualising fuzzy rules.  These rules are introduced further in section 6.2 

and throughout this chapter.  As an example from figure 6.1, category 1 may described as 

having high to very high values for feature 1, medium-high to high values for feature 2 and 

high to very high values for feature 3.  It is apparent from figure 6.1 that generally features 

for category 1 are high, features for category 2 are low and features for category 3 are  
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Figure 6.1  Category weights from fuzzy ART are depicted in polar plots.  Each feature is 

plotted along one radius of the plot.  The complement coding of input features facilitates a 

range for each feature.  Rings of constant radius are included as reference to determine 

qualitative values for each range. 

 

medium.  Also, the three features represented appear to be directly correlated in each of the 

categories, having similar memberships to each other. 

A similar approach to visualisation of active bits in category templates created by 

ART-1, a binary ART technique, is taken in SOTA (Bartfai et al. 1993).  In SOTA, 

features are represented on a polar plot divided angularly by the number of features.  

Active features are connected by line segments in SOTA forming a polyline.  For instance, 

an uncommitted category initialised with all active bits would be represented by a closed 

polygon having m sides, equal to the number m features. 

Visualisation of multivariate data is a common statistical task.  A system of drawing a 

cartoon representation of a face was devised to handle up to 18 different features (Chernoff 
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1973).  In this visualisation, facial features such as mouth size and curvature, eye size, 

pupil position and head shape were each varied as a function of a specific feature.  The 

resulting faces can then be viewed to show the differences between samples.  With this 

visualisation, samples having common features can easily be discerned.  Further, features 

important to discrimination among samples may also be observed (Chernoff 1973).  A 

Matlab® implementation of face plots is found through use of the glyphplot command. 

 

6.2 Traditional Fuzzy ART characteristics and goals for modification 

Fuzzy ART creates multiple category nodes for a particular class of instances.  In 

ARTdECOS we establish a technique to combine these multiple category nodes.  After 

achieving this goal we are then able to extract knowledge more concisely from the ANN.  

We demonstrate methods for extracting linguistic rules (described for a supervised version 

of fuzzy ART, fuzzy ARTMAP in Carpenter & Tan 1995); and employ a graphical method 

of displaying category rules.   

A full description of fuzzy ART is given in chapter 5.  We refer to those 

characteristics here.  Three types of learning process based on the values given to the 

learning rate β are available.  In fast-learning, β is set to equal 1 for all input presentations.  

This is referred to as fast-learning since category weights become exactly equal to the 

input (in complement coded form) during learning.  In a second type of learning, slow-

learning, β is less than 1.  A third type of learning termed fast-learning slow-recode is a 

combination of the first two types, where β is set to 1 for the first input learned by a 

category, then reduced to less than 1 for subsequent learning. 

6.2.1  Fuzzy ART learning process types and template formation 

The choice of learning technique affects the dynamics of pattern formation, especially 

during the first portion of a categories learning.    When utilising slow learning, fuzzy ART 
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categories initially begin by representing a large portion of feature space then decrease in 

size as shown in the first three plots of figure 6.2.  In the slow learning process, the 

weights formed during the initial portion of learning represent a superset of the input 

vector.  A superset is defined as all components of the weight vector are larger than the 

input vector (Huang et al. 1995).  It is not possible for supersets to be formed in weight 

vectors in the fast-learning or fast-learning slow-recode processes due to the bounds 

imposed by complement coding (Huang et al. 1995).   

The growth of sample space size shown in the second three plots of figure 6.2 is 

common to all fuzzy ART learning processes.  The size of the sample space represented by 

a category is limited by the vigilance threshold.  As given in equation (5.9), the sum of  

 

Figure 6.2  Results for a computer simulation of fuzzy ART with four random features 

and a slow learning rate, β equal to 0.1.  The technique of learning used was slow-learning 

resulting in a large feature space representation that reduces during the superset region of 

slow learning.  The feature space then begins to grow during the subset region of learning 

to a limit set by the vigilance threshold, ρ equal to 0.7. 

 



123 

 

weight components must be larger than or equal to the product of the vigilance threshold 

and the number of features.  In this example, this limit is 2.8 since ρ was set to 0.7 and the 

number of features was 4. 

The dynamics of category feature space representation may be measured by W∆.  

These dynamics for the same example as above are shown in figure 6.3.  Again, separate 

regions are apparent corresponding to superset and subset category weight formation.  In 

fast-learning and fast-learning slow-recode learning processes, W∆ begins at zero and 

increases monotonically during learning.  The learning rate controls the rate of feature 

space size changes in all types of learning processes.  Larger learning rates result in steeper 

changes. 

 

Figure 6.3  W∆ is the sum of weight differences for each feature and is representative of 

the amount of feature space represented by a category weight.  In this example random, 

complement coded input vectors were presented to single category node.  Slow learning 

was employed in this example.  W∆ begins at a high level and then decreases to a minimum 

( a function of the random inputs) before asymptotically reaching a feature space limit. 
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6.2.2  Parameter choices and affect on categories generated 

In examples of fuzzy ART in this chapter, slow learning processes are implemented.  

Also, larger learning rates than the one given in the example above are used.  Larger 

learning rates reduce the number of instances where feature space size decreases.  For 

instance in multiple random simulations, the superset portion of slow learning for a 

learning rate of 0.7 was 1 instance for 95% of the time and 2 instances in all other 

simulations.  Generally then, in this chapter feature space size increases during learning.  

Aside from the first few instance presentations, it is not possible in traditional fuzzy ART 

to reduce the size of feature space representation in a particular category. 

In the operation of fuzzy ART, the number of categories generated may be related to 

the feature distribution (probability density in statistical terms) of the dataset.  In fast-

learning, there is a hard limit for the vigilance threshold that will permit one category 

representing a particular class rather than more than one category.  Based on complement 

coded inputs, the maximum vigilance threshold is: 

                           ���� = �∑ 	min��� + 1 − max �������� �/�                    (6.1) 

where for a particular class ρmax is the maximum value of vigilance threshold allowable to 

possibly achieve a single category using fast-learning, m is the number of input features 

and fi is the class feature distribution for feature i.  When slow-learning is used, ρmax is not 

as easily defined and can be higher than that for fast-learning due to extreme instances not 

being fully encoded.  Also, in slow learning the number of categories generated is 

dependent on the ordering of the data.   

6.2.3  Goals and rationale for ARTdECOS in relation to fuzzy ART 

The vigilance threshold limits the growth of categories.  Subsequently, multiple 

categories may be generated for a single class when ρ is set above some maximum level as 

discussed above.  This is demonstrated in section 6.3 for the Iris dataset.  When using 



125 

 

fuzzy ART as an unsupervised clustering tool, the choice is then to select a vigilance 

threshold that is low in order to achieve a single class for a particular category or else 

choose a larger vigilance threshold value and obtain a multiple category description of a 

single class.   

In extracting knowledge from the clustering process, neither option is optimal.  A low 

threshold value results in large feature space representations, and the specificity of 

particular features is not informative.  In the case of a higher threshold value, it is not 

evident which of the multiple categories generated should be combined to represent a 

particular class.  If it is possible to select the multiple categories that define a particular 

class, the knowledge extracted is complex due to the multiple relationships among 

features. 

The preferable number of categories generated is limited by other factors.  In real-time 

applications involving a portable data capture device, there may be a memory limitation 

placing a cap on the number of categories that may be generated at any given time.   Such 

an implementation is described in chapter 9.  If a maximally defined number of categories 

is reached, then it is difficult to encode new information.  For instance, the vigilance 

criteria can be relaxed, but this solution results in growth of the feature space 

representation.   

There is also a practical limit to the complexity of knowledge that may be conveyed 

for human interpretation in a real-time system.  Following the principle of parsimony (Tan 

et al. 2009), a simpler model of a system is preferred, and the extraction of knowledge 

from such a system is more easily accessible.  A goal of ARTdECOS is to achieve a 

smaller number of categories, while still maintaining higher level of resonance.  Further, a 

goal is to limit the size of feature space representation for a particular category, thereby 

allowing a more specific definition of relationships among features for a particular 
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category.  When realised, these goals afford a further goal of extracting knowledge in the 

form of rules and graphical representation.   

6.2.4  Reduction of category numbers 

In ARTdECOS described in this chapter, a method to amalgamate category rules is 

developed to allow a better extraction of knowledge.  The form of the rules and 

visualization is based on the method of fuzzy rule extraction described by Carpenter and 

Tan (1995) for fuzzy ARTMAP (Carpenter et al. 1992), a supervised model based on 

connecting two fuzzy ART modules.  The rules extracted are fuzzy rules in the sense that 

the antecedents (Dubois & Prade 1996) have a range of values that are converted to 

linguistic memberships, for instance corresponding to low, medium and high (Carpenter 

and Tan 1995). 

Amalgamation of categories is accomplished by merging weight vectors.  This process 

is developed and defined further in section 6.4.  Combining categories has similarities to 

other methods.  This process falls into the category of hierarchical classification 

techniques, where in an agglomerative process a large number of categories are generated 

and then combined into a smaller number (Liao 2005, Duda et al. 2001, pp.550-557).  The 

agglomerative process developed in ARTdECOS may be described as stepwise.  Two 

categories that most satisfy amalgamation conditions are merged; then the process is 

repeated with the newly formed category until amalgamation conditions are no longer met. 

 

6.3  Traditional Fuzzy ART dynamics and the Iris dataset 

 

In this section we present the traditional operation of fuzzy ART as applied to the 

IRIS dataset (Asuncion & Newman 2007).  The IRIS dataset is a famous benchmark 

classification dataset consisting of 150 instances of plant taken from three classes of Iris 

plants, Setosa, Versicolour and Virginica.  Each data instance has four features: sepal 
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length, sepal width, petal length and petal width.  We have selected the IRIS dataset for 

use in developing ARTdECOS since it is traditionally used by researchers as a benchmark 

for trialling new adaptive algorithms.  This dataset presents a classification problem that 

may be carried out in either a supervised, training/testing procedure, or else in an 

unsupervised clustering procedure with a comparison of obtained clusters and cluster 

members with expected results in the final step.  We justify our selection of a classification 

task to test and develop a system for application to life-long, real-time data problems by 

reasoning that one of our approaches to such data is to look at it in segments, and perform 

a classification or state characterisation each of the segments.   

The IRIS dataset is characterised by having one class, Setosa, which is linearly 

separable from the other two classes, while Versicolour and Virginica have overlapping 

features.  Figures 6.4, 6.5 and 6.6 show the distribution of normalised input features for 

each of the IRIS classes Setosa, Versicolour and Virginica, respectively.  Each class 

contains 50 instances.  The distribution of features of Setosa is distinct from the other two 

classes.  The distribution of features for each of the Versicolour and Virginica classes 

show their overlapping, particularly in the sepal features.  We will refer back to these 

feature distribution figures, as we analyse our development of ARTdECOS. 

We set out to classify the IRIS dataset using the unsupervised, traditional fuzzy ART 

algorithm.  Multiple trials were conducted to investigate the effect of parameter choices on 

both the categories selected and the performance of the classification model based upon 

achieved resonance.  Two of the trials are of interest here.  The first results in three clusters 

formed with a low vigilance value.  The second uses a higher vigilance value and achieves 

higher resonance in modelling, but there is more than one category formed for each class. 
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Figure 6.4  Normalised feature distribution for Iris Class Setosa.  This class is linearly 

separable from the other two Iris data classes. 

 

 
Figure 6.5  Normalised feature distribution for Iris Class Versicolour.  This class is not 

linearly separable from the Iris data class Virginica. 
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Figure 6.6  Normalised feature distribution for Iris Class Virginica.  This class is not 

linearly separable from the Iris data class Versicolour. 

 

6.3.1  Experiment 1 – low vigilance threshold – traditional fuzzy ART – Iris dataset 

In this experiment the vigilance threshold was set at 0.54 and the learning rate was set 

to 0.76.  As discussed in section 6.2, in order to achieve the same number of clusters as a 

known dataset, vigilance must reflect the range of features.  In this case, a slightly higher 

value of vigilance than that determined by the feature distribution still resulted in the 

creation of 3 categories.  The is due to a learning rate of 0.76, which indicates that the 

category weights need not reach the full representation of the feature space. 

The resulting categories from this experiment are shown in figure 6.7.  Visually, the 

categories cover a large range of feature space.  The resonance achieved across all 

instances has a mean of 0.57 with a standard deviation of 0.04, while the activation across 

all instances is 0.96 +/- 0.005.  Recall from chapter 5, activation represents the degree that 

a category weight is a fuzzy subset of the input vector.  In this experiment, high activations 

are accomplished at the expense of low resonance, the amount that an input vector is a 
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Figure 6.7  Graphical visualisation of category weights for Iris dataset using traditional 

fuzzy ART.  Learning rate β was set to 0.76 and resonance threshold ρ was set to the low 

value of 0.54; choice parameter α was 0.1.  Three category nodes resulted with wide 

ranges for each feature.   

 

fuzzy subset of the category weight.  The classification results for this experiment are 

shown in table 6.1.  Classification was correct for 94% of the instances.   

 

 

 

Table 6.1: Truth table for fuzzy ART Iris classification with low resonance threshold.  The 

learning rate β was set to 0.76 and the resonance threshold ρ was set to 0.54. 
 

Expected 

Class 

Class determined from fuzzy ART model 

Setosa Versicolour Virginica 

Setosa 50 0 0 

Versicolour 0 49 1 

Virginica 0 8 42 
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6.3.2  Experiment 2 – high vigilance threshold – traditional fuzzy ART – Iris dataset 

In this experiment chose as parameters: learning rate β equal to 0.76, vigilance 

threshold ρ  equal to 0.82 and choice parameter α equal to 0.1.  Fast-encode slow recode 

was chosen as the process of learning.  The higher vigilance threshold afforded greater 

discrimination among categories and resulted in the creation of 15 categories.  A summary 

of the categories created and classification of instances is given in table 6.2.  Multiple 

categories were created for each class.  Three categories were used to represent the Setosa 

Class; five categories were used to represent the Versicolour Class; seven categories were 

used to represent the Virginica Class. 

The behaviour of the fuzzy ART algorithm may be analysed for this experiment by 

following the activation and resonance values for the winning category nodes.  In figure 

6.8 we show the activation and resonance during the learning and classification of the Iris 

dataset, Setosa Class. Observing figure 6.8, the activation levels for each category weight 

begin at 1 then drop to a lower level, before settling at a high value.  The resonance 

behaviour is just the opposite, reaching asymptotically the vigilance threshold value of 

0.82 set for the network.  We can notice from figure 6.8 that the second category node was 

created when the first category node reached the limit of the resonance threshold, 

indicating that it could not grow spatially any further.  The third category node was created 

 

Table 6.2  Classification Distribution for Iris dataset using traditional fuzzy ART 

Category 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 

Setosa 21 18 10 1 0 0 0 0 0 0 0 0 0 0 0 

Versicolour 0 0 0 8 19 12 6 5 0 0 0 0 0 0 0 

Virginica 0 0 0 0 0 0 1 0 10 8 9 6 7 8 1 
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well before the second category node had reached its resonance threshold indicating that 

the input data presentation differed greatly enough from the category template to trigger a 

resonance, vigilance condition. 

The category visualisations for this experiment are shown in figure 6.9.  In this figure, 

the similarity among the features representing a particular class is apparent.  For instance 

the Setosa class represented by categories 1 through 3 differ primarily in the sepal width 

feature, which varies from medium in category 2 to high in category 3.  The features for 

the Versicolour class generally range from low to medium, with differing extremes for 

features in the categories representing this class.  Variability among categories 

representing the Virginica class may be best assessed by considering one specific feature at  

 

 

Figure 6.8  Traditional fuzzy ART dynamics during classification and learning of the IRIS 

Setosa Class.  The activation levels are shown in “a”; the resonance levels are shown in 

“b”.  Activation values asymptotically approach a high value, while resonance values 

asymptotically approach the vigilance threshold (0.82 for this experiment). 
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Figure 6.9  Graphical representation of category weights for Iris dataset.  Traditional fuzzy 

ART model was used with β = 0.76 and ρ = 0.82.  Categories 1 through 3 represent Setosa 

Class; categories 4 through 8 represent Versicolour Class; categories 9 through 15 

represent Virginica Class.  Seven category nodes are represented here.  The upper and 

lower bounds for each feature are shown along each axis.  All weights are normalised in 

[0, 1].   

 

a time.  For instance, the sepal length feature has extremes of very high in category 12 and 

medium low in category 11.  Previously in the first experiment, this range of features 

would have been represented by one category, as shown in figure 6.7. 

 

6.3.3  Random data ordering – traditional fuzzy ART – Iris dataset 

Additional experiments were conducted to see the effect of randomising the order of 

Iris dataset instance presentations.  In the two experiments described above, the data was 

presented as contiguous sets.  In the random order experiments, instance presentation was 

randomised, mixing the three classes.  These experiments were intended to test the 

preferred outcome of 3 categories generated, one for each class.  The parameters of  
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Table 6.3  Number of categories with fuzzy ART and random ordered Iris dataset 

Number 3 4 5 6 7 8 

Frequency 1 7 40 33 16 3 

 

experiment 1 were chosen, learning rate β equal to 0.76 and vigilance threshold ρ equal to 

0.54.  The number of categories formed from 100 trials varied as shown in table 6.3. 

These results presented were for one pass presentation of the dataset.  In other words, 

all instances were presented only once.  Additional experiments were conducted to see the 

effect of presenting the instances 10 times with a learning rate β equal to 0.1 and the same 

vigilance threshold of 0.54.  In these experiments, a wide distribution of categories similar 

to table 6.3 resulted. 

6.3.4  Summary of fuzzy ART experiments 

The experiments of traditional fuzzy ART algorithm to the Iris dataset showed that the 

vigilance threshold was instrumental in determining both the number of categories 

generated and the level of resonance achieved in instance representation.  A relatively low 

vigilance threshold is required to achieve a category number equivalent to the number of 

classes.  The resulting class representations cover a wide feature space, similar to the 

initial feature distribution.   

When the vigilance threshold was set to relatively higher values, the level of 

resonance achieved in instance representation was also higher.  Categories were more 

narrowly defined, giving finer definition to the range of each feature within a category.  In 

this case, multiple categories represented a single class.  Multiple categories were also 

created for a single class when the order of instance presentation was randomised, even for 

low vigilance threshold. 
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In a broader sense, the traditional fuzzy ART algorithm presents a dilemma when the 

maximum number of categories permitted is finite.  In the Iris dataset experiments, a 

category maximum number was not set, and a maximum of 15 categories was generated.  

In implementations such as microcontroller based data capture described in chapter 9, the 

platform may be limited in its memory size, necessitating an upper limit on category 

creation.  The dilemma resulting is then a choice of either allowing an existing category to 

grow without regard to vigilance checking or dismissing the information contained in the 

instance.  Category weights that are not subject to vigilance limitations have components 

that tend toward zero.  This leads to a broad coverage of the feature space and preferential 

selection of such categories based only on their activation given by equation (5.6). 

 

6.4  ARTdECOS algorithm 

ARTdECOS uses fuzzy ART for the generation of categories then combines these 

categories based upon their similarity.  Combining categories is referred to as 

amalgamation of categories with the goals of: 

• achieving higher resonance among instances whilst maintaining a lower number of 

categories consistent with the number of classes, 

• narrowing feature ranges for particular category giving finer definition to 

information extracted from the resulting category weights, 

• consolidation of category knowledge among similar category representations, 

• and enabling learning to continue when category number is limited without wide 

feature space representation. 

In the ARTdECOS process, instances are presented to the traditional fuzzy ART core 

with relatively high value of vigilance threshold ρ.  This process follows equations 

presented in chapter five, including (5.6), (5.7) and (5.8).  Once categories are formed 
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during this process, then pairs of categories are amalgamated according to thresholds set 

below ρ.  The timing of when to initiate amalgamation is set externally (for instance by the 

user) according to the application.  For instance, in the examples given for Iris dataset 

given below, amalgamation was initiated once all instances were presented.  In 

applications where category number is limited, then category amalgamation would be 

implemented upon reaching the category limit. 

To measure similarity between pairs of category weights, ARTdECOS employs 

modifications to the fuzzy ART activation and resonance measures given in (5.6) and 

(5.7), respectively.  The activation Ai,j between two categories i and j is given by: 

                                                ��,� = ���∧�!�
��!"#�                                                          (6.2) 

where α is the choice parameter and Wi and Wj are category weight vectors.  All possible 

pairings of weight vectors are tested (subject to $ ≠ &) according to (6.2). The pair 

achieving the highest activation, designated as categories J and K is tested for satisfaction 

of a minimum threshold set for the activation: 

                                                          �',( ≥ ��                                                            (6.3) 

where AW is a newly defined parameter with a value set below that chosen for ρ.   

If no pair of weights satisfies AW given by (6.3), then the amalgamation process stops.  

If a pair of weights J and K is found that satisfies the minimum activation AW, then a 

minimum resonance ρW test between the weights is conducted according to: 

                                                
��*∧�+�

��*� ≥ ��                                                          (6.4) 

where ρW is set to a value below AW.  The ordering of parameters � > �� > �� together 

with the amalgamation rule defined below permits weights to amalgamate without all 

instances achieving the vigilance threshold ρ.  However, the resonance achieved for 
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instances is higher for a reduced category number than is achieved when ρ is initially set to 

a lower value.  This point is illustrated further by example with the Iris dataset. 

Several possible methods of defining category weights for amalgamated categories 

were tested.  Some alternatives are presented in chapter 8, where ARTdECOS is compared 

with other algorithms from the literature designed to reduce categories in fuzzy ART.  The 

merger procedure that ARTdECOS follows defines the new weight vector as the region of 

feature space between the two merging weight vectors.  The new weight components are: 

- .'�/01
.'�"�/01 2 = - �$34max4.'�, 1 − .'�"�5 , max �.(�, 1 − .(�"��5

1 − �674min4.'�, 1 − .'�"�5 , min �.(�, 1 − .(�"��52, for $ = 1: �  (6.5) 

where wJi and wKi are the vector components corresponding to input features for the 

merging categories J and K, and wJm+i and wKm+i are the vector components corresponding 

to input complements for the merging categories J and K, and m is the number of features. 

A visualisation of the rule (6.5) for merging to weight vectors is shown in figure 6.10.  

In this figure the two categories are merged to represent the Iris dataset class Virginica.  

When a gap in the feature space is present for two categories undergoing amalgamation, 

then the new weight is the feature space between, as shown for the feature sepal length in 

figure 6.10.  When the feature space of the original categories overlap, the new weight 

vector is the central portion, as shown for sepal width in figure 6.10.  

The process steps for ARTdECOS are given in Appendix C.  An additional parameter 

for minimum category weights cnmin may be specified to limit amalgamation of categories.  

For instance, prior knowledge about the number of classes may be used to specify cnmin or 

else a desired discrimination among instances may be set with cnmin.  In the ARTdECOS 

examples with the Iris dataset, the minimum category number is 1.  Additional methods 

are developed for ARTdECOS in chapter 9.  These methods allow for adaptive scaling 

limits of features.  This is useful for real time applications where the range of features is 

not known in advance.  Adapting scaling limits as data is presented permits categories to  
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Figure 6.10  Result of applying ARTdECOS to the results of the fuzzy ART experiment 

described in table 6.1  Initially, 7 category nodes described the Iris Class Virginica.  After 

several applications of the amalgamation algorithm 2 category nodes remained for this 

class.  The parameters for amalgamation were Wthr = 0.75 and Wrho = 0.65. 

 

better discriminate.  The issue of scaling limits is also addressed in chapter 7 where limits 

are chosen either locally for a given sample or globally across many samples. 

 

6.5  Parameter Selection 

There are several parameter choices when applying ARTdECOS.  These include 

learning rate β and resonance threshold ρ from the original fuzzy ART algorithm and 

weight activation threshold AW and weight resonance threshold ρW that have been newly 

defined in section 6.4.   Since ARTdECOS is an unsupervised ANN technique, the best 

parameter choices cannot be made based on training examples.  For instance with 

supervised techniques there is a cost function or error measure that is applied to training 
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set of input examples.  Using such measures, parameters in a supervised ANN may be 

tuned to achieve the best possible outcome.  With unsupervised techniques the parameter 

selection process is not as straightforward.  This is particularly true for instance in process 

monitoring, where the system under study has an unknown number of state classifications. 

In a search for parameters that will result in a set of categories that is both useful and 

representative of the feature space, there are two properties of the ARTdECOS modelling 

result that may be evaluated. 

1) The ranges of each feature should be narrow to allow sufficient discrimination 

among different categories and to be able to form useful rules that describe 

each category.  This may be assessed numerically by finding the sum of 

differences in the feature range W∆.  This property may also be viewed visually 

through graphical visualisation of category weights. 

2) The resonance values should not differ considerably from activation values.  

Higher activation values may result from a smaller number of categories with 

larger feature ranges at the expense of resonance values.  Parameters may be 

adjusted to achieve a balance between activation and resonance values.   

There is a trade-off in balancing activation and resonance values.  Higher activation 

values may result in lower resonance values.  In experiments with Iris dataset described 

below, there was an increase in activation and decrease in resonance when the number of 

categories formed was 2 versus 3.  Further, particular segments of data may achieve lower 

resonance values, indicating these segments would benefit from additional modelling.  

Examples of such segments are described for experiments given in chapter 7. 

We conducted a number of trial and error experiments with the goal of achieving a 

high resonance among Iris instances greater than 0.8.  From these experiments we set AW 

equal to 0.75 and ρW equal to 0.65.  Next, we performed experiments with a fixed value of 
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β and a value of ρ varying between 0.5 and 1, alternating with experiments with a fixed 

value of ρ and a value of β varying between 0.5 and 1.  The initial fixed value of β was 

chosen as 1.  Subsequently, fixed values of ρ and β were chosen based on results of 

resonance and W∆.  The results of the final two iterations of these experiments are shown 

in figures 6.11 for varying values of ρ and 6.12 for varying values of β.   

  Figure 6.11 shows that category number does not decrease until ρ is approximately 

0.75, consistent with the AW value of 0.75.  Correspondingly, both W∆ and resonance 

(plotted as the mean of instances with error bars representing standard deviation) increase 

as ρ increases from 0.5 to 0.75.  At ρ of 0.75, ARTdECOS begins to merge categories, 

 

Figure 6.11  This figure shows a summary of ARTdECOS results with Iris dataset due to 

varying resonance threshold, ρ.  Learning rate β was set at 0.81 based on previous 

iterations, AW was set to 0.75 and ρW was set to 0.65.  The number of clusters initially 

grows with increasing values of ρ then drops when ρ reaches values set for ρW and AW.  

The resonance reaches maximal values after this transition from about ρ of 0.75.  The rule 

width parameter W∆ reaches minimal values after the same transition in ρ. 
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and the final number of categories generated is 2 to 4. Figure 6.12 shows less variation in 

the final number of categories generated, as ρ is set to a fixed value of 0.89.  There is an 

apparent relationship shown in figure 6.12 between resonance achieved and the number of 

categories.  In particular, for β values of 0.53, 0.55, 0.7 and 0.93 there is a noticeable drop 

in resonance compared to adjacent values; the category number for each of these β is 2. 

The selection of values for learning rate β and vigilance threshold ρ was based on the 

mean and standard deviation of the resonance achieved across instances, as shown in 

figures 6.11 and 6.12.  The measure of feature space covered W∆ is also shown in these 

figures.  W∆ is influenced by the number of categories and it grows with increased numbers 

of clusters as shown in figure 6.11.  Figure 6.13 shows the relationship between W∆ and the 

mean of resonances for experiments where vigilance threshold ρ varied.  The figure is  

 

Figure 6.12  This figure shows a summary of ARTdECOS results with Iris dataset due to 

varying resonance threshold, β.  Vigilance ρ was set at 0.89 based on previous iterations, 

AW was set to 0.75 and ρW was set to 0.65.  The number of clusters generated is typically 3. 
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Figure 6.13  Resonance achieved in the final categories generated in ARTdECOS varies 

inversely with the measure of feature space covered W∆, r = -0.84.   

 

specific to instances where the final number of categories was 3 for ARTdECOS 

experiments with Iris dataset.  The correlation r between the resonance measure and the 

measure W∆ was found to be -0.84.  A similar correlation was found between these two 

measures where learning rate β varied.   

 

6.6  Rule Extraction and Iris dataset classifications using ARTdECOS 

ARTdECOS was applied to the task of classifying the Iris dataset.  This was done in 

an unsupervised manner utilising the parameter selection found through methods described 

in section 6.5.  Parameters found to maximise resonance and minimise feature space W∆ 

were vigilance threshold ρ equal to 0.89 and learning rate β equal to 0.81.  Parameters new 

to ARTdECOS were set as AW equal to 0.75 and ρW equal to 0.65.  These parameters were 
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chosen to give a high resonance for instances in the categories formed, while allowing 

some instances to have resonance values that fell lower than the vigilance threshold. 

The ARTdECOS classification for the Iris dataset resulted in 3 categories formed.  

These categories are visualised in figure 6.14.  The categories are represented by a narrow 

range of feature space with W∆ totalling 0.93.  The mean and standard deviation of 

resonance achieved across all instances were 0.88 and 0.04, respectively, ranging from 

0.76 to 0.94.  The distribution of activation and resonance for all instances is shown in 

figure 6.15.  The level of activation is only slightly higher than the level of resonance for 

all categories.   

 

 

Figure 6.14  ARTdECOS was applied to the Iris dataset in an unsupervised manner.  

Parameters were chosen as: ρ = 0.89, β = 0.81, AW = 0.75, ρW = 0.65, α = 0.1.  One 

category resulted for each class.  The mean (and standard deviation) of resonance across 

all instances was 0.88 (0.04).  88% of instances were classified correctly. 
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Figure 6.15  This figure shows the activation and resonance distributions for IRIS dataset 

modelled by ARTdECOS.  The vigilance threshold ρ in the fuzzy ART module was set to 

0.89.  The level of activation is only slightly greater than the resonance for all categories. 

 

The classification accuracy was greatest for Setosa and Versicolour classes as shown 

in the truth table 6.4.  Overall accuracy across all instances was 88 percent.  This value is 

lower than 94 percent accuracy achieved by fuzzy ART in section 6.3 indicating a trade off 

between achieving higher resonance with ARTdECOS at the expense of classification 

accuracy. 

ARTdECOS was more robust in its results than fuzzy ART alone in experiments with 

randomised ordering of instances.  In an experiment with 100 randomised ordering of Iris  

 

Table 6.4: Truth table for ARTdECOS Iris classification with ordered data 
 

Expected Class Class determined from ARTdECOS model 

Setosa Versicolour Virginica 

Setosa 50 0 0 

Versicolour 0 47 3 

Virginica 0 15 35 
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Table 6.5: Results for randomised ordering of Iris dataset using ARTdECOS 

Categories Created (frequency) 

 Resonance Activation 

Mean Std Dev Mean Std Dev 

2 (5) 3 (89) 4(6) 0.85 0.017 0.91 0.0073 

Misclassification for 3 categories: Maximum Std Dev of weight components 

Mean: 19.5 Std Dev: 4.5 0.099 

 

instances, ARTdECOS generated 3 categories in 89 trials, as shown in table 6.5.  The 

misclassification range for trials where 3 categories were generated gave a correct 

classification range of 84 to 90 percent.  The category weights that were generated did not 

vary appreciably across the trials.  The maximum standard deviation for any one weight 

component was 0.099.  In terms of visualisation of weights, there would not be a 

noticeable difference with a movement of 0.1 for a particular feature. 

Fuzzy rules may be constructed from the weight component values.  These coincide 

with the visualisation of categories shown in figure 6.12.  The numerical limits for the 

rules follow from the complement coded form of inputs described in section 6.1.  Rules are 

extracted by describing the limits imposed by the feature weight and 1 minus the feature 

complement weight (Carpenter & Tan 1995).  The ARTdECOS derived rules for 

classifying Iris dataset classes are: 

 

If Sepal length is low (0.15 to 0.25) and Sepal width is medium (0.53 to 0.68) and 

Petal length is very low (0.069 to 0.079) and Petal width is very low (0.047 to 

0.082) then Iris class is Setosa                     

       (6.6) 

 

 

If Sepal length is medium low (0.39 to 0.47) and Sepal width is medium low (0.22 

to 0.30) and Petal length is medium (0.59 to 0.59) and Petal width is medium (0.48 

to 0.58) then Iris class is Versicolour        

                  (6.7) 
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If Sepal length is medium high (0.67 to 0.86) and Sepal width is medium (0.44 to 

0.47) and Petal length is high (0.77 to 0.87) and Petal width is high (0.81 to 0.87) 

then Iris class is Virginica     
                 (6.8) 

Equations (6.6), (6.7) and (6.8) give both linguistic descriptions of feature values and 

numerical references for normalised feature limits.  In comparison with the distribution of 

features shown for each class in figures 6.4, 6.5 and 6.6, the numerical values given in the 

fuzzy rules (6.6), (6.7) and (6.8) give a form of central tendency for the features, rather 

than encompassing the entire feature distribution.  In this sense, the categories are 

representative of cluster centres having width to the centre. 

By comparison, fuzzy c-means generates hard cluster centres defined by Euclidean 

distance measures, for instance as shown in equation (5.10).  The fuzzy c-means cluster 

centres are shown in table 6.6 along with the ARTdECOS cluster centre ranges in brackets.  

The fuzzy c-means centre is within or near the ARTdECOS centre range.  The truth table 

for fuzzy c-means in table 6.7 reveals a similar misclassification of instances shown for 

ARTdECOS in table 6.4.  The correct classification using fuzzy c-means was 89 percent. 

 

Table 6.6  Feature centres for Iris dataset from fuzzy c-means and (ARTdECOS) 

 

Class Sepal length Sepal width Petal length Petal width 

Setosa 
0.20 

(0.15 to 0.25) 

0.58 

(0.53 to 0.68) 

0.083 

(0.069 to 0.079) 

0.063 

(0.047 to 0.082) 

Versicolour 
0.44 

(0.39 to 0.47) 

0.31 

(0.22 to 0.30) 

0.57 

(0.59 to 0.59) 

0.53 

(0.48 to 0.58) 

Virginica 
0.68 

(0.67 to 0.86) 

0.44 

(0.44 to 0.47) 

0.78 

(0.77 to 0.87) 

0.81 

(0.81 to 0.87) 

 

 

 

Table 6.7  Truth table for classification of Iris dataset using fuzzy c-means 

 
Expected Class Class determined from fuzzy c-means 

Setosa Versicolour Virginica 

Setosa 50 0 0 

Versicolour 0 46 4 

Virginica 0 12 38 
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6.7  Conclusion and Summary 

 

In this chapter, a detailed description of the dynamics of category creation in fuzzy 

ART was given.  Within fuzzy ART, the vigilance threshold limits growth of a category 

representation of feature space.  At the same time, fuzzy ART encodes instance 

presentations to the full range of the feature distribution.  As a result, classes with wide 

distributions of input features cannot be clustered into a single category without lowering 

the vigilance threshold sufficiently.   

ARTdECOS is able to form small category numbers with higher resonance describing 

the Iris dataset than was accomplished using fuzzy ART.  This was done at the expense of 

accuracy of the classification measured by correct classifications.  However, ARTdECOS 

was shown to be more robust than fuzzy ART in trials involving random ordering of Iris 

dataset.   

The rules describing categories formed from ARTdECOS have a range for features 

that is less than the full feature range.  In the rules for Iris dataset, the feature ranges are 

narrow, suggesting that categories are described by a central measure of features.  The 

ARTdECOS category weight ranges compared favourably to those found using fuzzy c-

means, which gives cluster centres based on Euclidean distance measures.  In contrast to 

fuzzy c-means, ARTdECOS gives a range for cluster centres rather than a single number. 

An additional classification of the Iris dataset was conducted using linear discriminant 

analysis (see Duda et al. 2001, pp.215-270).  Linear discriminant analysis provides a 

supervised technique to create decision boundaries in hyperspace based on training 

examples.  This traditional statistical technique provides the basis for which ANN 

perceptrons were based (Cheng & Titterington 1994).  Discriminant analysis provides a 

method to transform input features into linear combinations of those features (Jain et al. 
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2000).  As a result, hyperplanes are constructed, which represent decision boundaries 

between classes (Duda et al. 2001, p.217).   

The hyperplanes constructed are a useful transformation of input features since they 

allow decision boundary to be in a plane other than one that is defined at right angles to the 

feature axes.  In the case of linear discriminant functions, a decision boundary, for instance 

between two features, is represented by a line having intercept and gradient parameters.  

Matlab provides a function called classify to accomplish linear discriminant analysis.  The 

technique is powerful in its ability to correctly classify Iris data even with limited training 

examples.  When presented with only 10 examples from each class, the linear discriminant 

algorithm correctly classified 114 out of 120 (95 percent) of the remaining instances. 
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  Chapter 7: ARTdECOS Implementations 

 

In this chapter, ARTdECOS is applied to the heart rate (HR) dataset with classes of 

normal subjects and subjects recently suffering a myocardial infarction (MI) heart attack 

for the purpose of knowledge extraction.  Subjects for this study lay supine and awake for 

a period of twenty to thirty minutes, while having their heart activity monitored with a 

three lead electrocardiogram (ECG).  From each subject’s ECG, his or her heart rate time 

series is obtained from the spacing measured in milliseconds between adjacent QRS 

intervals, heart beats.  The sequence of heart beat intervals forms a time series for each 

subject with the interval number as the time equivalent and the interval spacing as a time 

dependent sequence. 

In this modelling of the HR dataset, each subject’s HR time series is broken into 

smaller, continuous lengths of 128 intervals.  These segments begin at every 32 intervals, 

giving an overlap of 75 percent.  Features are derived from each of these segments for use 

as inputs to ARTdECOS.  Each segment is referred to as an instance.  Scaling of the data 

features has a large impact on the number and differentiation of evolved categories.  In this 

study, inputs are scaled over the range for each feature among the subjects included in 

each experiment.  When many subjects are included in an experiment, there is a larger 

range of feature values compared to when a small number of subjects are included.   

Using this method for scaling, different levels of knowledge may be extracted.  For 

instance, when HRV feature vectors from several subjects are grouped together in one 

experiment, generalised information about feature combinations which differentiate 

subjects may be extracted.  Alternatively, when an experiment involves HRV feature 

vectors from only a small number of subjects, say one, two or three, more specific 
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information about feature combinations which differentiate specific periods of time within 

an individual subject’s HR time series may be extracted 

.  

7.1  ARTdECOS Experiment with Many Normal Subjects 

In the first experiment, heart rate records from seventeen Normal Class subjects were 

included and scaling of features was based upon the maximum and minimum values across 

all seventeen subjects.  These subjects were selected from a larger group of thirty-one 

Normal Class subjects.  Selection was based on a subject not having any atrial ectopic 

heart beats in his or her HR dataset time series.  Atrial ectopic heart beats are characterised 

by a short interval followed by a long interval between successive heart beats.  Such 

intervals skew the results of certain feature calculations, in particular fractal number, 

fractal fit deviation and standard deviation.  Their effect would average out with the mean 

calculation and would not be a factor with the number of directional changes, unless a 

large number of atrial ectopic beats occurred in the series. 

As noted in the introduction above, HR datasets were segmented into lengths of 128 

heart beat intervals prior to feature calculation with new segments begin after every 32 

heart beat intervals, giving a 75 percent overlapping of segments.  This resulted in a total 

of 1021 instances of data from the seventeen Normal Class subjects with a range from 44 

to 82 segments per subject, a mean of 60.1 segments per subject with a standard deviation 

of 10.5 segments.  Data features were calculated for each of the 1021 segments of 

information and then inputted sequentially into one ARTdECOS model.  Each data feature 

was normalised in [0,1] based upon the minimum and maximum values of each feature 

across all 1021 instances.  Input vectors were combined with their complement coding as 

described in chapter 5.  Segment, feature vectors (instances) from any particular subject 

were kept in sequential order for that subject.   
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Five features were selected to form the input vector.  These are (1) fractal dimension, 

(2) fractal fit deviation, (3) number of directional changes, (4) mean and (5) standard 

deviation.  As discussed in chapter 4, these features were found to have the highest data 

separability ability based on floating search technique (Pudil et al. 1994).  Fractal 

dimension varies from 1 to 2 and is a measure of the chaotic variation of the time series 

sample.  Fractal fit deviation measures the conformity of the time series sample to a fractal 

model.  A high value of fractal fit deviation indicates that the sample did not show fractal 

similarity across differing scales of measurement.   

Figure 7.1 The feature distributions for the Many Normal Subjects Experiment are shown 

in this figure.  The instance numbers of each feature are shown on the vertical axis.  All 

features are dimensionless except for mean and standard deviation with units of 

milliseconds.  The maximum possible number of direction changes for each sample is 127 

since the data length is 128. 
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The number of directional changes is a time domain measurement indicating the 

number of times the HR time series changes directions, increasing values to decreasing 

values or else decreasing values to increasing values.  This feature may have correlation to 

fractal dimension (Garcia-González & Pallàs-Areny 2001), but this correlation is subject 

and instance dependent, as discussed in chapter 3.  The mean is the average beat-to-beat 

interval over the HR segment.  The standard deviation is taken over all normal beat-to-beat 

intervals in the HR segment.  These features are described more fully in chapter 3 of this 

thesis.  Figure 7.1 shows the distribution of input features for this experiment. 

The ARTdECOS model was applied to several Normal Subjects using the five 

features described in figure 7.1 as input vectors with complement coding.  The parameters 

were set to those found to optimal in the Iris dataset classification in chapter 6: learning 

rate β = 0.81, vigilance threshold ρ = 0.89, choice parameter α = 0.1, amalgamation 

activation threshold AW = 0.75 and amalgamation resonance threshold ρW = 0.65.  Before 

amalgamation, a total of 108 categories were generated to represent 1021 instances.  

Following amalgamation, which was carried out after all instances were presented, 3 

categories remained, shown graphically in figure 7.2.  Instances were presented to the 3 

categories without learning to give a final categorisation. 

A clear separation of Normal Subjects was found based on representation in one or 

more of the three categories.  Only five subjects, 2, 14, 17, 24 and 31 had instances where 

category 3 was selected as the winning category.  All of these subjects with the exception 

of subject 14 were identified in chapter 3 as having high variability based on their Poincaré 

plots.  The reader may notice that selection of category 1 includes a subset of subjects 

having instances in category 3.  Also, subjects 14 and 17 have some instances that were 

classified as category 2.  An additional eleven subjects are clearly separated, having 

instances only in category 2. 
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Figure 7.2  ARTdECOS categorisation of Many Normal Subjects experiment.  Three 

category rules resulted after amalgamation beginning with 108 categories.  Subjects 2, 14, 

17, 24 and 31 are distinct in that these were the only subjects with instances in categories 1 

or 3.  With the exception of subject 14, these subjects same subjects were identified as 

having strong Poincaré plot properties in chapter 3.  The parameters used in this 

experiment were β = 0.81, ρ = 0.89, α = 0.1, AW = 0.75 and ρW = 0.65 

 

Linguistic rules can be generated to describe the three categories by either looking at 

the graphical visualisation in figure 7.2 or by examining the weights of rules generated by 

ARTdECOS.  The resulting linguistic rules are: 

If fractal dimension is medium and fractal fitness is low and direction change 

is medium high and mean is medium to medium high and standard 

deviation is medium high Then Category 1                       (7.1) 

If fractal dimension is low and fractal fitness is low and direction change is 

medium and mean is low to medium and standard deviation is low Then 

Category 2                           (7.2) 
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If fractal dimension is medium high and fractal fitness is medium low to 

high and direction change is medium high and mean is medium to medium 

high and standard deviation is medium low Then Category 3         (7.3) 

 

The rules in equations (7.1), (7.2) and (7.3) and the graphical representation in figure 

7.2 do not explicit the entire range of features possible for instances falling into a 

particular category.  Rather, the rules and category visualisations give a range defining the 

central tendency for a particular feature.  This point is discussed further at the end of this 

chapter, where results from fuzzy c-means are compared with ARTdECOS.  In fuzzy c-

means, category centres are defined by a single number rather than a range. 

The histograms of features for instances selected in each category are shown in figure 

7.3.  These histograms show a wider range for each feature than that shown in figure 7.2, 

which shows a central range for each feature.  The differentiation of features among 

categories is evident from figure 7.3.  For instance, the feature direction changes takes 

values from about 0.5 to 0.7 in category 1 compared to 0.1 to 0.5 in category 2 for the 

same feature.   

Two of the categories generated show similarities in both the range of features 

represented as well as subjects that fell into these categories.  Instances in category 3 have 

slightly higher values of fractal dimension, while direction change values are similar 

between the two categories.  Notably, the standard deviation values of instances in 

category 3 are lower than category 2 values for the same feature.  These two categories 

reveal a relationship between slightly higher fractal dimension values and markedly lower 

standard deviation values.  This relationship will be explored further in the next section, 

where ARTdECOS is applied to individual Normal Class subjects.  Scaling of features is 

over the range for a particular subject, and rules developed are more specific. 



155 

 

 

Figure 7.3  Histograms are shown for features drawn from instances for each category 

generated in the ARTdECOS modelling of Many Normal Subjects.  The full range of 

features for any particular category are shown here.  This is in contrast to the category 

visualisation from figure 7.2, which shows the central range of features for each category.   

 

The performance of the categorisation for this experiment may be evaluated by the 

resonance and activation of instances with their category selection and also by the sum of 

the weights representing the feature space W∆.  For this experiment, the mean resonance 

achieved for all instances 0.81 with a standard deviation of 0.04.  The mean activation was 

0.89 with a standard deviation of 0.05.  W∆ was 1.78.  The size of W∆ reflects large feature 

space for fractal dimension in category 3 and, to some extent, mean in category 1.   

ARTdECOS uses the winner-take-all strategy of fuzzy ART to determine the winning 

category.  The distinctness of the choices made can be determined by looking at the 

activation and resonance values for all categories for a particular instance.  Following this 

logic, activations and resonances were calculated for all instances for all categories.  The  
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Table 7.1  Mean difference in activation for top 2 categories – Many Normal Subjects 

Subject 1 2 5 6 8 9 

Difference 0.20 0.11 0.09 0.23 0.25 0.25 

Subject 10 13 14 16 17 18 

Difference 0.22 0.22 0.06 0.25 0.05 0.18 

Subject 20 24 27 30 31  

Difference 0.16 0.12 0.22 0.12 0.16  

 

top two categories were determined for each instance.  Then, the mean of activation 

differences was calculated for each subject.  This procedure yields another measure that 

can be used to judge the categorisation results of ARTdECOS.  The results are shown in 

table 7.1.  From this table, subjects 2, 5, 14, 17, 24 and 30 have distinctively lower values 

for category choice distinction than the other subjects. 

From table 7.1, subject 5 shows a mean difference of activation of 0.09 between the 

two top categories.  This analysis draws further attention to this subject since it has high 

activation in either category 1 or 3.  Similarly, subject 30 shows a mean difference of 

activation of 0.12, separating this subject from other subjects having category 2 as their 

choice by a winner-takes-all approach.   

Tachograms, or RR spacing time series, are shown in figure 7.4 for selected Normal 

Class subjects.  From the first plot to the bottom plot, a gradation of subjects is shown 

based on classification strength and category selection.  Category 3 represents instances 

exhibiting relatively high mean, fractal dimension and direction change and low standard 

deviation.  Category 2 represents instances having slightly diminished mean and fractal 

dimension, relatively high direction change and high standard deviation.  Category 3 

represents instances exhibiting relatively low values for all features. 
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Figure 7.4  Tachograms are shown for selected subjects from the Many Normal subject 

experiment.  The first 1500 RR intervals are shown for each subject to maintain consistent 

scaling.  The spacing scale given for the y-axis varies but always represents a span of 

400ms.  The subjects are ordered based on winning category selections and difference in 

activation to the highest and second highest categories. 

 

Normal Class subject 8 had all instances classified into category 2 with a mean 

difference of activation of 0.25 to the second most activated category.  This separation in 

activation (and resonance) values places HR data for subject 8 firmly into category 2.  

Compared to other subjects in figure 7.4, the variability and mean for subject 8 are lowest.  

Normal Class subject 5 also classified into category 2; however, the separation from other 

category choices was not as distinct for this subject.  The mean difference of activation for 

subject 5 was 0.09 to the second most activated category; this subject showed high 

activation and resonance both in category 1 and 3.  From figure 7.4, both the mean and 

variability for subject 5 is higher than subject 8.  When rating a subject, the conclusion is 

that both winning category choice and similarity to other categories should be considered. 
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Subjects 2 and 31 were classified into categories 1 and 3.  Subject 2 had more 

instances in category 1, and subject 31 had more instances in category 3.  Subject 31 data 

was further separated in category choice (activation mean difference 0.16) than subject 2 

(activation mean difference 0.11).  Category 3 shows higher values for fractal dimension 

than category 2.  Category 2 has higher values for standard deviation than category 3; 

however, as shown in figure 7.4, there are large movements in the heart rate contributing 

to the high standard deviation.    

Although the standard deviation for category 3 was lower than category 2, the range 

of standard deviation for all instances in this category was 14 to 104ms.  The range of 

standard deviation based on its weights is 66.8ms to 71.3ms.  To give these numbers some 

comparison, standard deviations were recorded from 2 minute samples from a number of 

subjects having a range of ages from 45 to 65 years old (Dekker et al. 2000).  Rather than 

quartiles, the standard deviation values were divided into three groups giving tertile cut-off 

values.  The standard deviation values separating the 3 tertiles were 23.9ms and 35.4ms.  

By comparison, most of the instances in category 3 would have standard deviations above 

these tertile levels.   

 

7.2  ARTdECOS with Individual Subjects 

In this section, experiments using ARTdECOS are continued, but rather than many 

subjects, the experiment involves only one subject.  Scaling of features is between the 

maximum and minimum values for only that subject.  With this distinction, it is possible 

that the range for a feature is less than that when many subjects are included.  The 

advantage of scaling over a narrower range is that better definition of categories can be 

found.  When interpreting rules and visualisations of categories, the range of features must 
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be taken into account.  In chapter 9, a method of rescaling rules found over some local 

scaling to a global scaling is given. 

The individual experiment described here involves Normal Subject 2.  This subject 

was categorized into categories 1 and 3 in the Many Normal subject experiment of section 

7.1.  Based on features represented, categories 1 and 3 corresponded to instances of higher 

variability and higher mean than instances in category 2.  In this experiment, the 

parameters were set to the values described in section 7.1.  The results of the experiment 

are shown graphically in figure 7.5.  A total of 3 categories remained after amalgmation of 

14 category nodes.  The performance measures for the modelling were W∆ of 1.94, mean 

resonance (standard deviation) of 0.83 (0.04), mean activation of 0.87 (0.05), and 

activation mean difference of 0.14. 

 

Figure 7.5  Visualisation of ARTdECOS category rules for Normal Subject 2.  Parameters 

were set as β = 0.81, ρ = 0.89, α = 0.1, AW = 0.75 and ρW = 0.65.  Scaling was done over 

the range of features for this subject alone.   
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As described, scaling of features for this experiment was done only over the range 

present for subject 2.  This limited the range of resulting rules, so low and high values in 

figure 7.5 must be interpreted based on the local range for subject 2 rather than the global 

range of features, say over many Normal Subjects.  Table 7.2 presents the feature range in 

each of the categories in real values, rather than linquistic terms.  As in the experiment for 

Many Normal subjects, there is a variation between higher range of fractal dimension and 

lower range of standard deviation.  For instance, both categories 2 and 3 have high range 

of standard deviation, but fractal dimension for these categories is less than that for 

category 1, which has a lower standard deviation. 

In category 1, the range for mean is also higher than that for categories 2 and 3.  For 

all categories, there is similar stepping of fractal dimension, fractal deviation and direction 

changes.  Although this is an unsupervised clustering of the data, we hypothesise that 

category 1 is the preferred category in terms of variability and mean, based on the ordering 

of the features, despite the lower standard deviation for this category.   

The pattern of category selection forms segments of time if a particular category is 

chosen sequentially over several instances.  Figure 7.6 shows the heart rate tachogram for 

subject 2, the sequence of category selection and the achieved activation and resonance for 

each instance.  Eight distinct segments can be identified, beginning with the first segment 

of category 1, second segment of category 2, thrid segment of category 1 and continuing.  

Resonance and activation values give an indication of the strengths of modelling. 

Table 7.2  ARTdECOS feature ranges for categories from Normal Subject 2  

 

Category 
Fractal 

Dimension 

Fractal 

Deviation 

Direction 

Changes (%) 
Mean (ms) 

Standard 

Deviation (ms) 

1 1.88 to 1.93 0.043 to 0.044 0.62 to 0.65 1300 to 1330 73.5 to 96.3 

2 1.83 to 1.84 0.028 to 0.029 0.57 to 0.62 1230 to 1270 127 to 136 

3 1.70 to 1.75 0.017 to 0.018 0.52 to 0.53 1100 to 1220 122 to 134 
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Figure 7.6  In the top plot, RR intervals are plotted versus number of intervals.  The 

middle plot shows the categories selected.  The sequential selection of a particular 

category forms a segment of instances.  In the lower plot, resonance and activation values 

show the strength of the modelling instance-by-instance.  A notable drop in the values 

occurs at instance 28.  Instances from 20 to 27 show high values. 

 

The data for Normal Subject 2 was presented to fuzzy c-means (described in chapter 

4) for comparison.  Fuzzy c-means is a semi-unsupervised clustering technique, and a 

cluster number 3 was specified.  Fuzzy c-means generates discrete cluster centres, as given 

in table 7.3.  Comparing tables 7.2 and 7.3 there is similarity in the categories generated 

from each of the methods.  The two centroids of the fuzzy c-means method are correlated 

to the average of the ARTdECOS feature ranges with a correlation coefficient r value of 

0.999 with a t-statistic p value of less than 0.00005.  The category selection by each of the 

methods on an instance-by-instance basis is also similar with 43 out of 44 (98 percent) 

instances having the same choice of category. 
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Table 7.3  Fuzzy c-means centroids for categories from Normal Subject 2  

 

Category 
Fractal 

Dimension 

Fractal 

Deviation 

Direction 

Changes (%) 
Mean (ms) 

Standard 

Deviation (ms) 

1 1.90 0.043 0.60 1320 77.6 

2 1.84 0.028 0.58 1250 121 

3 1.74 0.020 0.54 1180 123 

 

 

7.3  ARTdECOS Experiment with Many MI Subjects 

In this experiment we collected the records of fifteen Myocardial Infarction (MI) 

Subjects from among the thirty-one MI subjects in our collection.  The included subjects 

were chosen because they did not have any atrial ectopic beats in their HR time series.  As 

with the experiment with Normal Subjects, features were calculate over segments of 128 

beat-to-beat intervals beginning at every 32
nd

 interval.  Input vectors for all subjects were 

presented sequentially, and normalisation of input vectors was done over the minimum and 

maximum feature values of all subjects.  The parameters used for ARTdECOS were as 

described in section 7.1.  The distribution of feature inputs for these MI Subjects is shown 

in figure 7.7.  The ranges differ from that for the Many Normal Subjects experiment of 

section 7.1. 

The number of HRV instance vectors for MI subjects ranged from 28 to 86.  The 

mean was 52.9 with a standard deviation of 16.5.  The ARTdECOS model evolved three 

category nodes for this collective group of MI Subjects, amalgamated from 78 category 

rules.  The W∆ for the rules was 1.68.  These rules are shown graphically in figure 7.11.  

The resonance for input instances ranged from 0.67 to 0.91 with mean resonance at 0.78 

and a standard deviation of 0.05.  The mean activation was 0.87 with a standard deviation 

of 0.05.  The categories formed have a similar structure to categories formed for Normal 

Class Subjects shown in figure 7.2. 
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Figure 7.7  This figure shows the distribution of HRV input features for the Many MI 

Subjects Experiment.  The range of the mean is smaller than that of the Many Normal 

Subjects Experiment.  The range of the other features is larger as compared to figure 7.1.   

 

The rules generated are slightly different than that for the Many Normal subjects and 

may be described linguistically as: 

If fractal dimension is medium high and fractal fitness is medium and 

direction change is medium high and mean is medium high and standard 

deviation is low Then Category 1                     (7.4) 

If fractal dimension is medium high and fractal fitness is low and direction 

change is medium high mean is medium and standard deviation is medium 

to medium high Then Category 2                     (7.5) 

If fractal dimension is medium and fractal fitness is low and direction change 

is medium low and mean is low to medium low and standard deviation is 

low Then Category 3                        (7.6) 
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Figure 7.8  Graphical representation of evolved rules for ARTdECOS experiment of Many 

MI Subjects.   

 

In this experiment, categories 1 and 2 represent higher HRV and RR mean than 

category 3 and may represent a better state for individuals expressing these categories in 

their heart rate data.  These two categories again emerge, where category 1 has a lower 

standard deviation than category 2, but category 1 is higher for all other features.  The 

discriminatory ability of the modelling is shown by the mean difference of activation 

shown in table 7.4.  Eight subjects have an activation difference less than 0.1, and the 

categorisation listed in figure 7.8 is not conclusive for these subjects.  For instance, subject 

7 has an activation mean difference of 0.07, it is difficult to conclude that the data for this 

subject is strong based on categorisation in category 1.  The activation mean differences 

for three subjects, 5, 19 and 20 are much higher, and the knowledge gained from the 

categorisation is more reliable for these subjects.  For instance, with a mean  
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Table 7.4  Mean difference in activation for top 2 categories – Many MI Subjects 

Subject 1 3 5 6 7 

Difference 0.10 0.06 0.20 0.13 0.07 

Subject 11 12 14 15 19 

Difference 0.07 0.09 0.08 0.10 0.34 

Subject 20 21 22 24 29 

Difference 0.19 0.03 0.04 0.03 0.13 

 

activation difference for subject 19 of 0.34, selection of category 3 firmly places the data 

for this subject at the lower end of the scale.  Similarly, data for subject 20 is at the lower 

end of the scale.  For subject 5, a mean activation of 0.20 firmly places this subject at the 

higher end of the scale due to its membership in category 1.  In contrast to the many 

Normal subject experiment, the inferences drawn here about subjects 5 and 20 are not 

readily apparent based on their respective Poincaré plots and features shown in figure 3.5. 

 

7.4  Feature Correlations with ARTdECOS and Statistics 

In the category rules generated in the experiments of this chapter, many show 

correlations among features.  For instance, category 1 in figure 7.8 shows medium to 

medium high values for all mean, direction change, fractal dimension and fractal deviation.  

These features appear to be positively correlated for this category.  Likewise, the standard 

deviation, which is low for this category, appears to be negative correlated to the other 

features.  Categories 3 in figure 7.2 and 1 in figure 7.5 also follow this pattern. 

ARTdECOS models were constructed to explore whether such feature correlations 

held for modelling of individual subjects.  Each of the seventeen Normal and fifteen MI 

class subjects discussed in this chapter were modelled.  For each subject an ARTdECOS 

model was generated using the input features for that subject and scaled to the range of  
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Table 7.5  Comparison between statistical correlation of features  and ordered rules 

generated by ARTdECOS for individual HR data from Normal and MI Subjects. 

 

Subject Class Statistical 

Correlation and 

Ordered 

Category Rules 

No Statistical 

Correlation but 

Ordered 

Category Rules 

No Statistical 

Correlation and 

Non-ordered 

Category Rules 

Normal 8 1 8 

Mi 4 0 11 

 

features for that subject.  The ordering of category rules was noted using graphical 

visualisation. The statistical correlation between input features was also calculated.   

Table 7.5 summarises the results obtained.  Slightly more than half of the Normal 

class subject data and about a quarter of the MI class subject data showed correlations 

among the features in category rules generated.  For nearly all subjects that showed such 

correlations, the features in the dataset showed a statistical correlation based on a 

correlation t-statistic with p values much less than 0.05.  Likewise, data from subjects 

without statistical correlations among features did not generate categories with correlated 

features.   

When correlations between input features did exist they varied directly between all 

features except for standard deviation, which varied inversely with other features.  In one 

exception, Normal Subject 14, the correlation of mean varied inversely with other features, 

while the standard deviation varied directly with other features. 

 

7.5  Experiment Exploring Mean Activation Difference 

In the process of evaluating modelling, a measure has been presented that looks 

deeper into the activation and resonance of all category nodes.  For simplicity, the 

calculation made only involves activation; both activation and resonance vary in parallel, 

with resonance values slightly below activation values.   
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Table 7.6  ARTdECOS feature ranges for categories from Normal Subject 31  

 

Category 
Fractal 

Dimension 

Fractal 

Deviation 

Direction 

Changes (%) 
Mean (ms) 

Standard 

Deviation (ms) 

1 1.65 to 1.71 0.025 to 0.022 0.53 to 0.54 1060 to 1100 86.3 to 90.2 

2 1.85 to 1.90 0.039 to 0.048 0.57 to 0.59 1090 to 1100 93.7 to 99.0 

3 1.93 to 1.95 0.062 to 0.077 0.54 to 0.57 1050 to 1050 70.5 to 68.7 

Range 1.58 to 1.99 0.013 to 0.118 0.46 to 0.61 1010 to 1130 58.4 to 114 

 

An experiment was conducted to explore the activation across categories more 

closely.  An individual ARTdECOS model for Normal Subject 31 was constructed using 

the parameters defined in section 7.1.  The category results are shown in table 7.6.  From 

15 categories generated, 3 categories remained after amalgamation.  In table 7.6, the range 

for each feature is also shown to give perspective to the category rules.  For instance, 

category 3 has a low mean compared to the other categories, but a mean of 1010 ms is 

medium high compared to other subjects.  Further, regarding mean, the range for mean is 

small, covering only 120 ms.  A visualisation of the category rules is given in figure 7.9. 

The evaluation measures for modelling of Normal subject 3 were W∆ (the sum of 

category weight feature ranges) of 1.86, resonance mean and standard deviation 0.81 

(0.05), activation mean and standard deviation 0.89 (0.05), and mean activation difference 

0.099.    The final measure, mean activation difference, is a test of how discriminatory the 

category classification is.  It is calculated based on the difference in activations of the top 

two categories for each instance.   

To illustrate this further, the activations for all instances and all categories are plotted 

in figure 7.10.  From figure 7.10, four segments of instances emerge.  The first segment of 

about 5 instances shows preference to category 1 (the least preferential category based on 

features).  The second segment from about instance 5 to instance 15 shows a clear 

preference to category 2.  The third segment from instance 15 to instance 35 shows close 
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Figure 7.9  3 categories were generated for this subject.  A low mean feature in category 3 

reflects a narrow range of mean within the medium high values for this feature. 

 

Figure 7.10  Instances are well defined by category 3 from about instance 35 onward.   
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competition between categories 2 and 3.  Finally, the fourth segment from instance 35 

onward shows clear selection of category 3.   

This type of analysis of activation differences gives a deeper understanding of the 

dynamics than the single measure of mean activation difference.  As shown in figure 7.13, 

the activation difference is large in segments 1, 2 and 4.  Despite clear categorisation in 

these segments, the small mean activation difference of 0.099 results from small activation 

differences in segment 2. 

The particular categories competing in segment 2 are also revealing.  Categories 2 and 

3 are both preferential based on features represented than category 1.  Category 3 is 

accentuated with a higher representation for fractal dimension than category 2, while 

category 2 has a higher standard deviation than category 3.  In other experiments described 

in this chapter, the mean for category 3 would be higher than category 2.  This is not the 

case here.  However, this may be explained by the narrow range of mean for this subject, 

falling completely in the medium high range compared to other subjects 

 

7.6  Discussion and Critical Analysis of ARTdECOS Implementations 

We have shown several experiments involving ARTdECOS applied to HR data.  The 

key elements to setting up these experiments were: feature selection, scaling and 

segmentation of data.  Features included time and fractal based measures, selected using 

floating search, forward selection method (Pudil et al. 1994; PRTools 2009).  Spectral 

features were not included in the experiments reported here.  In further experiments 

spectral features may be used to verify or augment the categorisation of input segments.  

We chose to scale input features only over the data that was present for a particular 

experiment.  This yields better scrutiny and diversification of results within a particular 

experiment but makes it difficult to compare rules with other experiments having different 
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scaling limits.  A solution to this may be to attach feature scaling limits to category rules 

from separate experiments, then incorporate these into either a viewing mechanism or else 

include as input scaling for further modelling of several experiments. 

We chose to segment our data into 128 data points primarily because this was the 

necessary length to provide reliable fractal dimension results.  Still, 128 points is a long 

length of time, about 80 seconds to 160 seconds depending on the heart rate.  With a 75 

percent overlap factor, new segments began every 32 data points, so updates to output 

signals would occur every 20 to 40 seconds.  Further experimentation may provide a link 

or comparison of features calculated over shorter time segments.  An ARTdECOS model 

running over short time segments would attempt to predict the results from the longer 

segment experiments.  These models would run concurrently and provide each other model 

based communication to update or fine tune modelling parameters. 

Our experiments were initialised with a particular set of ARTdECOS parameters.  

These were selected based on the parameters with best results from Iris dataset modelling 

in chapter 6.  The learning rate, β, was set at 0.81.  With this learning rate a category node 

did not immediately accept the full pattern of a new input.  Rather, a learning rate of 0.81 

gives a category a longer period before it reaches its limits based on the resonance 

threshold.  This is the method of slow-learning versus fast-encode techniques using a 

learning rate of 1.  Eventually, if the input patterns persisted, the category would expand to 

the full extent of the input features.  

The resonance threshold for input and category template matching was set to 0.89 in 

our experiments.  This allows for a high degree of agreement between category 

representation and input features.  The resonance threshold serves as a generator of 

category nodes.  With fuzzy ART, the generation and selection of categories proceeds in a 

stair-like manner, with sequential inputs preferentially selecting more recently formed 
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categories. In the process of merging categories we set the activation threshold of 

similarity of categories equal to 0.75 and the resonance threshold of weights to 0.65.  In 

our results, we still achieved resonance of inputs averaging at about 0.8 since exceptional 

input instances are few in number. 

In the execution of ARTdECOS, choices were made about whether to limit the 

number of nodes that could be generated.   Prior to doing the experiments presented in this 

chapter, we experimented with limited maximum categories that were reached in an 

experiment.  This necessitated a protocol to follow when maximum nodes were reached.  

We chose to amalgamate in these early experiments under this condition.  If amalgamation 

fails to provide an unused node, a decision must be made whether or not to allow learning 

in categories that do not achieve resonance.  Our judgement is not to allow learning to take 

place in this instance; however, category selection is altered when maximal nodes are 

reached.  Ultimately, we chose a maximum value which did not limit the creation of new 

category nodes.  .     

An alternative to providing an endless supply of category nodes is to allow merging of 

similar category nodes prior to the end of the set of input presentations.  This is inevitably 

a necessity in real-time applications since presumably the on-line learning application will 

be ongoing.  We have experimented with an additional “age” parameter to limit the merger 

of newly created nodes.  Our process of merging category nodes appears in a “batch” 

process, as several categories are generated before merging takes place.  We examine some 

alternative approaches to merging categories taken from the literature in chapter 8.  In 

these approaches merging is allowed to take place after each input presentation.  

In an ongoing process, we must also consider scaling.  As we have stated earlier, the 

ability to provide narrower feature scaling limits gives us more fine tuned rules and greater 

differentiation within a particular subject’s records.  To provide for such detail in an 
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ongoing setting, the model must be able to rescale rules to accommodate stretching of 

input feature ranges.  These could be permanent changes to the model or else noted as 

anomalies in the time sequence.  Alternatively, two models could run in parallel to provide 

both global and local scaling windows.   

The knowledge extracted was in the form of rules, both visual and linguistic, 

categorisation of subjects among other subjects and segmentation of data sequences within 

an individual subject.  We consider the reliability of the information in terms of the 

resonance and activation values achieved.  We have noticed a close relationship between 

activation and resonance, with activations slightly higher than resonance.  For any 

particular instance there is a fluctuation above or below the median similarity measures.  

This movement reveals a fine grain depiction of a segment of time within a particular 

category.  In general we see segmentation of category choice within a particular subject’s 

HR records.  By this we mean that a particular category is chosen for a period of time 

before switching to another category. We see switching in this way back and forth between 

categories.   

The sequencing of category segmentation may reveal higher order knowledge.  We 

have attempted this in a real time implementation of ARTdECOS on a portable data 

capture device, which we describe more fully in chapter 9.  We provided labels for 

categories and memory recall of the sequence of categories as well as the vector templates 

for each of the categories.  As input presentations ensue in ARTdECOS category template 

adapt to new inputs and are combined with similar categories.  This makes knowledge 

extraction from sequencing less straight forward, as the vector meaning of a particular 

category changes with time.   

ARTdECOS is an unsupervised modelling and knowledge extraction technique. In our 

categorisation and segmentation of HR sequences we have not made any inference to a 
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subject’s health or wellbeing.  To approach this end, further research is needed to assess 

the relationship between a preferred state and category choice or sequencing.  The 

literature itself is evolving in what individual measures may be used to denote good 

cardiovascular health.  Further research may also be made to provide a mapping between 

ARTdECOS categorisation and health measures.  This would provide a vehicle for 

utilising ARTdECOS as a core to a real time biofeedback system. 

 

7.8  Conclusion and Summary 

In this chapter we have shown how ARTdECOS may be used to extract knowledge 

from HR time series information.  We have applied our model to collective groups of 

subjects as well as individual subjects.  Using scaling based upon only the range of input 

features for a subset of HRV vectors, we found that we are able to provide a fine graining 

of category rules when applied to an individual’s record.  Likewise, we found that we can 

obtain coarse generalisations of categories when applied to group HRV data.  We suggest 

that a scaling limit record would augment the comparison of categories learned on an 

individual basis.   In an ongoing real time implementation of ARTdECOS provision would 

needed for stretching or shrinking of feature limits.  Two parallel networks could evolve 

with a local network spanning feature ranges over a short window of time and a global 

network spanning feature ranges over a long period of time.   

Further research in the analysis of temporal category selection may show higher levels 

of organisation underlying the data.  This research would need to be combined with 

qualitative or quantitative measures of a subject’s health in order to provide meaning.   

In this chapter, we have also reinforced our measures of reliability in assessing the 

outcomes of our ARTdECOS process.  Our modelling consistently provides high 

activation and resonance between features and category templates.  A new evaluation 
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measure was introduced examining the difference in activation values between the top two 

activation categories.  This measure called mean activation difference permits a view of 

the discriminatory power of the categories in modelling particular segments of instances.   

We also continue to see usefulness in our W∆  measure, which sums the ranges of 

features for all categories.  In terms of knowledge extraction we see a small W∆ to be 

advantageous since it indicates (1) a narrow range of features for a particular category 

node and (2) a small number of category nodes.  With the traditional version of fuzzy ART 

categories are proliferated even though several categories may share great similarity.  With 

ARTdECOS we have merged these categories into a small number that is more useful for 

rule extraction as well as segmentation of data.  The narrow range of category node 

features is more useful in assessing relationships between input features for a particular 

category and for making comparisons with other categories. 
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 Chapter 8: Comparison of ARTdECOS with other fuzzy ART Modified Algorithms 

 

In this chapter we review two modified fuzzy ART algorithms from the literature.  

Both of these algorithms have reduction of categories in fuzzy ART as their goal using 

some method of combining or reducing categories based on similarity.  We describe these 

two algorithms in turn and give comparisons of performance to ARTdECOS. 

 

8.1  Dual Competition and Resonance Technique 

Zhang et al. (2006) put forth a modified fuzzy ART technique based on a “dual 

competition and resonance technique.”  This algorithm was motivated by increase in fuzzy 

ART output patterns with increasing vigilance parameter.  With an increase of output 

patterns, similar output patterns were created resulting in an increase in false classification.  

In dual competition and resonance technique the weight vector of a winning category is 

compared to other category weight vectors according to their mutual resonance.  An 

additional resonance threshold parameter is introduced to compare the resonance between 

two weight vectors.  The similarity equation used is: 

                                                  ���⋀���/max (|��|, ����) ≥ ��                              (8.1) 

where wi and wj are the weights of the winning and similar nodes, respectively, ρt is the 

resonance threshold between weight vectors, ⋀ is the minimum operator, and | ∙ | 
represents the sum of the vector components. 

If the weight vector, resonance threshold given by equation 8.1 is satisfied, the two 

weight vectors are combined by taking the minimum of the two similar weight vectors: 

                                     ��(���) = ���(���) ∧ ��� , �, � ∈  !, � ≠ �                 (8.2) 

where  !indicates the layer of category nodes in the fuzzy ART network.  Although it was 

not stated explicitly in Zhang et al (2006), we take the additional step of eliminating 
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category node j in our implementation of the dual competition and resonance technique.  

Otherwise, there is no reduction of category nodes and the resulting rules fill the entire 

feature space.  In the dual competition and resonance technique, the process of searching 

for similar category nodes, equation (8.1), and merging similar category nodes, equation 

(8.2), occurs after each input presentation that results in a successful category node search.  

If no existing category satisfies the resonance condition for an input, a new category node 

is created identical to the input. 

We performed several experiments using the dual competition and resonance 

technique (D.C.R.) based on our implementation of the algorithm.  During the F2 or 

category similarity testing process we allowed all existing category vectors to compete 

with the winning category vector.  The category vector with the largest resonance with the 

winning category was chosen for merger provided that this resonance exceeded the 

minimum threshold, ρt.  We also made experiments to compare the category merging rule 

given by equation (8.2) with the merging rule used in ARTdECOS given by equation (6.5).  

The ARTdECOS merging rule (6.5) was substituted in place of equation (8.2), but all other 

aspects of the D.C.R. technique remained the same.  In particular category weights were 

tested for mutual similarity after each successful input presentation.  This is a departure 

from the ARTdECOS implementations chapter 7, in which category weights were 

combined at the end of the total input presentation. 

Our comparison included experiments using the traditional fuzzy ART algorithm.  In 

traditional fuzzy ART category rules are not combined.  Therefore, the value of ρt had no 

significance in such experiments.  The results of experiments with Many Normal Subjects 

are shown in table 8.1.  The parameters that were varied were the learning rate, β, and the 

learning rate of new category nodes, βnew nodes.  A learning rate of 1 is equivalent to fast 
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learning in fuzzy ART.  In this situation a new category weight becomes identical to the 

input vector that evoked it.   

 

Table 8.1  Summary of Experiments with Many Normal Subjects to compare weight 

amalgamation techniques using the Dual Competition and Resonance Technique 

framework. 

 

Experiments with Many Normal Subjects 

Parameters Weight 

Amalgamation

Technique 

Categories Resonance 

mean ± 

(Standard 

Deviation) 

Activation 

mean ± 

(Standard 

Deviation) 

W∆ 

β = 0.76 

βnew nodes = 1 

(fast learning 

slow recode) 

 

ρ = 0.82 

ρt = 0.82 

D.C.R. 
1 

24 0.703 

(0.034) 

0.967 

(0.021) 

33.5 

f-ART 
2 

53 0.870 

(0.053) 

0.968 

(0.021) 

43.6 

ARTdECOS 
3 

            2 
 

0.701 

(0.115) 

0.686 

(0.113) 

0.67 

ARTdECOS 
4 

2
 

0.830 
 

(0.065) 

0.825 
 

(0.055) 

0.67 

β = 1 

βnew nodes = 1 

(fast 

learning) 

 

ρ = 0.82 

ρt = 0.82 

D.C.R. 
1
 30 0.711 

(0.037) 

0.974 

(0.002) 

40.6 

f-ART 
2
 63 0.868 

(0.056) 

0.968 

(0.022) 

54.8 

ARTdECOS 
3
             2  0.689 

(0.106) 

0.676 

(0.105) 

1.34 

ARTdECOS 
4
 2

 
0.764 

 

(0.054) 

0.874 
 

(0.066) 

1.34 

β = 0.76 

βnew nodes = 

0.76 

(slow 

learning) 

 

ρ = 0.82 

ρt = 0.82 

D.C.R. 
1
 22 0.712 

(0.038) 

0.970 

(0.010) 

29.7 

f-ART 
2
 51 0.876 

(0.062) 

0.955 

(0.046) 

44.4 

ARTdECOS 
3
              2 

 
0.694 

(0.116) 

0.682 

(0.117) 

1.25 

ARTdECOS 
4
 2 0.756 

 

(0.052) 

0.880 
 

(0.065) 

1.25 

 

Notes for Table 8.1: 

1. Dual competition and resonance technique.  Weights are combined according to 

equation 8.2. 

2. Traditional fuzzy ART with no modifications.  Weights are not combined. 

3. D.C.R. technique using ARTdECOS weight amalgamation equation (6.5). 

4. Second presentation of inputs at end of all instances to allow new categorisation. 
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Referring to table 8.1, the learning rate parameters had little effect on the resonance or 

activation values for D.C.R. or fuzzy ART, but slower learning resulted in fewer category 

nodes for both methods.  For instance using the fast learning process, fuzzy ART 

generated 63 categories compared to 51 categories generated using slow learning.  

Compared to traditional fuzzy ART, the D.C.R. technique resulted in at least half the 

number of category nodes, for instance 30 versus 63 in fast learning.  However, the 

resonance was diminished, for instance 0.712 for D.C.R. versus 0.876 for fuzzy ART in 

slow learning, while the activation values remained about the same.  The W∆ value was 

smaller for the D.C.R. technique compared to fuzzy ART but not reduced in the same 

proportion as categories.  This indicates that the category rules using D.C.R. were broader 

for each feature than those for fuzzy ART.   

Again referring to the Many Normal Subjects experiments summarised in table 8.1, 

use of the ARTdECOS weight amalgamation rule in the D.C.R. algorithm resulted in only 

2 category nodes for all learning rate parameter variations.  However, after the first 

presentation the input vector activation with the winning categories was significantly 

smaller than both D.C.R. and fuzzy ART, for instance in fast learning slow recode 

resonance was 0.686 versus 0.967 for D.C.R.  A second presentation of input vectors was 

made with no learning taking place; choice of a winning category based on maximum 

activation but satisfying resonance was made.  This resulted in a large improvement of the 

activation values (0.880 versus 0.682 in slow learning) and slight improvement in the 

resonance values.  Moreover, the selection of a winning category adjusted for most 

instances.   

The graphical rule representation for these 2 categories is shown in figure 8.1.  The 

categories here are similar to categories 2 and 3 for ARTdECOS shown in figure 7.2.  The 

selection of winning categories among individual Normal Subjects was comparable to the  
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Figure 8.1  Visualisation of category rules formed using the Dual Competition and 

Resonance technique with the ARTdECOS merger algorithm.  The technique was applied 

to the HRV experiment of Many Normal Subjects.  Normal Subjects 2, 24 and 31 were 

categorised into category 2 and Normal Subjects 14 and 17 had some instances in category 

2.  All other Normal Subjects were categorised by category 1.  The visualisation of the 

category rules may be compared to figure 6.2 where the ARTdECOS algorithm was 

performed. 

 

experiment described in section 6.1 and shown in figure 6.2.  In the present case the 

Normal Subjects 2, 24 and 31 had most of their categorisations in category 2 and subjects 

14 and 17 had some instances in category 2. 

Further experiments were conducted using the dual competition and resonance 

(D.C.R.) technique with comparisons to fuzzy ART and the  ARTdECOS  rule  

amalgamation  method using only HRV input vectors based on data from Normal Subject 

2.   A summary of the results of these experiments is shown in table 8.2.  In these 

experiments the weight similarity resonance threshold, ρt, was varied to evoke category 
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number reduction.  ARTdECOS experiments resulted in the fewest number of category 

nodes.  The ARTdECOS method produced more favourable resonance results compared to 

D.C.R. as ρt was reduced in slow learning experiments.  However, activation values for  

Table 8.2  Summary of Comparative D.C.R. Experiments with Normal Subject 2  

 

Experiments with Normal Subject 2 

Parameters Weight 

Amalgamation

Technique 

Categories Resonance 

mean ± 

(Standard 

Deviation) 

Activation 

mean ± 

(Standard 

Deviation) 

Wdifference 

β = 0.76 

βnew nodes = 1 

(fast learning 

slow recode) 

ρ = 0.82 

ρt = 0.82 

D.C.R. 
1 

13 0.846 

(0.100) 

0.953 

(0.045) 

8.13 

f-ART 
2 

15 0.925 

(0.068) 

0.936 

(0.062) 

7.46 

ARTdECOS 
3 

11
 

0.896 

(0.069) 

0.911 

(0.065) 

5.15 

β = 1 

βnew nodes = 1 

(fast 

learning) 

ρ = 0.82 

ρt = 0.82 

D.C.R. 
1
 13 0.841 

(0.098) 

0.956 

(0.050) 

10.42 

f-ART 
2
 15 0.919 

(0.066) 

0.941 

(0.055) 

9.88 

ARTdECOS 
3
 10 0.900 

(0.059) 

0.902 

(0.074) 

5.77 

β = 0.76  

βnew nodes 0.76 

(slow 

learning) 

ρ = 0.82 

ρt = 0.82 

D.C.R. 
1
 9 0.821 

(0.112) 

0.911 

(0.086) 

6.84 

f-ART 
2
 10 0.913 

(0.073) 

0.885 

(0.096) 

6.99 

ARTdECOS 
3
 7 0.898 

(0.060) 

0.874 

(0.076) 

4.00 

β = 0.76 

βnew nodes 0.76 

(slow 

learning) 

ρ = 0.82 

ρt = 0.72 

D.C.R. 
1
 6 0.742 

(0.122) 

0.931 

(0.048) 

5.98 

f-ART 
2
 10 0.913 

(0.073) 

0.885 

(0.096) 

6.99 

ARTdECOS 
3
 2 0.744 

(0.113) 

0.787 

(0.100) 

0.89 

β = 0.76 

βnew nodes 0.76 

(slow 

learning) 

ρ = 0.82 

ρt = 0.65 

D.C.R. 
1
 5 0.667 

(0.143) 

0.926 

(0.055) 

6.27 

f-ART 
2
 10 0.913 

(0.073) 

0.885 

(0.096) 

6.99 

ARTdECOS 
3
 1 0.767 

(0.091) 

0.764 

(0.090) 

0.20 

 

Notes for Table 8.2: 

1. Dual competition and resonance technique.  Weights are combined according to 

equation 8.2. 

2. Traditional fuzzy ART with no modifications.  Weights are not combined. 

3. D.C.R. technique using ARTdECOS weight amalgamation equation (6.5). 
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D.C.R. remained higher than the ARTdECOS method for all parameter variations.  The re-

presentation of instances to networks did not alter the resonance nor activation values for 

any method and, therefore, were not included in this table. 

 

8.2  Combining Overlapped Categories in Consideration of Connections 

The authors Isawa, Matsushita and Nishio (2008) proposed another variation of fuzzy 

ART intended to reduce the category proliferation problem.  This method is called “fuzzy 

adaptive resonance theory combining overlapped category in consideration of 

connections” and abbreviated C-FART.  In C-FART when an existing category node J is 

selected based on meeting the resonance condition for a new input vector, the category 

node j with the next highest activation is tested for resonance with the same input vector.  

If the second category node satisfies the resonance condition, then a binary connection 

matrix, C, is updated with CJj set to equal 1.  An Age connection matrix is also updated 

with AgeJi set to equal 0.  At this stage if node J exists but irrespective of whether a node j 

exists, the AgeJk of all categories k having a connection with J, defined by CJk equal to 1, is 

increased by 1.   

C-FART attempts to combine category weight vectors whenever a category node J 

satisfying the resonance condition is selected.  This is a three step process.  First, the AgeJk 

of all category nodes k having a connection with J must be less than a time varying 

threshold AT(t) given by: 

                                             #$(%) = #$�(#$&/#$�)�/�'()                             (8.3) 

where t is the learning step or number of input vector instance, tmax is the learning length or 

maximum number of input vector instances, ATi is the initial value of AT and ATf  is the 

final value of AT.  In Isawa et al (2008) the experiments used the values ATi equal to 2 and 

ATf equal to 24.  In our experiments we set ATi to either 2 or 10.  Equation (8.3) allows 
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AT(t) to vary exponentially with instance presentation number  between its starting and 

ending value.  If AgeJk of node k exceeds AT(t) the connection CJk is reset to 0 and AgeJk is 

initialised. 

In the second step of the category weight combination process, all remaining category 

nodes k that satisfy CJk equal to 1 are tested for overlapping with winning category node J 

according whether either of the following inequalities: 

                        *min (�-� , 1 − �-'0�) < �2� < max (�-� , 1 − �-'0�)3   (8.4) 

 

or      *min (�-� , 1 − �-'0�) < 1 − �2'0� < max (�-� , 1 − �-'0�)3    (8.5) 

 

are satisfied for any input feature, i, where wJi represents the connection weight of node J 

for feature i, wJm+1 represents the connection weight of node J for the complement of 

feature i, wki represents the connection weight of node k for feature i, wkm+i represents the 

connection weight of node k for the complement of feature i, and m is the maximum 

number of features in the input vector. 

Finally, all category nodes k having connections with category J that satisfy the 

conditions stated for either inequality (8.4) or (8.5) are combined with category J 

according to the equation: 

�-��� = 4 min�min��-�, 1 − �-'0�� , min(�2�, 1 − �2'0�)� ,
1 − max (max��-� , 1 − �-'0�� , max(�2�, 1 − �2'0�))5 for all i.       (8.6) 

This category weight merging equation stretches the new weight vector for J to the outer 

expanses of the weight vectors for both categories J and k.  After weight merger, category 

k is eliminated and all instances previously assigned to category k are now assigned to 

category J.  This category merging equation differs from ARTdECOS, which merges 
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categories by finding either their intersection or else gap between weight feature limits.  

For reference, the ARTdECOS merger rule is given here using the same subscript notation: 

�-��� = 4 min�max��-�, 1 − �-'0�� , max(�2�, 1 − �2'0�)� ,
1 − max (min��-�, 1 − �-'0�� , min(�2�, 1 − �2'0�))5 for all i.        (8.7) 

 

Table 8.3  Summary of Experiments with Many Normal Subjects to compare weight 

amalgamation techniques using the C-FART framework. 

 

Experiments with Many Normal Subjects 

Parameters Weight 

Amalgamation

Technique 

Categories Resonance 

mean ± 

(Standard 

Deviation) 

Activation 

mean ± 

(Standard 

Deviation) 

Wdifference 

β = 0.76 

βnew nodes = 1 

ρ = 0.82 

ATi = 10 

ATf = 24 

C-FART 
1 

51 0.807 

(0.063) 

0.971 

(0.014) 

49.0 

f-ART 
2 

53 0.870 

(0.053) 

0.968 

(0.021) 

43.6 

ARTdECOS 
3 

9 0.802 

(0.096) 

0.786 

(0.110) 

6.93 

ARTdECOS 
4 

9 0.793  
(note 5) 

(0.037) 

0.926 
(note 5) 

(0.040) 

6.93 

β = 1 

βnew nodes = 1 

ρ = 0.82 

ATi = 10 

ATf = 24 

C-FART 
1
 56 0.797 

(0.061) 

0.972 

(0.013) 

57.0 

f-ART 
2
 63 0.868 

(0.056) 

0.968 

(0.022) 

54.8 

ARTdECOS 
3
 11 0.742 

(0.123) 

0.753 

(0.122) 

9.1 

ARTdECOS 
4
 11 0.792  

(note 5) 

(0.040) 

0.925 
(note 5) 

(0.042) 

9.1 

β = 0.76 

βnew nodes = 

0.76 

ρ = 0.82 

ATi = 10 

ATf = 24 

C-FART 
1
 44 0.807 

(0.075) 

0.965 

(0.030) 

43.4 

f-ART 
2
 51 0.876 

(0.062) 

0.955 

(0.046) 

44.4 

ARTdECOS 
3
 5 0.831 

(0.076) 

0.822 

(0.083) 

3.66 

ARTdECOS 
4
 5 0.778  

(note 5) 

(0.042) 

0.900 
(note 5) 

(0.052) 

3.66 

 

Notes for Table 8.3: 

1. Combining overlapped categories in consideration of connections.  Weights are 

combined according to equation 8.6. 

2. Traditional fuzzy ART with no modifications.  Weights are not combined. 

3. ARTdECOS weight amalgamation rule, only (see text).  Equation 8.7. 

4. Second presentation of inputs. 

5. Large redistribution of category node selection. 
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We performed experiments using C-FART to compare with traditional fuzzy ART and 

with C-FART using the ARTdECOS weight amalgamation rule given by equation (8.7).  

A summary of the results is given in tables 8.3 and 8.4 for Many Normal Subjects and 

Normal subject 2, respectively.  With our HR data and input features, C-FART showed  

only a slight reduction in category nodes compared to fuzzy ART.  Resonance values using 

C-FART were smaller than using fuzzy ART, but activation values were nearly the same.  

Wdifference for C-FART was the same or larger than those for fuzzy ART.   

 

Table 8.4  Summary of Experiments with Normal Subject 2 to compare weight 

amalgamation techniques using the C-FART framework. 

 

Experiments with Normal Subject 2 

Parameters Weight 

Amalgamation

Technique 

Categories Resonance 

mean ± 

(Standard 

Deviation) 

Activation 

mean ± 

(Standard 

Deviation) 

Wdifference 

β = 0.86 

βnew nodes = 1 

ρ = 0.82 

 

C-FART 
1 

14 0.865 

(0.097) 

0.946 

(0.054) 

8.72 

f-ART 
2 

15 0.925 

(0.068) 

0.936 

(0.062) 

7.46 

ARTdECOS 
3 

12 0.888 

(0.078) 

0.925 

(0.055) 

6.46 

β = 1 

βnew nodes = 1 

ρ = 0.82 

 

C-FART 
1
 14 0.868 

(0.103) 

0.947 

(0.057) 

10.5 

f-ART 
2
 15 0.919 

(0.066) 

0.941 

(0.055) 

9.88 

ARTdECOS 
3
 11 0.888 

(0.069) 

0.925 

(0.057) 

7.72 

β = 0.76 

βnew nodes = 

0.76 

ρ = 0.82 

 

C-FART 
1
 10 0.850 

(0.124) 

0.907 

(0.088) 

7.63 

f-ART 
2
 10 0.913 

(0.073) 

0.885 

(0.096) 

6.99 

ARTdECOS 
3
 8 0.899 

(0.061) 

0.873 

(0.084) 

4.86 

 

Notes for Table 8.4: 

1. Combining overlapped categories in consideration of connections.  Weights are 

combined according to equation 8.6. 

2. Traditional fuzzy ART with no modifications.  Weights are not combined. 

3. ARTdECOS weight amalgamation rule, only (see text).  Equation 8.7. 
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Experiments with Many Normal Subjects using the ARTdECOS amalgamation rule 

resulted in category nodes ranging from 5 to 14 depending upon the parameters chosen.  

We may compare this to the 3 category nodes evolved using the ARTdECOS technique in 

section 7.1.  There was a realignment of category choice when input vectors were 

presented again.  After realignment of category nodes the resonance values decreased or 

improved slightly, while the activation values improved.  This differed from the dual 

competition and resonance technique experiments where both resonance and activation 

improved with realignment of category nodes using ARTdECOS type category 

amalgamation. 

In the experiments involving Normal Subject 2 the number of category nodes ranged 

from 8 to 12 using the ARTdECOS amalgamation rule.  This may be compared to the 3 

category nodes evolved using the ARTdECOS technique in section 7.2.  When Normal 

Subject inputs were presented after training, the categories selected did not vary 

appreciably; this data was not included in the table.  Resonance and activation values using 

the ARTdECOS amalgamation rule were nearly the same as those for C-FART and fuzzy 

ART. 

 

8.3  Discussion and Comparison of Algorithms 

Through the comparison experiments that we have completed we are able to compare 

some strengths and weaknesses of the various methods for merging category nodes.  We 

identify the following items to facilitate this comparison and look at each in turn: 

1. Timing of looking for merger – after each instance or after certain periods 

2. Method for assessing merger potential – what similarity measures are used 

3. Depth of search for nodes to merge – a subset of nodes or all available nodes 

4. Any node or winning node to merge – which nodes are allowed to start merge 
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5. Rule for merging – how are weights combined 

6. Number of mergers allowed per merging event – one merger or many 

 

Both D.C.R. and C-FART allow category weight mergers to take place after a 

successful input presentation that results in finding an existing resonant category node.  

With ARTdECOS we did experiment with this frequency of merging capability but found 

that we achieved better results working in a batch process.  As discussed in chapter 7, it is 

necessary to define merging opportunities in an ongoing real time system.  Potentially, less 

memory space would be needed to store batches of temporary category nodes if mergers 

occur more frequently.  Further, the final representation of a category node is more readily 

available if merging occurs more often.  We were able to see some success in applying 

ARTdECOS merging algorithm in both D.C.R. and C-FART, which gave us the category 

visualisation in real time.  However, it was necessary to make a second presentation of 

input data to finalise category selections. 

Both ARTdECOS and D.C.R. use the fuzzy ART similarity measure used to assess the 

resonance threshold of incoming input vectors with existing category nodes.  Both 

techniques assign a weight threshold parameter for this test.  In addition, ARTdECOS uses 

the activation threshold and a separate weight activation parameter.  In practice we set the 

weight resonance threshold lower than the weight activation threshold.  The effect for this 

is ARTdECOS potentially has greater acceptance of category mergers than D.C.R.  We 

notice in equation (8.1) for D.C.R. that the denominator contains the maximum sum of 

weight vectors.  In contrast in ARTdECOS a weight with a smaller vector sum can satisfy 

a higher activation condition, while the larger vector sum for a second weight can satisfy a 

lower resonance condition. 
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In C-FART the method of assessing a merger between two categories and the depth of 

available categories for merger are linked.  First, the two category weights must have some 

history where both satisfied resonance for the same input presentation with each category 

winning a competitive activation search.  Further, this mutual history is linked to time so 

that it is eventually eliminated unless another input presentation links the two categories.  

The merger criterion then requires that the two weight vectors have some overlap 

anywhere in hyperspace.   

We see some opportunity for further research with the connection and temporal 

aspects of C-FART.  First, we would try adding symmetry to the connection matrix, such 

that: 

                                                        6-� = 6�- = 1                                                 (8.8) 

when two categories J and j shared a mutual win.  Correspondingly, we would update the 

age matrix, such that: 

                                                             #78-2 = #782-                                               (8.9) 

Our intention would be to increase the likelihood of a merger.  The present conditions of 

C-FART seem limiting since a connection history between nodes would be created if node 

J was the winner but this would not be recognised later when node j became the winner.  

The temporal aspect of C-FART has particular promise for time series analysis.  We 

suggest further research into the temporal connections between nodes as they evolve in a 

time series.   

We provide a summary in table 8.5 of the differences between the three fuzzy ART 

modified techniques discussed in this chapter.  In contrast to C-FART all category nodes 

are available for merger in ARTdECOS and D.C.R.  In C-FART and D.C.R. the current 

winning node begins a category merger, while any category node in ARTdECOS can take 

the starting position.  While only one merger per event takes place in D.C.R., multiple 
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mergers are permitted at each merger event for both C-FART and the implementation of 

ARTdECOS given in chapter 7. 

Table 8.5  Comparison of attributes for techniques that modify fuzzy ART to include 

amalgamations of category nodes. 

Technique D.C.R. C-FART ARTdECOS 

Timeframe for  

looking for a merger 

 

After each 

successful input 

presentation 

After each 

successful input 

presentation 

At the end of all 

input presentations 

Method for 

assessing whether to 

proceed with a 

merger of two 

category nodes 

Fuzzy ART 

resonance threshold 

test between 2 

category weight 

vectors 

Overlapping of 

weight vectors 

anywhere in 

hyperspace 

Fuzzy ART 

activation and 

resonance threshold 

test between 2 

category weight 

vectors 

 

Depth of search for 

similar category 

nodes 

Any existing 

category node 

Temporal limited 

association between 

categories where 

each was in top two 

places for activation 

and resonance for 

the same input 

 

Any existing 

category node 

Category nodes that 

initiate merger 

Winning node for 

the current input 

presentation 

 

Winning node for 

the current input 

presentation 

Any existing 

category node 

Rule for merging Minimum of each 

vector component 

between 2 category 

weights 

Maximum range for 

each input feature 

from the 2 category 

weights 

Intersection of input 

feature ranges that 

overlap; space 

between input 

features that do not 

overlap 

 

Maximum number 

of mergers per event 

One, the category 

having the highest 

resonance with the 

winning category 

Many, all nodes with 

current connection 

and overlapping 

features with 

winning category 

Many, and 

combination of 2 

category nodes 

satisfying weight 

activation and 

resonance conditions 
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8.4  Conclusion and Summary 

There is a consensus among the authors of the techniques presented in this chapter for 

a reduction of category nodes generated by fuzzy ART by combining similar categories.  

In both D.C.R. and C-FART this process is accomplished continuously, and there is a need 

to incorporate a regularly occurring merger process in ARTdECOS.  The temporal, 

connectivity conditions imposed in C-FART hold promise for further research and 

incorporation into ARTdECOS.  This may be a way to limit category amalgamation in an 

ongoing process.  In addition the study of category connectivity with a time series may 

provide further insight into the system generating the series.   

The emphasis for ARTdECOS is its application to ongoing time series analysis.  The 

authors of D.C.R. and C-FART present their modified fuzzy ART algorithms with sample 

experiments pertaining to image mapping.  With time series analysis we are more 

concerned with the dynamics of modelling than the representation of fixed data.  We 

consider the portion of input space represented in categories to be time dependent and 

varying.  The feature boundaries of categories themselves are fluid within ARTdECOS.  In 

future research combinations of the attributes described for algorithms presented in this 

chapter may be tested for their applicability to time series within the ARTdECOS 

framework.   
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Chapter 9: Microcontroller Based Implementations of ARTdECOS 

 

In this chapter we illuminate and refine our discussion of ARTdECOS as applied to 

real time, ongoing processes.  We do this by implementing the ARTdECOS technique in a 

microcontroller based data capture device.  We designed and fabricated all aspects of this 

device as part of our research.  We produced two different devices.  The first could be 

worn and transmit data wirelessly to a PC receiver unit.  The second could be worn 

unobtrusively in a watch position on a person’s arm and with a graphic display of data and 

results.  In this chapter we focus on the results and issues of implementing ARTdECOS on 

the second device that was wholly self-contained.  

Details of the design and platform architecture of our data capture device are given in 

Appendix D.   A microcontroller with 512 bytes of ROM and 16 kilobytes of 

programmable flash RAM were available on the microcontroller.  The limitations in 

memory (ROM for dynamic variable space and RAM for programming instructions) 

placed an upper limit for category nodes cn of 8.  Programs were written in C language on 

a PC, and compiled code was transferred to the data capture device through a flash 

emulation tool. 

 

9.1  Feature Selection and Real Time Feature Normalisation 

We programmed our device to measure voltage once per second.  We collected 60 

samples then used the one minute data interval to calculate features.  Initially, we 

investigated fractal and fractal deviation features but found that the data collected did not 

follow a fractal pattern.  Based on our observations and experience with the device, we 

chose five features to characterise the data during each interval: (1) maximum value 

reached, (2) range between minimum and maximum values, (3) number of changes in 
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direction of voltage movement, (4) mean and (5) standard deviation.  All features were 

measured in units of one-tenth of a millivolt except for number of direction changes.   

Thirty instances of one-minute based features were presented to an ARTdECOS network 

based in the data capture device. 

Since data was collected and categorised in real time, we did not know a-priori the 

scaling limits to normalise the features.  For instance the voltage values over a particular 

thirty minute sequence might range from -20.0 to +20.0 millivolts, and in a different thirty 

minute sequence the range could be +30.0 to +60.0 millivolts.  If the scaling limits were 

chosen in advance this scenario would result in a data feature normalised to the maximum 

value of 1 or minimum value of 1 for all instances within a particular thirty minute 

sequence.  Also, finer categorisation results with ARTdECOS when features are scaled 

between their upper and lower limits for the range of instances presented.   

To resolve this issue, we introduced an adaptable scaling range that allowed real time 

normalisation of features.  The procedure is as follows: 

1. A scaling vector S of length 2m, where m is the number of features, is created 

with Si equal to the maximum of feature i and Si+m equal to the minimum of 

feature i. 

2. The scaling vector S is initialised for each thirty minute sequence. All ��  , � ≤

� are set equal to the feature values for the first instance presented.  All 

��  , � > � are set equal to the feature values for the first instance minus one, 

with one defined for the resolution of each feature. 

3. The initial input vector x is set to 1 for all feature components, 	� , 1 ≤ � ≤ �, 

and 0 for all feature complement components, 	�, � + 1 ≤ � ≤ 2�. 
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4. At each additional instance the input features Ii are compared to the maximum 

and minimum values contained in the scaling vector S.  S is updated according 

to: 

                                       ��
�� = max���

��� ,   �� ∙ ���      and               (9.1) 

                    ����
�� = min�����

��� ,   2 − �� ∙ ���  , � ≤ �          (9.2) 

where βS is a learning rate introduced for adaptation of scaling limits, βS [0, 1]. 

5. At each instance after the first all existing weight vectors are adapted according 

to whether Si increases or Si+m decreases for each feature i.  For  ��
�� >  ��

���
: 

    "#�
�� = "#�

��� ∙ (��
��� − ����

���)/(��
�� − ����

��)          (9.3)        

and 

      "#���
�� = 1 − (1 − "#���

���) ∙ (��
��� − ����

���)/(��
�� − ����

��).      

                 (9.4) 

Equations (9.3) and (9.4) have the effect of moving weight vector feature 

components away from 1 (closer to zero) and moving weight vector feature 

complement components away from 0 (closer to one).  Alternatively, for 

����
�� <  ����

���
: 

       "#�
�� = 1 − (1 − "#�

���) ∙ (��
��� − ����

���)/(��
�� − ����

��)    (9.5) 

and       "#���
�� = "#���

��� ∙ (��
��� − ����

���)/(��
�� − ����

��).      (9.6) 

Equations (9.5) and (9.6) have the opposite effect on weight components, 

moving weight vector feature components closer to 1 and moving weight vector 

feature complement components closer to 0.  Only one pair of equations, (9.3) 

and (9.4) or (9.5) and (9.6) are applied for each feature i since only one 

condition can be satisfied at a given instance. 
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6. At each instance after the first, input vectors are constructed and normalised 

according to: 

                        	� = (�� − ����
��)/(��

�� − ����
��),                 (9.7) 

                        �( 	� > 1, 	� = 1    and    �( 	� < 0, 	� = 0               (9.8) 

 and                                  	��� = 1 − 	�  .                                                (9.9) 

7. Normalised input vectors x are presented to the network for category selection 

and further adaptation of weight vectors. 

We trialled this procedure with our Many Normals HRV experiment described in 

chapter 7 and found that we were able to obtain category representations and selections 

comparable to normalisation input features in advance.  For this trial we set the scale 

learning rate βS equal to 0.8. 

 

9.2  Data Capture Experiments 

We have included our microcontroller C computer code in Appendix B.  To 

implement ARTdECOS in an economic way we set the range of weights from [0 100] 

rather than [0 1].  This allowed the algorithm to run with integers without using floating 

point comparisons.  Weights were stored in a matrix of character data type using 8 bits (1 

byte) for each weight vector component.  The maximum number of weights allowable due 

to the ROM space limitations was 8, occupying a total of 80 bytes.  Voltage data were 

collected once per second for sixty seconds and stored in an integer data type array using 

16 bits (2 bytes) for each entry and occupying a total of 120 bytes of ROM.  Additional 

ROM space was utilised for feature calculations, parameter entry and algorithm flow 

characteristics.  A portion of the ROM space was not used; this was necessary for 

successful operation of the microcontroller. 
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The author conducted two experiments wearing the data capture device on his left 

arm.  The device is positioned at the location a watch would be worn and results are easily 

read from the device display and recorded by hand onto paper.  Feature vectors were 

calculated by the microcontroller each minute from sixty one-second voltage 

measurements.  These vectors were displayed on the device and recorded onto paper.  

After each feature vector was calculated the microcontroller processed the vector using the 

ARTdECOS network.  The network evolved using a learning rate β equal to 76, a 

resonance threshold ρ equal to 82 and choice factor α equal to 10.  Notice, parameters 

range from [0 100] in keeping with our integer algorithm implementation.  At the end of 

thirty feature vector presentations the modelling results (prior to category amalgamation) 

were displayed sequentially on the device and recorded onto paper by hand.  Then, 

category amalgamation ensued with results again displayed and recorded.  Parameters for 

category amalgamation were AW equal to 75 and ρW equal to 65.   

Feature vectors recorded for each instance in the first experiment were inputted into 

the Matlab version of ARTdECOS to ensure consistency with the microcontroller 

implementation of ARTdECOS.  We found good agreement between the two 

implementations with slight differences in category generation and amalgamation and 

consistent category selection.  Our trouble shooting of the microcontroller implementation 

utilised these thirty input instances until validation was achieved.  In some cases 

implementation errors were resolved by increasing the data storage type from char to 

integer.  We followed a similar validation procedure for feature calculations using fixed 

data input.  Although we did not use the fractal features in the current experiments, the 

microcontroller C coding for these features were validated and are included in Appendix 

B.  We were able to fit coding for features including fractal features and the ARTdECOS 

implementation onto the space afforded by our data capture microcontroller. 
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The category results for data capture experiment 1 are shown in figures 9.1 and 9.2.  

The maximum 8 categories were generated prior to category amalgamation to 3 categories.  

In each experiment the maximum number of categories, 8, was generated prior to 

amalgamation of categories to the final number of 3 amalgamated categories.  Category 3 

was selected most often, but the category results show segmentation of the data with a 

period of instances falling into category 2.  Category 1 was chosen for only one instance 

and did not amalgamate with any other category.  The instance input vectors were not 

stored on the data capture device; therefore, instances do not have the opportunity to 

reselect categories.  We tested reselection of categories on the Matlab version using our 

notes of input vectors and found that only instances 1 and 2 changed their selection, from 

category 3 to category 1 in both instances.   

Figure 9.1  Visualisation of categories generated by ARTdECOS implementation on our 

data capture device.  The categories were generated from thirty input presentations over a 

period of thirty minutes.  The category weight information was displayed on the data 

capture device and recorded for inputting into Matlab for the visualisation shown. 
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Figure 9.2  Category selection for instances in experiment 1 of the ARTdECOS 

implementation on our data capture device.  The category choice shows segmentation of 

the data collection period depicted by the shaded rectangles in the figure.  Category 

numbers refer to categories depicted in figure 9.1.   

 

The two primary categories, 2 and 3, show an inverse relationship between the 

direction change feature and the four other features.  When the direction change is 

medium-large, the maximum, range, mean and standard deviation are small.  When the 

number of direction changes is small, the other features are medium-large to large.  

Category 1 shows an exceptional instance where the maximum is large, range and standard 

deviation are small, mean is medium-large, and direction change is medium-small. 

In our data capture device experiments we set the scale learning rate βS equal to 9 with 

the range [0 10].  Our choice of βS is high since we have a limited number of instances in 

each experiment.  Still, this choice allows a gradual expanse of scale boundaries.  If a data 

feature i continues to expand in a particular direction then the scale vector component Si 
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can continue to grow in that direction.  Keeping the scaling limits inside the extreme 

values allows category rules to reach either high or low feature values for more instances.   

In the second experiment with the data capture device three categories were again 

generated, as shown in figures 9.3 and 9.4.  Again, predominately two rules were selected, 

and the data fell into segments of one or the other categories.  The exceptional case, 

category 2, had similar features to the exceptional case from experiment 1 (category 1, 

figure 9.1).  Additionally, compared to experiment 1 in this experiment categories 1 and 3 

show a similar inverse relationship between the direction changes feature and the other 

four features.  However, in experiment 2 the category related to the rule of higher values of 

maximum, range, mean and standard deviation was the most popular choice.  In 

experiment 2 the subject (the author) was walking and moving for a portion of the data, 

while in experiment 1 the subject remained seated with his arm resting on a table. 

 

Figure 9.3  Category rules generated with ARTdECOS in a second experiment. 
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Figure 9.4  Category selection for experiment 2 using the data capture device. 

 

The two experiments described in this section were carried out independently of each 

other.  The scaling vector S was initialised at the start of each experiment.  Figure 9.5 

shows the final range stored in vector S for each experiment.  We observe the ranges for 

features maximum, number of direction changes and standard deviation were similar.  The 

range for the range and standard deviation features doubled in the maximum reached in 

experiment 2.   When comparing rules given by figures 9.1 and 9.3 we must keep in mind 

the relative ranges for each experiment.  For instance a high range in experiment 1 would 

translate to a medium range in experiment 2.  However, having real time scaling within 

ARTdECOS allows the generation of rules that optimally differentiate instances within a 

particular experiment. 
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Figure 9.5  This figure shows the final scaling range for features in data capture 

experiments 1 and 2.  Three features, maximum, number direction changes and mean have 

comparable ranges while the range and standard deviation features double in range in 

experiment 2 compared to experiment 1.  The real time adaptation of the scale vector in 

ARTdECOS allows for normalisation in each experiment over an optimal range. 

 

9.3  Discussion and Technique for Globalisation of Categories and Rules 

 

In these experiments we collected and analysed data in real time using ARTdECOS.  

The data was generated using sensors in the strap of our data capture device.  Our 

hypothesis for the origin of the voltage measured is that having high input impedance in 

our analogue to digital converter (Beaty 1999) allowed capacitive coupling with 

electrostatic charges on the human subject (Greason 1996).  In these experiments we were 

not attempting to make associations between the data and the subject.  For such 

associations to be made the measurement technique would first have to be validated and 

quantified.  At this stage we know that a signal is generated that varies with time.  We 

made use of that signal in testing and exploring ARTdECOS in a real time environment. 
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Through our experiments our goal was to test the ability of ARTdECOS to 

characterise real time data.  Our first step was to arrive at a set of features that could be 

used to differentiate data instances.  The fractal features were eliminated since the result 

for fractal dimension was always one and the result for deviation from a fractal fit was 

always high.  This indicated that the data did not follow a fractal pattern.  Several of the 

features chosen had similar connotations to each other, but we expected to find differing 

ranges for each.  In particular maximum, range and mean may be interconnected.  In our 

category rule results we did see correlations between these features; however, there were 

exceptional instances.  ARTdECOS allowed us to try a set of features for successful 

partitioning of the data. 

In our evaluation of successful partitioning, placing instances into categories, we 

consider segmentation of the time series a benchmark.  In both experiments we found long 

segments where a particular category was favoured.  The tendency of ARTdECOS to 

establish segments within the time series is consistent through the experiments that we 

performed in this chapter as well as in our HR time series experiments described in chapter 

7.  Segmentation of the time series may be a useful attribute of the model in future studies 

where associations between the subjects and the data are to be made.   

Scaling of input features played an integral part in the experiments described in this 

chapter and those described in earlier chapters.  The ability of ARTdECOS to partition 

data is dependent on scaling data over a range suitable for the data included in the current 

model.  In this chapter the data included was over one thirty minute period.  If the scaling 

is skewed a particular feature may always register either high or low.  In such a scenario 

that particular feature would be eliminated from contributing to differentiation among 

instances; moreover, the resonance of categories would be superficially higher.  In the two 
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experiments described in the previous section the ranges of features were similar.  

However, this will not necessarily be true across many experiments. 

In comparing category rules generated from experiments having widely varying scale 

vectors, rule visualisations could be modulated.  To accomplish this, a similar technique to 

that described in section 9.1 for rescaling of existing weights could be used.  In particular 

two or more scaling vectors, S
1
, S

2
, ... taken from as many experiments may be combined 

into a global scaling vector, S
G
 according to: 

                                             ��
* = max (��

+,  ��
,, … , ��

)                              (9.10) 

and                           ����
* = min (����

+,  ����
,, … , ����

)                           (9.11) 

where m is the number of input features and n is the number scaling vectors.  The weight 

vectors generated from each experimental epoch (for example in the present chapter each 

epoch is 30 minutes long) may be adapted to satisfy global scaling through modifying the 

indices in equations (9.3) to (9.6).   

To accomplish this, the weight vectors generated from each experimental epoch k, 

. ≤ /, are designated as local vectors by the notation wJ
Lk

.  The global version of each 

weight vector is then designated as wJ
Gk

.  The global weight vectors, where global is 

defined as set of k experimental epochs, is given by the following set of equations.  For 

��
* >  ��

0
: 

             "#�
*0 = "#�

10 ∙ (��
0 − ����

0)/(��
* − ����

*)                  (9.12) 

and     "#���
*0 = 1 − (1 − "#���

10) ∙ (��
0 − ����

0)/(��
* − ����

*).      (9.13) 

Alternatively, for ����
* <  ����

0
: 

       "#�
*0 = 1 − (1 − "#�

10) ∙ (��
0 − ����

0)/(��
* − ����

*)          (9.14) 

and       "#���
*0 = "#���

10 ∙ (��
0 − ����

0)/(��
* − ����

*).          (9.15) 
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Once the global versions of local weights are constructed new graphical visualisations 

of the category rules may be constructed for making comparisons of rules generated from 

different experimental epochs having differing scale vectors.  Additionally, a global set of 

rules could now be created by amalgamating global weight vectors wJ
Gk

 into a condensed 

set of global weight vectors wK
G
.  The winning category selections for each instance 

established for each local experimental epoch would be reassigned to the corresponding 

global category.  A pair of global threshold parameters would be needed for the 

amalgamation process, designated as AW
G
 and ρW

G
.  The combination of adapting locally 

formed weights to a global scale and allowing weights to amalgamate would have the 

tendency to cluster instances coming from the same epoch into the same global category.  

This would be especially true if the local scale vector S
k
 was at one extreme to the global 

scale vector S
G
.
 

In our microcontroller implementation of ARTdECOS we chose character type data 

storage to represent weight information.  Our scaling was based on the interval of [0, 100].  

An increase in resolution of the system could be made if the interval for weights and 

scaling was made [0, 511], while still using the space saving character data type.  In future 

modifications to our implementation we will explore this improvement. 

 

9.4  Conclusion and Summary 

In this chapter we have described a successful implementation of ARTdECOS onto a 

wearable data capture device.  In designing and constructing our data capture device our 

goal was to extract knowledge from ongoing biological information.  The measurement 

technique that we utilised in the current chapter is for demonstration purposes only.  In 
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future research the technique would need to be validated and quantified to begin to make 

associations between data information and the state of the person it is applied.   

In the process of implementing ARTdECOS on our data capture device we were able 

to devise an implementation of real time scaling and normalisation of input vectors.  This 

process eliminates the need to define scale limits of features a priori and allows 

ARTdECOS to optimally partition instances within a locally defined experimental epoch.  

We also defined a post processing stage where locally formed category rules may be 

adapted and rescaled to conform to a global scale.  As with the HRV experiments, we 

foresee that useful knowledge may be extracted at both the local and global scales and that 

each should run concurrently. 

Processing the sets of knowledge in a useful and feasible way continues to be a 

challenge.  So far, we have produced a system capable of modelling data in real time and 

producing segmented periods of time.  In future research the data capture device would 

need to be combined with real time observations, assessments or concurrent measurements 

to give meaning to the segments.  The measurement technique need not be static voltage 

but might involve real time HR input through a finger pulse monitor, for instance.   

Due to the memory limitations of our data capture device we were limited to a 

maximum of 8 categories in our experiments.  ARTdECOS reached this limit by about the 

fourteenth instance in each experiment or less than half way through the epoch period.  A 

microcontroller upgrade would afford a higher category limit.  Alternatively, further 

research is needed to assess the effect on system performance when amalgamation is 

applied prior to the end of an epoch.  In addition advances gained from further research 

described in chapter eight for advancing ARTdECOS could be applied and tested in the 

data capture device implementation. 
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Chapter 10: Conclusion and Further Work 

We begin this chapter by posing a series of questions and summarising understanding 

gained through our study.  First, how may ANN techniques and models be used for 

understanding and extracting knowledge from biological time series data in a real time, 

life-long setting?  Our vision for applying ANN techniques to biological data in a life-long 

setting is that knowledge must be gained in an ongoing basis.  This is accomplished by 

chunking data into manageable time intervals, analysing the data in a particular interval 

and then relating the information to information gained from other intervals at other times.  

This process is a description of an evolving knowledge system since prior knowledge is 

continually compared to the current state of a system.  Further, prior knowledge may be 

modified or adapted to present conditions. 

In an ANN model applied to real time data, knowledge may be extracted based on 

both the operation of the model and the evolving structural components of the model.  In 

the case of an unsupervised ANN, the operation of the model yields clusters or 

associations formed from sequential presentations of input instances.  These clusters or 

associations provide information and understanding about the state of a system by showing 

where in feature space a system lies at any particular time.  The clusters or associations 

give further insight into a system when the selection of clusters or associations is studied 

over a period of time.   

In a supervised ANN, an expectation of a model’s output is developed.  This 

expectation is based upon previous training of the model based upon input and output 

pairs.  Expert knowledge may also be incorporated into a supervised ANN.  This process 

involves assigning weight values to a subset of node connections.  In a life-long setting, 

input instances may occur that are outside the experience provided to the model during the 

training process.  If such instances are persistent, then the model must accommodate either 
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by modifying previously defined weight connections or evolving new output pathways.  

As our study focused mainly on unsupervised ANN techniques, the evolution of 

supervised ANN models in life-long settings requires further research. 

In both unsupervised and supervised ANN models, knowledge may be extracted from 

the structural components of the model.  When inputs derived from features are fuzzified 

into memberships representing linguistic grades, then linguistic rules may be extracted that 

describe the relationship between inputs and outputs, in the case of supervised ANNs, 

inputs and cluster groups in the case of unsupervised ANNs.   

The second question is what improvements can be made to existing ANN techniques 

for knowledge acquisition?  We have focused on improving and extending the fuzzy ART 

algorithm by incorporating elements of ECOS.  The primary difficulty that we found in the 

traditional version of fuzzy ART was the proliferation of categories representing a single 

class.  This made extraction of specific information unwieldy.  Once a way was defined to 

merge categories, then the process of acquiring knowledge was straight forward.   

The third question is what set of extracted heart rate variability features may be used 

to provide knowledge in real time, online settings?  We have ultimately focused on only 

time domain and fractal features in our modelling of short time segments.  We have 

selected features that may be calculated for short data lengths, as well as being defined for 

nonstationary processes.    In terms of gaining knowledge in real time, there must be subset 

of available features in implementations.  Otherwise, the dimension exceeds our own 

processing capability.  However, within the automated portion of processing, additional 

models may be implemented in parallel to provide a check and balance of the primary 

model.  The additional models would incorporate additional feature inputs.   
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10.1  Elements of ARTdECOS in ECOS Methodologies 

The key elements of ARTdECOS satisfy recommendations for ECOS methodologies 

(described in chapter 5) in the following ways.  First, category nodes are amalgamated to 

allow useful knowledge representation and extraction.  Through the amalgamation process 

category templates are more narrowly defined.  We have observed a temporal dependence 

on the way that categories are formed and amalgamated.  In other words the order of 

instance presentations and the timing of amalgamation both matter in extracted category 

rules.  Knowledge extraction in transitional, temporal environments is fundamental to 

ECOS methodology.  We have demonstrated our best results when amalgamation occurs 

after batches of instances.  Further work and research is needed to allow category rules to 

be available at each instance, as reported in our comparative study with dual competition 

and resonance (DCR) and combining categories in consideration of connections (C-FART) 

techniques.   

Second, knowledge may be extracted in ARTdECOS both semantically and visually.  

Although semantic rule extraction was not new to ART systems, as previously described 

for fuzzy ARTMAP (Carpenter & Tan 1995), the process of amalgamating rules in 

ARTdECOS allows concise extraction of semantic rules.  Without category amalgamation 

multiple category nodes represent one class of clusters, as demonstrated with the IRIS 

dataset.  The extraction of rules would therefore be cumbersome.   

Visually, knowledge obtained through temporal clustering of data features may be 

gleaned through observation of radar plots, a special form of star plots.  This visualisation 

shows the multivariate feature space represented in a category.  Visualising category 

templates eliminates the need to scrutinise matrices of weights.  Radar plots for fuzzy ART 

templates are analogous to the Hinton Diagrams used for showing weights of multi-layer 
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perceptrons (MLP).  Following the article given by Yao (2005), we visualise rules for both 

knowledge extraction and for understanding the process of our ANN. 

Third, we approach the concept of “learning and partitioning the problem space 

locally” (Kasabov 2009) by applying temporal connotations to the words local and global.  

In particular we apply scaling to features in locally defined temporal sequences.  In our 

data capture device implementation scaling of a particular thirty-minute temporal sequence 

began without any a priori definition of feature scaling limits.  In comparison of two or 

more locally defined category manifestations, we provided a way to make a global 

comparison.  Further work and research is needed to realise a parallel system of local and 

global structures.  This hierarchical approach would be in keeping with the vision 

described for “integrative connectionist learning systems” (Kasabov 2009). 

Fourth, in ARTdECOS we seek a balance between activation and resonance.  When 

category templates are large with associated rules governing a wide range of category 

features activation values are high at the expense of resonance.  The “goal criteria applied 

to optimize the system performance” (Kasabov 2009) is summarised in the assessment 

parameter W∆.  The size of W∆ may be calculated numerically but also viewed visually 

from category rules by our graphical technique.  The centre of feature amalgamation rule 

that we use naturally results in narrow feature space category rules.  However, we have not 

described any mechanism for adjusting or adapting model parameters such as ρ, learning 

rate β, weight activation threshold AW and weight resonance threshold ρW.  Each of the 

parameters have an influence on the formation and amalgamation of category rules and 

hence W∆. 

Thus far, we have not implemented modelling assessments based upon category age, 

category usage or inter-category associations.  These improvements require further 

investigation and research for their implementation. In our implementations of 
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ARTdECOS, category age issues were addressed by providing a sufficient number of 

instances prior to category amalgamation.  For instance, in the case of our data capture 

device thirty instances were presented prior to amalgamation.  In order to combine weights 

more often, a minimum category usage must be given to prevent newly formed categories 

from merging since such categories are merged preferentially.  The C-FART algorithm 

provides a template for establishing and cataloguing inter-category associations.  Further 

research would be needed to incorporate such techniques into ARTdECOS for the purpose 

of amalgamation preferences.   

 Finally in relation to goal setting for optimal system performance, we have 

emphasised segmentation of instances.  Although parameter choices do influence 

segmentation, our studies have illuminated the importance of feature scaling in the 

resulting segments formed.  This conclusion may be accepted by considering experiments 

with multiple subjects as “pseudo time series” where each subject represents a varying 

state.  The range of features and hence the scaling of inputs depended on the subjects 

chosen for inclusion in a particular experiment.  Likewise, in experiments with only one 

subject the stratification of instances depended on the time window chosen for inclusion.  

Continued research is needed to incorporate a global view of scaling ranges that would 

illuminate specific portions of local modelling where scaling limits are stretched.  In this 

way a portion of data requiring exceptional feature scaling could be recognised, while 

remaining instances could be segmented with greater delineation.   

 

10.2  Future Time Series Modelling with Spiking Neural Networks 

New methods are needed for time series analysis that preserve or take into account the 

temporal aspects of the data.  In our modelling we extract features from segments of the 

data, so our time resolution is limited to segment length.  We attempted in our selection of 
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features to choose features that would allow the shortest segment length, while still giving 

representative state information.  A generation of neural networks called “spiking neural 

networks” (SNN) are built on the principle of embedding temporal information into the 

network (Maass 1996).  SNN are an improvement over previous generation neural 

networks in satisfying biological plausibility in the following way.  In “second generation” 

neural networks, which include feedforward neural networks trained with 

backpropagation, the activation of neurons represent an average firing rate (Maass 1997).  

In “third generation” SNN individual timing of neuron activity is conserved in a temporal 

series of spikes representing firing of individual neurons (Maass 1997).   

In SNN the terminology includes biological correlates of presynaptic and postsynaptic 

neurons and potentials (Maass 1997).  Several presynaptic neruons u may be linked to a 

postsynaptic neuron v.  Presynaptic neurons act as inputs into the SNN.  If they represent 

binary information, then a simple translation to a temporal propagated spike is possible.  If 

inputs are real valued, then a spike train may be constructed that represents a binary 

temporal representation of the real value (Ghosh-Dastidar & Adeli 2009).  The 

postsynaptic neuron does not fire immediately upon receiving signals; rather, a “membrane 

potential” acts to accumulate signals from presynaptic neurons until a threshold of 

activation is reached (Maass 1997).  Further, a refractory period follows firing of a 

postsynaptic neuron v (Maass 1997). 

More information is encoded into a SNN as a result of representing “information as 

trains of spikes, rather than as single scalars, thus allowing the use of such features as 

frequency, phase, incremental accumulation of input signals and time of activation” 

(Kasabov 2008).  As in previous generations of neural networks, information is stored in 

weights that evolve during the operation of the SNN (Ruf & Schmitt 1997).  Weight 

adaptation differs among SNN models.  A variation of the backpropagation algorithm is 
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used in a supervised ANN for application in epilepsy and seizure detection (Ghosh-

Dastidar & Adeli 2009).  A “probabilistic spiking neuron model (pSNM)” is described by 

Kasabov (2010) that adapts weights “relative to the spike arrival time from other neurons 

(Kasabov 2010).  The pSNM is promising for biological applications as it allows 

modelling of “stochastic processes” in addition to deterministic processes (Kasabov 2010). 

In relation to the study that we have completed in this thesis, SNN may be applied in 

one of two ways.  First, a SNN model may be used to form a temporal shell around the 

ARTdECOS kernel.  This SNN temporal shell would receive inputs based on the 

categories selected from ARTdECOS.  The SNN may also encode information regarding 

expansion or contraction of feature scaling limits.  Summarily, the SNN would act to 

gather dynamic information generated by ARTdECOS and give a higher understanding of 

the process.  Second, a SNN model could be derived to process time series data without 

prior calculation of features.  This model would allow more instantaneous state detection 

as information is not formulated over segment times.  This approach would require 

application dependent verification of the model in order to ensure that existing expert 

knowledge is conserved.  For instance in application to HRV, a SNN based only on the RR 

sequence as temporal inputs would need to achieve information encoding that could be 

verified in relation to commonly extracted features, such as SDNN and fractal parameters. 

 

10.3  Summary 

In our study feature selection was performed in isolation, prior to modelling.  In a 

lifelong implementation feature selection could be added as an ongoing process.  Further 

research would be needed to implement an automated method of selecting features for a 

particular window of time.  Depending on memory availability features could be calculated 

for short, local time intervals as well as longer, global time intervals. This would open up 
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the possibility of assessing data based on measures such as DFA α2, Lyapunov exponents 

and Poincaré plot features which require long time series.  Additional research would then 

allow a supervised ANN to form association between long term global measures of the 

data and short term category feature relationships (rules) and segmentation sequences.  In 

this way knowledge would be gained and meaning added to short term observations.   

 We selected a baseline set of features to categorise HR over short term periods.  

These features were mean, standard deviation and number of direction changes from the 

time domain and HFD Dlow6 and RMSE of HFD fitting σDlow6.  We suggested that these 

features could be augmented for exceptional circumstances.  These times would include 

the presence of ectopic beats in an instance and a value of DFA α1 less than 1.  The 

incorporation of these features as anomalies would require additional research.  Additional 

sensory information regarding the subject could also be included, such as position or 

movement information.   

We conclude that it is not just one technique or model should be used in ANN 

modelling for life-long settings, but rather an ensemble of techniques may be employed, 

working in parallel with one another.  We focused on development of an unsupervised 

clustering core for this ensemble.  The unsupervised core allows discovery of the 

relationships between features and also helps to identify features of interest.  We have 

chosen a clustering technique, a modified version of fuzzy ART, to form the core.  This 

technique employs a fuzzy similarity norm for measuring distance between input vectors 

and established templates.  Using this fuzzy norm permits the resonant feedback condition 

embodied in fuzzy ART.  In the application of biological feedback we consider the 

resonant feedback condition to be beneficial in that it mimics the biological feedback 

process.   
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We have made improvements in the fuzzy ART algorithm by incorporating elements 

of the ECOS paradigm.  Through this process we have provided a way of consolidating 

categories in order to achieve succinct, useful knowledge extraction in the form of 

linguistic rules and in the form of a visualisation technique which we have applied to 

ARTdECOS rules.  We have addressed the issue of scaling input vectors by providing a 

technique for scaling as the process ensues and also adapting weight vectors to account for 

new scaling limits.  These processes are illustrated in experiments for locally defined time 

intervals.  The application and building of the locally defined core to globally defined time 

intervals is described, but the implementation is the subject for further research.  We have 

implemented our ARTdECOS model in real time using a data capture device that we have 

designed and constructed.  In future research the goals will include finding an optimal 

output to display to users for exchange of the biofeedback information generated. 
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Appendix A 

Summary Matlab Files Generated and Used – Files are located in attached CD 

Filename Description 

art_decos5_2.m This file performs the category amalgamation procedure defined for 

ARTdECOS.  It also handles the reallocation of winning node 

numbers to the reordered categories.  In our implementation, this file 

is called by “art_iris.m”.   

art_decos13.m This file performs the fuzzy ART portion of ARTdECOS.  In our 

implementation, this file is called by “art_iris.m”.   

art_decos14.m This file is a modification of art_decos13.m to include modifications 

of fuzzy ART based on C-FART.   

artdecos_scale.m This file is modification of art_decos13.m.  It includes real time 

scaling of input data.  Rather than scaling data to minimum and 

maximum values a priori, data is scaled as the inputs are presented.  

Weights are also adjusted as scaling limits change. 

art_hrv.m This is a working file that calculates HRV input features.  The file 

also includes code to calculate statistical information on extracted 

features.  This m-file generates a matrix called “irisnew” that is 

necessary for input into “art_iris.m”. 

art_iris.m This is a shell file that starts ARTdECOS.  An input file “irisnew” 

must be defined prior to running art_iris, containing rows of inputs 

and fi columns of features.  The parameter fi must also be defined.   

art_nolearn.m This is a version of fuzzy ART that allocates input instances to 

existing categories without any learning taking place.  This file is 

called by “art_iris” after category amalgamation to reallocate 

selection of categories. 

demofit3.m This file is used in the calculation of Higuchi’s fractal dimension 

Dlow, Dhigh and Dtotal.  The file was originally written by Robert 

Kozma.  Wave numbers from 1 to 64 are used in this file.  This file is 

run after jaylav.m 

demofit6.m This file is used in the calculation of Higuchi’s fractal dimension 

Dlow6.  The file was originally written by Robert Kozma.  Wave 

numbers from 1 to 6 are used in this file.  This file is run after 

jaylav6.m 
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Filename Description 

dfa.m This file calculates the detrended fluctuation analysis fractal 

parameter α. 

dualcomp.m This file codes the procedure of dual competition and resonance, a 

variation of fuzzy ART.  The file is called by “art_decos13.m”, when 

the calling command is uncommented. 

feedforward.m This is a working file used for feedforward neural network 

modelling. 

feedforward2.m This is a working file used for feedforward neural network 

modelling. 

feedforward3.m This is a working file used for feedforward neural network 

modelling. 

fishers.m This file calculates the value of Fisher’s Separability index.  Two 

files must be predefined, avec and bvec, each having rows of 

instances and columns of features. 

frac_ratio.m This is a working file used to calculate the ratio of fractal parameters 

and produce plots of these ratios.  Data are taken from segments of 

256 RR intervals. 

fuzzyft.m This file produces fuzzy memberships of the input data “datafuzz”.  

It partitions the data into three fuzzy memberships. 

jaylav.m This file was originally written by Robert Kozma.  It calculates the 

Higuchi Fractal dimension parameters: Dlow, Dhigh, and Dtotal.  The 

file uses wave numbers from 1 to 64.  The vector xx containing the 

input data must be defined before running this file.  The file 

demofit3.m is run after jaylav.m. 

jaylav6.m This file was originally written by Robert Kozma.  It calculates the 

Higuchi Fractal dimension parameters: Dlow6.  The file uses wave 

numbers from 1 to 6.  The vector xx containing the input data must 

be defined before running this file.  The file demofit6 is run after 

jaylav6.m. 
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Filename Description 

may_mi.mat This mat file contains the matrix may_mi, which is 2877 rows times 

31 columns.  The matrix contains the RR interval spacings in 

milliseconds for 31 MI subjects.  The longest length is 2877.  Other 

subjects have zeros at the end of their data.  The data includes all 

ectopic beats as extracted from the ECG information. 

may_mi_ect.mat This mat file contains the matrix may_mi_ect, which is 2877 rows 

times 31 columns.  The matrix contains the RR interval spacings in 

milliseconds for 31 MI subjects.  The longest length is 2877.  Other 

subjects have zeros at the end of their data.  Ectopic beats were 

removed and replaced with linearly interpolated beats for subjects 2, 

4, 8, 9, 13, 17, 23, 26, 28 and 31. 

may_norm.mat This mat file contains the matrix may_norm, which is 2744 rows 

times 31 columns.  The matrix contains the RR interval spacings in 

milliseconds for 31 Normal subjects.  The longest length is 2744.  

Other subjects have zeros at the end of their data.  The data includes 

all ectopic beats as extracted from the ECG information. 

may_norm_ect.mat This mat file contains the matrix may_norm_ect, which is 2744 rows 

times 31 columns.  The matrix contains the RR interval spacings in 

milliseconds for 31 Normal subjects.  The longest length is 2744.  

Other subjects have zeros at the end of their data.  Ectopic beats were 

removed and replaced with linearly interpolated beats for subjects 3, 

4, 7, 12, 19 and 28. 

plot_rules.m This file performs the graphical visualisation of category rules as 

generated by ARTdECOS.  It is run after running art_decos13.m 

poincareanal1.m This file is used to calculate parameters based on the Poincaré plot 

information.  Parameters calculated are SD1, SD2, angle and 

Pearson’s coefficient. 

resample.m This file takes an HR time interval vector fname and resamples at 4 

hertz into a vector newint 

spect_hrv.m This is a working file used to display power spectrums generated 

from the periodogram method. 

statsanal.m This is a file used to generate information about the distribution of a 

particular feature as well as statistical information between classes 

for a particular feature.  Feature matrices are identified by avec and 

bvec at the start of the file.  Calculations are made for skewness, 

kurtosis, t-test, Wilcoxon rank sum test, correleation coefficient and 

Fisher’s separability index. 
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Appendix B 

Summary Files Generated and Used for Data Capture Device Programming 

 Files are located in attached CD 

Filename Description 

art_decos.c This program runs on a Texas Instruments MSP430F425 

microcontroller.  It contains the necessary coding to run 

ARTdECOS.  Scaling of input data is done after each input 

presentation.  The amalgamation routine is executed when requested.  

A maximum of 8 category nodes is allowed.  Greater memory space 

is available in the TI MSP430F427 microcontroller, so this limit 

could be extended when using that microcontroller.  The program is 

set up to receive inputs with 5 features, each complement coded, to 

give a total input vector length of 10. 

features.c This program runs on a Texas Instruments MSP430F425 

microcontroller.  It contains the necessary coding to calculate input 

features used in ARTdECOS.  The input features that are included 

are: Higuchi’s Fractal Dimension, deviation of the fractal dimension, 

mean, standard deviation, maximum value, range, and number of 

directional changes.   

main_program.c This program runs on a Texas Instruments MSP430F425 

microcontroller.   Data is sampled once per second.  After one 

minute of sampling, features for the 60 sample long vector are 

calculated.  These features are then inputted into ARTdECOS.  After 

30 minutes, and 30 input presentations  to ARTdECOS, the 

categories created are then amalgmated.  Display of  features 

calculated is made on an LCD display after each minute.   Display of 

the weights calculated and the number of category nodes is  made on 

and LCD display at the end of each thirty minute period, both before 

and after weight amalgmation takes place.  Scaling information is 

also displayed at the end of each thirty minute period. 
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Appendix C 

ARTdECOS process steps  (reference: Swope 2012) 

A. Model Preparation 

1. Allocate memory space for the maximum allowable number of weight 

vectors, each having length of 2 times the maximum number of features. 

2. Initialize all weight vector components to 1. 

3. Set the active number of category nodes to 1. 

4. Initialize the model parameters.  Values determined for Iris dataset were: 

ρ = 0.89     β = 0.81     α = 0.1     cnmin = 1     AW = 0.75     ρW = 0.65   

Alternatives that we have tried with success are: ρ = 0.82     β = 0.76 

See section 6.5. 

5. Decide upon the method of choosing scaling limits. 

B. Input Presentation for each instance 

1. If adaptive scaling is used: 

a.   Determine if new instance is outside current limits. 

b.  Adjust scaling if necessary, suggested βS = 0.9.  Equations (9.1) 

and (9.2) 

c.   Adjust existing weights if necessary.  Equations (9.3), (9.4), (9.5) 

and (9.6). 

d.  Record new scaling limits. 

2. Normalize input vector in [0 1].  Equations (9.7) and (9.8) 

3. Determine complement of each input vector component.  See section 5.4 

and equation (9.9). 

4. Form new input vector from steps 2 and 3.  See section 5.4 and equations 

(9.7), (9.8) and (9.9). 

5. Determine activation and resonance of input vector with each category.  

Equations (5.6) and (5.7) 

6. Find category having maximum activation and satisfying resonance 

condition.   

7. If no category satisfies resonance condition, then create a new category. 

8. Adapt winning category to current instance.  Equation (5.8) 

9. Record category selected for current instance. 
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C. Category Amalgamation 

1. Determine if sufficient instances have been presented to begin 

amalgamation. 

a.   This may be a set length of data or a particular dataset. 

b.  Or, the maximum number of categories has been reached. 

2.  Determine the pair of weights having the highest activation relative to each 

other.  Equation (6.2) 

3. If the pair of weights in step two exceeds weight activation threshold and 

weight resonance threshold, then merge these two weights.  If either 

threshold is not met, then stop here.  Equations (6.3), (6.4) and (6.5) 

4. Reassign to the newly formed category index the winning category for each 

instance previously assigned to either merging category. 

5. Decide upon further amalgamation. 

a.   If amalgamation has been triggered by the maximum number of 

categories having been reached (step 1b), then stop here. 

b.  If amalgamation is at a set length of data or a particular dataset 

(step 1a), then go back to step 2 unless the minimum set categories 

has been reached. 

6. If the input data used in the modelling is available, then present the data to 

the amalgamated set of categories for reassignment.  This is done without 

any additional learning in the weight vectors. 

D. Creating Global weight vectors from Local weight vectors 

1. Find global scaling vector from local scaling vectors.  Equations (9.10) and 

(9.11) 

2. Adjust local weights to reflect global scaling.  Equations (9.12), (9.13), 

(9.14) and (9.15) 

 

      

  



230 

 

Appendix D 

Wearable Data Capture Device Design 

 

A picture of our wearable data capture device is shown in 

figure D.1.  It is designed with a leather strap and delrin case 

enclosing the electronics.  There are four buttons for control of 

program, display and data retrieval.  Two stainless steel sensors 

are located inside the strap and rest against a person’s arm.  The 

combination of the high input impedance of the device and 

static voltage present on a person yields a voltage measurement 

that ranges typically between +/- 200 millivolts.  The device 

case measures about 40.5 mm wide, 36 mm high and 12 mm 

thick. 

 

Figure D.1  Picture of our wearable data capture device.  It has a leather strap and delrin 

case to enclose the electronics.  Data collection, processing and display are self-contained. 

 

At the core of the electronic design is a Texas Instruments (TI) microcontroller, 

MSP430F425.  This microcontroller has a three channel Sigma-Delta analogue to digital 

converter (ADC), 16 kilobytes of programmable flash RAM and 512 bytes of ROM.  It can 

control up to 128 LCD segments.  We chose this microcontroller because its ADC allowed 

polarity (positive or negative) in its measurement and gave resolution of 0.1 millivolts over 

a range of +/- 600 millivolts.  The flash RAM also allowed countless reprogramming of 

the device.  The amount of ROM available limited our variable storage space and 

accounted for some of the space saving measures described in chapter 9.  In the future we 

would specify the TI MSP430F427 microcontroller, which has twice the RAM and ROM.   
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Our programming for the device was written using a combination of C and Assembly 

Language.  Programs were written on the PC using the AQ430 tools workspace, version 

2.0.7.4  This toolbox is produced by a joint agreement between Quadravox, Inc. and 

Archelon, Inc.  It allows programs to be written for the TI microcontroller in assembly, C 

and/or C++ on the PC, then compiled and transferred to the microcontroller for real time 

emulation on the PC or stand alone operation on the microcontroller.  The programs were 

then downloaded to the device through a TI flash emulation tool (MSP-FETP430IF 1.3) 

and using a seven pin spring loaded connector that we designed.  A menu driven control 

structure was programmed within the device to allow the user to change parameters and 

examine stored information.   This control structure was accessed using the four 

pushbuttons located on the device. 

Our device incorporated a purpose built graphic LCD display, which is controlled by 

the on-board microcontroller.  The display has 109 segments controlled by four common 

port lines.  A layout for the display is shown in figure D.2.  The display includes a four 

digit, seven segment numerical display with a movable decimal point.  The plus and minus 

signs are included to denote polarity.  The graphics portion includes a 5 row by 10 column 

matrix of squares, to columns of five ellipses and one row of 7 rectangles.   

Figure D.2  LCD layout for wearable 

device display.  All segments were 

controllable individually through software.  

Polarity is represented by illuminating 

either the plus or the minus sign.  We have 

experimented with various ways to utilise 

the graphics portion of the display 

including bar charts for particular features, 

indications of relative ranges for feature 

normalisation and pictorial representations 

of evolved category rules. 

 

 


