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Abstract
Kaikoura, New Zealand is one of a few places worldwide where sperm whales can be
found near-shore year-round. However, diving depths and underwater movements of
the sperm whales here have remained largely a mystery due to technological limitations,
lengthy dive durations, and deep bathymetry typical of dive locations. The overall goal
of this research was to quantify sperm whale acoustic and diving behaviour in Kaikoura,
in order to better understand the ecology of this globally distributed species. Multihydrophone recordings and emerging signal processing techniques were used to obtain
information on whale growth, vocal behaviour, underwater movements, and foraging
habits.
Software written to compute acoustic size estimates formed the basis of a new nonlethal method for measuring growth of resident sperm whales. Growth rates were measured for 32 whales that had been recorded repeatedly between 1991 and 2009. All
whales with multiple recordings more than six months apart showed an increase in
size, and the largest changes were present in whales recorded over longer timespans.
To investigate underwater movements and vocal behaviour, a passive sonar array
was designed and built for tracking diving sperm whales in three dimensions. The
system consisted of four free-floating buoys, each with a hydrophone, depth sensor,
built-in recorder, and GPS, and one vertical stereo hydrophone array deployed from a
6 m boat. Recordings were synchronised using a GPS timing pulse modulated onto one
track of each recorder.
Passive acoustic detection and localisation algorithms were developed and applied to
recordings to obtain diving profiles. Detection algorithms, which included two different
energy detectors both with and without a matched filter, all performed well showing
few false positives at low signal-to-noise ratios. Closely spaced hydrophones on the
vertical array were used to estimate bearings to individual whales, and these bearings
formed tracks that could distinguish a single whale when multiple whales were vocalising. Rhythm analysis was used to match vocalisations among recording platforms,
and cross-correlation was used to compute time of arrival differences among matched
vocalisations. Sensitivity analysis based on hyperbolic localisation was used to obtain
probability distributions for the whale’s 3D location. These localisations were compared
to those computed by a particle filter algorithm, isodiachronic sequential bound estimation, which had higher accuracy.
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Location data consisted of 3D probability clouds, which differ from 2D point-locations
typically obtained in animal tracking studies. An analysis method based on a speed-filter
and smoothing spline interpolation was used to convert 3D localisation clouds into regularly sampled 3D tracks. While diving, whales in Kaikoura had a mean swimming
speed of 1.43 m/s, and, on average, dived to a depth of 432 m. Tracking whales during
creak vocalisations revealed that whales foraged throughout the water column from sea
surface to sea floor, but 67% of all creaks occurred between depths of 275 - 725 m.
Dive characteristics from 78 interpolated 3D tracks from Kaikoura were broadly similar
to those computed from one- and two-dimensional tracks of sperm whales studied in
other oceans.
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Preface
We have a habit in writing articles published in scientific journals to make the
work as finished as possible, to cover all the tracks, to not worry about the blind
alleys or to describe how you had the wrong idea first, and so on. So there isn’t
any place to publish, in a dignified manner, what you actually did in order to
get to do the work, although, there has been in these days, some interest in this
kind of thing.
Richard Feynman – Nobel Lecture, December 11, 1965
This is not a Nobel Lecture and I am extremely far from being a Nobel Laureate
(though the bar for the peace prize does seem somewhat lower these days). I would
however, like to take a page or two at the beginning here to relate some of what I “actually did in order to get to do the work” because it is unlikely to be published, “in a
dignified manner” elsewhere. This preface describes the evolution of the instrumentation and software developed for this study. It should be known that there were many
iterations of hardware and software, and many of these were built, tested, and ultimately discarded or modified beyond recognition before a workable solution emerged.
Consider this preface as a candidate for submission in the Journal of Negative Results;
one of the 1000 ways not to make a lightbulb.
I arrived in Kaikoura in October 2005, eager to investigate the underwater movements of sperm whales. The original plan was extremely simple: apply the existing
passive acoustic methods to the population of whales in Kaikoura. It was a direct application of methods that had already been demonstrated to be effective elsewhere to the
whales in Kaikoura. These methods had mostly been tested on a few occasions with a
limited number of individual whales. Throughout the year many whales are present in
Kaikoura, so I was aiming for a larger sample size than those yet acheived.
When I first arrived in Kaikoura I had the following research equipment available
to me: a 6 m rigid-hull inflatable boat, 1 hand-made directional hydrophone, 1 stereo
hydrophone array with 100 m of cable, 1 spare hydrophone with 30 m of cable, 1
(questionable) National Instruments data acquisition board with a laptop for recording
sounds. Three years later I was finishing my data collection and despite the truckloads
of research gear that surrounded me, none of the original equipment remained. At this
point it dawned on me that despite my best efforts to study ecology, I had spent more
time designing and building instrumentation than designing ecological studies.
v

Not-quite linear vertical arrays
Inspired by the fact that others were using two-hydrophone arrays (Thode, 2004a; Skarsoulis and Kalogerakis, 2005), my first two field seasons in Kaikoura consisted of attempts to duplicate this feat with slightly different hardware. The different hardware
was a “not-quite-linear” vertical array consisting of three hydrophones. I call it “notquite-linear” because two of the hydrophones were on the same 100 m-long cable, while
the third hydrophone was on the end of a separate 30 m cable. To avoid the cables from
tangling and strumming they could not actually be deployed in a vertical line.
There were a number of problems with this approach, and it took a considerable
amount of time to understand the nature of each of them and correct the issues. First,
the array was not truly vertical; the cables did not hang straight down, and thus, I did
not know the precise locations of the hydrophones with respect to one another. Second, though this was not discovered until much later, the National Instruments card
that I was using to record sounds had at least one serious bug in the recording chain; it
recorded with a sample rate different than advertised. Third, the whales kept swimming
away, making it difficult to record a full dive cycle without disturbing the array geometry. Fourth, the distances between the hydrophones were too small to allow effective
localisation without knowing the hydrophone positions more accurately.
I addressed these problems one at a time to the best of my abilities and budget.
First, I added depth sensors to each of the hydrophones to better determine their position underwater (by estimating the angle of the cable). Then, I replaced the national
instruments board and laptop with a dedicated audio recorder, the Edirol R-4. Next, I
scrapped the spare hydrophone and helped assemble a 50 m stereo array. The idea was
to tow both stereo arrays when the whales were far away and use both stereo arrays in
a vertical configuration when the whales were nearby.
At each stage I required software to perform synchronisation of audio and other
data, detection of whale clicks, and attempt localisation. At the time, there were no
off-the-shelf software solutions for what I needed, so I continued to reinvent the wheel
and wrote my own analysis software based on work done by other researchers.

Back to the drawing board
I had spent a year slowly modifying, testing, analysing, various types of vertical/towed
hydrophone configurations, and none of them had yielded reliable (or even believable)
depth results. Discouraged, I changed directions and began to investigate archived
recordings in order to compute growth rates of individual whales (which can be found
in Chapter 2). While this proved fruitful, I was still unsatisfied with my failure to localise
whales.
My previous method of array design had consisted of field trials followed by small
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modifications and further field trials. This method can be effective when the instrumentation or technique needs refining, but is not acceptable when the instrumentation itself
is simply not suited to the task. I went back to the drawing board; back to my engineering roots; back to the good old idea of creating performance specifications to design a
new array. Armed with my new specifications, I decided that simulation, rather than
a seemingly endless cycle of field trials (and errors), would provide a more affordable
and efficient means to produce better array designs. In hindsight, it is easy to see that
this is where I should have started all along.

Virtual whales
I began by simulating whales and hydrophones. Whales were given a position, speed,
and heading, and hydrophones were simulated based on the existing stereo arrays. I had
done such simulations early on to test the correctness of the localisation code that I had
written, but the key difference this time was that I simulated errors in the hydrophone
positions using random variables. This effectively created a sensitivity analysis based
on the simulations.
As it turned out, the localisation results were incredibly sensitive to the horizontal
errors in hydrophone position given the geometry of the “not-quite-linear” array I had
been using. The simulation results showed that it would be very difficult to obtain
reliable whale depths unless I knew the hydrophone positions much more accurately (ie.
within a few centimetres). Alternatively, errors in hydrophone position of a few meters
would be acceptable for localisation if the hydrophones were much further apart.
At this point it became clear to me that there was no good way to localise whales
given the equipment that I had on hand. A completely different array was required, yet
now I had a tool that could simulate and test new designs as quickly as I could create
them. The specifications became clear: I needed to maximise the distance between
hydrophones, and minimise the hydrophone positioning and timing errors, all while
keeping the whale audible on as many hydrophones as possible.

Redesign
I drafted two designs: one was a towed array that was very similar to the one described
by Thode (2004b), and the other was an unlinked array inspired by the ones used by
Hayes et al. (2000), and Møhl et al. (2001). While the initial goal of the project was the
application of modern localisation techniques to the whales in Kaikoura, limits on time
and money required that the focus of the project shift towards engineering rather than
ecology.
The initial idea was to build both designs and incrementally combine them into one
integrated system. As it turns out, the buoys were assembled, tested, and found to
vii

meet minimum performance specifications before the towed array could be completed.
In late 2007, with a newly constructed array in hand, the focus of the project could
finally shift from building instrumentation back to measuring whales movements. The
following thesis relates the parts of this research that worked out well, where I could
(pardon the pun) “cover all the tracks”.
Chapter 2 describes the work on acoustic growth rates that I conducted during the
first year of my studies before I had built a suitable array. Chapter 3 describes the design
of this array of buoys. This chapter was published in November, 2009 in the Journal of
the Acoustical Society of America (Volume 126, pp 2248 - 2256) with the title, A largeaperture low-cost hydrophone array for tracking whales from small boats. The analysis
software used with this array is described in detail in chapter 4, and the results from a
years worth of data collection using this array is described in chapter 5.

Division of labour in co-authored manuscripts
As chapter 3 has been published as a co-authored manuscript, it is appropriate for me
to briefly describe the collaboration that produced it. Similarly, I would like to formally
recognise the contributions of all collaborators that took part in this research.
Dr. Stephen Dawson procured the funding for this study. I made all of the recordings
from 2006 - 2008 with the assistance of Dr. Dawson and Dr. Liz Slooten (2006),
Miranda Van Der Linde (2006-2007), and Elanor Hutchison (2006-2008). Miranda
was responsible for the photographic identification in 2006 and 2007. Elanor took ID
photographs from December 2007 - 2008, while I matched the flukes. For chapter 2, the
data mostly came from a long-term data set dating back to 1990. This chapter would not
have been possible without the diligent collection of acoustic and photographic data by
previous researchers and students. Ross Vennell wrote the hyperbolic localisation code
used in chapters 3, 4, and 5 as well as the radial basis function interpolation code for
chapter 5. I wrote the remainder of the software for these chapters.
For chapter 3, Dr. Dawson, Hamish Bowman, and I all made substantial contributions to array design. I was responsible for sourcing the recorders, batteries, housings,
and buoy internals, and building and assembling all electronics, all electrical connections and fittings, and the integration of all systems and software. Dr. Dawson designed
and manufactured all of the hydrophones and waterproof lids, designed and built the
wooden case and cabling system, sourced the GPS units and radio tracking equipment,
and designed the depth sensor housings. Hamish designed and built the floatation, PVC
housings, and internal mountings. I wrote the software, collected the data, performed
the analysis, and wrote the bulk of the manuscript. Steve’s editing greatly improved
the manuscript. Several anonymous reviewers also improved the manuscript during
peer-review. All other parts are solely my own work.
– BSM, February 2010
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Chapter 1
General Introduction
Kaikoura, New Zealand is one of a few places worldwide where sperm whales can be
found near-shore year round. This has enabled previous studies on sperm whales that
include quantifying abundance patterns (Childerhouse et al., 1995), recording acoustic
behaviour (Jaquet et al., 2000, 2001), describing population structure (Dawson et al.,
1996), and monitoring responses to human interactions (Richter et al., 2006). However, diving depths and underwater movements of the sperm whales in Kaikoura have
remained largely a mystery due to limitations in technology combined with the lengthy
dive durations and deep bathymetry typical of sperm whale dive locations. Because
sperm whales in Kaikoura can spend nearly 80% of their time diving (Watkins et al.,
2002; Douglas et al., 2005; Watwood et al., 2006), understanding what the whales do
beneath the surface is an essential part of understanding their behaviour.
Sonar (acoustic imaging technology) is the most commonly used tool for tracking
underwater targets. Sonar systems can be divided into two groups: active and passive.
Active sonars create sounds, usually “pings” or “chirps,” and measure the delay and
characteristics of the corresponding echoes in order to locate a target. The potential
downfall of using this approach for studying cetaceans is that the “pings” may be audible
to the target animal and cause disturbance. Passive sonars make no sound themselves,
but instead rely on the target’s own sounds to locate it.
Such passive acoustic technology combined with modern signal processing techniques can provide a window into the underwater world of sperm whales. Passive
acoustic studies take advantage of the fact that sperm whales vocalise almost continuously while underwater (Douglas et al., 2005; Watwood et al., 2006). In a typical
passive acoustic localisation study, clicks and echoes are recorded using an array of
hydrophones, and vocalisation rates, source levels, and whale positions are computed
using differences in sound arrival time between different hydrophones. This is a developing field, however, and there are no off-the-shelf passive acoustic systems suitable
for studying sperm whale diving behaviour. Thus, a prerequisite for such a study is the
design and implementation of suitable passive acoustic monitoring hardware as well as
software algorithms to detect, locate, and quantify vocalisations.
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1.1

Sperm whale acoustics

1.1.1 Types of sounds
Sperm whales are highly vocal animals that regularly make loud broadband clicks lasting between 100µs - 20ms (Goold and Jones, 1995). These clicks can be grouped into
four categories based on spectral cues, decay rate and inter-click interval (ICI), which
is the inverse of repetition rate. These categories in order of increasing ICI are: creaks,
codas, usual clicks, and slow clicks.
Sperm whale “usual clicks” are the most commonly heard sound from sperm whales
and are defined as clicks having an ICI of 0.5 - 2.0s (Goold and Jones, 1995; Jaquet
et al., 2001). Previous studies support the idea that sperm whale usual clicks are associated with long and mid-range echolocation (Møhl et al., 2000; Jaquet et al., 2001;
Madsen et al., 2002b). Maximum source levels of 236dB re 1µPa at 1m have been
recorded, making these clicks the loudest biologically produced sounds (Møhl et al.,
2003). Several independent approaches have also revealed that usual clicks have a
highly directional radiation pattern focused ahead of the longitudinal axis of the whale
(Møhl et al., 2000; Zimmer et al., 2005b; Nosal and Frazer, 2007).
Creaks, sometimes referred to as buzzes, have an ICI below 0.5s and are emitted less
often than usual clicks. Creaks are believed to be close range echolocation signals that
occur just before prey are captured during the final approach phases of foraging (Miller
et al., 2004a). This shortened click interval during the final stages of prey capture is also
seen in other echolocating species such as dolphins (Tyack and Clark, 2000), and bats
(Griffin et al., 1960; Surlykke and Moss, 2000). The source levels of creaks are much
lower than the source levels of usual clicks, which can make detecting creaks difficult
when whales are far away or the environment is noisy (Madsen et al., 2002b; Wahlberg,
2002; Kandia and Stylianou, 2006).
Slow clicks, by definition, have an ICI between 3-8s1 (Gordon, 1987; Weilgart and
Whitehead, 1988; Jaquet et al., 2001) and have only been recorded in the presence of
male sperm whales. Slow clicks are observed only occasionally. Because of this there are
few published studies on their properties, and their function(s) remain somewhat mysterious. Source levels of slow clicks have been measured at 175-190 dB re 1µPa. While
these levels are lower than that of regular clicks, slow clicks appear to have lower directionality, lower centre frequency, and longer duration, which may allow them to propagate further than regular clicks (Madsen et al., 2002b). A survey conducted by Barlow
and Taylor (2005) found that slow clicks could be detected up to 36 km away with their
hydrophone array, while regular clicks could typically be detected from whales up to 9
1

In the literature clicks with an ICI of 3-8s are sometimes referred to as slow clicks (Weilgart and
Whitehead, 1988), surface clicks (Jaquet et al., 2001), or clangs (Gordon, 1987), however the ICI and
description of individual clicks in these cases are roughly the same. While the number of repeated clicks
and the context of these clicks may vary in different situations, we nonetheless adopt the use of the term
slow clicks which is the most accurate description of the inter-click interval in all three contexts.
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km away. Jaquet et al. (2001) reports that slow clicks are most often heard at the end
of a dive. While several authors have suggested that slow clicks may have a communication function (Weilgart and Whitehead, 1988; Madsen et al., 2002b), it remains to be
seen whether slow clicks are used for communication with other whales, long distance
echolocation, some combination of these two, or for other purposes entirely.
Codas are short rhythmic series of three to ten clicks that are usually made when
whales are in social groups (Weilgart and Whitehead, 1993), but they have also been
observed occasionally at the end of long dives (Teloni, 2005). Codas have been recognised as social sounds (Weilgart and Whitehead, 1993), and different groups of whales
have different repertoires of codas (Rendell and Whitehead, 2003). Codas are rarely observed in Kaikoura. During this study codas were heard only on two separate occasions
and comprise a tiny fraction of the total number of vocalisations recorded.
Several previous studies have documented sperm whale acoustic behaviour in Kaikoura. Douglas et al. (2005) reported that on average whales in Kaikoura produced
usual clicks throughout 80% of each dive at a mean click rate of 1.27 clicks/s. A study
in Kaikoura by Jaquet et al. (2001) found that creaks were observed only during the
middle of the dive. While this appears to be the typical scenario, another study of foraging behaviour in Norway found whales creaking throughout the dive (Teloni et al.,
2008). Jaquet et al. (2001) also report that whales in Kaikoura produce slow clicks
(which they call surface clicks) at either the beginning or end of a dive.

1.1.2 Click structure
The fine structure of the acoustic waveform of sperm whale clicks was described in
1966 by Backus and Schevill as a series of pulses of sound with decreasing amplitude
spaced regularly over several milliseconds. Norris and Harvey (1972) proposed that
acoustic reflections within the head of a sperm whale could explain the occurrence of
these multiple decreasing pulses. The Norris and Harvey theory linked the time between
pulses, called inter-pulse interval (IPI), to the distance between the museau de singe, a
set of “phonic lips” located at the anterior surface of the whale’s head, and the frontal
air sac, located at anterio-dorsally on the skull, as well as the speed of sound through
spermaceti, an “acoustical fat” (Goold et al., 1996) that makes up a large portion of
the whale’s head (Clarke, 1978). In this model, sound is produced pneumatically in
the museau de singe then travels through the spermaceti where it is reflected off the
frontal air sac and directed forwards through along the longitudinal axis of the whale
exiting the whale’s head just below the distal air sac (Figure 1.1). Møhl et al. (2003)
refined the Norris and Harvey theory to include an acoustic pathway from the frontal air
sac through the junk. This refined model, called the bent horn model, better explained
various properties of sperm whale clicks such as high directionality and the lack of phase
reversals between pulses that they had observed with wide aperture hydrophone arrays.
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Figure 1.1: Anatomy of the sperm whale sound production system. Arrows show the
direction of sound propagation within the head of the whale. Adapted from (Madsen
et al., 2002a).
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Figure 1.2: On-axis and off-axis clicks according to the bent-horn model of sound production. Nasal passages and air sacs omitted for clarity. Adapted from Teloni et al.
(2007).
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Zimmer et al. (2005b) expanded on a the bent horn model of sound production
after simultaneously obtaining multi-hydrophone recordings of 13,000 clicks from an
individual whale, along with concurrent data on its orientation. This data set allowed
the estimation of the 3D radiation pattern for sperm whale usual clicks and confirmed
that sperm whale usual clicks were highly directional with most of the sound energy
focused in a beam within ±20◦ of the acoustic axis (on-axis). According to this data set
the waveform of sperm whale clicks could best be explained by dividing a sperm whale
click into a minimum of 3 components which they labelled the p0, p1, and lf. Off-axis
clicks contained an additional pulse which they call p1/2, which merged with either the
p0 or p1 pulses when recording on-axis. A brief description of each of these four pulses
follows using the notation of Zimmer et al. (2005; Figure 1.2).
The p0 pulse is a backwards propagating pulse that is loudest along the longitudinal
axis behind the whale. It is believed that the p0 pulse is the initial pulse from the
museau de singe and is not reflected off of any structure within the whale’s head. The
source levels from the p0 pulse are 10 dB greater than the p1 pulse when recording
from directly behind the whale.
The p1 pulse is the forward propagating pulse which is loudest along the longitudinal
axis in front of the whale. This pulse is the loudest sound produced by sperm whales
and is likely the pulse used by the whale for echolocation because of its favourable
qualities as a sonar signal (Møhl et al., 2003). Along the acoustic axis, the p1 pulse can
be as much as 39 dB louder than the p0 pulse. The p1 originates at the museau de singe
and is reflected from the frontal air sac and passes through junk. For an on-axis click
recorded ahead of the whale the p1 pulse arrives later than p0 at time delay τ1 . This
time delay is believed to be dependent on the distances and speed of sound between
the museau de singe, frontal air sac, and the anterior surface of the junk, as well as the
pitch and roll of whale with respect to the hydrophone. The equation for this time delay
can be expressed as:
τ1 = kFk + kJ − Fk /vs + J ◦ Q̂/vw

(1.1)

where the origin (0,0,0) is the museau de singe, F is the location of frontal air sac (0,
f, 0), J is the location of anterior surface of junk (0, 0, j), Q̂ is the unit vector in the
direction of the hydrophone, and vs and vw are the speed of sound in spermaceti and in
the water respectively (Zimmer et al., 2005b).
The p1/2 pulse is a major improvement to the Norris and Harvey model and explains
the structure of clicks that were recorded off of the acoustic axis of the whale. The p1/2
pulse is believed to occur when sound reflects off the frontal air sac and passes through
whale tissue other than the junk. This pulse, which is observed at time delay τ1/2 , is a
strongly aspect dependent pulse that sometimes occurs in between p0 and p1. The p1/2
pulse merges with p0 when the hydrophone is directly behind whale, and it merges with
p1 when recording from in front of whale. Thus it is only distinct when recording from
off the acoustic axis. This pulse is typically lower in amplitude than p1, and the time
7
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delay of this pulse can be computed as:
τ1/2 = kFk + F ◦ Q̂/vs

(1.2)

where F, Q̂, and vs are the same as those defined above. The p0, p1, and p1/2 pulses
are broadband pulses with frequency content between 3-20KHz.
Lastly, Zimmer et al. describe the low frequency (LF) pulse. The LF pulse is an
omni-directional pulse spanning frequencies between 0.5-3KHz. This pulse, like p0 is
not reflected off of any anatomical structures within the whale. Zimmer et al. report
that the start of this pulse occurs at same time as p0, but the duration of this pulse is
much longer than the p0 pulse. They suggest that this pulse could be a by-product of
sperm whale sound production.
Several studies have taken advantage of the fact that the waveform of sperm whale
clicks can provide information about the size of the sound production organs as well
as the orientation of the whales. Gordon (1991) proposed a method for computing the
length of a sperm whale by measuring the IPI of that whale’s clicks. Using allometric
relationships and photographic length estimates he was able to compute an equation
relating the IPI of sperm whales encountered in the tropics to the size of the whale.
Similarly Rhinelander and Dawson (2004) found a relationship relating IPI and the
photogrametrically measured size of larger male sperm whales in Kaikoura. Laplanche
et al. (2006) proposed methods to determine the orientation of a sperm whale by inspection of multi pulse structure of recorded clicks, and Beedholm and Møhl (2006)
proposed a way to estimate the orientation of a whale by modelling the waveform of
the p1 pulse as a piston.
The loud nature of sperm whale vocalisations makes usual and slow clicks detectable
over large distances with standard hydrophones. Furthermore the structure of sperm
whale clicks provide insights into the whales’ orientation and anatomy. These facts
combined with the fact that sperm whales click for the majority of the time they are
underwater makes sperm whales an ideal subject for passive acoustic studies.

1.2

Passive Localisation

1.2.1 Hardware
Passive acoustic localisation, via arrays of hydrophones, has been used to study marine
mammals for over thirty years. Watkins and Schevill first used a hydrophone array to
measure the source levels of marine mammal vocalisations in 1972. Despite many advances in this field, passive localisation systems still require specialised hardware, software, and significant technical expertise to be effective. Instrumentation used in previous passive acoustic studies of sperm whales includes single hydrophone (Laplanche
et al., 2005; Tiemann et al., 2006; Rhinelander and Dawson, 2004; Jaquet et al., 2001),
8
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stereo hydrophone arrays (Gordon et al., 1992; Leaper et al., 1992; Gillespie, 1996;
Barlow and Taylor, 2005; Skarsoulis and Kalogerakis, 2005; Thode, 2005; Nielsen and
Møhl, 2006; Lewis et al., 2007), multi-hydrophone towed and vertical arrays, (Teloni,
2005; Heerfordt et al., 2007), hydrophone arrays deployed simultaneously from multiple boats (Møhl et al., 2001; Schulz et al., 2006), and widely spaced hydrophones
mounted on the ocean floor (Adam et al., 2006).
Recent efforts to lower the entry barriers for scientists interested in passive localisation include the system presented by Hayes et al. (2000). This array of relatively
inexpensive passive sonar buoys made mostly from commercially available off-the-shelf
components was successfully used to track the horizontal movements of blue whales
over several kilometres. In 2001 Møhl et al. presented a similar unlinked sonar array,
but instead of using buoys with single hydrophones, hydrophone arrays were deployed
from multiple boats to track diving sperm whales. By deploying a relatively deep vertical array they were able to reconstruct 3D sperm whale tracks. A miniaturised version
of this array with remotely piloted boats was used by Schulz et al. (2006) to track the
codas of sperm whales at the surface.
The design of a passive acoustic study must take into account not only the type and
number of hydrophones used, but also the spatial arrangement of the hydrophones with
respect to the target animal and each other (Wahlberg et al., 2001). There is no quick
and easy rule for determining optimal hardware specifications, and often various tradeoffs must be made to allow practical operation. For example, beamforming2 arrays,
which typically consist of hydrophones spaced centimetres to a few meters apart in a
line, can provide very accurate information on the angle of arrival of sounds (Teloni,
2005). However beamformers typically suffer from left/right ambiguity due to their
linear configuration and are not suitable for obtaining 3D localisations without supplemental data. In contrast, hydrophones spaced further apart in a planar or three dimensional configuration can provide 3D localisations of sound sources (Wahlberg, 2002),
however the logistics of deploying and maintaining widely spaced hydrophones can be
more difficult than managing a towed beamformer. Careful selection of hardware and
consideration of these limitations are required when designing a passive acoustic study.

1.2.2 Software
The questions under investigation and available hardware limit which software techniques are appropriate for analysis of the raw data. Beamforming techniques are typically applied for short aperture towed or vertical arrays and usually yield animal locations in one or two dimensions (bearing and range). To obtain 3D animal locations,
Watkins and Schevill’s method of hyperbolic multilateration can be applied to a multireceiver large aperture array (Watkins and Schevill, 1972; Møhl et al., 2001; Wahlberg
2

Beamforming is a signal processing technique that matches received beam patterns at a hydrophone
array to a spatially-selective reception model in order to determine the direction of a sound source.
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et al., 2001; Giraudet and Glotin, 2006; Morrissey et al., 2006; Baumgartner et al.,
2008). However, this method requires the assumption that the effective speed of sound
remains constant between the sound source and all receivers. This assumption is not
always valid, especially in a place like Kaikoura, where several water masses converge
and complex physical oceanographic processes are at work (Larivière, 2001).
To avoid the assumption of a homogeneous environment, many localisation algorithms make use of acoustic ray-tracing (Thode, 2004a; Laplanche et al., 2005; Tiemann et al., 2006; Nosal and Frazer, 2007). Ray-tracing algorithms require detailed
knowledge of the sound velocity profile. The technique divides the water column into
layers with different sound speeds. Snell’s law is then used to compute the amount of
refraction or reflection that occurs as a “ray” of sound passes through different layers
(Urick, 1983). Ray tracing for acoustic localisation can be computationally intensive
due to the need to compute a large number of rays between all possible paths from the
sound source to the receiver. If computation time is limited or if sound velocity profiles
are not available, alternative algorithms must be employed instead.
Another class of localisation algorithms involves the use of acoustic multipath to
compute whale positions (Aubauer et al., 2000; Thode et al., 2002; Thode, 2004a;
Tiemann et al., 2005; Laplanche et al., 2005; Tiemann et al., 2006; Nosal and Frazer,
2006). Sound reflecting off surfaces such as the sea floor, canyon walls, or sea surface
creates echoes, called multipath, in a recording. If the position of the hydrophone and
each of these reflective surfaces is well known, then these multipath echoes can be used
as additional “virtual” sources when localising whales. Multipath localisation systems
can yield animal locations with very modest hardware, eg. a single hydrophone at a
known depth (Aubauer et al., 2000; Laplanche et al., 2005; Tiemann et al., 2006);
however these localisation algorithms typically fail without detailed knowledge of local
bathymetry and accurate knowledge of the hydrophone location.
Statistical sampling methods can also be used with physical models to improve the
accuracy of localisation as well as measure uncertainty in the measurement system.
Laplanche (2007) proposed a Bayesian Markov chain Monte-Carlo method to take advantage of whale recordings made with a single hydrophone. The method provided
range and depth of the whale and required direct and surface reflected multipath arrivals at only a single hydrophone as well as diving and surfacing locations of the whale.
Laplanche however was unable to obtain recordings with all of the required parameters
and this statistical method was successfully applied only to simulated data.
In an effort to improve on hyperbolic localisation techniques Spiesberger introduced
a geometric surface called an isodiachron (Spiesberger, 2004). Isodiachronic localisation is a more general form of hyperbolic localisation that allows for the effective
sound speed between the source and each receiver to differ. By using isodiachrons with
sequential Monte-Carlo methods one can estimate not just the location of the sound
source, but also the positions of the receivers and effective sound speeds. Spiesberger
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called this technique sequential bound estimation (Spiesberger, 2005). Like many
Monte-Carlo methods, this technique is computationally intensive, but yields greater
precision and accuracy than hyperbolic least squares error estimation under some circumstances (Spiesberger and Wahlberg, 2002). Furthermore, sequential bound estimation does not require detailed knowledge of the speed of sound, or the bathymetry,
though it can make use of this information if it is available (Spiesberger, 2005).
The above mentioned localisation algorithms are not mutually exclusive. Ray tracing algorithms can be combined with multipath and statistical algorithms as the available information allows. To localise a sperm whale recorded with bottom mounted
hydrophones Nosal and Frazer (2007) combine a surface reflected multipath based algorithm with a ray tracing algorithm to yield a very precise estimate of a sperm whale
track. Wahlberg et al. (2001) recommend using standard hyperbolic localisation with
the inclusion of surface reflected multipath to provide additional accuracy for their unlinked hydrophone array. In general, when more information is used by the localisation
algorithm the accuracy of the localisation increases.

1.3

Previous studies of sperm whale diving behaviour

Studies of sperm whale underwater behaviour have employed a variety of methods
including active sonars (Lockyer, 1977), implanted time-depth transponders (Watkins
et al., 1993), dart and suction cup archival tags (Davis et al., 2007; Amano and Yoshioka, 2003; Johnson and Tyack, 2003; Miller et al., 2004a,b; Watwood et al., 2006;
Teloni et al., 2008), and passive sonars (Thode et al., 2002; Wahlberg, 2002; Adam
et al., 2006). Previous studies of sperm whale diving behaviour in Kaikoura have yielded
information such as the duration of dives, distance between diving and surfacing locations (Jaquet et al., 2000), and acoustic behaviour (Jaquet et al., 2001), but did not
include underwater movements. Depth of dives, or their profiles, could not be quantified.

1.3.1 Tags
Much of what is known about sperm whale underwater behaviour comes from studies
using a time-depth recorder/telemetry tag implanted via a modified shotgun (Watkins
et al., 1993, 1999) or attached via suction cups (Johnson and Tyack, 2003; Zimmer
et al., 2003; Miller et al., 2004a,b; Watwood et al., 2006; Davis et al., 2007; Teloni
et al., 2008). The studies since 2003 have involved digital archival tags (DTAGs) that
record the whales’ depth, orientation, and vocalisations. Across all studies, more than
50 whales have been tagged with time depth recorders, yielding hundreds of hours of
dive profiles. In these studies sperm whales typically dived to depths between 400-1200
m, for 20-50 min (eg. Amano and Yoshioka, 2003; Watwood et al., 2006; Teloni et al.,
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2008), however maximum depths as deep as 2000 m and maximum dive durations of
73 min have been reported (Watkins et al., 1993).
In addition to revealing information about typical diving depths, DTAGs have yielded
information on the foraging efficiency (Watwood et al., 2006), swimming gait, buoyancy, (Miller et al., 2004b) and foraging strategies (Miller et al., 2004a; Teloni et al.,
2008) of sperm whales. When combined with additional passive sonar systems DTAGs
have yielded the sound radiation pattern of sperm whale clicks (Zimmer et al., 2005a)
and 3D dive profiles (Zimmer et al., 2003). It should be noted that DTAGs alone cannot
provide reliable information on horizontal movement information due to limitations in
the ability to estimate speed at low pitch angles.
The above tags are very small compared to the size of the whale, and the more recent
suction-cup attachment system creates no injury. Nevertheless, some disturbance due
to the tag or tagging process is plausible, but there is little information available about
how tagging may effect the behaviour of whales. Tagging studies in general report
that whales show little reaction to the attachment of the tags, but usually there are no
detailed pretagging data to facilitate objective comparison. Some studies using DTAG
(the least invasive tags) have discarded the first dive after tagging for being anomalous
compared with the subsequent dive profiles (Miller et al., 2004a; Watwood et al., 2006).
In general, depths and swim speeds measured with tags are consistent with depths and
speeds measured by other means such as passive acoustic localisation (Wahlberg, 2002;
Adam et al., 2006). The acoustic behaviour of tagged whales is also broadly similar
to that observed via passive acoustics, suggesting that tagging has little effect on this
aspect of the whale’s behaviour.

1.3.2 Passive acoustic studies
Passive acoustic studies of sperm whale diving behaviour typically offer data that is complementary to dive profiles collected from tags. While tags and passive acoustic studies
can both yield diving depths and rates of vocalising animals, passive acoustics can also
provide the 3D position of the whale and allow for estimates of 3D movements. While
time depth recorders typically have fixed resolution and sample rate for the duration of
the deployment, the localisation performance of passive acoustic arrays depends on the
geometry of hydrophones and the relative position of the whale (Wahlberg et al., 2001).
In a single dive, a whale may travel through areas that yield markedly different localisation performance or even through areas where there is no possibility of localisation at
all. For this reason many studies that employ passive localisation report diving depths
from short segments of a single dive (Wahlberg, 2002; Thode et al., 2002; Thode, 2005;
Thode et al., 2005).
Passive acoustic studies depend on the animal vocalising continuously to obtain high
spatial and temporal resolution, so when whales are silent no position data can be
computed. Whales in Kaikoura are typically silent during their surface interval (Jaquet
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et al., 2001); a time when visual observations can supplement positions provided from a
passive sonar. Sperm whales in Kaikoura are also typically silent for 3-5 minutes before
surfacing, during which time they are most likely ascending. Passive acoustic studies
unfortunately cannot yield any data under these circumstances, however this comprises
less than 20% of a typical dive (Jaquet et al., 2001). Passive sonar systems that have
been used to track sperm whales include single hydrophones (floating and moored),
towed arrays, widely spaced free-floating arrays, and a widely spaced bottom mounted
array.
“Virtual” and towed arrays
As outlined previously, multipath approaches can make use of a single hydrophone
to localise sperm whales using multiple sea floor and sea surface echoes (Laplanche
et al., 2005; Tiemann et al., 2006). These studies required knowledge of the depth
of each hydrophone, detailed knowledge of the bathymetry at each site, as well as a
minimum of two identifiable multipath echoes. Laplanche et al. (2005) proposed an
echolocation model that used the directional radiation pattern of sperm whale clicks
and multipath arrivals to calculate the range and heading of a diving sperm whale.
Tiemann et al. (2006) were able to compute 3D diving trajectories for three sperm
whales in the Gulf of Alaska. Moored hydrophones at a fixed depth recorded whale
clicks and multiple multipath echoes per click. The localisation algorithm matched
the recorded multipath time delays of sperm whale clicks with those generated from
a range, depth, and bearing-dependent model of acoustic propagation. Ten portions
of three dive profiles for three whales were reported indicating that whales dived to
maximum depths of 95-365 m. Tiemann et al. also found that whales did not dive as
deeply when in the presence of long-line fishing vessels, and interpreted this as possible
evidence of depredation.
Towed hydrophone arrays have been used in conjunction with sea floor and sea surface echoes to measure the diving behaviour of sperm whales. Thode et al. (2002) used
a two hydrophone towed array and multiple echoes to measure 3D diving behaviour for
the descent portion of three sperm whale dives. To obtain the position of the whales
as well as the position of the hydrophones, surface echoes, bottom echoes, twice reflected bottom-surface echoes and bearings were measured at two hydrophones towed
behind a research vessel travelling over an area with flat bathymetry. In this study,
depth-dependent features of sperm whale clicks were observed as whales descended
from the surface to 700 m (±200 m). Portions of 3D dive profiles were obtained, but
were restricted to the initial descent when bottom echoes were audible.
In 2004 Thode refined this two hydrophone array by including depth sensors on
each hydrophone. With the revised array he could measure the range and depth to diving whales by using only direct clicks and surface reflected echoes at both hydrophones.
In 2005 the range of this technique was extended by incorporating tilt sensors into the
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array and a more realistic model of sound propagation through the environment (Thode, 2005). Thode reports that sperm whales dived to depths of 150-600 m based on
25 partial dive profiles gathered over 10 days in the Gulf of Mexico. The depth resolution of this system was ±50m. Skarsoulis and Kalogerakis (2005) presented a slightly

different localisation method using two hydrophones and surface reflected multipath,
but only tested the method via simulation.
Wide aperture fixed and free-floating arrays
Wide aperture hydrophone arrays have been used to obtain 3D diving profiles for only
a few whales. An array is considered wide-aperture when the distance between two
hydrophones is roughly the same or larger than the distance between a hydrophone
and the whale. The limited amount of data from these studies is most likely a reflection
of the higher costs and logistical difficulties of operating multiple independent recording
platforms synchronously over large areas.
Wahlberg (2002) used a large-aperture hydrophone array deployed from up to seven

boats to track one full dive profile and 4 partial dive profiles of whales diving near
Andenes, Norway. Approximately 113 minutes of audio was recorded that could be used
to localise whales at depths between 358 to 1494 m. Vertical and horizontal swimming
speeds of whales were calculated to be 0.8–1.4 m/s and 0.2–2.6 m/s respectively. Linear
error propagation analysis of their array revealed that uncertainty of the hydrophone
positions contributed the largest proportion of the error in their results (Wahlberg et al.,
2001).
In an effort to foster development of detection, classification, localisation and tracking algorithms, a data set containing audio recordings of a sperm whale, recorded on
a wide aperture bottom mounted hydrophone array (operated by the US Navy), was
made available to researchers for a 2005 workshop. Adam et al. (2006) provides an
overview of the different methods employed by researchers attending the workshop,
which were also published in the same volume of the journal Applied Acoustics. Various
researchers using independent analyses of these data tracked 25 minutes of a dive cycle
of a single whale diving to depths of 600-800 m. The depth range here reflects not
only differences in the diving behaviour of the whale over the 25 min period, but also
differences in localisation performance of each algorithm. This shows clearly that not
all localisation algorithms are equal.

1.4

Goals

The overall goal of my research was to quantify sperm whale acoustic and diving behaviour in Kaikoura, New Zealand, in order to better understand underwater behaviour
of this globally distributed species. This involved the application of recently developed
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passive acoustic methods to obtain information on sperm whale vocal behaviour, underwater movements, foraging habits, and size. The specific goals of this study were:
1. To present acoustically derived estimates of individual growth of whales over a
long time period
2. To design and build a passive sonar system (hardware and software) that could
be used to track diving sperm whales
3. To describe the depths and underwater movements of diving sperm whales
4. To provide insight into foraging behaviour via analysis of creaks vocalisations
(which are linked with feeding Miller et al., 2004a)
A major theme that unites these goals is the use of multi-hydrophone recordings for localisation of whales. Another main theme throughout this thesis is the adaptation and
application of these emerging methods to a population of whales in Kaikoura. Using
passive acoustics to study animal behaviour is a developing field. As such, many of the
recent publications describe methods and algorithms that can be used to study animals
in the wild (ie. the focus is on the methods; Skarsoulis and Kalogerakis, 2005; Spiesberger, 2005; Thode, 2005; Kandia and Stylianou, 2006; Giraudet and Glotin, 2006;
Morrissey et al., 2006; Teloni et al., 2007; Nosal and Frazer, 2007). In this thesis I
attempt to take this one step further and not only present methods and algorithms, but
attempt to apply methods to a larger sample size than previous studies.
As mentioned previously, Kaikoura is a hotspot for sperm whale research, however,
there is still relatively little known about the underwater movements of the whales
encountered there. Furthermore, Kaikoura is probably better known as a major whalewatch tourism centre than as a research site. There have been two studies on the effects
whale watching on the whales in Kaikoura (Gordon et al., 1992; Richter et al., 2006),
and the most recent showed small but statistically significant changes in the whales’
behaviour at the sea surface when tourism vessels or aircraft were present. While these
changes in behaviour were statistically significant, it is unclear whether or not they are
biologically significant. Thus, a key motivator of this thesis was to create tools capable
of investigating effects of tourism on sperm whales in greater detail.
Repeated visits from whale watching vessels can have a variety of effects on whale
behaviour. It is beyond the scope of this study to assess which effects are seriously harmful, and which effects are benign, however in a legal sense, the New Zealand Marine
Mammal Protection Act 2007 specifically prohibits the attracting, herding, harassing, or
disturbing marine mammals as well as killing or injuring them. Thus, changes in underwater movements (eg diving depths, speed, pitch, and heading) as well as changes
in vocal behaviour (eg click and creak rates) could be considered as disturbance. In
relation to biology, changes in movement patterns could indicate disturbance, agitation, or a general stress response. Alternatively, changes in diving depths suggest that
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whales may be temporarily unable or unwilling to access preferred habitat. Changes
in vocal behaviour could ultimately be indicative of reduced foraging efficiency, which
may ultimately result in malnutrition.
Goal 1 is addressed in Chapter 2. This chapter takes advantage of the long-term
data set of audio recordings made in Kaikoura. Goal 2 is addressed in chapters 3 and 4;
chapter 3, addresses the hardware development, while chapter 4 addresses the software
development. Chapter 5 discusses the diving behaviour measured in throughout the
study and addresses goals 3 and 4. Unfortunately time and resources did not permit
a long enough study duration to allow investigation of the effects of tourism on the
underwater behaviour of the whales, nevertheless, the tools now exist and have been
demonstrated to be effective should a future study require them. The final chapter
provides a summary, conclusions and directions for future research.

16

Chapter 2
Acoustically derived growth rates of
sperm whales (Physeter
macrocephalus) in Kaikoura, New
Zealand
Abstract
We developed a non-invasive acoustic method for measuring the growth of sperm whales
based on estimating the size of individuals by measuring the inter-pulse interval (IPI) of
sperm whale clicks. We applied this method to recordings made at Kaikoura, New
Zealand, in order to estimate the size and growth of 32 resident whales that have
been recorded repeatedly between 1991 and 2009. All whales recorded more than
six months apart (n = 30) showed an increase in IPI. Most prior knowledge of growth
in male sperm whales has come from from fitting growth curves to size data gained from
whaling. Using established relationships between IPI and total length, we find that the
average growth rate for the population in Kaikoura is less than that derived from historical whaling data from other populations. The ability to track growth of individuals
through time is only possible via non-lethal means, and offers a fundamentally different
kind of data because differences among individuals can be measured.

2.1

Introduction

2.1.1 Sperm whale size and inter-pulse-interval
Measuring the size of individuals and quantifying their growth are fundamental to answering many ecological questions. Size, as well as being an indicator of physical maturity, can indicate age (eg Gaskin and Cawthorn, 1973). Length distributions can be used
to estimate population parameters (eg Waters and Whitehead, 1990), and patterns of
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growth potentially provide insight into ecological differences among populations, habitats and in the case of sexually dimorphic species, between the sexes. Whales, because
of their great mass and marine habitat are among the most difficult animals to measure
alive. For this reason, most measurement data have come from dead whales measured
at whaling stations or on factory ships (eg Fujino, 1956; Clarke and Paliza, 1972). In
some cases, such data have been deliberately biased (Cooke et al., 1983; Best, 1989;
Kasuya, 1999); nevertheless whaling data have been useful in quantifying the basic
growth parameters of species (eg Kasuya, 1991). Previous studies of growth in male
sperm whales Nishiwaki et al., 1963; Gaskin and Cawthorn, 1973; Lockyer, 1981 are
few in number and rely upon age and length data from various 20th century whaling
catches. However, many of the most interesting ecological questions require individuals to be measured repeatedly throughout their lives, which is impossible in whaling.
While various photogrammetric approaches have been applied to the task of measuring free-ranging whales (eg Cubbage and Calambokidis, 1987; Best and Rüther, 1992;
Gordon, 1990; Dawson et al., 1995; Jaquet, 2006), none have been applied sufficiently
often, and over a long enough period, to provide much useful information on growth.
New developments in the theory of how sperm whales make their clicks (Møhl et al.,
2003) facilitate measurement of individual whales acoustically, and by recording the
same individuals over many years, enable quantification of their growth.
The typical vocalisations of sperm whales are broadband echolocation clicks, that
often show a multiple pulse structure (Backus and Schevill, 1966). Norris and Harvey
(1972) hypothesised that this multiple pulse structure arises from a single impulsive
sound, created at the museau de singe, that is reflected within the head of the whale,
and hence that time interval between these pulses represents the time taken for sound
to travel the length of the spermaceti sac. Hence the hypothesis predicts that due to allometric relationships between head size and whale length, the inter-pulse interval (IPI)
can be used as a measure of whale length. Rhinelander and Dawson (2004) showed
that IPIs are stable within individuals over short periods, and vary among individuals
of different size, confirming that IPIs are a reliable measure of whale size. Gordon
(1991) and Rhinelander and Dawson (2004) used simple photogrammetric techniques
to measure whale length and quantified the relationship between photogrammetrically
measured length and IPI. Gordon derived this relationship from mostly juvenile and
female whales, while Rhinelander and Dawson measured pubertal and mature male
sperm whales between 12.5 and 15.2 m in length.
Recent work by Growcott et al (unpublished), using a new digital stereophotogrammetric system, has extended the number of individuals with independent measures
of IPI and length, facilitating a new regression equation for IPI and photogrammetric
length (L):
L = 1.2404 ∗ I + 5.8127; (n = 33, r 2 = 0.77)
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2.1.2 IPI computation
Methods of computing IPI have also advanced recently. Adler-Fenchel (1980), Gordon
(1991), Goold (1996), Rendell and Whitehead (2004), and Rhinelander and Dawson
(2004), have all computed inter-pulse interval from recorded sperm whale clicks using
various signal processing techniques and classification criteria. One thing common to all
of the above listed methods is that they attempt to compute the IPI from a small number
of selected individual clicks. Adler-Fenchel used a ranking system to score whether or
not clicks were selected for analysis, and IPI measurements were made by manually
measuring the distance between peaks in the time domain. Gordon also measured the
IPI from the time domain waveform, but only used “usual” clicks recorded 2-8 minutes
after the whale fluked and discarded all others. These clicks were found to be more
likely to contain a clearly defined multi-pulse structure than clicks recorded later in the
dive. Goold (1996) applied the signal processing techniques of cepstral analysis as well
as autocorrelation analysis to compute the IPI. Rendell and Whitehead (2004) applied
cepstral analysis to compute the IPI of coda clicks from whales that were presumably
near the ocean surface, while Rhinelander and Dawson used autocorrelation analysis
and, like Gordon (1991), only analysed clicks that were recorded 2 - 8 minutes after the
whale dived. In all of these studies large numbers of recorded clicks were considered
unsuitable for analysis and ultimately discarded.
After investigating the radiation pattern of sperm whale clicks Møhl et al. (2003)
proposed the bent-horn model of sound production, which is a refinement of the original
Norris and Harvey model. The new theory explains why many clicks do not appear to
contain a clear multi-pulse structure (Zimmer et al., 2005a). According to the bent horn
model, only on-axis clicks, recorded either directly in front of or behind the acoustic
axis of the whale, exhibit the clear multi pulse structure. The time delay between
pulses of an on-axis click corresponds to the acoustic propagation delay as sound travels
from the museau de singe reflects off the frontal sac and travels forwards out of the
anterior surface of the junk. In off-axis clicks these pulses are present, but obscured
by interference arising from the off-axis angle of the whale (Zimmer et al., 2005b). In
the earlier studies of sperm whale IPI mentioned above, the discarded clicks were most
likely to have been recorded off-axis.
Additional evidence for the bent horn model supports the assertion that click structure varies dramatically depending on the orientation of the whale with respect to the
recording device (Laplanche et al., 2006; Nosal and Frazer, 2007). When the multipulse structure is present, IPI can be measured easily and appears to be constant, but
the multipulse structure cannot be easily measured in every recorded click due to offaxis distortion (Zimmer et al., 2005a). This is why Rhinelander and Dawson restricted
analysis to a relatively short time window (2 - 8 min after fluke-up) in which it was assumed that the whale’s orientation was likely to be reasonably constant (ie. maintaining
a relatively constant angle of descent).
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A new approach to IPI computation, based on the bent horn model of sound propagation, was proposed by Teloni et al. (2007). They postulated that the ensemble average of the cepstrum of hundreds of clicks should yield a consistent estimate of IPI.
Teloni et al. (2007) proposed that despite off-axis clicks being dominated by off-axis
pulses, they still retain pulses that correspond to the twice the distance between the
museau de singe and the frontal sac. They postulated that the ensemble average of the
cepstrum of hundreds of clicks should yield a consistent estimate of IPI. Cepstral techniques have long been used to identify reflections of broadband signals (Bogert et al.,
1963) and ensemble averaging is a long-standing technique in signal processing. Even
before the bent-horn model, ensemble averaging was employed to obtain estimates of
sperm whale IPI. In a study of the potential for acoustic identification of sperm whales
Dougherty (1999) suggested using the ensemble average of autocorrelation functions
for 75 sequential clicks to obtain a stable estimate of the IPI. Using statistical bootstrapping, Antunes et al. (2010) were able to supplement and adapt the methods of Teloni
et al. (2007) in order to estimate IPIs from recordings containing as few as 50 - 400
clicks. The advance offered by the Teloni et al. method is considerable; it is not only
objective, which facilitates automation, but also requires fewer assumptions than previous criteria for computing IPI, and hence allows for analysis of additional recordings
not previously considered suitable for IPI measurement, thus increasing sample size.
The acoustic data set from Kaikoura contains dozens of individuals that have been
recorded many times, and over many years (max 14.7 yr), and most of the audio recordings in this data set come from photographically identified whales. Here I exploit Teloni
et al’s new approach to IPI measurement, analysing repeated audio recordings of photographically identified sperm whales in order to measure of individual growth, and
average growth rates of male sperm whales at Kaikoura.

2.2

Methods

2.2.1 Data collection
Data for this project were collected from 1990 - 2009 as part of a long-term research
program off Kaikoura, New Zealand conducted by Otago University’s Marine Mammal
Research Group. In brief, data collection involved making acoustic recordings of photographically identified whales (Arnbom, 1987; Childerhouse et al., 1996). Field work
from 1990-2000 was previously described by Rhinelander and Dawson (2004). All
recordings analysed in the original study by Rhinelander and Dawson (2004) were
made directly behind whales after they fluked up to ensure that the first 8 minutes
of recordings contained primarily clicks emitted along the body axis as the whale descended, however the ensemble average technique implemented in the Pamguard plugin permits analysis of additional recordings from outside that 8 minute time period as
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well as recordings made from aspects other than directly behind the whale.
Additional photographic and acoustic data collection occurred in 2002 and from
2005 - 2009. In 2002 recordings were made with the same Sonatech 8178 hydrophone,
Sony TCDD10-PROII Digital Audio Tape recorder, and protocols for acoustic recording
and photographic identification from 1996 - 2000. Recordings from 2005 to present
were made with a custom-built stereo hydrophone array similar to that described by
Barlow et al. (2008) and an laptop running Ishmael software with a National Instruments DAQ6062E data acquisition card (2005-2006) or an Edirol R4 hard disk recorder
(2006-2009). Hydrophones in the stereo hydrophone array were not individually calibrated, but an identical array had a frequency response within ±4 dB from 1 to at least
40 kHz (Barlow et al., 2008). The Edirol R4 and National Instruments 6062E were set
to 96 kHz sample rate and had a flat frequency response from 10 Hz - 40 kHz (-3 dB).
The requested sample rate and the actual sample rate of the 6062E were not the same,
so the actual sample rate of the 6062E was determined using a pinger that made a tone
at a known frequency of 10.100 kHz. After applying this correction it was determined
that the 6062E actually recorded at a sample rate of 99.948 kHz. The 6062E data acquisition card sampled with 12-bit precision, while the Edirol R4 was set to either 24
or 16-bit precision. Pamguard (version 1.6) was only capable of using 16-bit wav files,
so 12 and 24-bit recordings were converted to 16-bit wav files before analysis. The hydrophone elements on the stereo array were spaced 5 m apart and the deepest element
was deployed to a depth of either 65 or 105 m.

2.2.2 Data analysis
A custom software plugin implementing the IPI computation method from Teloni et al.
(2007) was developed for the computer program Pamguard (version 1.6). Pamguard is
freely available, open source software for passive acoustic monitoring (Gillespie et al.,
2008). The open nature of this software encourages collaboration between researchers.
Pamguard has a modular architecture that facilitates the development of plugins for exploring new research techniques. The IPI plugin presented here depends on a substantial amount of basic functionality provided by Pamguard core modules. Existing Pamguard plugins used in this study include the hydrophone array manager, multi-channel
data acquisition (both from live input and archived audio files), bandpass filters, and
click detection (Figure 2.1).
Acoustic data were first high-pass filtered with an 8th order Butterworth filter using Pamguard’s IIR filter module with the corner frequency set to 1.5 kHz. Filtered
data were then input into Pamguard’s built-in click detector. For single hydrophone
recordings, the click detection threshold was set so that detected clicks correspond to
those from the target whale (which was typically the loudest in a recording). For stereo
recordings the click detection threshold was usually set lower, and the built-in angle vetoes of the click detector were adjusted so that only clicks coming from the target whale
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Figure 2.1: Screen shot of Pamguard IPI plugin showing output and data flow.
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were kept. The angle veto works by excluding clicks from further analysis if they have
a bearing that is dramatically different than that of the target whale. The time window
for detected clicks was set to 40 ms with 10 ms pre-sample and 30 ms post-sample.
Detected clicks were then used as input into the IPI computation plugin.
IPI measurement followed the methods outlined by Teloni et al. (2007) and to a
lesser extent Rhinelander and Dawson (2004). Before IPI measurement, the IPI plugin
filtered any clicks that had more than three consecutive samples within 90% of the full
scale amplitude to exclude clicks that had been clipped, as the cepstrum of a clipped
waveform could be distorted by artifacts. Next, the cepstrum of each individual click
was computed as
Ct = F F T −1 (log |F F T (xt )|)

(2.2)

Where xt is the digital representation of the time domain waveform and F F T and
F F T −1 are the fast Fourier transform and inverse fast Fourier transform respectively as
in Teloni et al. (2007). The time delay at the peak of the cepstrum was stored as the IPI
of that click and used to create a histogram of IPI for each recording. On a basic level
this IPI histogram was similar to the methods used by Rhinelander and Dawson (2004),
who estimated the IPI from the autocorrelation function of individual clicks and then
computed the mean and standard error of all IPIs.
In addition to constructing the IPI histogram, the plugin also computed the ensemble average of the cepstrum from all detected clicks. The peak value of the ensemble
average of the cepstrum was located and the time delay of the peak kept as the ensemble
IPI as described by Teloni et al. (2007). The ensemble IPI computation allows analysis
of recordings that were made from arbitrary locations with respect to the whale. Implementing both methods in the module required little extra processing, and facilitated
comparison of the methods (see section below).
The peak width of the ensemble IPI was used as the measure of uncertainty for each
recording. Peak widths were measured at 75% of the maximum value, a value which
was empirically shown to give reasonable results. A threshold width of 1 ms was used to
exclude measurements with high uncertainty (typical IPI values ranged from 5 - 8 ms).
Out of 279 analysed recordings, only two were excluded due to high uncertainty. To
validate the ensemble average technique we compared the IPI histogram and ensemble
IPI results from the Pamguard plugin to the IPIs of 36 recordings from the same data
set that had been analysed previously by Rhinelander (2001).
For the computation of acoustically derived growth rates, all recordings of each
individual whale were considered for analysis if the total time between first and last
recordings spanned six months or more. IPIs from these recordings were obtained using
the Pamguard IPI plugin, and recordings that were within six months of each other
were averaged to yeild an average measure of IPI for each individual during the years
that they were recorded. Average growth rates, g(t), were then computed for each
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consecutive pair of average IPIs as
g(t) =

L(tn+1 ) − L(tn )
tn+1 − tn

(2.3)

where tn is the time of the nth average measurement and L is the length derived from
the average IPIs using equation 2.1.
Direct comparison among growth rates in Kaikoura to those obtained from whaling
data were not possible due to the lack of age data on individuals in Kaikoura. Furthermore, no analytical functions (eg von Bertalanffy growth curves) were fitted to whaling
data by their original authors. Nishiwaki et al. (1963) and Lockyer (1981) published
only hand-drawn curve fits without the raw data, and Gaskin and Cawthorn (1973)
published a subset of their data along with their hand-drawn curve fit. To compare my
results with measurements made during whaling, I compared growth as a function of
size. A piecewise polynomial smoothing spline was fit to digitised growth curves published by Nishiwaki et al. (1963), Gaskin and Cawthorn (1973) and Lockyer (1981),
and the instantaneous growth rate was computed via differentiation and plotted as a
function of whale size (Figure 2.4). These instantaneous growth rates were then comparable to the average growth rates estimated in this study.

2.3

Results

2.3.1 Comparison of IPI computation methods
There was good correspondence between the ensemble IPI and Rhinelander’s IPIs for all
36 recordings, and the mode of the IPI histogram had good correspondence between
paired measurements for 34 of the 36 recordings. For all of these recordings the number of detected clicks used by the Pamguard plugin for IPI measurement ranged from
105 - 2604, while the number of clicks used by Rhinelander and Dawson ranged from
6 - 45. Linear regression between the ensemble IPI estimate and those computed by
Rhinelander (2001) reveal an excellent one-to-one relationship (y = 1.01x + 0.0096;
r 2 = 0.952; solid line Figure 2.2). The relationship between the modal value of the
IPI histogram did not show as good a relationship with the Rhinelander measurements
(y = 1.21x − 1.65; r 2 = 0.368; dashed line Figure 2.2) indicating that the ensemble IPI

method provides the most similar results to those of Rhinelander (2001).

2.3.2 Acoustic growth rates in Kaikoura
Thirty-two whales were recorded over multiple field seasons, and all whales showed
either an increasing (n = 30) or stable (n = 2) IPI over time (Table 2.1). Nine whales
were recorded on several occasions over time spans of more than 8 years and all of these
whales showed an increase in IPI over the total time, though not every whale showed
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Figure 2.2: Comparison of interpulse intervals (IPIs) computed by Rhinelander (2001)
with Pamguard IPI plugin. Circles and solid line show the ensemble average and fit,
while crosses and dashed line show the mode from the IPI histogram. Error bars show
the peak width at 75% of the peak amplitude. Dotted line shows a perfect one-to-one
relationship.
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growth over each set of consecutive recordings (Figure 2.3). Generally, growth rates
decreased as total length increased (g(t) = −0.0300 ∗ L + 0.5187; r 2 = 0.05; p = 0.0424

Figure 2.4).

Table 2.1: IPI measurement summary showing the number of recordings, n, number of
years spanned, initial IPI, I0 , last IPI, In , initial size, L0 , last size, Ln , change in size,
∆L, and average growth over all years, ∆L/∆t for each whale. IPIs are measured in
milliseconds, while lengths are measured in metres.
Whale

n

Years

I0

In

L0

Ln

∆L

∆L/∆t

HL120

5

6.92

6.563

6.708

13.95

14.13

0.180

0.026

HL140

6

9.20

6.396

7.118

13.75

14.64

0.896

0.097

HL160

21

9.24

6.208

6.879

13.51

14.35

0.833

0.091

HL190

3

5.07

8.229

8.292

16.02

16.10

0.078

0.015

HL40

25

8.60

6.354

7.255

13.69

14.81

1.118

0.130

HR110

5

0.48

5.800

5.800

13.01

13.01

0.000

0.000

HR210

5

7.01

6.458

7.443

13.82

15.05

1.222

0.174

HR25

2

2.12

5.863

6.000

13.09

13.26

0.170

0.080

HR80

11

5.78

7.646

7.708

15.30

15.37

0.077

0.013

LNL100

6

7.58

6.802

7.208

14.25

14.75

0.504

0.066

LNL160

28

9.59

6.167

7.188

13.46

14.73

1.266

0.132

LNL240

6

7.02

6.375

7.146

13.72

14.68

0.956

0.136

LNR200

2

0.50

6.521

6.521

13.90

13.90

0.000

0.000

LSL20

9

8.54

6.417

7.417

13.77

15.01

1.240

0.145

LSR100

3

2.05

5.906

6.042

13.14

13.31

0.168

0.082

LSR40

4

0.93

6.438

6.472

13.80

13.84

0.043

0.046

LSR60

10

8.56

6.229

7.188

13.54

14.73

1.189

0.139

MLN160

8

2.75

7.781

7.833

15.46

15.53

0.064

0.023

MLN40

8

13.03

7.229

7.375

14.78

14.96

0.181

0.014

MLN80

6

2.10

6.583

6.799

13.98

14.25

0.267

0.140

MLS100

9

14.73

6.739

7.191

14.17

14.73

0.560

0.038

MLS70

6

2.02

7.250

7.448

14.81

15.05

0.246

0.135

MNS50

15

3.98

6.443

6.662

13.80

14.08

0.271

0.071

MTB170

4

1.10

6.188

6.208

13.49

13.51

0.025

0.023
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Whale

n

Years

I0

In

L0

Ln

∆L

∆L/∆t

MTL40

4

3.07

5.708

5.958

12.89

13.20

0.310

0.101

MTR100

4

2.59

6.250

6.722

13.57

14.15

0.585

0.227

MTR140

11

7.59

6.708

7.554

14.13

15.18

1.050

0.143

MTR80

6

5.50

6.333

6.542

13.67

13.93

0.259

0.047

NN160

13

3.95

7.167

7.420

14.70

15.01

0.310

0.079

NN20

20 11.00

6.083

6.578

13.36

13.97

0.614

0.056

NN40

2

4.86

6.688

7.042

14.11

14.55

0.439

0.090

NN80

8

3.07

6.521

6.809

13.90

14.26

0.357

0.119

Discussion

2.4.1 Pamguard Plugin and IPI computation
Both the ensemble IPI, and the mode of the IPI histogram, as computed by the Pamguard
plugin, provide an automated estimate of IPI that is very similar to the manual measurement methods used by Rhinelander (2001) and Rhinelander and Dawson (2004),
however the ensemble IPI appears to be slightly more robust than the IPI histogram
(Figure 2.2). The automated nature of the analysis greatly reduces the time required to
estimate IPI, however automated analysis should be used with caution when multiple
whales have been recorded simultaneously. In these cases the threshold for click detection should be adjusted, or preferably other Pamguard modules, such as angle vetoes,
should be used to remove clicks from other whales.
An advantage of implementing the IPI computation as a Pamguard plugin is that the
analysis can be carried out in real time as data are acquired. A key question raised by
Teloni et al. (2007) was “how many clicks are required to obtain a stable estimate of
IPI?” Real-time monitoring allows one to not only compute the IPI of a diving whale,
but also to ensure that enough clicks are recorded so that the IPI estimate is stable and
has low uncertainty (eg. a single cepstral peak with 75% peak width < 1 ms).
An interesting result from the analysis of the Rhinelander data is that these automated methods work surprisingly well even with as few as 105 clicks. Teloni et al.
(2007) suggested using at least 1000 clicks for stable results, however the present results indicate that fewer clicks can be used under some circumstances eg. when using
high quality recordings made directly behind the whale after fluke up. Antunes et al.
(2010) found a similar result when investigating semi-automated approaches for computing IPI given a small number of recorded clicks. While they suggest applying boot27
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Figure 2.3: Interpulse interval (IPI) measurements of 9 different whales recorded over
8 years or more from 1991-2009. Limits and scale are identical for all subplots. Crosses
show ensemble average IPIs from independent recordings and errorbars show the IPI
peak width at 75% of the max. Lines connect average IPI measurements from consecutive six month observation periods. Lengths are derived from equation 2.1.
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Figure 2.4: Average growth plotted against total length for each consecutive measurement period (circles) and measurements with the longest timespan (crosses) for
all individuals. Lengths are derived from IPIs using equation 2.1. The solid line,
g(t) = −0.0300 ∗ L + 0.5187; r 2 = 0.05; p = 0.0424; is a linear regression of the data
from this study. The dashed, dotted, and dash-dotted lines show growth of male sperm
whales derived from Nishiwaki et al. (1963), Lockyer (1981), and Gaskin and Cawthorn
(1973) respectively.
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strapping with both autocorrelation and cepstral averaging, these methods were not
deemed necessary because our recordings had an average (median) of 744 clicks and
the ensemble average showed little uncertainty with all our recordings.

2.4.2 Acoustically derived growth rates
By applying the Pamguard plugin to a long term data set, we were able to observe an
increase in IPI over time for 30 of 32 whales in Kaikoura. The two whales that showed
a stable IPI were both seen only on two occasions less than a year apart. This increase
in IPI over time is almost certainly a result of individual growth. The fact that no
individuals showed a dramatic fluctuation in IPI over time provides further validation
of the IPI computation method described by Teloni et al. (2007), and incidentally further
support for the bent horn model of sound production.
Applying equation 2.1 to these IPI estimates allows us to estimate whale length
(Table 2.1; second vertical axis in Figure 2.3). We were able to estimate growth rates
for all whales that had both identification photographs and recordings that were made
greater than six months apart. This is the first time that acoustic estimates of whale
length have been used to derive measurements of the growth of individual whales. In
contrast to growth rate measurements made during whaling or from stranded animals
(eg Evans and Hindell, 2004), this technique is not only non-lethal, but also completely
non-invasive.
Lockyer (1981) noted continued growth in male sperm whales until they reached
physical maturity at an average length of 15.85 m. Most of the whales recorded repeatedly in Kaikoura were found to be between 13 - 15 m and were still growing, which
according to Lockyer, suggests that these whales are socially mature, but not yet physically mature. Age-length keys from Nishiwaki et al. (1963) and Gaskin and Cawthorn
(1973) give age estimates of approximately 17 - 30 years, while Lockyer (1981) estimates 25 -35 years for individuals of these sizes. These age estimates seem low, particularly considering that three individuals in this dataset (eg NN20, MLS100, HL40) have
been seen at Kaikoura for at least 19 years.
Growth rates at Kaikoura (Figure 2.4) appear well below those derived from whaling
in the Southeast Pacific (Lockyer, 1981), and most are lower than those from whaling
in the North Pacific (Nishiwaki et al., 1963). Our acoustically measured growth rates
match more closely with those derived from whaling in Cook Strait in 1963 and 1964
(Gaskin and Cawthorn, 1973), though they still appear to be slightly lower. Combined
with the possibility that the age-estimates are low, this could indicate either that the
whales that repeatedly return to Kaikoura are not growing as fast as the whales caught
during whaling, or that this population does not grow to the same average size as those
taken during whaling. Gaskin and Cawthorn (1973) published the lengths of 238 male
sperm whales caught in the Cook Straight area (which includes our study site) from
1963 – 1964. They reported a mean length of 14.09 m, with a minimum length of
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10.7 m and a maximum of 16.8 m. The mean of the initial lengths, I0 in our study
was 13.96 m, and the mean of the final lengths, In , was 14.44 m, both of which are
very similar to the mean reported by Gaskin and Cawthorn, however, the distributions
of lengths were significantly different (Kolmogorov-Smirnov test; maximum difference
between distributions, D = 0.2877; p-value = 0.0145). The discrepancy between length
distributions is likely explained by our study area and sample size being much smaller,
and there may have been some size selectivity on behalf of the whalers in 1963-64.
Both Kasuya (1991) and Kahn et al. (1993) found of density dependent effects on
the growth of sperm whales resulting from the removal of large numbers of whales during commercial whaling. Kasuya (1991) found an increase in the length distribution of
males, and attributed this change to an increase in available food (or decrease in competition for food). Similarly, Kahn et al. (1993) found differences in length distribution of
females off the West coast of South America. Both of these studies observed changes five
to ten years after the end of the intensive whaling effort. Sperm whales were hunted in
the Southwest Pacific around New Zealand as recently as 1970. Gaskin (1973) reported
catches from 1961-1970 totalling at least 9,720 whales of which nearly 75% were male.
While density dependent changes could have occurred, these changes would have likely
occurred before the start of our study. Even if the density dependent effects had persisted throughout our study, the removal of large male whales should cause an increase
in growth and maximum sizes, which our observations do not support.
An additional explanation of the slightly lower growth rates found in our study
is that methods used to determine the age of sperm whales were either innacurate
or imprecise. Age of sperm whales, like other odontocetes, has been determined by
counting growth layers in teeth. The specific criteria for aging sperm whales from
dental growth layers were not published by Nishiwaki or Lockyer, and Evans et al.
(2002) reveal large differences in the number of growth layers counted among different
readers. Also, tooth-wear can remove the outer growth layers making older (larger)
individuals appear to be younger than they truly are. Thus caution is required when
comparing the age-length data from dental growth layers (eg Nishiwaki et al., 1963;
Gaskin and Cawthorn, 1973; Lockyer, 1981) to the acoustically derived growth rates.
While growth of individuals could be measured using photogrammetric techniques
only (eg. Webster et al. 2009), there are several advantages to the acoustic methods
presented here. Growcott (2010) demonstrated that these acoustic methods have a
higher precision than state of the art photogrammetric methods. Furthermore, stereo
photography requires manoeuvring alongside of the whale (Dawson et al., 1995), which
can cause the whale to turn away or dive early, especially when other vessels (such as
whale watching boats) are present (Richter et al., 2006). Additionally, identification
photographs of the whale must be taken from directly behind the whale, thus requiring
additional manoeuvring. In contrast, audio recordings of the whale can be made from
any position, including behind the whale, which facilitates rather than conflicts with the
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photographic identification efforts. Stereo photogrammetry presently requires a somewhat cumbersome system of two cameras on either end of a 2.4 m bar, attached, at eye
height, to a short mast. Analysis of the stereo-image pair presently requires expensive
proprietary software. IPI measurements can be made using using a single hydrophone,
field recorder, and free open source software. Laser photogrammetric systems offer simpler logistics and analysis and have been used successfully on other cetaceans (Durban
and Parsons, 2006; Rowe and Dawson, 2008; Webster et al., 2009), however our own
attempts using laser systems on sperm whales in Kaikoura were unsuccessful. Laser
dots from relatively powerful (Aimshot LS8200; 12mW) green lasers, intended for use
with firearms, were not visible on whales 50m away (the present limit of approach in
Kaikoura).
There are some inherent limitations when measuring growth rates of sperm whales
acoustically. Unless the researcher is able to track individual whales at depth using a
3-D hydrophone array, the approach cannot be used when multiple whales are diving in
close proximity. Hence it is more practical at higher latitudes, where whales are typically
spaced further apart (Gaskin, 1970). In nursery groups where many whales are closely
grouped together and dive in synchrony, it is unlikely that IPIs could successfully be
matched to particular individuals.
It should be noted that the limitation stated above arises from the inability to match
photographs with acoustic records for nearby individuals and not from any inherent limitation in the Pamguard IPI plugin. In fact a yet unexplored use of this plugin would be
to estimate the size structure in groups of whales encountered during acoustic surveys
(eg. Barlow and Taylor, 2005). Acoustic bearings and angle vetoes (both core Pamguard
modules) could be used to separate clicks from different whales and each bearing trace
could be used as input into a separate instance of the IPI plugin. It remains to be seen
whether or not stable IPIs can be computed using clicks from distant whales, however, if
possible, this could yield valuable information on population structure with a minimum
of additional survey effort.

2.5

Conclusion

The analysis of sperm whale growth via IPIs presented here is both novel and robust. The core IPI computation methods were built in a short amount of time as
Pamguard provided a framework that facilitated the analysis of bioacoustic data. Coupling new analysis techniques with long-term monitoring efforts (in the form of photographic identification and audio recordings) has provided a unique opportunity to measure the acoustic growth of sperm whales in Kaikoura, New Zealand, and continued
data collection and analysis may yield insights into how growth affects the immigration/emigration of bachelor males in Kaikoura.
While the idea of acoustic size measurements of sperm whales is not new (Gordon,
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1991; Goold, 1996; Rhinelander and Dawson, 2004; Mathias et al., 2009), there have
been few published studies that make use of acoustic length estimates for large numbers of whales, let alone of photographically identified whales. As it is freely available,
the software plugin presented here will enable more researchers to add acoustic length
estimates to their analysis toolbox. The plugin features fully automated IPI estimation,
the ability to work with real-time input, as well as post-processing of archived data. The
availability of such a tool could shed light on sperm whale demographics and facilitate
comparison of existing acoustic data sets collected in other parts of the world, for example: the Gulf of Mexico (Thode et al., 2002), the Mediterranean (Teloni, 2005), the
Galapagos Islands (Rendell and Whitehead, 2004), Alaska (Thode et al., 2007) and the
Northeastern Temperate Pacific (Barlow and Taylor, 2005)).
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Chapter 3
A large-aperture low-cost hydrophone
array for localising whales from small
boats.
Abstract
A passive sonar array designed for tracking diving sperm whales in three dimensions
from a single small vessel is presented, and the advantages and limitations of operating
this array from a 6 m boat are described. The system consists of four free floating buoys,
each with a hydrophone, built-in recorder and GPS, and one vertical stereo hydrophone
array deployed from the boat. Array recordings are post-processed onshore to obtain
diving profiles of vocalising sperm whales. Recordings are synchronised using a GPS
timing pulse recorded onto each track. Sensitivity analysis based on hyperbolic localisation methods is used to obtain probability distributions for the whale’s 3D location for
vocalisations received by at least four hydrophones. These localisations are compared
to those obtained via isodiachronic sequential bound estimation. Results from deployment of the system around a sperm whale in the Kaikoura Canyon in New Zealand are
shown.

3.1

Introduction

Passive acoustic localisation, via arrays of hydrophones, has been used to study marine mammals for over forty years (Cummings et al., 1964; Watkins and Schevill, 1972;
Clark et al., 1986). Instrumentation used in previous passive acoustic studies of sperm
whales has ranged from a single hydrophone (Laplanche et al., 2005; Tiemann et al.,
2006; Rhinelander and Dawson, 2004; Jaquet et al., 2001), stereo hydrophone arrays
(Barlow and Taylor, 2005; Skarsoulis and Kalogerakis, 2005; Thode, 2005; Nielsen
and Møhl, 2006), multi-hydrophone towed and vertical arrays,(Teloni, 2005; Heerfordt et al., 2007) and hydrophone arrays deployed simultaneously from multiple boats
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(Møhl et al., 2001). Recent efforts to lower the entry barriers for scientists interested
in passive localisation include the system presented by Hayes et al. in 2000. This array
of relatively inexpensive passive sonar buoys made mostly from commercially available
off-the-shelf components was successfully used to track blue whales over several kilometres. In 2001, Møhl et al. presented a similar unlinked sonar array, but instead of
using buoys with single hydrophones, hydrophone arrays were deployed from multiple
boats to track diving sperm whales. By deploying a relatively deep vertical array they
were able to reconstruct 3D sperm whale tracks (Wahlberg, 2002).
Study design and hardware choice limit which software techniques are appropriate
for analysis of the raw data. Beamforming techniques are most appropriately applied
for short aperture towed or vertical arrays and usually yield animal locations in one or
two dimensions (bearing and range). To obtain 3D animal locations hyperbolic multilateration is usually applied to a multi-receiver large aperture array (Watkins and Schevill,
1972; Møhl et al., 2001; Wahlberg et al., 2001; Giraudet and Glotin, 2006; Morrissey et al., 2006; Baumgartner et al., 2008). These hyperbolic localisation techniques
were originally developed for the LORAN system (Van Etten, 1970) which used radio
beacons to localise ships and aircraft, and a key assumption was that the propagation
speed of the transmission remained constant between the source and all receivers. The
assumption of a constant speed of sound propagation is not always valid for underwater applications, especially in a place like Kaikoura, New Zealand, where several water
masses converge and complex physical oceanographic processes are at work (Larivière,
2001).
Many of the more advanced localisation algorithms involve acoustic ray-tracing and
can make use of acoustic multipath detected in the recordings (Laplanche et al., 2005;
Thode, 2004a; Tiemann et al., 2006). Ray-tracing and acoustic multipath localisation
algorithms require detailed knowledge of the sound velocity profile. Ray-tracing techniques can be computationally intensive especially when the hydrophone positions are
not fixed with respect to each other. Additionally, multipath localisation algorithms
require detailed knowledge of local bathymetry (Tiemann et al., 2006, 2005). If computation time is limited, or if detailed bathymetry and sound velocity profiles are not
available, then alternative algorithms must be employed instead.
In an effort to improve on hyperbolic localisation techniques Spiesberger (2004) introduced a geometric surface called an isodiachron. Isodiachronic localisation is a more
general form of hyperbolic localisation that allows for the effective sound speed between
the source and each receiver to differ. By using isodiachrons with sequential Monte
Carlo methods one can estimate not just the location of the sound source, but also the
positions of the receivers and effective sound speeds. Spiesberger dubbed this technique
sequential bound estimation (Spiesberger, 2005). Like many Monte Carlo methods, this
technique is computationally intensive, but yields greater precision and accuracy than
hyperbolic least squares error estimation under some circumstances (Spiesberger and
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Wahlberg, 2002). Furthermore, sequential bound estimation does not require detailed
knowledge of the speed of sound, or the bathymetry, though it can make use of this
information if it is available (Spiesberger, 2005). In the absence of measured sound
speed profile (SSP) it allows one to estimate a range of SSPs. Conservative estimates
should be accurate (ie. contain the true value), but may not be as precise as using a
measured SSP.
In the following sections I present a passive sonar system that can best be described
as a hybrid between the approach taken by Møhl et al. (2001) and Hayes et al. (2000).
This system was designed for use from a single small (6 m) boat with the purpose of
localising diving sperm whales which at Kaikoura produce loud broadband clicks at a
mean click rate of 1.3 clicks/s about 60% of the time (including their time at the surface; Douglas et al., 2005). Our system consists of four free-floating buoys and one long
vertical cabled array, all deployed from the same boat. Our system is based on commercially available off-the-shelf hardware, offers ease of deployment and recovery of buoys
from a single platform, yet it allows measurements of three dimensional movements of
nearby vocalising whales. The system also allows measurement of bearings to whales
that are many kilometres away. I describe the approach I have taken in hardware and
software, and discuss the advantages and limitations of operating this array from a 6 m
boat. Additionally, I show results from deployment of the system around a sperm whale
in the Kaikoura Canyon in New Zealand.

3.2

Methods

3.2.1 Array Design
The design was heavily influenced by the limited deck space on a small vessel. The
components of the array had to be compact, robust, and quickly deployed. I opted for a
modular approach in order to reduce maintenance time (ie. defective components can
be quickly replaced), and to ensure that overall success in tracking did not depend too
heavily on any one component. The modular approach also leaves open the possibility
of adding additional instrumentation as future needs dictate.
Design specifications required sufficient battery and storage capacity to make relatively wideband recordings for several hours at a time. A further requirement common
to non-linked arrays is that recordings from different platforms had to be synchronised
precisely.
Buoys
Similar to the instrument packages of Hayes et al. (2000) each of our buoys includes a
hydrophone, a recording device, a GPS receiver, a time synchronisation device, and a
battery pack. Additional instrumentation included an optional 4th order bandpass filter
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(passband 1-40 kHz), a depth logger attached to each hydrophone, and a VHF locator
beacon attached to a small mast on each of the buoys.
The recording device used in each buoy was the M-Audio Microtrack 24/96 with a 16
GB compact flash card as the recording medium. Each Microtrack had stereo recording
capabilities. I used a sample rate of 96 kHz (16 bit) which gave a maximum record
time on 16 GB media of over 11 hours. While the Microtrack can record 24 data bits
per sample, ambient ocean noise and electrical noise within the device itself effectively
rendered this setting superfluous. Recording quality could be lowered to 44.1 kHz to
enable up to 24 hours of recording, though this was not attempted during this study.
As compact flash cards increase in size and decrease in price, recording duration can be
increased. The Microtrack recorders were powered using their internal battery which
gave up to 4 hours of operating time.
All hydrophones were built in-house as described by Barlow et al. (2008). A single
hydrophone was connected to each buoy with 20-30 m of shielded, harsh-environment
ethernet cable. The cable chosen was TMB Proplex CAT5e which has a light Kevlar
strength member allowing a maximum working pull of 140 N. Previous experience revealed that recordings made with hydrophones shallower than 20 m resulted in increased surface noise, as well as distortion from surface echo multipaths. A two kg
lead weight was attached to the end of the hydrophones to speed deployment, maintain hydrophone depth and reduce hydrophone drift with respect to the buoy. Each
hydrophone was connected to one channel of the recording device via a waterproof
connector embedded in the buoy lid, while modulated GPS data was recorded on the
other channel.
The GPS used on each buoy was the Garmin GPS-17HVS. This low cost OEM GPS
was chosen because of its waterproof housing, and its ability to output an accurate
timing signal in addition to the raw GPS carrier phase. Via post-processing (with data
from a suitable base-station), the raw carrier phase can be used to obtain highly accurate (sub-meter) position information. The GPS position output was connected to an
FSK modulator while the GPS timing signal was connected to an amplitude modulator.
Detailed description of the FSK modulation is beyond the scope of this study, for an
overview of FSK modulation with respect to this application consult Møhl et al. (2001).
An Oceanic Veo 250 personal scuba diving computer was used to record the depth of
each hydrophone throughout the duration of the deployment. The depth resolution of
the dive computers was 0.3 m. Depth sensors in conjunction with post-processed GPS
positions allowed for more accurate estimation of the hydrophone position. This was
necessary when ocean currents and/or wind caused the hydrophone to drift so that it
was not directly beneath the GPS receiver. Testing at the field site revealed this to be
necessary for only the deeper boat-based array.
Each buoy had a Sirtrack VHF radio transmitter beacon mounted on a 1 m tall mast.
The beacon was used to assist with relocation and recovery at the end of a recording.
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Beacons were tracked with a Yagi aerial connected to an Icom IC-R10 wideband scanner.
Including a radio beacon on each buoy also helped with keeping track of drifting buoys
during a recording. This was especially useful over large deployment areas and when
sea state and weather conditions made spotting buoys difficult.
Within each buoy, the recorder, FSK circuit, bandpass filter and two 12 V gel cell
batteries were housed on a custom frame which was made from 80 mm diameter PVC
drainage pipe. Slots were cut from the drainage pipe and components secured to the
frame via cable ties. The frame was placed within a watertight 100 mm diameter housing also made from PVC drainage pipe. The gel cells were placed at the bottom of the
frame with one kg of lead ballast to help the buoy maintain a vertical attitude in the
water. Closed cell foam was glued around the top of the housing to provide additional
floatation (Figure 3.1b). Buoy dimensions were 1 m in height and 100 mm in diameter.
Deck space on the research vessel was limited so the four buoys were stowed upright
on deck in a purpose-built wooden rack (Figure 3.1a). While I chose to package the
instruments in a 1 meter tall tube, the instruments could have fitted into an enclosure
as small as 0.30 m long, making these buoys especially suitable for operation from small
vessels. The extra space inside each buoy can be used for additional instrumentation or
extra battery packs.
Hydrophones were secured to the rack next to each buoy, and hydrophone cables
were wound onto the rack in a figure eight fashion to prevent tangling. By keeping
buoy dimensions small and stowing them upright, deployment remained manageable
even with limited deck space. A single manual switch within each buoy activated power
to all electronics further facilitating speedy deployment.
Boat-based cabled array
The boat-based stereo array consisted of two custom built hydrophones spaced 5 m
apart on 105 m of cable. The recording device used on the boat was an Edirol R-4, 4
channel digital recorder operating at 96 kHz sample rate with a sample resolution of 16
bits. Hydrophone and GPS data were recorded onto the first three channels, while the
fourth channel was used to record dictated commentary about the situation. Commentary included descriptions of animal behaviours, vocalisations, weather information, sea
state, estimated whale position, and movements of any other vessels in the area.
Using a deeper array proved crucial for obtaining accurate 3D localisations of the
target animal. The short distance between hydrophones of the boat-based array also facilitated tracking individual animals when several were vocalising at the same time. The
boat-based array functioned as a short-aperture vertical array which was used to measure the vertical bearing to vocalising animals using a custom Matlab script. For short
time scales (tens of seconds), vocalisations with widely different bearings are likely to
come from different individuals. Similarly, bearings coming from the same individual
would be expected to change gradually over short time scales. These assumptions were
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Figure 3.1: A) Photograph of 4 Buoys and boat-based array ready for deployment from the research vessel. B) Buoy schematic showing
arrangement of the Microtrack recorder (REC), GPS receiver, FSK modulation electronics, and power supply (BAT).
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used by the classification algorithm to reduce ambiguities during analysis that occurred
due to multiple vocalising animals.
In addition to the recordings made using the stereo hydrophone array, a handheld
directional hydrophone and compass were used to estimate the range and bearing to
the target animal(s) throughout the deployment. The direction that yielded the loudest
clicks was recorded as the bearing to the whale. Range was estimated using several auditory cues such as the “volume” “sharpness” and range of bearings over which the click
was audible. Range and bearing estimation was conducted by expert trackers with hundreds of hours of experience tracking sperm whales with the directional hydrophone.
Tracking the whale this way provided feedback necessary to reposition hydrophones
that drifted too far from the target whale. Because the depth resolution of our system
was provided primarily from the boat-based array, it was especially important that the
boat-based array remain close enough to detect the animal continuously throughout
the recording. In addition to constant feedback, the range and bearing estimate also
provided an independent check on the validity of localisations obtained from the nonlinked array.

3.2.2 Deployment and recovery
Before deploying the buoys and boat-based array, sperm whales were tracked using a
custom-built directional hydrophone. Whales were tracked until they surfaced in order
to obtain an identification photograph (Arnbom, 1987; Childerhouse et al., 1995) before
deploying the array. The photographed whale (target whale) was typically tracked via
directional hydrophone for 20 to 25 minutes to ascertain its speed and heading (if any)
before deploying the first buoy. Because sperm whales in Kaikoura can travel several
kilometres from fluke up to fluke up (Jaquet et al., 2000) it was important to have
an estimate of the target whale’s position and general direction of movement before
deploying the buoys.
Buoys were typically deployed in either a triangle or square configuration surrounding the animal(s) of interest, with the boat and stereo hydrophone array (and with a
bit of luck the target whale) at the centre of the polygon. Typical deployment distances
between adjacent buoys were 1.5-2 km. To deploy four buoys typically took 20 minutes; however poor weather, other vessels, and navigational hazards such as fishing
gear increased deployment time.
To deploy buoys the boat engine was stopped, the buoy electronics turned on, and
the Microtrack set to record. The hydrophone cable was deployed before placing the
buoy overboard, and the level meter on the Microtrack was checked to make sure that
both the hydrophone and GPS recording chains were functioning and that the recorder
gains were set appropriately. The waterproof lid was replaced, and the VHF locator
beacon was attached before placing the buoy over the side of the boat. To facilitate
recovery, each buoy’s deployment location was marked on the vessel’s navigation GPS.
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Some care was required when setting the recording gain for each buoy because this
could not be changed after deployment. Over the course of the recording, whale(s) can
swim towards some buoys and away from others, causing a large change in received
level. The dynamic range of the Microtrack recording unit was not wide enough to
accommodate this change in received level without gain adjustment. Had the 24-bit
recordings on the Microtrack not been dominated by electrical noise, then changing the
bit resolution from 16 to 24 bits would have greatly helped handle this limitation. While
hardware-based automatic gain control might have been a possible solution, I did not
pursue this. Because the goal of this study was localisation of whales I opted for a higher
gain setting in order to detect whales further away and maximise buoy separation. This
choice came at the expense of clipping some loud whale vocalisations.
When the target animal was unlikely to be audible on a minimum of 4 hydrophones,
buoys could be repositioned; however this required an interruption in monitoring with
the boat based array which effectively limited localisation accuracy to 2 dimensions (x
and y) during this time. While buoys could be repositioned by a dedicated support
vessel, this would effectively double the operating costs of the array and has not been
attempted. More often instead of repositioning buoys the recording was terminated and
the buoys recovered. After recovery, data was downloaded to a PC for synchronisation
and analysis.

3.2.3 Synchronisation
The standard procedure for localising animals with an acoustic array involves computing time of arrival differences (TOADs) between each pair of hydrophones for each
vocalisation (Watkins and Schevill, 1972; Clark et al., 1986; Freitag and Tyack, 1993;
Spiesberger, 1999; Hayes et al., 2000; Møhl et al., 2001; Wahlberg, 2002; Zimmer et al.,
2003; Morrissey et al., 2006; Giraudet and Glotin, 2006; Nosal and Frazer, 2006). When
using an unlinked array, all recordings made at each location must be synchronised before TOADs can be computed accurately. Synchronisation must address both jitter and
clock drift. For the purposes of this study, jitter can be thought of as very short-term
changes in the sample rate, while clock drift refers to long-term differences between
the device’s clock and the GPS synchronisation signal. Both of these errors arise from
imperfections in the digital clock used for analog-to-digital conversion in the recording
unit.
For our system, jitter, measured during synchronisation, was typically on the order
of 0.002% for all devices. Clock drift was also measured and was typically between
0.5 and 2 ms/min for all devices. Measurement of the jitter and drift rates is not only
necessary for accurate localisation, but also provides a measure of the temporal fidelity
of the audio device. Audio time alignment and jitter/drift correction was performed
via a two-stage process. The first step involved coarse alignment, which synchronised
the start and end of each recording to within 1 second and assumes constant drift
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and no jitter. The second step (fine scale alignment) provided sample-accurate audio
synchronisation once every second for the duration of the recorded audio.
The GPS position information stored in the FSK-modulated audio signal included
latitude, longitude, as well as UTC date and time of the signal with time resolution of
1 s. For coarse alignment I extracted this information from the first and last seconds of
the recording to compute the GPS start and end seconds for the recording. Subtracting
the ending GPS second from the starting second yields the GPS duration, tgps . The
average clock drift rate was computed as (tgps − trecording )/tgps , where trecording was the
total number of audio samples per channel divided by the nominal sample rate (96
kHz). This coarse alignment does not account for jitter or inaccuracies resulting from
a non-constant clock drift rate over the duration of the recording. To investigate these
errors and account for them if they are present I used the Garmin GPS 17 timing signal,
which is a 1 Hz pulse wave with a duty cycle of 0.1. The rising edge of this pulse
marked the start of the GPS second with a nominal accuracy of ±1 µs (Garmin GPS

16/17 Technical manual). When the 100 ms pulse was active, it reduced the signal
amplitude of FSK-modulated GPS data. The instantaneous sample rate of the recording
unit was computed by simply counting the number of samples between successive pulse
edges, and the instantaneous jitter was computed as the difference between nominal
sample rate and instantaneous sample rate.

Custom synchronisation software written using Mathworks Matlab was used to detect the sample number corresponding to the leading edge of the amplitude-modulated
timing pulse. This edge detection software began by loading one second of audio into
memory. This audio was divided into 10 consecutive sequences and the RMS amplitude of each sequence was computed. Due to the amplitude modulation, the sequences
containing the timing pulse had a different RMS amplitude than the rest of the signal.
The earliest sequence with a different RMS amplitude contained the leading edge of the
pulse. This sequence was kept, while the others were discarded. For each sample in
the remaining sequence the RMS value of the subsequent 20 samples was computed.
The difference between sequential RMS values was computed and the sample with the
largest change in RMS amplitude corresponded to the leading edge of the PPS. This
process was repeated for the duration of the recorded audio.
Simultaneous to edge detection, the FSK-modulated audio track was played into a
custom-made hardware demodulator and the GPS data were recorded via a PC serial
port. Hardware FSK demodulation with concurrent software PPS detection allowed for
synchronisation of multiple buoys at the same time. The audio sample number of the
PPS edge, latitude, longitude, UTC time, and raw carrier phase information from each
platform was written to a synchronisation data file for every second of audio processed
(Figure 3.2). By using a hardware-based demodulator circuit for each of the 5 audio
channels, 5 channel-hours of modulated GPS position and timing information could
be decoded in 1 hour. This proved to be significantly faster than our best attempts at
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Figure 3.2: Data flow for time alignment and demodulation of recorded GPS data.
implementing software-based demodulation as described by Møhl et al. (2001), and
can work in real time provided that there are as many demodulators and serial ports as
there are modulated GPS signals.
Hydrophone depth sensors were activated via a water contact switch. Depth data
were synchronised with the GPS data using either the audible tone made when the
depth sensor was active for a predetermined amount of time, or the sound made from
the entry of the depth sensor into the water, both of which were audible in the recording
for each hydrophone. At the end of preprocessing the multichannel recordings of the
whales’ sounds, location data for each buoy and the boat, and the depth data for each
hydrophone were synchronised.

3.2.4 Detection and Localisation
Recently there have been many different techniques proposed for detection, classification, and localisation of sperm whale clicks. To obtain 3D whale positions I implemented a selection of detection, classification, and localisation algorithms(Abraham,
2004; Spiesberger, 2005; Thode, 2004a; Spiesberger and Fristrup, 1990) using Mathworks Matlab 7.3, and adapting the methods for use with our system as necessary.
Detection
For detection of sperm whale vocalisations, audio recordings from each platform were
bandpass filtered between 2-20 kHz, a band which contains most of the energy of typical
sperm whale vocalisations. Vocalisations were detected from filtered recordings using
Page’s test, which is an energy detector (Abraham, 2004). Specifically, I followed the
algorithm outlined in Zimmer et al. (2005b) part II section 1. While there have recently
been numerous methods for detection and classification of sperm whale clicks (Adam,
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2006a,b; Kandia and Stylianou, 2006; Larue et al., 2004; Lopatka et al., 2006), Page’s
test was chosen because its implementation was intuitive, fast, and it has been used
successfully in previous studies involving localisation of sperm whales(Zimmer et al.,
2005b; Nosal and Frazer, 2007). Detection parameters that yielded good agreement
with visual inspection of the spectrogram for the first few minutes of audio were selected for use. The detection threshold, V 1 was set to 16 (24 dB); the end of detection
threshold, V 0 was 1; and the exponential weighting on the noise, α was set to 0.9 (notation follows Zimmer et al. (2005b)). Automating the detection process was necessary
for analysing the large number of recorded sperm whale vocalisations.
Bearing localisation
Time of arrival differences (TOADs) were computed between both hydrophones from
the boat-based stereo array using cross-correlation of the waveform of detected clicks.
The time lag at the peak in the cross-correlation function was recorded as the TOAD
of a direct arrival. Because the distance between these hydrophones was much smaller
than the distance to the target whale, TOADs are nearly proportional of the angle of
arrival of the sound (see Section 4.4.2). These angles were plotted as a function of time
to yield a bearing-time plot for the recording. Bearing tracks were traced by a human
operator and individual traces were numbered and assigned to an individual whale via a
custom Matlab interface. Bearings were traced with the following criteria. Bearings that
corresponded to an individual whale track must change slowly and continuously over
time. This constraint eliminated noise sources from being selected as a whale trace. Any
ambiguities in a trace, such as the intersection of multiple traces or gaps longer than
7 minutes, resulted in the termination of a trace and the start of a new trace at a time
after the ambiguities could be resolved. A recording typically contained between 1 and
6 individual bearing traces at any one time.
Surface Echo Detection
Echo detection based on autocorrelation was performed on vocalisations from each
bearing trace from the vertical array. For each vocalisation the absolute value of the
autocorrelation of the waveform was computed. The largest peak in this autocorrelation function that occurred between 10-200 ms after the direct arrival was considered
a surface echo so long as the time lag of this peak did not correspond to a direct arrival from another bearing trace. All surface reflections from a particular bearing trace
were written to a separate log file. These surface reflections can be thought of as arriving at a virtual hydrophone that mirrors the real hydrophone above the ocean surface
(Skarsoulis and Kalogerakis, 2005; Thode, 2004b; Tiemann et al., 2006). These virtual hydrophones were used as additional receivers and increase both the number of
hydrophones in the array and the vertical hydrophone separation, thus increasing the
localisation performance of the array (Wahlberg et al., 2001).
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Classification (Click Association)
The inter-click interval (ICI) from each of the bearing traces was computed and used as
input into an custom Matlab program that implemented the “rhythm analysis” algorithm
described by Thode (2004a). This algorithm was necessary to associate vocalisations
received at each buoy and virtual hydrophone with vocalisations received from an individual whale at the stereo array. When a vocalisation was matched at 4 or more real
hydrophones, arrival time differences were calculated between all hydrophone pairs by
computing the cross-correlation of the audio for each matching detection. The time lags
of the peak of the cross correlation function were stored as TOADs and used in further
localisation analysis.
Localisation
Once all TOADs have been computed, these data as well as the hydrophone positions
were used as input into a Matlab program that implemented the hyperbolic localisation
algorithm described by Spiesberger and Fristrup (1990). To estimate the localisation
precision, a separate sensitivity analysis was performed.
For the sensitivity analysis I assigned uncertainty to each of the model inputs and created uniform probability distributions based on the measured data and estimated/measured
uncertainty for each of the model inputs. Variance for the horizontal hydrophone position was measured to be ±2 m based on a 48 hour comparison of each GPS receiver to a

surveyed reference position. Variance for each hydrophone depth sensor was assumed
to be ±0.3 m according to the manufacturer’s specifications. Effective sound speeds

were allowed to vary across the range of sound speeds computed with equations from
Grosso (1974) using historical monthly temperature, salinity, and depth data for the
study area from the World Ocean Atlas(Antonov et al., 2006; Locarnini et al., 2006).

TOAD variance was computed according to Spiesberger and Fristrup (1990) equation
41. I then drew 2000 samples from each of these random variables and used each set of
samples as input to the localisation algorithm to obtain a cloud of points that represents
the whale’s position.
For the x, y, and z coordinates of the whales position, probability distributions, Px ,
P y , and P z , were estimated at each time step from the output of the sensitivity analysis.
Estimates of Px , Py , and Pz were calculated from the normalised histograms of each x,
y, and z coordinate of the whale’s position using bin widths of 1 m. The total volume
for each localisation cloud was computed as (P̂ x − P̌x )(Pˆy − P̌y )(P̂z − P̌z ) where P̂ and P̌
denote the maximum and minimum values from the probability distributions. The total
cloud volume is a measure of localisation precision. A threshold volume of 1.77 x 106
m3 , which is equal to the volume of a sphere with a diameter of 150 m (approximately
10 whale lengths), was used to exclude localisations with low precision (Figure 3.6).
Because hyperbolic localisation can yield incorrect results in a stratified environment, isodiachronic sequential bound estimation (Spiesberger, 2005) was used to spot45
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check the whale’s position at 15 seconds intervals starting from the first vocalisation.
While isodiachronic sequential bound estimation is more accurate than hyperbolic localisation, our implementation of this method was computationally intensive and would
have taken prohibitively long to analyse every vocalisation this way. Performing the sequential bound localisation every 15 seconds served as a quality control check on the
hyperbolic localisation results.
The same random variables created for the sensitivity analysis were used as inputs
into the isodiachronic sequential bound localisation algorithm to obtain a cloud of potential whale positions (Spiesberger, 2005). The shape of this cloud reflects the optimal
localisation precision and accuracy of the system without requiring the constraint of a
homogeneous environment. When localisation clouds from the sequential bound estimation are drastically different than those from the hyperbolic localisation algorithm
then the assumption of an isovelocity sound speed is likely to be invalid (Spiesberger
and Wahlberg, 2002).

3.2.5 Trial Deployment
On 30 October 2007 the array was deployed around a single male sperm whale diving
over the Kaikoura canyon (Figure 3.3). The array was deployed from the research vessel
Grampus, a 6 m aluminium boat, operating over the Kaikoura canyon with a crew
of two. Using the directional hydrophone 3 sperm whales were detected vocalising;
however, only one sperm whale was estimated to be within the bounds of the array at
the time of deployment. When possible the range and bearing to the diving whale was
measured at the surface using a hand bearing compass and laser range finder (Bushnell
Yardage Pro Compact 600).

3.3

Results

Directional hydrophone estimates of the whale’s position indicate that the whale dived
near the research vessel and moved towards the southeast. This is consistent with the
track generated by the isodiachronic sequential bound estimate (Figure 3.4). However,
estimates from the directional hydrophone were not precise enough to reveal that the
whale descended along the path of a spiral, which can be seen in the 3D tracks computed
via sequential bound estimation (Figure 3.5). The precision of localisation decreased
as the whale moved away from the centre of the array (Figures 3.6 and 3.7). When
localisation algorithms could make use of surface reflected multipath the localisation
precision substantially increased (Figure 3.6), which is consistent with results described
by Wahlberg et al. (2001).
The median whale position from the marginal distributions of the hyperbolic sensitivity analysis, Px , Py , and Pz , fell within the 95% confidence intervals from the iso-
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Figure 3.3: October 30, 2007 array deployment geometry. Bold line shows the track of
the boat, while normal lines show the track of the buoys. The thin line with crosses is
the whale track. Area in the box is shown in detail in Figure 4.
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Figure 3.4: Joint X-Y whale position probability from isodiachronic sequential Monte
Carlo analysis. The whale circles as he dives initially and then heads from Northwest to
Southeast.
diachronic sequential bound analysis (Figure 3.7). Maximum depth was 599 m, while
mean depth was 418 m which is comparable to sperm whale diving depths measured in
other parts of the world (Wahlberg, 2002; Watwood et al., 2006).

3.4

Discussion

The array has been successfully used to localise diving sperm whales in the Kaikoura
canyon. Results and error estimates obtained are consistent with those obtained from
other passive sonar systems used to track sperm whales in 3D (Wahlberg, 2002; Giraudet and Glotin, 2006; Nosal and Frazer, 2007; Baumgartner et al., 2008). Tracking
whales in three dimensions has the potential to yield information that may not be observable from tagging animals with a depth logger. The spiral at the beginning of the
dive in Figure 3.5 is a clear illustration of an advantages of 3D tracking. As computer
48
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Figure 3.5: Whale trajectory in 3D from the beginning of the dive (time 00:26:15 00:35:32). Whale spirals as he descends. Each cloud corresponds to one whale vocalisation. For clarity successive clouds have different shading and the solid line connects
the median point from each cloud.
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Figure 3.6: The total volume of each localisation cloud. Open circles and filled circles
show volumes from hyperbolic sensitivity analysis using real hydrophones and using
virtual hydrophones from multipath surface reflections respectively. Squares and diamonds show isodiachron sequential bound analysis again using real and virtual hydrophones. Solid line indicates the precision threshold. Dashed and dot-dashed lines
show reference volumes corresponding to spheres with diameters of 45 m and 15 m
(three and one whale-length) respectively.
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Figure 3.7: Whale location as a function of time. Dots show the median of the marginal
probability distribution from the hyperbolic sensitivity analysis. Squares show the 95%
confidence limits from the isodiachronic sequential bound estimation.
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processors, analog to digital converters, and digital storage become more powerful and
affordable, so should the ability to create inexpensive passive sonar systems with higher
fidelity hardware and more sophisticated on-board software.
As computing power increases, it should become feasible to perform the more accurate isodiachronic analysis for every vocalisation instead of using it primarily as a
quality control check. By using the fast hyperbolic analysis method to localise every
click and validating the results with the slower isodiachronic analysis I attempt to strike
a compromise between computation time and accuracy. By using confidence intervals
from the sequential bound analysis instead of the hyperbolic analysis I effectively trade
the higher temporal resolution of the hyperbolic analysis for higher overall accuracy of
the isodiachronic analysis. This trade-off is only necessary when computing power or
analysis time are limited.
Our system does have a few additional limitations. A notable limitation is the limited
dynamic range of the recording units, resulting from our choice of inexpensive off-theshelf field recorders. Because the goal of our system was 3D localisation rather than
measurement of sonar emission patterns I view this trade-off as acceptable since it allows detection and localisation over greater ranges. Automatic gain control or recording
devices with wider dynamic range would address this issue. Another limitation of the
system is the amount of time required to process the data from each platform to obtain
localisation. Presently the largest portion of processing time is spent demodulating the
GPS positions, which takes the same amount of time as the duration of the recording.
Lastly a major limitation of the system is that high accuracy localisations only occur
when the whale is within the bounds of the array. For whales that can swim several
kilometres in a single dive some luck is required to obtain high accuracy localisations
over a full dive cycle. However even the subset of observations for which the whale
remains inside the bounds of the array has the potential to yield important insights into
the underwater behaviour of these whales.
The principal advantages of our system are its low cost, portability, and ease of use
from a small boat. The instrumentation has no moving parts and can survive bumps
and jostles that occur at sea during difficult weather conditions. The system is portable
and unlike a fixed hydrophone array it can be deployed and repositioned around the
target animals. Processing occurs on shore and requires a desktop PC with adequate
storage space (5-10 GB/recording session). Each one of our buoys can be built using
mostly off-the-shelf components with a total cost of the parts under US$1000.
While the main goal of our study is to detect and localise sperm whales in the Kaikoura canyon, the array could potentially be used to localise any loud sound sources in
the area including baleen whale vocalisations, shipping traffic, underwater explosions
or construction activity. On one occasion the system was used to localise concurrently
not only a nearby diving sperm whale but also a singing humpback whale in Kaikoura
at an approximate range of 8 km (B. Miller unpublished). Localisation precision for
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the humpback whale was lower than that of sperm whales (ie within several hundred
meters both horizontally and vertically), and detection and classification of the calls
were performed manually, however the recording of this humpback whale was incedental, and a planned deployment around the singing whale may have achieved better
precision.
Long-term use of the system has the potential to provide insight into whether individual whales have different foraging styles and how diving behaviour changes with
season. Additionally the system may be used to investigate the effects of anthropogenic
noise from sources such as whale watching platforms on sperm whale underwater behaviour.
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Passive acoustic detection,
classification, and localisation of
sperm whales
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Commonly Used Symbols and
Abbreviations
τ̂

Maximum possible time of arrival difference of a signal received at two hydrophones

τij
cef f
d

Time of arrival difference between a signal received at platform i and j
Effective speed of sound propagation between a source and receiver
Distance between two recording platforms

f
fs

Frequency in Hertz
Audio sample rate

F F T (−1) Fast Fourier transform (and inverse) of a time domain signal
R
Total number of recording platforms
r∆t
Cross correlation function
S
si

Signal to noise ratio of a detected click
Measure of the signal level for detection

xt , yt Waveform of a digital signal in the time domain
ICI
Inter-click interval
ROC Receiver operator characteristic of a detector

4.1

Overview

With synchronised audio tracks from widely spaced recording platforms and an accurate acoustic propagation model, one can locate the source of any sounds that are
recorded at a minimum of five different locations (Spiesberger, 2001). While the theory of passive acoustic localisation of animals has been set out in detail by authors such
as Watkins and Schevill (1972) and Spiesberger and Fristrup (1990), the practical realisation of all of the necessary steps involves several stages of signal processing in order
to implement localisation software running on a personal computer. A basic signal processing scheme used to compute the position of an animal involves detection of animal
vocalisations at all recording platforms, association of detections between platforms,
computation of time of arrival differences (TOADs) between associated vocalisations,
and finally computation of the animal position using time of arrival differences and a
model of sound propagation (Figure 4.1). One can combine multiple steps into a sin55
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gle computer algorithm (Giraudet and Glotin, 2006) or have feedback between various
stages of processing (Nosal and Frazer, 2007) however, breaking the task of acoustic
localisation into smaller components is a useful exercise when implementing any or all
of these steps.
Because there are many suitable signal processing algorithms for each stage of processing, choosing an optimal set of algorithms can be a difficult task. This is further
complicated by the fact that choice of localisation algorithm depends heavily on the
hardware used to record the sounds and on the animal’s vocal behaviour and locomotion. This chapter provides more detailed explanations and justifications of the processing schemes outlined in Chapter 3 for obtaining 3D positions of vocalising sperm whales
using our dynamic array. Many of these techniques were chosen for practical rather than
theoretical reasons, namely ease of implementation and secondarily the speed of execution. When practical, I made quantitative comparisons among algorithms performing
the same function. Discussion of the relevant theoretical concerns, practical limitations,
and potential alternative methods follows.

Figure 4.1: Schematic diagram of acoustic data processing

4.2

Hydrophone positioning

To localise a sound source using passive acoustics, one must first know or estimate
the position of all acoustic receivers. Wahlberg et al. (2001) found that uncertainty
in receiver position had the largest effect on the quality of localisations, and they recommended the use of differential GPS for receiver position measurement due to its
improved accuracy over standard GPS. The selection of the Garmin GPS 17 for our
array theoretically allowed for the use GPS post-processing to achieve highly accurate
positions. Post-processing of the raw GPS carrier phase and pseudorange measurements
at each recording platform can provide an additional increase in positioning accuracy
provided that there are high quality data from a well surveyed base station (Cardellach et al., 2000). Unfortunately, a miscommunication during data collection meant
that such data were not available for our study and post-processing of receiver positions could not be attempted. For our study the hydrophone position at each recording
platform was measured using standard accuracy GPS and a depth sensor near the hydrophone.
To measure the accuracy of our GPS units, each was placed on a surveyed mark for
24 hours and the GPS data recorded at one second intervals. Absolute positioning error
56
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Figure 4.2: Box plot showing absolute and relative GPS errors.
was computed by subtracting the GPS location from the known position of the surveyed
mark. The median of the absolute GPS errors were 4.045 m (Figure 4.2).
For my study it was more important to know the relative position of each receiver
with respect to all others than the absolute position of each receiver. To determine
relative GPS positions another 24 hour trial was performed with one GPS placed on the
surveyed mark and another placed precisely 1.00 m away. 86,812 pairs of positions
were recorded and converted to northings and eastings. The median error between
pairs of GPS locations was 2.526 m (Figure 4.2). This is an improvement over the
absolute positioning error and shows that absolute position errors at different platforms
are correlated.
In our study we had five independent recording platforms with six hydrophones.
A stereo array was deployed from the research vessel with hydrophones at maximum
depths of 105 and 100 m, and the cable lengths of the buoys were 32.0, 30.3, 21.5, and
21.0 m. It was assumed that the main forces responsible for the motion of each platform
were currents near the ocean surface. These currents were assumed to be stable over
short time periods (minutes). To compute the position of a hydrophone, r = (rx , ry , rz ),
at time, t, quadratic functions were fit to northings and eastings measured within ten
seconds of t. This procedure is similar to that used by Schulz et al. (2009) for fitting
hydrophone positions to GPS data. Quadratic functions had the form
rx (t) = a1 rx2 + a2 rx + a3
ry (t) = b1 ry2 + b2 ry + b3

(4.1)

Applying a polynomial fit served to smooth the GPS tracks by moderating high frequency
positioning errors. This technique has been used by others as a means to reduce relative
positioning error among platforms (Wahlberg et al., 2001; Schulz et al., 2009). The
depth of each hydrophone, rz , was computed by linear interpolation of depth sensor
57

C HAPTER 4. S OFTWARE
Cable length

Average Depth

32.0

31.9

0.36

0.56

30.3

30.0

0.56

0.52

21.5

21.2

0.27

0.38

21.0

20.7

0.28

0.37

102.0

100.4

3.34

1.78
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Standard Deviation Horizontal Error

Table 4.1: Cable lengths and average deployment depths and standard deviations for
the buoy and boat based hydrophone array. The stereo array only had a single depth
sensor located just below the shallower hydrophone, and the cable length between both
hydrophones measured 5 m from October 2007 - April 2008, and 5.5 m from May September 2008. Horizontal error was estimated using simple trigonometry.
data. Depths generally remained constant throughout the deployment, and the depths
from each of the buoyed hydrophones generally remained within ±0.3 m of the cable

length. Additionally, all of the platforms were generally drifting in the same direction,
so one would expect that the relative positioning errors among hydrophones would
be correlated. Thus for buoyed hydrophones cable drag was unlikely to contribute
significantly to the error (Table 4.1).
Future studies using this array may benefit from the increased accuracy provided by
GPS post-processing. It should be noted however that the position of interest is that
of the hydrophone, not the GPS antenna. It is unlikely that a hydrophone attached
to a drifting buoy by a long cable will be located directly beneath the GPS antenna.
Gaining advantage from highly accurate GPS data will likely require modelling cable
dynamics. Additional tracking and filtering algorithms such as Kalman filtering may
also increase the accuracy of hydrophone positions when combined with information
from additional sensors, such as depth loggers, accelerometers, or inclinometers. For
this study I make the assumption that the hydrophone cable is straight down and that
the true hydrophone position is within 2 m of the modelled (fit) value.

4.3

Detection

Detection of sperm whale clicks received at all hydrophones is the first step of the signal processing algorithm. Every click received at four or more hydrophones potentially
provides enough information to localise the whale in space (Spiesberger and Fristrup,
1990). A single whale can produce thousands of clicks per hour, so a recording of
multiple whales recorded at multiple hydrophones for several hours can easily contain hundreds of thousands of clicks. With potentially 105 clicks in a single recording
an automated process for click detection was required to allow timely analysis of all
recordings.
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Many different methods of detecting sperm whale clicks have been proposed (Jaeke
and Dawson, 1999; Mellinger, 2001; Abraham, 2004; Motsch, 2005; Lopatka et al.,
2006; Adam, 2006a; Gillespie et al., 2008). A complete review of these detection methods is beyond the scope of this work. However, one thing common to all of these detectors regardless of the signal processing involved is that all require a decision criterion, or
threshold, to determine when a detection has occurred. This threshold for detection is
often chosen empirically to give good results, especially in a dynamic recording environment where the signal and noise levels can change dramatically in a short period. Here
I attempt to take this process one step further by applying concepts from signal detection theory to evaluate detector performance. Signal detection theory is a well-studied
statistical framework that can be used to quantify the performance of a detector, thus
reducing subjectivity when choosing a detection threshold (McNicol, 2004).
A brief review of the relevant concepts of signal detection theory follows. At each
step the detector must “decide” whether the signal (in this case a sperm whale click)
has been detected in the presence of noise. Given the two possible states of the signal
(present/absent) and the two possible states of the detector (detection/noise) there are
four possible outcomes for each step: A true positive outcome occurs when detection is
“decided” when signal is present, while a false positive outcome occurs when detection
is “decided” when the signal is absent. False negative and true negative outcomes occur
similarly when no detection is “decided”. Detectors that are sensitive have a high true
positive rate. Detectors that are selective will have a low false positive rate. For practical
detectors there will be a tradeoff between sensitivity and selectivity. This trade-off can
be illustrated by plotting the receiver operator characteristic (ROC) curve for a detector.
The ROC shows the proportion of true detections as a function of the number of false
positive detections for all practical values of the detection threshold (McNicol, 2004).
In the task of localising sperm whales, the goal is to detect all of the recorded clicks
at each hydrophone. A false positive detected at one or two platforms can easily be
discarded at a later point in the analysis and should ultimately be of little consequence
because only clicks detected at a minimum of four platforms are useful for localisation.
Keeping this in mind, one can choose an appropriately low detection threshold with
the consequence of having slightly more false positive detections. In signal detection
theory terms this can be thought of as favouring sensitivity (having more true positive
detections) over selectivity (having fewer false positive detections).
Field recordings from widely spaced hydrophones generally have significant variability in both the signal and noise levels, so the ability of the detector to operate effectively
given this range of recording conditions was a high priority. For this application all
signal processing is done offline and the detector is not required to run in real time,
however, the large total recording duration that results from independently processing
multi-hydrophone recordings requires some consideration of the computational speed
of the detector. Because detection is a means to an end (localisation) rather than the end
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itself, conceptual simplicity and ease of implementation were also given high priorities
in selecting the detector.
A well known method for detection of signals over time is Page’s test (Page, 1954).
Page’s test has been adapted and used with success in other passive localisation studies
(Abraham, 2004; Zimmer et al., 2005b; Nosal and Frazer, 2007), and it is also the basis
of the primary click detector for the industry standard passive acoustic monitoring software “Pamguard”. It can be implemented as a simple time domain transient detector;
it incorporates estimates of the noise level at every sample, and it should run quickly
even on modest hardware. Given that this algorithm meets all of the above priorities it
was chosen as the detection algorithm.

4.3.1 Algorithm description
A custom implementation of Page’s test was created using MatlabT M . Matlab was used
rather than available off the shelf software such as Pamguard or Ishmael in order to provide access to signal properties such as the in-band signal-to-noise ratio, peak amplitude
during detection, as well as time synchronisation information. This additional information was useful when evaluating detector performance and is used at later processing
stages to estimate localisation precision. Custom implementation also facilitated direct comparison of several different signal processing schemes within the framework of
Page’s test including “standard” energy detection, Teager-Kaiser based energy detection
(Kandia and Stylianou, 2006), and the use of a matched filter (Kandia and Stylianou,
2006).
Before detection, all recordings were bandpass filtered using a 100th order FIR filter
with pass-band of 2-40 kHz, a frequency range known to contain most of the energy
of a sperm whale click (Thode et al., 2002). Bandpass filtered audio was then used as
input to the detector. The detector runs in one of two states: signal-present (detection),
or signal-absent (noise). In both states a detection statistic, Vi is computed for each
sample and compared to a threshold value, D. Vi is computed as Vi = si /ni−1 where si
is some measure of the signal level of ith audio sample, and ni−1 is the measure of the
noise for the previous audio sample.
In the noise state (ie. only noise is present) D is set equal to the threshold for the
start of detection Ds and the estimate of the noise is updated according to a power
law with ni = (1 − α)ni−1 + αsi . The parameter α has a value between 0 and 1 and
can be thought of as a time constant that moderates changes in the noise level. When
computing the noise estimate, larger values of α give more weight to the current sample,

while smaller values give more weight to previous noise estimates. When Vi > Ds the
start of a detection is marked and the detector switches to the signal-present state. By
choosing an appropriately small value for α one can ensure that the abrupt changes in
the signal level (eg. sperm whale clicks) will exceed the detection threshold.
While in the signal-present state the threshold is set equal to the threshold for the
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end of detection, De = ni , and the noise is kept at pre-signal levels (ni = ni−1 ). When
Vi < De the detector marks the end of a detection and switches back to the noise
state. The maximum duration of a detection is fixed at 40 ms to avoid unrealistically
long detections, and detections that occur less than 9 ms from the end of the previous
detection are considered as part of the previous detection to correctly group the multiple
pulses characteristic of sperm whale clicks (Zimmer et al., 2005a). When the end of a
detection is encountered, the start sample, end sample, noise level, peak amplitude and
peak sample for that detection are written to a log file. The peak amplitude and peak
sample are computed by finding the sample in the raw detection waveform with the
largest absolute value. The audio sample numbers are converted to a GPS time using
the time synchronisation look-up table (Section 3.2.3) and the start time and end time
of the samples are written to the log file as well.
The detector contains three parameters, α, Ds , and the computation used to calculate si . In order to capture fast changes in the noise level, the time constant was set
to α = 0.001 for all recordings, which, at a sample rate of 96 kHz, corresponds to a
time constant of approximately 40 ms. This time constant effectively “tunes” the detector to the time scale of a sperm whale click. To evaluate relative performance of
the four different signal computation methods described below (4.3.1), the partial ROC
was calculated for each, up to the 0.1% false positive rate.
Signal computation descriptions
The first signal computation method was the envelope of the signal (computed as the
absolute value of the Hilbert transform), which was the standard energy computation
used by Zimmer et al. (2005b) and Nosal and Frazer (2007). By taking the Hilbert
transform of the signal, phase information was discarded leaving only the energy of the
signal at each time step.
The second method used was the detector proposed by Kandia and Stylianou (2006).
This approach makes use of the Teager-Kaiser energy operator in conjunction with the
use of a matched filter. They demonstrated that this alternative computation of energy
had better performance than the standard energy detector implemented in the program
Rainbow Click. The energy detector in Rainbow Click is similar to the standard energy
computation, so in the spirit of reproducible results, I implemented both the TeagerKaiser energy operator and the matched filter as optional parameters in my detection
algorithm. This allowed comparison among these methods.
The Teager-Kaiser energy operator, ψ(i), was computed as
ψi = x2i − xi+1 xi−1

(4.2)

where xi denotes the amplitude of the ith audio sample. The matched filter suggested
by Kandia and Stylianou was an exponentially decaying sinusoid where the impulse
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response took the form of
yt = cos(2πf t)e−f /(0.12Np )

(4.3)

with parameters f = 1000 Hz and Np = 20.
Both standard energy computation and Teager-Kaiser energy were used to compute
si to determine if the Teager-Kaiser energy operator showed improved detection performance as a replacement for the standard energy computation in Page’s test. The third
and fourth methods used were, respectively the matched filter (Equation 4.3) with both
standard energy and with Teager-Kaiser computations. This was done to determine
whether adding the matched filter provided improved detection performance.

4.3.2 Comparison of signal computations
Test data set
A test data set was created which consisted of 150 s of audio from each recording
platform each containing several clicking sperm whales. The time domain waveform,
time-frequency spectrogram, and audio of each test segment was inspected (visually
and aurally) for sperm whale clicks. Detections were hand labelled using the software
program Audacity version 1.3.7, and the click times of these hand labelled clicks were
used as the “truth” for computation of the ROC. The signal-to-noise ratio, S, of the hand
labelled clicks was computed as S = 10log10 (h/n) where h is the zero-to-peak level of
the in-band envelope of the labelled click and n is the zero-to-peak value of the in-band
envelope of the noise preceding the labelled click. Signal-to-noise ratios of test clicks
ranged from 0 dB to 15 dB.
Quantifying detector performance
Automated detector performance was measured by computing the ROC for each type of
signal computation at five different signal-to-noise ratios. ROCs were computed by measuring the performance of each automated detector over a range of detection thresholds.
For each threshold the automated detections were compared to the hand labelled data,
and the true positive and false positive rates tallied. An automated detection was considered a true positive if any portion of the automated detection time fell within any
portion of any hand-labelled detection time. The threshold for detection was initially
set high and was then decreased until the false positive rate reached 0.1%. ROCs for
each automated detector and each signal-to-noise ratio were then plotted to compare
the performance of each detector (Figure 4.3). A false positive rate of 0.1%, in conjunction with a 96 kHz sample rate, means during one second of audio there would
be 96 false positive detections. At this rate false positive detections began to degrade
localisation performance.
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Detection test results
All of the automated detectors performed well at detecting usual clicks from sperm
whales (Figure 4.3). There was little difference between the performance of the standard energy and Teager-Kaiser energy computations, however there was a noticeable
difference between automated detectors that made use of the matched filter and those
that did not. The matched filter yielded a lower false positive rate at high signal-to-noise
ratios (Figure 4.3e), but a lower true positive rate at lower signal-to-noise ratios (Figure 4.3a,b). At moderate signal-to-noise ratios all four detectors yielded comparable
performance (Figure 4.3c,d)
Detection discussion
Given that there was little difference between the performance of the automated detectors I decided to use standard energy computation without the matched filter as the
preferred signal computation, si . This choice keeps our automated detector consistent
with those used in previous studies of Zimmer et al. (2005b); Nosal and Frazer (2007).
The detection threshold, Ds , for audio recorded on the boat-based array was set
to 40 (32.0 dB) for all recordings. At a moderate signal-to-noise ratio of 6-9 dB, this
corresponded to a false positive rate of 0.025%. For audio recorded on the buoys Ds
was set to 60 (35.5 dB), which corresponded to a false positive rate of 0.025% for the 36 dB signal-to-noise ratio. Different detection thresholds between the boat based array
and the buoys were selected due to differences in the signal-to-noise ratios at these
platforms.
Recordings from the hydrophones on the boat-based stereo array generally had
higher signal-to-noise ratio than those from the buoys. This is partly due to the fact that
hydrophones on the stereo array were deeper and therefore further away from sources
of noise that occur at the ocean surface. The hydrophone-amplifier-recorder chain on
the boat-based array was also better shielded, so provided reduced interference from
modulated GPS audio. Lastly the boat-based array were the only hydrophones for which
the gain could be adjusted throughout the duration of the recording to avoid clipping of
loud clicks. These factors are responsible for a generally better signal-to-noise ratio at
these hydrophones. This is why the threshold for detection was set lower on the stereo
array than on the buoys.
None of the test audio files contained creaks or slow clicks, so the ROCs in Figure 4.3
are based solely on regular clicks. In theory, energy detection should work equally well
with all types of sperm whale clicks, however, in practice the algorithm is less successful
at detecting creaks. This is likely because creaks typically have a lower source level than
usual and slow clicks and therefore lower signal-to-noise ratio (Miller et al., 2004a).
This problem is not limited to our implementation; other sperm whale click detectors
also yield low performance in creak detection (eg. Kandia and Stylianou, 2006). Creaks
were manually detected by aural and visual inspection of silences between long click
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Figure 4.3: Partial ROC for standard energy (se), standard energy matched filter (sem),
Teager-Kaiser energy (tk), and Teager-Kaiser matched filter (tkm) for various signal-tonoise ratios.
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trains (portions of audio where the ICI was larger than 3 s), after isolating individual
whale tracks for each whale (section 4.4).
The algorithm did detect slow clicks in addition to regular clicks, however no attempt was made to discriminate between slow clicks and usual clicks during the detection process. Because ICI determines the classification of a click it is simple to distinguish slow clicks from usual clicks when there is only one whale vocalising within
detection range, however in practise this seldom occurs. When multiple whales were
vocalising, one must determine which clicks belong to a particular whale before computing ICIs.

4.4

Identifying clicks from multiple vocalising whales

In addition to computing interpulse interval (IPI), determining which clicks belong to
a particular whale is also useful for the click matching algorithm (described in section
4.5.1). Most recordings in Kaikoura contain multiple vocalising whales, thus it is worth
exploring algorithms that facilitate grouping the clicks from a particular whale.
One approach to determining an individual whale’s click rhythm would be to look
for cues within a series of detections at the same hydrophone that allow unambiguous grouping of detections that come from that whale. Parameters that could serve
in this role need to be stable or change slowly over short periods of time for an individual whale, yet they need to be different among different whales during that same
time period. Potential cues include the amplitude, inter-click interval, structure of the
waveform, multipath time delay, and angle of arrivals of clicks.

4.4.1 Less than ideal cues: click amplitudes, ICIs, and waveforms
While click amplitude is easy to measure, it is generally not stable over short time periods (Madsen et al., 2002a; Nosal and Frazer, 2007) with changes in source level of
up to 20 dB present in a minute. The source of this variability is likely twofold; partly
arising from directionality of the click and orientation of the whale and the remainder
due to natural variation in the source level of whales’ vocalisations. Not only is click
amplitude unstable over short periods, but it is also not guaranteed to be different between different whales. Thus click amplitude lacks both properties required to associate
clicks with a particular whale.
It is tempting to think that one could take advantage of the periodicity of sperm
whale clicks to group clicks from an individual whale. While the average click rate of
sperm whales over a given dive may be stable (Douglas et al., 2005), there is no guarantee that the ICI of a given whale will be stable over short periods of time. Indeed, considering the sonar function of sperm whale clicks, this is an unreasonable expectation.
Whales can and do change their ICI quickly. Also it can be difficult, if not impossible, to

65

C HAPTER 4. S OFTWARE

ALGORITHMS

resolve ambiguities from having multiple whales clicking at nearly the same time. Just
like click amplitude, the variation in ICI for one whale is reasonably large compared to
the small differences in ICI between individuals. In short, periodicity within sequences
of sperm whale clicks cannot be used to predict reliably when that whale will click next.
Thus, inter-click interval, like click amplitude, also fails to provide good characteristics
for associating clicks at a single hydrophone.
Evidence suggests that click structure is aspect dependent (Møhl et al., 2000, 2003;
Zimmer et al., 2005a,b) and because of this, it may be possible to group clicks received
from similar recording aspects and orientations. There has been some investigation into
predicting the orientation of a sperm whale based on received waveform. Beedholm and
Møhl (2006) proposed that sperm whale clicks have similar properties to those from a
vibrating piston or loudspeaker. They proposed a method for determining the whale’s
orientation, but this method required recordings of clicks known to be directly on-axis
as well as knowledge of the size of sound production apparatus, neither of which were
known for the whales in this study. Laplanche et al. (2006) proposed an algorithm to
measure the off-axis angle of a sperm whale with a single hydrophone, however their
process involved aligning the start time of clicks by hand to compute various pulse
delays within a single click, which is too laborious for hundreds of thousands of clicks
and has only been demonstrated with clicks from a single individual. Their algorithm
also required the observation of clicks directly on-axis. Despite these interesting studies,
there is still no automated way to group recorded clicks with similar off-axis orientations
based on similarity of the waveform. Therefore other cues must be investigated.

4.4.2 Useful cues: surface multipath delay, angle of arrival
Surface multipath delay
The time delay of any surface reflected multipath provides a good cue for determining
which clicks come from a particular whale. With a sufficiently deep hydrophone, most
sperm whale clicks from nearby whales will have a surface echo that occurs at some
time delay, τds , after the direct arrival. If sound speed is constant and the hydrophone
is at a fixed depth τds is dependent only on the range and depth of the whale. For a
swimming whale, values of τds change slowly over time as the whale’s depth and range
to the hydrophone change. Under these conditions, τds reaches a maximum value, τ̂ds
when the whale is directly below the hydrophone and decreases as the whale moves
further away (Figure 4.4a). The maximum surface multipath delay can be computed
as:
τ̂ds = 2rz /cef f

(4.4)

where rz is the depth of the hydrophone and cef f is the effective (average) sound speed
between the whale and the hydrophone. For sperm whales, the range and depth of the
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whale changes slowly as they swim, and plotting τ as a function of time should yield a
visually distinctive track for each whale.
A problem can occur with this method when various tracks overlap over many minutes. This situation is most likely when all the whales are near the same depth at a
great distance from the hydrophone. Another issue with using surface multipath delay
is that signals with long duration may have overlap between the pressure wave of the
direct arriving signal and that of the surface reflected multipath. Sperm whale clicks are
typically short with most of the energy occurring in the first two pulses less than 10 ms
apart, however subsequent pulses can sometimes be detected 20 ms after the first pulse
(Møhl et al., 2003). Because of this there are ranges and depths at which the surface
delay is less than the duration of a click. Again this scenario is most likely to occur when
the whale is very far from the hydrophone, but can also be an issue when the depth of
the hydrophone, rz is shallow. For example when rz = 30 m and cef f = 1500 m/s the
surface multipath delay will always be less than 20 ms for whales at ranges ≥ 2 km. In

practise this is not a great limitation, because recordings from very distant whales are
usually too faint to be usable for localisation.
Computation of surface multipath delay.

Surface multipath echoes are often de-

tected by the automated click detector (section 4.3). To determine if an automated
detection corresponded to surface multipath, the time delay, τds , between each direct
arrival and its subsequent detection was computed. The subsequent detection is classified
as surface reflected multipath if τ̌ds < τds < τ̂ds . The value for τ̂ds is computed according
to equation 4.4, and the value for τ̌ds is set to be 9 ms, which should contain the first
two pulses of a sperm whale click.
Alternatively, for broadband signals, cepstral analysis can be used to detect multipath
delay where the reflected signal is a delayed and attenuated version of the direct arrival
(Bogert et al., 1963). An advantage of this technique is that it does not require that
surface reflected multipath are detected by the automated detector. The cepstrum can
be computed as:
Ct = F F T −1 (log |F F T (xt )|)

(4.5)

Where xt is the digital representation of the time domain waveform and F F T and
F F T −1 are the fast Fourier transform and inverse fast Fourier transform respectively as
in Zimmer et al. (2003) and Teloni et al. (2007). The duration of xt is 2τ̂ds plus the
duration of the detected click. The time value at the peak in the cepstrum corresponds
to the echo delay. Other researchers have had success in using cepstral analysis, for
example, Johnson and Tyack (2003) used cepstral analysis to detect surface echoes
from a tagged sperm whale.
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Figure 4.4: Useful cues for separating multiple whales. (a) Surface reflected multipath
delay for a hydrophone depth of 105m and a constant speed of sound of 1500m/s.
(b) Time of arrival differences between two hydrophones at depths of 100 m and 105
m with the speed of sound constant at 1500m/s. Lines of constant TOADs can be
approximated as bearings when the range to the source is much larger than the vertical
separation (greater than 20 m in this case).
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Angle of arrival
Similar to surface-echo delay, the angle of arrival of sound can be used to group clicks
that come from the same target. The angle of arrival, θ, of a sound can be estimated
when the distance, d, between two hydrophones is much less than the distance to the
sound source. If sound speed is constant the TOAD between two hydrophones will yield
a hyperbola on which the sound source must lie (Spiesberger and Fristrup, 1990). When
the distance of the source is approximately 5d the source must lie near the asymptotes
of the hyperbola (Figure 4.4b). The asymptotes of the hyperbola can be approximated
as bearing, θ, by using the relationship:
θ = arcsin(τ cef f /d)

(4.6)

where τ is the TOAD between the hydrophones in seconds. The angle θ is measured
with respect to the line formed by connecting the two hydrophones. As in surface
multipath delay, values of τ and consequently θ change slowly over time as the whale’s
depth and range to the hydrophone change (Figure 4.4). Over a short period, clicks
with similar angles of arrival are likely to come from the same whale, and they can be
used for rhythm analysis (section 4.5.1). Clicks with substantially different angles of
arrival must belong to different whales.
Algorithm description.

Cross-correlation was used to compute τ between both hy-

drophones on the short aperture stereo array (vertical separation between hydrophones
5 m; only the short aperture stereo array was used to ensure that the whale’s orientation
and thus the waveform of each click was similar at both hydrophones; see discussion
section 4.6.2. The waveform of a detected click at one hydrophone, xt is cross-correlated
with τ̂ seconds of audio at the other hydrophone, yt . The cross correlation function, r∆t ,
can be computed as:
PN

(xt y∆t )
 P

N
2
2
y
x
t=1 t+∆t
t=1 t

r∆t = r
PN

t=1

(4.7)

Here N is the total number of audio samples and N = T fs where fs is the audio sample
rate and T is twice the total duration of audio to be cross-correlated (in this case T = τ̂ ).
The lag, ∆t, at the maximum value of the cross correlation function corresponds to the
best estimate of τ .
Tracking and separating
To compare click tracking methods, surface multipath delay and angle of arrival at the
stereo array were plotted as a function of time for the recording made on 30 October 2007 (Figure 4.5). Surface multipath was computed two different ways: the first
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computed multipath from subsequent detections, clicks deemed surface echoes by the
automated detector. The second way computed multipath delay via cepstrum methods.
Both multipath methods used recordings from the shallower hydrophone, because it
was nearest to the array depth sensor.
Assigning clicks to individual whales involved tracing any distinct tracks in the timemultipath and time-bearing plots. A click was considered an outlier if there were not
at least five other TOADs within τ̂ /20 ms over a time window of ±15 s. Outliers were
removed from the plots prior to tracing.
Performance summary
The number of clicks in the longest track was counted and used as a performance metric
for each algorithm - with more clicks indicating better performance. There were 1227
clicks in the trace of echos detected by subsequent detection, 1466 clicks in the cepstrum
trace, and 1734 clicks in the angle of arrival trace. While the latter performed best, all
algorithms yielded reasonable tracks. This indicates that while the stereo hydrophone
array does offer better performance, it is not a requirement for separating clicks from
multiple whales. Fewest surface echoes were detected by subsequent detection, however
this algorithm performed better than cepstral analysis when there were multiple whales
vocalising, most notably at times from 00:40-01:00 (seen as grey areas without black
marks in Figure 4.5). Audio commentary made while listening to the directional hydrophone reported that there were three whales audible at times during the recording.
At least three tracks are evident in all plots (Figure 4.5).
In the time-multipath plots (Figure 4.5 top panel) the period from approximately
37-41 minutes shows scattered multipath measurements and decreased performance.
This scatter is likely caused by low signal-to-noise ratio. During this time period there
was significant vessel noise as a dolphin tourism boat passed the hydrophones at an
estimated horizontal range of 0.5 nautical miles. This scatter is absent from the timebearing plot (Figure 4.5 bottom panel) and illustrates the an additional advantage of
using the stereo array.
In the time-bearing plot tracks above zero degrees are from sound sources shallower
than the array, or towards the ocean surface, while tracks below zero degrees are from
sound sources that are deeper than the array. There is a long diffuse track that starts
around +50 degrees and looks like a (distorted) mirror image of the lower trace. This
diffuse track reveals the angle of arrival of the surface reflected multipaths that were
detected by the automated click detector. Surface reflected tracks in the time-bearing
plot are expected to be more diffuse than the direct arrivals because ocean waves slightly
alter the length of each reflected path.
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Figure 4.5: Time-multipath tracks (top panel) and time-bearing tracks (bottom panel).
Tracks are from a recording made on 30 Oct. 2007 with the stereo array deployed
approximately 100m deep. In the time-bearing plot, positive angles are towards the
ocean surface, while negative angles are towards the bottom.
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Click matching

After automated click detection it is necessary to determine which detections at one
hydrophone correspond to the same click at the other hydrophones. This task can be
thought of as finding a set of distinguishing characteristics that are constant across all
recording platforms but different from one click to the next at a single recording platform. Two methods to achieve this are compared below: rhythm analysis and TOADtriplet transitivity.
For animals that have several different distinctive calls with distinctive phrasing, the
calls and phrasing alone can provide enough information to determine which detections should be associated across all platforms. Unfortunately, sperm whales typically
have only one “call” (the usual click) which is repeated on average around twice a second. While there have been some attempts at identifying individual sperm whales from
the clicks alone (Dougherty, 1999; van der Schaar et al., 2007), large “training” sets
of clicks from known individuals were required, and this is not practical for a general
purpose association algorithm. Effectively, there are no features of individual clicks
that are sufficiently distinctive enough to be used to associate the detections on several recording platforms. The timing of clicks, however, provides for this task. For the
case of one vocalising whale, one can compute the rhythm of the whale at any given
hydrophone by computing the time between detections (ICI) while excluding any multipath arrivals that have also been detected. Multipath arrivals are excluded because
they vary as a function of distance and hydrophone depth, while the ICI does not (see
section 4.4.2). Given adequate detection performance at all hydrophones, the rhythm
of clicks from one whale must be the same at other hydrophones within acoustic range.
This approach has been called a scanning sieve (Morrissey et al., 2006), or rhythm analysis (Thode, 2004a). When multiple whales were vocalising, the ICIs of each individual
were computed from traces created by using the angle of arrival methods described
above.

4.5.1 Rhythm analysis: Algorithm description
Once a set of clicks known to belong to one whale was obtained, clicks were numbered
sequentially and the start time of each click was placed in the vector m, which was
the master template for the rhythm analysis algorithm. The start times of all of the
detections at the other (target) platform were also numbered sequentially and placed
into vector n. I denote the ith click at the master platform as mi and the j th click at the
target platform as nj . For each click in the master template the ICI of the subsequent k
clicks, ∆mi→k , was computed by subtracting the detection time of successive clicks so
that ∆mi→k = {mi+1 − mi , mi+2 − mi+1 , . . . mi+k − mi+k−1 }.
For each click in the master template, the maximum time of arrival difference between the master hydrophone and the target hydrophone, τ̂ was computed according
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Algorithm 4.1 Rhythm analysis pseudocode
• For each click in master template, mi
• Compute ICI of next k clicks (∆mi→k)
– Find all candidate clicks in target detection list nc = {|mi − n| < τ̂ }

– For each candidate click, ncj

* Create candidate template (∆ncj = ncj + ∆mi→k )
* Count the number of detected clicks that match candidate template:
(
X
a = 1 |ncj − n| < 0.007
a(j)
a = 0 otherwise
j
• The candidate click ncj with the highest number of matches is the associated click

to:
τ̂ = t0 ± cef f /d

(4.8)

where t0 is the starting sample of the detected waveform, cef f is the effective speed
of sound, and d is the distance between the recording platforms in meters. Detections
from the target platform that were within τ̂ seconds of mi were considered potential
candidates to be associated with click mi and were denoted nc .
For each candidate click a list of candidate detections, ∆ncj , is created so that ∆ncj =
ncj + ∆mi→k . The start time of each click in the list of candidate detections is compared
to the start time of all clicks in the list of target detections and the number of matching
clicks is tallied. A candidate click is said to match a target click if |ncj − n| < 7 ms
(approximately one IPI). The candidate click with the greatest number of matches is
considered to be associated with the master click mi . This process is repeated for all
clicks in the master template. Pseudo-code for rhythm analysis is listed as Algorithm
4.1.
The same master template is used with all other recording platforms as target hydrophones and results compiled to create a table in which columns correspond to each
platform and the ith row corresponds to all clicks associated with mi . Rows with fewer
than 5 associated clicks are excluded from further analysis because they are unlikely to
provide a high quality 3D fix (Spiesberger, 2001).

4.5.2 TOAD triplet transitivity
If bearing data from two hydrophones can provide the angle of arrival of a sound source
for closely spaced hydrophones, one might wonder if TOADs between widely spaced
hydrophones can also be used for click association. Giraudet and Glotin (2006) present
a method that does exactly this by making use of the transitive properties of triplets
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of TOADs. Though I do not implement this method in its entirety here, it is worth
mentioning that in addition to the ICI (rhythm) of an individual whale, TOADs between
clicks received at each hydrophone can provide a means of click association.
Given an array with four hydrophones, there are six ways to compute TOADs between all possible pairs of hydrophones. TOADs between hydrophone i, and hydrophone
j are denoted τij = ti − tj . Given 6 TOADs (τij , τjk , τik , τjl , τil , τkl ) between all pairs of a
group of 4 hydrophones (i, j, k, l) TOADs that come from a single source must obey the
four following equations:
τij + τjk = τik ± ǫ
τij + τjl = τil ± ǫ
τik + τkl = τil ± ǫ

(4.9)

τjk + τkl = τjl ± ǫ

where ǫ is an error term derived from noise on the computed TOADs. Any group of
TOADs that fit these 4 isosource equations have come from the same source and can
thus be used to localise that source. When each TOAD from each pair is plotted as a
function of time, they should create a track that varies gradually and appears reasonably
continuous - so long as the whale is vocalising and moving regularly.
The method that Giraudet and Glotin (2006) proposed to take advantage of TOAD
triplet transitivity combines the detection, association, and TOAD computation into a
single step. They first split the audio into 10 s windows, filtered each window by thresholding the audio at twice the noise level, decimated the filtered signal, and then crosscorrelated all decimated and filtered signals. TOADs are then computed as the time lags
of the top five peaks of each cross-correlation function. Surface echoes are computed
for each audio window and TOADs corresponding to surface echoes are eliminated from
the analysis as well as any TOADs that are obvious outliers. The remaining TOADs are
split into quadruplets and checked for triplet transitivity.
Giraudet and Glotin (2006) were able to generate a 3D track of a sperm whale in
real time using an array of five widely spaced bottom mounted hydrophones. It may
be possible to apply such methods to our free-floating hydrophone array, however it is
likely that the method would need to be modified. A general shortcoming of this method
is that all of the localisation is done using only quadruplets of hydrophones. Wahlberg
et al. (2001) demonstrated that an overdetermined array (consisting of more than the
minimum number of hydrophones) gave superior performance over a minimum number array (MINNA) which consists of exactly four receivers for 3D localisation. While
Giraudet and Glotin achieved decent localisation performance using MINNA arrays, the
localisation performance of their system is unlikely to be optimal when more than four
hydrophones are available for localisation.
The presence of correlated noise (eg. vessel noise recorded on multiple platforms)
can be problematic for Giraudet and Glotin’s method. Correlated noise sources could
potentially create large peaks in the cross-correlation function that, without careful
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inspection, may mistakenly be interpreted as valid. Similarly, due to off-axis effects
(Zimmer et al., 2005a), differences in the click structure among different platforms will
introduce additional error in the cross-correlation function. It should be noted that both
of these sources of error do not arise from cross-correlation per se. The issues here arise
from using a long time window, and uncritically applying cross-correlation to whale
clicks that may be poorly correlated (see section 4.6 for more about this).
The method of Giraudet and Glotin combines detection, association and TOAD computation into a single step while rhythm analysis is independent of the detection and
TOAD computation steps. Because of this the data structure needed differs between
the two methods. To make a direct comparison between these two methods, one must
first overcome the limitation of using only MINNA arrays. This would require a way
to combine all quadruplets of TOADs in a time window that corresponds to the same
source. Due to time constraints, and the inherent limitations of having to use MINNA
arrays, I implemented only the rhythm analysis for click association.

4.6

TOAD Computation

After clicks have been associated among the different recording platforms, one can then
compute the time of arrival differences. For transient signals, TOAD computation can
be as simple as locating a similar feature, such as a peak, in the audio at each platform
and subtracting the corresponding arrival times. A slightly more complex, but generally
more effective method of TOAD computation involves cross-correlation of waveforms
between all pairs of hydrophones. This method is nicely summarised by Spiesberger
and Fristrup (1990).
The nature of sperm whale clicks imposes some restrictions on this method. As
stated earlier, the pattern and amplitude of pulses in a sperm whale click is dependent
on the orientation of the whale with respect to the hydrophone (Møhl et al., 2000;
Zimmer et al., 2005b; Nosal and Frazer, 2007). When a whale is between two hydrophones, its orientation with respect to both hydrophones is unlikely to be the same,
and thus the received multi-pulse structure of any one click will be different. If the
orientation-dependent pulses are not accounted for, both simple peak detection and
cross-correlation will provide inaccurate estimates of TOAD.

4.6.1 Peak/Onset detection
Given the times of associated detections, the simplest way to compute TOADs is to
subtract the times of detections between all pairs of hydrophones. To be accurate, the
start of each detection at each hydrophone must correspond exactly to the same acoustic
event, the click onset. The onset of a click should be linked closely to the p0 and lf
pulses if these sounds do indeed precede all other reflected pulses. If the orientation of
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the whale and the noise level are such that the start of a detection at one hydrophone
corresponds to noise or possibly the start of the p1/2 or p1 pulse instead of the onset,
computing the onset delay will fail to give accurate TOADs.
Peak delay is conceptually similar to onset delay; the time of the peaks in each
detection are subtracted from each other to compute the TOAD instead of using the
start of the detection. Peak detection also requires a high signal-to-noise ratio at both
platforms so that the peaks are distinctive. When computing TOADs using peak delay,
one must subtract the peak times of similar omnidirectional (p0 or lf ) pulses to obtain
meaningful results.
An automated peak delay algorithm must be able to correctly identify the p0 and lf
pulses of a sperm whale click. Zimmer et al. (2005b) suggest that the lf pulse can be
found within the time window of -2 - 10 ms in the 0.3 - 3 kHz frequency band and p0
should be in the -2 - 3 ms time window and in the 3 - 20 kHz band, where time zero
is the start of the detection. Just as with onset delay, clicks with low source levels can
have ambiguous pulses which will result in inaccurate TOADs. A potential solution to
this problem would be to model the click structure as a function of orientation, which is
similar to the approach that Beedholm and Møhl (2006) and Nosal and Frazer (2007)
proposed. Due to time constraints and the lack of a ground truth for these models this
was not attempted and will remain a target for future investigations.
The main limiting factor for onset/peak delay computation appears to be signalto-noise ratio. Cross-correlation has been used in previous studies to overcome this
this problem (Spiesberger and Fristrup, 1990; Giraudet and Glotin, 2006), and has
been demonstrated to be the optimal way to compute TOADs for range and bearing
estimation (Hahn, 1975).

4.6.2 Cross-correlation
Following Spiesberger and Fristrup (1990), TOADs between all pairs of recording platforms can be computed via cross-correlation (equation 4.7). The time lag of the maximum point of the cross-correlation function is the time of arrival difference between
each hydrophone. The width of the cross-correlation peak is a basic measure of TOAD
precision, and is inversely related to the bandwidth of signal, ie. narrowband signals
will have a wide peak (and less precise TOADs), while broadband signals will have a
narrow peak (and more precise TOADs). Cross-correlation provides an effective gain in
signal-to-noise ratio and can yield accurate TOADs even when the signal-to-noise ratio
is low at both recording platforms. According to Spiesberger and Fristrup (1990), the
signal-to-noise ratio of a signal cross-correlated between hydrophones i and j is denoted
Sij and can be computed as
Sij =

q

KSi2 Sj2 /(1 + Si2 + Sj2 )
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where K is the total number of samples in the signal. The signal-to-noise ratio is related
to time-bandwidth product of the signal, so long broadband signals will provide more
gain than short narrowband signals.
There are a few limitations for cross-correlation. Cross-correlation requires that
noise signals are uncorrelated between recording platforms. Environmental noise generated from wind and waves near each hydrophone will generally be uncorrelated.
Loud, but distant noise sources, such as waves on a distant shore, noise of vessels or
clicks from distant whales, are more likely to be correlated. If not filtered, these correlated noise signals will introduce extra peaks in the cross correlation function and will
result in errors in computed TOADs.
Another assumption required when using cross-correlation is that signals received
at each recording platform contain no multipath reflections. Multipath reflections also
introduce extraneous peaks in the cross-correlation function. Because p1 and p1/2 correspond to multipath reflections within the whale’s head, this assumption is violated
when uncritically cross-correlating sperm whale clicks. For clicks recorded from widely
different aspects, cross-correlation will fail if the dominant p1 of one click matches with
the dominant p0 or p1/2 of another click. The resulting error can be upwards of 1 IPI,
which in Kaikoura can be up to 8 ms (Rhinelander and Dawson, 2004). Spiesberger
(1996) proposed an automated algorithm to identify cross-correlation peaks that correspond to multipath, however implementation of this algorithm remains a subject for
subsequent investigations.
In addition to the p0 pulse, sperm whale clicks also contain an omnidirectional low
frequency (lf ) pulse not reflected within the whale’s head. This pulse can potentially be
used in the cross-correlator, however, the lf pulse has a lower source level than any of
the other components of a sperm whale click (Zimmer et al., 2005b; Nosal and Frazer,
2007). Further, the lf pulse has a frequency range that includes a fair amount of ocean
noise. These factors combine to yield a lower signal-to-noise ratio and lower crosscorrelation gain for the lf pulse compared to that of the other (wideband) pulses. Because of these factors, the lf pulse can be included in cross-correlation with the p0, however it is unlikely to improve the accuracy of TOAD computation if it is cross-correlated
without a loud wideband signal (eg. p0) also present.

4.6.3 TOAD computation algorithm
TOADs between all pairs of hydrophones are computed using a two step combination of
onset delay and cross correlation. Inspection of stackplots of clicks revealed the onset
of associated clicks was most often associated with the p0/lf pulse (Figure 4.6), so peak
detection was not needed.
First, the onset delay was computed as:
τ̃ij = tj − ti
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Figure 4.6: Onset alignment at four different hydrophones. Each panel shows a vertical
stackplot of the normalised envelope of the onset of sequential clicks at one hydrophone.
The labels on the vertical axis indicate the number of the associated clicks. Time zero on
the horizontal axis corresponds to the start of each associated detection. The p0 pulse
of most clicks begins at time zero.
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where τ̃ij is a coarse measure of the TOAD between hydrophones i and j, tj is the onset
of the j th hydrophone for j = {2, 3, ..., R − 1, R}, ti is the onset of the ith hydrophone
for i = {1, 2, ...R − 1}, and R is the total number of hydrophones that detected the
associated click. The time series of coarse TOADs for each pair of hydrophones was

considered and coarse TOADs that were likely to be outliers were removed. A coarse
TOAD was considered an outlier if there were not at least five other TOADs for that pair
within τ̂ /20 ms over a time window of 30 s. The rate of change of TOADs should be
small over short time periods, so any TOADs that did not meet these conditions were
likely to come from a source other than the target whale.
Second, audio from each platform is read into memory in preparation for crosscorrelation. The amount of audio read at each hydrophone is t0 + [−0.002, 0.003] s,
where t0 is the time of the onset and the interval [−0.002, 0.003] is the interval for the
p0 pulse as defined by Zimmer et al. (2005b). By cross-correlating only the p0 pulse
of associated clicks instead of τ̂ seconds of audio, nearly all correlated noise sources
and multipath reflections that introduce extraneous peaks in the cross-correlation function are excluded. The cross correlation function between all pairs of hydrophones is
computed according to equation 4.7, and the maximum of the absolute value of the
cross correlation function is kept as the cross-correlation delay, τ̇ij . The TOAD is then
computed as the onset delay plus the cross-correlation delay, τij = τ̂ij + τ̇ij . TOADs
are checked for plausibility by plotting each pair of TOADs as a function of time and
confirming that TOADs vary gradually (Figure 4.7).
The standard deviation for each TOAD, σt , is proportional to the RMS bandwidth of
the click and the signal-to-noise ratio of the cross correlation peak. It is computed using
equation 41 from Spiesberger and Fristrup (1990)
στ = 1/2πWrms Sij

(4.12)

where Wrms is the root mean square bandwidth computed according to Au (1993) equation 10-6:
2
Wrms

f 2 |F F T (xt )|2 df
− f02
= 0´ ∞ 0
2
|F F T (xt )| df
0
´∞

(4.13)

and f0 is the centroid frequency of the click. Measuring the standard deviation of each
TOAD is necessary at later stages of signal processing when estimating the localisation
error.

4.7

Localisation

Two different algorithms were implemented to model the source location of the whale.
At the heart of each algorithm is an acoustic propagation model which describes how
sound travels through the environment. Both algorithms take hydrophone locations and
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Figure 4.7: TOADs between hydrophone 1 and all others for the target whale recorded
on 2007-10-30.
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TOADs as the measured data. The acoustic propagation model relates these data to the
whale’s location.
The first algorithm is the linear least squares solution for hyperbolic surfaces (Watkins
and Schevill, 1972; Spiesberger and Fristrup, 1990; Wahlberg, 2002), which I refer to
as hyperbolic localisation. The second algorithm is a sequential Monte-Carlo estimator with isodiachronic surfaces (Spiesberger and Wahlberg, 2002; Spiesberger, 2005),
hereafter shortened to isodiachronic localisation. Alternative localisation algorithms
proposed for wide aperture arrays include nonlinear least squares (Giraudet and Glotin,
2006), weighted least squares (White et al., 2006), and ray tracing (Nosal and Frazer,
2007). The ray tracing method proposed by Nosal and Frazer (2007) seems particularly promising because it not only provides precise estimates of the whale’s position,
but also an independent estimate of the whale’s orientation. The lack of accurate sound
speed profiles and time constraints prevented my investigation of these algorithms, but
they should be considered for future analysis of this data set.
It is important to know the precision and accuracy of each localisation method. Hyperbolic localisation yields a single point for each associated click while isodiachronic
localisation yields a 3D probability distribution as well as a maximum likelihood estimate of the whale’s location. Wahlberg et al. (2001) proposed a linear error propagation
analysis for hyperbolic localisation, however I do not use this here. Instead I developed
a sensitivity analysis for computing the positioning error of the hyperbolic data. The
implementation of this sensitivity analysis is similar to the isodiachronic localisation
method and the output of the sensitivity analysis allows direct comparison between
hyperbolic and isodiachronic locations.

4.7.1 Hyperbolic localisation
Hyperbolic localisation of underwater sources has been described in detail by Watkins
and Schevill (1972), and by Spiesberger and Fristrup (1990). At the heart of this
method is the fact that the distance between the source and the receiver is related
to the average speed of sound and TOADs according to the equation
ks − r(i)k2 = c2ef f kτ1i k2

(4.14)

where cef f is the effective speed of sound between the source and all receivers. I follow
the notation of Spiesberger and Fristrup (1990) and denote the whale (source) position
as s = (sx , sy , sz ), the receiver positions as r(i) = (rx , ry , rz ), and the TOAD between hydrophone 1 and hydrophone i as τ1i . Equation 4.14 constrains the position of the whale
to a hyperboloid surface; hence the name hyperbolic localisation. With R hydrophones
there will be (R − 1) independent equations relating the source and receiver positions
with (R − 1) TOADs. The method proposed by Spiesberger and Fristrup (1990) is used
to solve this set of equations by minimising the sum of squares of the residuals.
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A key advantage of the hyperbolic method is that it provides an analytical expression
for the position of the whale. Computation of the source position is fast, however there
is an important drawback. The hyperbolic localisation method requires the assumption
of a constant speed of sound between the source and all hydrophones. This assumption
is not likely to be valid for the source receiver distances used in this study because of the
depth dependent sound speed profile that is typical in the Kaikoura canyon (Larivière,
2001). Thus, while hyperbolic localisation provides a quick way to estimate the whale’s
location, this estimate is likely to be biased. Nevertheless, it is a useful approach for
comparative purposes.

4.7.2 Hyperbolic sensitivity analysis
To investigate the effects of noise on the inputs of the hyperbolic localisation algorithm
a sensitivity analysis was conducted. Uncertainty was assigned to each of the inputs
into the hyperbolic localisation model. Uniform probability distributions were created
with a mean equal to the measured data. The limits for each uniform distribution
encompassed the total uncertainty for each of the model inputs. This is a very conservative approach, because some variation is likely to be normally, rather than uniformly,
distributed (eg. GPS positioning error). Uncertainty in model inputs was measured
directly when possible and estimated otherwise.
The uncertainty of the horizontal (latitude/longitude) GPS position of the hydrophone
was assumed to be ±2 m based on measurements made in section 4.2. The uncertainty
for the depth of each hydrophone was assumed to be ±0.3 m, based on the depth resolution of the sensor as reported in the manufacturer’s specifications. Effective sound
speeds were allowed to vary across the range of sound speeds computed via Grosso
(1974) using historical monthly temperature, salinity, and depth data for the study area
from the World Ocean Atlas (Antonov et al., 2006; Locarnini et al., 2006). TOAD uncertainty was computed according to equation 4.12.
Samples were drawn from the distributions of each input parameter and processed
via hyperbolic localisation algorithm until 2000 valid locations were obtained. A location was considered invalid if it placed the source above the ocean surface or beneath
the ocean floor. The output from this algorithm was a cloud of 2000 points that represents the whale’s position. The size and shape of this cloud approximates the localisation precision.
The total volume for each localisation cloud in meters was computed as the volume
of the minimum convex hull that fit the cloud of points (Barber and Huhdanpaa, 1996).
The total cloud volume is a single number that represents a measure of localisation
precision and has units of m3 . When plotting and comparing localisation precision I use
the precision metric
√
(4.15)
p=−3v
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instead of the raw volume so that smaller values of p correspond to worse precision.
The precision metric is measured in meters.

4.7.3 Isodiachron - Monte Carlo
Hyperbolic localisation requires the assumption that the sound speed is constant between the source and all receivers. If this assumption is not valid then hyperbolic locations may be inaccurate even when assuming very conservative values for the uncertainty in the input. To address this issue, an isodiachronic acoustic propagation model
was implemented in addition to the hyperbolic localisation method. Isodiachronic localisation is described in detail in Spiesberger and Wahlberg (2002); Spiesberger (2004,
2005), and like hyperbolic localisation this method starts by relating the distance between the source and receiver to the speed of sound and TOADs. The isodiachron is
derived from the relationship
ks − r(i)k ks − r(j)k
−
= τij
ci
cj

(4.16)

where ci is the effective speed of sound between the source and receiver i and cj is the
effective speed of sound between the source and receiver j. The key difference between
isodiachronic and hyperbolic localisation is that isodiachronic localisation allows the
effective speed of sound to vary between the source and each receiver. This is more
realistic, as it is one step closer to a fully spatially variable sound speed.
Spiesberger and Wahlberg (2002) provide an analytical solution for a system of
four equations derived from Eq. 4.16 when all values of ci are known. A statistical
solution based on Monte-Carlo simulations was then derived for situations when ci is
unknown. The Monte-Carlo approach involves creating random variables for r(i), ci ,
cj , and τij , and solving the system of four equations by drawing samples from these
random variables. One can continue drawing samples and solving equations until a
large number of valid solutions have been computed. As above, any invalid solutions
are defined as those that would place the whale above the ocean surface or below the
ocean floor.
When using only four hydrophones (R = 4) there is only one system of equations
to solve, however when R > 4, then there are R!/(R − 4)!4! possible combinations of

four receivers that can be used to estimate the source position. Spiesberger calls a combination of four receivers a constellation. For a hydrophone array with eight receivers

(four buoyed hydrophones, two boat-based hydrophones, and two virtual hydrophones)
there are 70 potential constellations. Spiesberger (2005) proposed solving all constellations using the Monte-Carlo method to obtain the best estimate for the bounds of the
source position in a technique he calls sequential bound estimation. This estimate can
be orders of magnitude more precise, and is always equal to or more accurate than
least squares hyperbolic localisation (eg. Spiesberger and Wahlberg, 2002; Spiesberger,
83

C HAPTER 4. S OFTWARE

ALGORITHMS

2004). The accuracy of isodiachronic localisation is equivalent to that of hyperbolic
localisation only when the speed of sound is constant spatially.
I implemented isodiachronic localisation (Spiesberger, 2005) as a Matlab program
in addition to hyperbolic localisation. While isodiachronic localisation is more accurate
and potentially more precise than hyperbolic localisation, the nature of this method
means that an isodiachronic solution requires orders of magnitude more computation
time. Potentially, one could optimise this algorithm to perform faster by rewriting it in a
lower level computer language or by using methods such as those proposed by Hastings
(1970). However such optimisations are beyond the scope of this thesis and were not
attempted.
The computational efficiency of a constellation, e, was measured as e = svalid /stotal ,
where svalid is the number of valid solutions and stotal is the total number of solutions
computed for that constellation. To ensure that the isodiachronic localisation finished in
a reasonable amount of time, I set a minimum acceptable efficiency, emin , for each constellation. Setting a minimum efficiency reduces the computational burden by not computing constellations that are very inefficient, however by skipping these constellations
the localisation precision is potentially reduced. To determine a reasonable tradeoff between computation time and precision I ran the isodiachron localisation with a subset
of the data using emin values of 10−2 , 10−3 , and 10−4. The results with emin = 10−2
had poor localisation precision compared to hyperbolic localisation, and results with
emin = 10−4 had very long computation times with only a moderate precision increase
over emin = 10−3 , so 10−3 was selected as the minimum efficiency.
Even after setting a minimum efficiency of 10−3 the run time to compute all constellations for a single sperm whale click ranged between 0.3 - 62.0 min on a Pentium
IV 2800MHz PC. Because of the significant computation time, it would have taken prohibitively long to analyse every dive using isodiachronic localisation for every click. As
a compromise, isodiachronic localisation was used to compute the whale’s position at
ten second intervals starting from the first vocalisation. In many cases the size of localisation clouds was comparable to the distance travelled between successive clouds, so
little was lost by computing fewer whale locations.
The same random variables created for the hyperbolic sensitivity analysis were used
as inputs into the isodiachronic localisation algorithm to obtain a cloud of potential
whale positions (Spiesberger, 2005). As emin → 0 the shape of this cloud reflects the optimal localisation precision and accuracy of the system without requiring the constraint
of a homogeneous environment. When localisation clouds from the sequential bound
estimation are drastically different than those from the hyperbolic sensitivity analysis
then the assumption of an isovelocity sound speed is likely to be invalid (Spiesberger
and Wahlberg, 2002).
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4.7.4 Localisation method comparison
Both hyperbolic and isodiachronic acoustic propagation models were tested with and
without the inclusion of surface reflected multipath from the stereo array as additional
(virtual) receivers. This yielded a total of four different localisation algorithms each
with different degrees of precision and accuracy. Surface reflected multipath for a
hydrophone at location (0, 0, rz ) was treated as a direct click arriving at a virtual hydrophone at the location (0, 0, −rz ) with a time delay of τds (defined in section 4.4.2).

The localisation precision depends not only on the uncertainty in the measured data,
but also on the geometry of the hydrophone array and the position of the whale. To
compare localisation precision I plotted the precision metric, p (equation 4.15), for each
localisation cloud as a function of distance from the array centre. Figure 4.8 shows an
example plot for the whale recorded on 2007-10-30. The array geometry on 2007-10-30
was tetrahedral with buoyed hydrophones forming a triangle around the deeper stereo
array (Figure 3.3).
As would be expected, all four localisation methods show a decrease in precision as
the whale moves further from the centre of the array. The hyperbolic method without
surface multipath shows a large decrease in precision at a distance of approximately
600 m from the array centre, while the isodiachronic method without multipath shows
a large decrease in precision at approximately 1200 m from the array centre. These
large decreases in precision were not present for either method when surface multipath echoes were included as additional sources. This supports the results reported
by Wahlberg et al. (2001) and Nosal and Frazer (2007) that using additional virtual
hydrophones offers a significant increase in localisation performance.
Hyperbolic localisation with surface multipath appears to yield the best precision,
however isodiachronic localisation with multipath yields results that are only slightly
less precise. It is likely that the hyperbolic multipath algorithm yields results that overly
constrain the position of the whale. Given the potential inaccuracies of the hyperbolic
method I decided to employ only the isodiachron multipath localisation method for all
recordings. Despite the coarse time resolution and long computation times involved
with isodiachronic localisation, I believe that this algorithm a more accurate measure of
whale position at the expense of a minimal amount of precision.
A note on localisation accuracy
The quantitative comparison between localisation algorithms focused on precision rather
than accuracy because I lacked an independent source of highly accurate data about the
whale’s true location. When possible, localisations from the 3D array were compared to
estimates of whale location made with the directional hydrophone. This provided a reality check and lended confidence to the accuracy of the 3D hyperbolic and isodiachronic
localisations.
Some researchers that have used passive localisation systems have placed sound
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sources at known locations to investigate the accuracy of their systems. For example,
Møhl et al. (2001) used blasting caps to investigate the accuracy of their 2D hyperbolic
localisation system at five different source locations. Such tests are useful for validating
that the hardware and software systems are working as intended and that assumptions
about the sound propagation model and instrumentation errors are valid.
To be truly useful as a measure of system accuracy, these tests would need to be conducted before, during, and after each array deployment because the relative positions
of receivers and whales will change each time the array is deployed. Relative positions
of the receivers and source will also change throughout a single deployment due to
platform drift and whale motion. Thus, such tests will be most useful when known
source locations correspond closely to the estimated locations of the unknown source
(eg whale). Placing a known sound source at such locations for each deployment was
not feasible given the limited budget and logistical support available for this study (eg
single research vessel). An autonomous underwater vehicle with an inertial navigation
system and a loud sound source could potentially provide an excellent means of calibrating a passive array, however this would require efforts well beyond the scope of this
thesis.
Localisation accuracy depends on the accuracy of all of the measurements (eg hydrophone positions, TOADs, speed of sound) as well as the validity of the acoustic propagation model (eg hyperbolic, isodiachronic). In order to achieve high accuracy, I used
conservative ranges for measurement uncertainty in both the sensitivity analysis and
the isodiachronic analaysis. The assumption of a constant speed of sound is unlikely to
be valid in Kaikoura (Larivière, 2001; Antonov et al., 2006; Locarnini et al., 2006), thus
using the more general isodiachronic propagation model (ie fewer assumptions about
sound propagation) should result in more accurate localisations.

4.7.5 Best estimate of whale’s position
Two methods were considered for obtaining a single point estimate of the whale’s position from a single localisation cloud. The simplest method involved looking at only the
marginal probability distributions, P (x), P (y), and P (z), for the x, y, and z coordinates
of the whale’s position. Estimates of P (x), P (y), and P (z) were calculated from the
normalised histograms of each coordinate of the whale’s position using bin widths of 1
m. Marginal distributions were rarely normal, so the median position from each dimension was selected as the best estimate of the whale’s position. Cumulative distribution
functions for each coordinate were computed by sequentially summing the bins of each
marginal distribution. The 95% confidence intervals were then computed numerically
from the cumulative distributions. The advantages of this method are that it is conceptually simple, it provides high spatial resolution in each dimension, and it provides 95%
confidence intervals for each coordinate. The disadvantages of this method are that it
requires that the x, y, and z probability distributions be independent. Simple inspec86
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Figure 4.8: The precision metric for four different localisation methods plotted as a
function of distance to the centre of the array.
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tion of the shape of the localisation clouds reveals significant correlation between the
x, y, and z coordinates indicating that probability distributions in each direction are not
independent.
To address correlation between x, y, and z coordinates a 3D histogram method was
used to obtain a single point estimate of the whale’s position. The 3D histogram was
computed by dividing the volume contained by the localisation cloud into rectangular
prisms and counting the number of localisation points within each prism. The length,
width, and height of each of these prisms is similar to the bin width in a 1D histogram
and was determined by the range of the data in each dimension. For dimensions where
the range of the data was less than 50 m, the respective bin width was 1 m, otherwise
the bin width was 10 m. The choice of larger bin widths for dimensions with a large
range was necessary to satisfy computer memory limitations. Advantages of the 3D histogram are that it addresses correlation between localisation coordinates, and therefore
should provide a better estimate of the whale’s location. Disadvantages of this method
are that it does not easily allow the computation of confidence interval. Kernel smoothing methods could potentially provide improvement over the 3D histogram. However,
the lack of a data driven method to choose the full bandwidth matrix (Wand and Jones,
1995) means that there is not yet an automated way to reliably apply kernel smoothing
techniques to this data set.
These two methods are complimentary in that the 3D histogram provides a better
estimate of the 3D location of the whale, while the marginal distributions for each
coordinate allows easy computation of confidence intervals. Figure 4.9 shows a sample
plot showing the best estimate of each coordinate as a function of time and the 95%
confidence intervals for the recording made on 30 October 2007.

4.8

Conclusions

The above techniques were demonstrated to be suitable and practical for obtaining three
dimensional localisations of a diving sperm whale given a set of synchronised recordings
from widely spaced hydrophones. In summary:
1. Page’s test works well for automatic detection of sperm whale clicks. There were
no substantial differences between using standard energy computations and TeagerKaiser energy computations for detecting usual clicks.
2. Tracing a time-bearing plot provides a useful way to group clicks that come from
an individual whale. If no short aperture array is present to provide bearings, then
surface echo delay can be used to group clicks from an individual whale.
3. The rhythm analysis algorithm can be used to match clicks from one whale at one
hydrophone to those from the same whale recorded on other hydrophones.

88

Easting (km)

C HAPTER 4. S OFTWARE

ALGORITHMS

23.2
23
22.8
22.6
22.4
00:20

00:25

00:30

00:35

00:40

00:45

00:50

00:55

00:25

00:30

00:35

00:40

00:45

00:50

00:55

00:25

00:30

00:35
00:40
Time

00:45

00:50

00:55

Northing (km)

36.8
36.6
36.4
36.2

Depth (m)

00:20

−200
−400
−600
00:20

Figure 4.9: Estimate of each coordinate of a whale’s position as a function of time (dots)
and 95% confidence interval (lines). Data are from the recording made on 30 October
2007.
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4. Cross-correlation can be used to estimate time of arrival differences between clicks
received at different hydrophones, however care must be taken to include only the
direct arrivals of each signal. Cross-correlation can fail when multipath arrivals
(from surface reflections or reflections within the whale’s head) are present in one
or both of the signals.
5. Isodiachronic localisation provides a general model for acoustic propagation that
produces accurate acoustically-derived locations in the absence of a measured
sound speed profile. In addition to estimating the position of the whale, the isodiachronic localisation as described above also provide an estimate of the localisation precision. These estimates support the assertion made by Wahlberg et al.
(2001) that localisation precision increases significantly with an overdetermined
array.
While I have not demonstrated that these techniques are necessarily computationally efficient or optimal, I have shown that they are reasonably resilient to noise and amenable
to automation. As a result these techniques were selected to process a large number of
recordings of sperm whale vocalisations made between October 2007 and September
2008. The results of this analysis is presented in the following chapter.
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Chapter 5
Movements of sperm whales during
diving
Abstract
This chapter provides details from 3D passive acoustic tracking of sperm whales in the
Kaikoura canyon. The acoustic location data collected in this study were computed
as 3D probability clouds, which differ from 2D point-locations typically obtained in
animal tracking studies. An analysis method based on a speed-filter and incorporating
smoothing spline interpolation was used to convert 3D localisation clouds into regularly
sampled 3D tracks with 10 s time intervals between positions. Visual observations and
vocal behaviours of whales were used to divide dive tracks into different phases, and
depths and movements of whales are reported for each of these phases. While diving,
whales in Kaikoura had a mean swimming speed of 1.57 m/s, and, on average, dived
to a depth of 432 m. Tracking whales during creak vocalisations suggest that whales
foraged throughout the entire water column from the sea surface to the sea floor. Diving
depths and movement information from 78 interpolated 3D tracks of whales in Kaikoura
are compared to one and two dimensional tracks of whales studied in other oceans.

5.1

Whale movement

Sperm whales are one of the most widely distributed species, and it has been estimated
that they consume approximately 74 Mt of prey per year worldwide, an amount which
is of the same order of magnitude as all human fisheries (Whitehead, 2003). Thus it
is likely that sperm whales have an important ecological role in the deep sea. However, there have been only a handful of studies of the underwater foraging behaviour
of sperm whales (eg Wahlberg, 2002; Miller et al., 2004a; Watwood et al., 2006; Teloni
et al., 2008), and all of these have been conducted in the Northern Hemisphere. Describing the underwater movements and vocal behaviour of whales in Kaikoura would
provide a first look at data on the underwater behaviour of sperm whales in the southern
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hemisphere and could allow for comparison with behaviours reported in prior studies.
A series of locations from the same animal over a period of time forms a track of
that animal’s motion. Animal movement can also be represented as a series of bearings
and speeds, or velocities at particular time intervals. Analysis methods in the previous
chapter provided a series of localisation clouds for individually tracked whales. In this
chapter these series of localisation clouds are converted into whale tracks in an effort
to investigate whale movement during diving.
Previous studies of sperm whale movement have used various forms of telemetry (eg.
Watkins et al., 1993, 1999), archival tags (Johnson et al., 2000; Amano and Yoshioka,
2003), or passive acoustic arrays (Thode et al., 2002; Thode, 2004a, 2005; Adam et al.,
2006) to track animals over various spatial and temporal scales. All of these methods
provide a time series of locations that can be assembled into a track. Some of these
methods, such as Argos satellite tags and passive acoustic arrays, provide not only an
animal location, but also a quality metric which relates to the precision of each location.
To assemble these locations into a track, researchers can first discard locations that have
low precision (eg. Nicholls and Robertson 2007). This is, effectively, a quality filter.
Another common technique for assembling recorded locations into a track is a speed
filter (Austin et al., 2003; Nicholls and Robertson, 2007; Tremblay et al., 2009), which
works by excluding successive locations that would require the animal to move faster
than a predetermined maximum speed. This does not ensure that locations are accurate,
just that they are consistent. The speed filter does not require precision information for
each location, but can be combined with the quality filter if data are abundant and low
precision outliers are present. More typically, data are not abundant and the speed filter
is used instead of the quality filter (eg. Nicholls and Robertson, 2007). This results in
the inclusion of low precision locations while excluding those that would require the
animal to move at unrealistic speeds. Both the speed filter and the quality filter are
simple methods for assembling location data into a plausible animal track.
Comparison of whale speeds, turning rates, and diving behaviour requires standardised time steps between successive locations. Interpolation methods such as cubic spline
curves and Bézier curves have successfully been applied to 2D animal tracking data in
place of linear interpolation with no apparent loss of accuracy and provide the benefit of more realistic movement models for animals that move in a fluid environment
(Tremblay et al., 2006). A standardised interpolation step is beneficial when comparing
irregularly sampled location data between different individuals or populations because
it allows all tracks to have a common time base (often called a step length in tracking literature) for measuring turning rates and speeds. It has been suggested that a
smoothing spline curve could also be used to interpolate animal tracks instead of Bézier
or cubic splines (Tremblay et al., 2006). A smoothing spline is different from traditional interpolation methods in that the curve is not required to pass through all of the
data points, but instead minimises errors (usually in a least squares sense) between the
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spline curve and all data points.
A large amount of data on sperm whale movement comes from digital archival tags
(DTAGs), which provide reliable time, depth, pitch, heading, and acoustic information
at a fixed sample rate (Johnson et al., 2000; Miller et al., 2004a,b; Watwood et al.,
2006; Teloni et al., 2008). DTAG deployments can last for a number of hours and
collect information over several consecutive dive cycles. In previous studies, researchers
using DTAGs divided sperm whale dives into a descent phase, bottom phase, and ascent
phase based on the whale’s pitch, as well as search and “foraging” phases based on the
whale’s vocal behaviour. By comparing data from different dive phases they were able
to quantify differences in diving depths among individual whales within a region as well
as significant differences among groups of whales in different regions (Watwood et al.,
2006; Teloni et al., 2008).
While DTAGs have provided valuable insight into depth and acoustic activities of
sperm whales, they do not provide reliable information about the speed of the whale
at low pitch angles without the use of additional instrumentation such as a passive
sonar (Zimmer et al., 2003); thus, results are limited to (1D) time-depth profiles during
the bottom phase. Using sophisticated analysis methods, towed and fixed arrays have
been used to measure 3D movement of whales for portions of individual whale dives
(Wahlberg, 2002; Thode, 2005; Tiemann et al., 2006; Adam et al., 2006). However with
the exception of Wahlberg (2002), these data were collected opportunistically from
fishing vessels, large research vessels, or naval hydrophone arrays, and as a result,
sample sizes have remained low. While Wahlberg (2002) used a purpose-built array, he
reports only one full 3D dive track. Thus, current knowledge of 3D movements of sperm
whales has been derived from studies of single dives from a small number of individual
whales.
In this study I examine the 3D movement of whales diving in the Kaikoura canyon
using a purpose-built portable hydrophone array. A major goal of the study is to present
3D movement data from a larger number of whales than previous studies. The acoustic
location data collected from sperm whales in Kaikoura differ from traditional animal
tracking data and previous passive acoustic studies in several ways. The data collected
in this study are 3D localisation clouds rather than 2D point-locations used in most
archival tag studies. Thus, a method is required to convert from a 3D cloud to a pointlocation. I investigate an analysis method, based on the speed-filter, to turn 3D clouds
into interpolated whale tracks, and I then compare whale movements in Kaikoura to
those measured elsewhere in the world.
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Methods

5.2.1 Data collection
Recordings analysed here were made on 44 different days from October 20, 2007 to
September 25, 2008 using the hydrophone array described in Chapter 3. Thirty-three
of these recordings yielded high quality data suitable for 3D tracking. For each recording the array was deployed around a “target whale” that had been photographically
identified and followed over the previous dive cycle. Any other whales audible on the
stereo array were considered “encroaching whales”. In many recordings encroaching
whales could be localised, however, the encroaching whales were typically unknown.
While we attempted to record a full dive for each target whale, several factors made
obtaining a full track difficult. Some of the difficulties included the target whale swimming out of the recording area, encroaching whales swimming into the recording area,
poor weather conditions, and noise from nearby vessels masking whale vocalisations. In
some recordings the whale dived while buoys were being deployed and the exact start
location and dive time could not be determined. In these situations the stereo array was
not deployed until a few minutes after the whale dived, thus no 3D localisations could
be obtained during this time, and only a partial dive track could be obtained. Whales
swimming away from the boat and poor sighting conditions made visual observations
of the resurfacing time and location difficult.
Despite these difficulties, the fluke up time and position was observed for 50 tracks
and the resurfacing locations of 35 whale tracks were observed. In these cases the
bearing to the target whale was measured with a handheld magnetic compass and the
visually estimated range to the whale recorded. For the remainder of whale tracks
the recording was terminated when the target whale was no longer audible on the
stereo array and no encroaching whales were nearby. Previous studies of sperm whale
acoustics in Kaikoura show that whales are usually silent for the last few minutes of
their dive (Douglas et al., 2005), so it is likely that the full dive was recorded (in terms
of whale vocalisations) in many of these cases.

5.2.2 Interpolation and tracking
Raw acoustic data from recordings were processed to obtain 3D localisation clouds
using isodiachronic localisation methods described in Chapter 4. A maximum speed
filter of 4 m/s was applied to the points in each 3D localisation cloud so as to create a
weight for each point. This maximum speed is nearly four times faster than previous
measures of swimming speed (Watkins et al., 1999; Wahlberg, 2002; Watwood et al.,
2006; Nosal and Frazer, 2007; Whitehead et al., 2008). A single localisation cloud is
written as Cn , where n is the cloud number indexed from the first valid cloud. The
best-estimate location of the whale was selected using all of the valid points and their
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associated weights.
To determine the weights of each location, the first valid cloud of the track, C0 , was
selected. Typically this was the first cloud in the track, however the first cloud may
have very low precision or can be an outlier, so visual inspection was required to find
the first valid cloud. All points in the first valid cloud were given a weight of one. The
speed between all combinations of points in cloud, Cn , and the next cloud, Cn+1 , were
then computed. If the speed between two points was less than the maximum speed (4
m/s), the two points were considered “connected”. From here, each point in the cloud
Cn+1 was assigned a weight equal to the total number of “connected” points from the
previous cloud Cn . If a point in cloud Cn+1 has zero connected points, that point was
removed from further analysis.
For each cloud, weighted 3D points were converted to a weighted 3D histogram.
Bin widths for the 3D histogram were determined independently for the x, y, and z
directions based on the range of the data in each direction. If the range of the data in a
particular direction was less than 100 m, then a bin width of 1 m was used, otherwise a
bin width of 10 m was used for that direction. The sum of the weights that fell in each
3D bin was computed as the weighted 3D histogram, and the x, y, and z location of the
3D bin with the largest value was selected as the best estimate of the whale location.
These best estimate locations as well as the total volume of the 3D localisation cloud
were kept for further analysis.
A smoothing spline curve fit using 1-D Radial Basis Function (RBF) interpolation
was applied to the time series of x, y, and z coordinates of best estimate location.
Specifically these are harmonic 1D splines, which minimise a measure of total energy
or curvature of the interpolation. They are physically equivalent to placing weights on
a beam to best fit the components of the observed locations. By using less weights than
number of observed positions they can be used in a least squares sense to smooth the
track. The RBFs were fit to the locations via least squares so that the centres of the
thin plate splines were placed at the location of the highest precision positions and side
conditions were enforced to reduce oscillations (spline overshoot) at the beginning and
end of the track. For a mathematical description of these methods consult Vennell and
Beatson (2006).
Decision criteria used to determine the location of the spline centres were as follows:
the first location was always selected as a spline centre. The next six locations were
considered, and the location from the cloud with the highest precision (smallest cloud
volume) was selected as the next spline centre. One location was then skipped so that
the least squares fit would remain overdetermined (a necessary mathematical condition
for this type of fit). The next six locations were then considered as candidates and so
on until the last location, which, like the first, was always selected as a spline centre.
After the RBF fit, positions were interpolated at 10 s intervals to provide a common
time step for all tracks. A 10 s interval was chosen because it is similar to the time
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interval between non-overlapping (independent) localisation clouds. I refer to these interpolated estimates as “positions” to differentiate them from the “3D localisation clouds”
and “best-estimate locations.” RBF interpolation ensures a smooth time-position curve
in each of the cardinal directions.
Once the 3D time-position curve has been obtained, movement parameters such as
speed, heading, and pitch can be computed from the position parameters northing,
easting, and depth. A useful feature of the RBF fit is that the position function has an
continuous first derivative that can computed analytically, which facilitates calculation
of instantaneous velocity as well as the total distance travelled.
In addition to computing the speed, pitch, and heading of the whale (referenced
to true North), the turning angle of the whale was also computed. The turning angle
was defined as the angular difference between two headings separated by a time lag.
Turning angle was computed for time lags of 10 s to 20 min in 10 s intervals to see how
“straight” the whales swim over this time scale. All circular computations and statistics
(eg. circular mean, circular dispersion, and angular-linear correlations) were computed
using the Matlab toolbox CircStat (Berens and Velasco, 2009).

5.2.3 Dive Phases
To facilitate comparison with previous studies tracks were divided into different phases
similar to those of Watwood et al. (2006) (Figure 5.1). The part of the dive when the
whale is making usual clicks was defined as the “search” phase in reference to the fact
that usual clicks occur when the whales echolocate for prey (Watwood et al., 2006). A
fundamental limitation of passive acoustics is that an animal can only be located when it
is vocalising, thus all dive tracks in our study would be considered part of the “search”
phase. Due to this limitation, small gaps in position information occurred when the
whale was silent or too quiet to be detected on at least four hydrophones. A previous
study in Kaikoura showed that silences occurred most frequently at the beginning of the
dive (clicking started on average 25 s after diving) and end of dive (whales were silent
on average 3.6 min before surfacing) (Jaquet et al., 2001). Criteria for determining
other dive phases are described below.
The “descent” phase started from fluke-up and ended when the pitch of the whale
first became positive. The full “descent” phase was said to be recorded only when the
dive start time, first click, and full descent vocalisations were recorded. This definition
is identical to that of Watwood et al., however some caution must be taken when comparing results due to the fact that whales did not click immediately after fluke up. This
created a short gap in localisation data between the dive time and the first measurement
of the search/descent phase.
The “bottom” phase of the dive started immediately after the end of the descent
phase and continued until the whale became silent. This definition is slightly different
than that of Watwood et al., in which the “bottom” phase ends at the point in the
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Figure 5.1: Dive phase terminology. Vertical lines indicate the start and end times of
various dive phases. The dashed curve is an interpolated time-depth profile generated
from sperm whale localisation data. Circles indicate creaks. Note vocal behaviour is still
measurable even when localisation is not possible as indicated by the lack of position
information at the end of the bottom and “foraging” phases.
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dive where the whale’s pitch remains greater than zero. This departure from previous
terminology simplifies the analysis of the acoustic tracking data, however it makes direct
comparison of some measurements, such as minimum bottom depth, difficult. This
simplification is required due to uncertainty in tracking due to whales going silent and
being far from the hydrophones at the end of their dives. Previous studies have revealed
that whales continue to make usual clicks during parts of their ascent (Watwood et al.,
2006; Teloni et al., 2008), so it is possible that using this modified definition of the
“bottom” phase may result in inclusion of portions of the whale’s ascent in the bottom
phase. A full bottom phase was said to be observed only if the end of the descent phase
was observed and the last usual click was recorded.
The “ascent” phase was defined as the time between the last vocalisation and the
resighting of the whale on the surface. The definition of “bottom” phase and “ascent”
phase used here is different than that of Watwood et al., however it is consistent with
terminology from previous acoustic studies conducted in Kaikoura (Jaquet et al., 2001).
Because whales did not (by definition) vocalise during ascent or while they are on the
surface, these portions of the dive could not be localised. Best efforts were made to
locate the resurfacing position of whales visually, however this was not always possible
due to prevailing weather conditions, whale movements, and boat drift. Due to these
factors, analysis is restricted to the “descent” and “bottom” phases.
Movement parameters (velocity, pitch, and bearing) for both the “descent” phase
and the “bottom” phase were computed from position data. Two sampling units were
considered: the individual position, and the dive phase. When considering position as
the sampling unit all positions in each full or partial dive phase were aggregated across
all tracks for analysis. When considering the dive phase as the sampling unit, the mean,
standard deviation, median, and range of measurements from each full dive phase of
each individual track were treated as an independent measurement.
In addition to the “search” phase, which begins with the first usual click and ends
with the last usual click, the “foraging” phase was also considered. The “foraging”
phase started at the first detected creak and ended at the last detected creak. The name
“foraging” phase comes from the fact that creaks are most likely an indication of the
final stages of echolocation on a prey item and thus correspond to a feeding attempt
(Miller et al., 2004a). The presence or absence of creaks was determined by aural and
visual inspection of the silences that occurred between bouts of usual clicks (Chapter
4).
Breaking the dive into phases this way facilitates comparison of diving behaviour
between different tracks, however one cannot properly determine which phase corresponds to each segment of a track with localisation data alone. Additional information
including dive and resurfacing times and locations were also collected for many dive
tracks and these visual observations in addition to 3D positions were used to link particular track segments to dive phases.
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Table 5.1: Number of dive tracks per identified whale
Type of observation

Number of
observations

Dive phase

Full or partial dive cycle localised

78

all

Dive start time

50

descent

First click recorded

40

descent

Any descent vocalisations recorded

48

descent

Full descent vocalisations recorded

39

descent

Any bottom time vocalisations recorded

78

bottom

Full bottom time vocalisations recorded

29

bottom

Last click recorded

52

bottom,ascent

Resurfacing time

35

ascent

Dive start and resurface time

28

full dive

Full dive vocalisations recorded

21

full dive

Table 5.2: Summary of diving observations for 3D tracking

5.3

Results

From the 33 days with suitable recordings 78 different tracks from at least 12 different
whales were obtained. The identities of whales were known for 42 tracks (Table 5.1).
A total of 21 full dives were recorded and of these, a total of 20 full “foraging” phases
were observed. Including the 21 full dives, a total of 39 full descent phases and 29
full bottom phases were observed. Table 5.2 shows the type and number of relevant
observations measured during the study.

5.3.1 Diving Depths
All 78 recorded tracks contained some proportion of localisations in the “bottom” phase,
and all 78 of these tracks were used to create a histogram of the depth of all 9936 “bottom” phase positions (Figure 5.3). The mean depth from all of the “bottom” phase
positions was 388 m with a standard deviation of 147 m. When investigating the minimum and maximum bottom depths, positions from 29 full bottom phases were used.
The starting depth of the bottom phase was observed in 48 tracks, while the ending
depth of the search phase was observed for 52 tracks. Figure 5.2 shows the distribu99

C HAPTER 5. D IVING
Measurement

MOVEMENTS

Tracks Mean (SD) Median (Range)

Bottom start depth

48

431 (174)

398 (944 - 144)

Min bottom depth

29

262 (110)

257 (479 - 19)

Max bottom depth

29

577 (149)

539 (945 - 336)

Search end depth

52

289 (125)

281 (619 - 19)

Mean bottom depth

29

432 (125)

403 (759 - 237)

Table 5.3: Summary of diving depths. Durations is in minutes. Depths are in m.
tions of starting, ending, minimum, and maximum bottom phase depths, while Table
5.3 shows the summary statistics.

5.3.2 Movement
Mean speed during the descent phase was 1.5 m/s, and the mean pitch during descent
was -44.6°, while mean speed during bottom phase was 1.43 m/s and mean pitch was
6.4° (Table 5.4). On average, whales spent on approximately 7 minutes descending in
which they swam about 500 m, followed by 24 minutes in the bottom phase where they
swam roughly 2 km (Table 5.4). Mean headings from the descent phases and bottom
phases were uniformly distributed indicating that whales showed no preferred direction
of travel. The distribution of pitch during descent was nearly uniform (Figure 5.4),
while the distributions for the bottom phase have a distinct mean and higher angular
concentration (Figure 5.5). The distributions of speeds during the descent and bottom
phases were similar (Figures 5.4 and 5.5).
No correlation between mean descent speed and mean descent pitch was found
in this study, however there was significant angular-linear correlation (r 2 = 0.3272,
p = 0.032, n=21) between descent pitch and the maximum diving depth (ie. steeper
mean descent pitch occurred with deeper max dive depths).
Turning angles are concentrated near zero degrees for all time lags up to 1200 s
(Figure 5.7a), however there is a large drop in angular concentration that occurs at a
lag of 120 s (Figure ??) with time lags greater than 120 s having higher angular variance
(ie. they are closer to uniformly distributed about the circle). Figure 5.7 shows the joint
distribution between speed and turning angle for the 10 s lag, and Figure 5.8 shows the
circular dispersion as a function of speed.

5.3.3 Foraging
One hundred eighty-nine creaks were detected in 20 full “foraging” phases. Creak depth
could be estimated via interpolation of previous and preceding whale positions for 176
of these creaks. Creak depth was not normally distributed and appeared to be bimodal
with one mode occurring from 400 - 550 m and the second mode at 800 m (Figure
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Figure 5.2: Bottom phase start, end, min, and max depths. Star marker shows mean
depth in Kaikoura. Diamond, square and circle markers shows mean depths from Gulf
of Mexico, Ligurian Sea, and Atlantic Ocean measured by Watwood et al. (2006).
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Figure 5.3: Depth histogram of all bottom phase positions. All 78 recordings had some
portion of the dive in the bottom phase.

Measurement Tracks Mean(SD)

Median(Range)

Positions Mean(SD)

Descent duration

39

7.39 (3.53)

6.62 (2.60 - 16.95)

Descent distance

39

511 ( 281)

490 ( 76 - 1212)

Descent pitch

39

-44.6 (11.6)

-44.3 (-69.8 - -25.4)

1788

-42.7 (22.5)

Descent speed

39

1.50 (0.41)

1.40 (0.78 - 2.47)

1788

1.41 (0.87)

Bottom duration

29

24.05 (8.80) 23.22 (4.37 - 42.08)

Bottom distance

29

2079 ( 980)

1778 ( 492 - 4591)

Bottom pitch

29

6.4 ( 9.9)

5.3 (-9.4 - 44.5)

9936

4.3 (31.9)

Bottom speed

29

1.43 (0.31)

1.39 (0.92 - 2.04)

9936

1.57 (0.98)

Table 5.4: Summary of movement in the descent and bottom phases. Distance is in m.
Pitch is in degrees, and speed is in m/s.
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Figure 5.4: Speed and pitch computed both per dive phase and from all positions for descent phase. Gray symbols show the mean results
from Watwood et. al. 2006 for the three groups of whales tagged in the North Atlantic (circle), Gulf of Mexico (square), and Ligurian Sea
(diamond).
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Figure 5.5: Speed and pitch computed both per dive phase and from all positions for the bottom phase.
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Figure 5.6: Turning frequencies derived from all whale tracks. Top Plot: Log of turning
frequencies at all time lags (10 s intervals). The five lines below the surface at 30, 60,
120, 300 and 600 s are shown in greater detail in bottom plot. The mean angle is zero
(straight ahead) for all time lags, but angular concentration is inversely related to time
lag.
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Figure 5.7: Circular mean (top panel) and dispersion (bottom panel) of turning angles
derived from all dive phases from all whales. Mean and dispersion were computed at
10 s time lags. Typically whales travel in more-or-less straight lines over time periods
of up to 20 minutes. Circular dispersion increases dramatically from 10 - 120 s, then
more-or-less steadily increases from 120 - 1200 s.
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Figure 5.8: Relationship between speed and turning. Top panel: joint probability distribution of speed and turning angle computed at 10 s time lag. Bottom panel: angular
concentration at each speed for five different time lags. Circular dispersion is reaches a
maximum at speeds around 0.5 m/s. Measures of circular dispersion at higher speeds
and time lags are less reliable due to fewer observations of these speeds.

107

C HAPTER 5. D IVING
Measurement

Tracks

Mean (SD)

MOVEMENTS

Median (Range)

“Foraging” duration

20

21.03 (9.40) 20.95 (2.60 - 35.56)

Depth of 1st creak

20

348 (142)

369 (549 - 54)

Min creak depth

20

308 (142)

323 (498 - 42)

Max creak depth

20

546 (152)

499 (943 - 310)

Depth of last creak

20

424 (135)

444 (658 - 54)

Mean creak depth

20

445 (144)

429 (771 - 138)

Number of creaks

21

9 ( 4)

8 ( 0 - 20)

Table 5.5: Creak data from tracks containing a full “foraging” phase.
5.9a). The duration of the “foraging” phase ranged from 5 s (the duration of a single
creak) to 35.56 min with the number of creaks ranging from 1 to 20. A mean of 9
(median=8) creaks per dive were emitted, but the number of creaks emitted in a dive
was weakly correlated with maximum diving depth (r 2 = 0.1624, p = 0.070, n = 21,
Figure 5.9b). Depth of “foraging” summary statistics are in Table 5.5. Mean speed,
heading, and pitch during creaks were not different than the remainder of the dive and
thus are not shown.
Three general “foraging” types were observed during the study: benthic, surface,
and pelagic. The majority of “foraging” creaks were pelagic and observed in the middle
of water column. During many pelagic “foraging” phases sharp turns and/or changes
in depth occurred before and/or after creaks (eg. Figure 5.10a). Other pelagic “foraging” dives were characterised by straighter path with fewer turns and changes in depth
(eg. Figure 5.10b). A few whales “foraged” benthically, emitting creaks at or near the
sea floor. When “foraging” at the sea floor whales made fewer sharp turns (eg. Figure 5.11a). On a small number of occasions whales produced creaks while at or near
the surface. In an encounter on 20 June 2007 the whale, LNL160 (a.k.a. Tiaki), was
observed creaking at the surface immediately before catching a fish at the surface (Figure 5.11b). Surface creak behaviour stopped after the fish was caught. In all types of
“foraging”, including surface feeding, creaks were often clustered together in space and
time (eg. Figures 5.10a, 5.10b, 5.11a).

5.4

Discussion

5.4.1 Tracking and interpolation
A 3D adaptation of the speed filter method with RBF interpolation was successfully
applied to 3D localisation clouds to create time-position tracks of sperm whale movement. RBF interpolation creates a curvilinear path that is more likely to match movements of animals in a fluid environment than standard linear interpolation (Tremblay
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Figure 5.9: (a) Depth histogram of creaks observed in full “foraging” phases. Creak
depth appears bimodal with the main mode around 400 -550 m, and a second mode
around 800 m. (b) Relationship between maximum bottom phase depth and number of
creaks (y = −13.06x − 447; r 2 = 0.1626; p = 0.070).
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Figure 5.11: Different foraging strategies shown by the same individual. (a) Benthic
“foraging” from whale LNL160. Creaks (stars) tend to occur near the sea floor. (b)
LNL160 feeding on a fish at the surface on 20 June 2007. Bathymetry provided by
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et al., 2006). Additional useful properties of RBF interpolation are that it smoothes the
data, potentially reducing noise from the measurement process, and it has a continuous
first derivative which facilitates computation of speed and distance travelled. Only the
smoothed data yielded believable descent durations and angles. Linearly interpolated
data could not be used to reliably determine the end of the descent phase in most dives
due to small amounts of “high frequency” noise present in the depth measurements.
A drawback of RBF interpolation is that spline overshoot can occur, especially when
spline centres are placed at locations that may be low precision outliers. A notable
example of this spline overshoot can be seen in Figure 5.11a where the interpolated
track can be seen passing below the ocean floor, despite all of the localisation clouds
occurring above the ocean floor. The amount of overshoot here is small, and in this study
it is mitigated by the decision rules that placed spline centres at the highest precision
locations.
Compared to Argos data precision of 1 - 10 km (Vincent et al., 2002) and sporadicdaily sample interval (Watkins et al., 1999) the localisation data collected in this study
have high spatial and temporal resolution (location precision < 50 m and samples ~10
s). Though I am not aware of any published studies of sperm whale movement using
GPS archival tags, data precision in this study are comparable in terms of spatial resolution, however in typical animal tracking studies GPS archival tags are typically set
to sample relatively infrequently (several times a day for months; Morales et al., 2004;
Tremblay et al., 2009), while acoustic locations in this study were sampled every few
seconds for hours.
In general the time and depth precision of whale tracks in this study are lower
than in studies conducted with DTAGs (Watwood et al., 2006; Teloni et al., 2008),
however it is typically higher than observations made with a simple towed or fixed
array (Thode, 2005). It should be noted that studies conducted with DTAGs generally
do not report 3D locations, and that DTAGs cannot compute swimming speed at low
pitch angles (much of the bottom phase). A major difference between this study and
previous studies of 3D movements of sperm whales using passive acoustics (Thode,
2005; Tiemann et al., 2006; Adam et al., 2006; Thode et al., 2007) was the presence of
a dedicated research vessel which was able to provide supplemental information about
whale dives. This information included whale identity via photographic identification,
dive time, resurfacing time, presence and behaviour of nearby vessels and other nearby
whales. These extra data allowed determination of the whale’s surface behaviour and
dive phase, and thus facilitated comparisons with other studies of whale movement
(Wahlberg, 2002; Watwood et al., 2006; Teloni et al., 2008; Whitehead et al., 2008).
State-space models have been suggested as an improvement over traditional animal
tracking techniques such as the speed filter (Jonsen et al., 2003; Morales et al., 2004;
Jonsen et al., 2005). On the most basic level, state-space models infer the animal’s
internal state (eg. foraging, migrating, sleeping) from the observed locations. State-
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space methods require priors that should be based on known animal behaviours. More
specifically, state-space methods require estimates of the probability distributions of
speeds and turning rates for each modelled behavioural state that is considered. Using
a Bayesian framework, samples from these probability distributions are then drawn to
create an estimate of the animal movement at the desired time steps. These methods
can provide both an estimate of the animal’s state and its position at standardised time
steps, however most state-space models are complex to implement and require more
computing resources (Jonsen et al., 2003; Tremblay et al., 2009) than algorithms such
as the speed filter used in this study.
The vocal behaviour of sperm whales gives useful information about their behaviour
state (eg. searching, “foraging”). In this study visual observations of surface behaviour
also yielded information about behaviour (eg. an animal that has just dived is likely to
be descending). Because we can already infer the whale’s behavioural state, it is unlikely
that the benefits of implementing a state-space model would cover the costs of extra
time and complexity for this study. However, it should be noted that the distributions of
speed, bearing, and pitch reported here could be useful as priors for future state-space
models of sperm whale 3D movement.
A simple particle filter method (Tremblay et al., 2009) was recently proposed to
bridge the gap between the speed filter, and state-space methods. This method, originally intended for use with Argos locations, involves creating clouds of points from
single estimates of position. In their study these clouds of points were based on prior
knowledge of the position error distributions. The fact that this method uses clouds of
points makes it a natural candidate for converting 3D localisation clouds (prior error
distributions) into 3D tracks. A major assumption of this method is that these prior
error distributions (northings and eastings) are normally distributed around the Argos
locations. Furthermore, prior error distributions must be independent (ie. northings for
a location cannot co-vary with eastings for that location). Unfortunately, isodiachronic
localisation clouds generated in this study do not meet either of these requirements. To
apply this simple particle filter method, one must first account for covariation between
the x, y, and z components of each cloud, and then hope that the clouds approximate
normal distributions. These adaptations would require a significant amount of additional complexity and would detract from a major benefit of this method, which is its
simplicity.
In this study, the times scales of interest were from 10 s up to a full dive. Using
each position as a sampling unit reveals the total amount of time spent at each depth
at a high temporal resolution. While this has an element of pseudoreplication (due to
autocorrelation of data within a track), it provided a very large sample size for analysis and allowed the inclusion of partial tracks as well as full tracks. By considering
the dive phase as the sampling unit, and measuring things that occur only once per
dive, such as the starting, ending, and maximum depths, pseudoreplication is reduced.
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More specifically, the time between sampling units is much longer and therefore more
likely to be independent. However, this results in smaller sample sizes, lower temporal
resolution, and prohibits the inclusion of partial dive phases for analysis. By presenting both of these analyses together I have attempted to make the most of the data,
while recognising the limitations of each sample period. Movements sampled every 10
s could be used in future studies when investigating short term behavioural responses
to anthropogenic impacts such as approach by tourism vessels or the start of seismic
survey activity. Movements sampled over dive phases could be used in future studies
investigating daily or seasonal movement trends.

5.4.2 Depth
Diving depths of sperm whales in other parts of the world have been measured in only
a few passive acoustic and DTAG studies. Average diving depths (ie. bottom phase
depths) of sperm whales measured in the Gulf of Mexico by Thode (2005) were 150
- 600 m, while Watwood et al. (2006) measured mean bottom phase depths of 467 643 m. These results are similar to those measured in Kaikoura (259 - 577 m). Thode,
however, did not publish the dive phase information, or creak details for the animals
in his study, and it is not likely that all of the observations in this study were from the
bottom phase. It is likely that the 150 m measurements from this study come from a
descending whale, especially considering that the diving depths shortly following these
observations are believed to be from the same whale and show increased depth. Watwood et al. excluded dives that did not exceed 300 m in depth from their analysis, so
this could explain why the shallower limit of the range is deeper than that reported by
Thode and those measured in Kaikoura. Alternatively, this could reflect a real difference
in diving behaviour among different whales, or among different habitats.
Watwood et al. (2006) report average diving depths in the Ligurian Sea of 621
- 827 m and 636 - 985 m in the Atlantic Ocean. These depths are slightly deeper
than mean depths measured in this study, but not outside the range of bottom phase
depths recorded here. Again, differences in average dive depths could reflect differences
among habitats or differences in the behaviour among different populations. It is also
possible that differences in population structure could contribute to differences in diving
behaviour; especially considering that tagged whales were all believed to be female or
juvenile.
Kaikoura is considered a “high latitude” location for a population of sperm whales.
The population structure, which consists largely of male sub-adult and adult whales
(Dawson et al., 1996), is similar to that of whale populations studied in Northern
Norway (Madsen et al., 2002b). Median of the deepest bottom phase depth of four
D-tagged whales in Norway was 172 m (Teloni et al., 2008), while in Kaikoura the median of the deepest bottom phase depth was 403 m. While the median diving depths
were different, whales were found to make dives throughout the water column ranging
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from the shallow dives near the sea surface to deeper dives at sea floor in both Kaikoura
(943 m) and Northern Norway (1860 m). Similarly Wahlberg (2002) report maximum
diving depths between 358 to 1494 m based on one full and four partial dive profiles.
Further studies are needed to determine if sperm whales in Kaikoura dive to the sea
floor at the deepest parts of the Kaikoura Canyon, which can reach 2200 m.

5.4.3 Movement
Speeds during diving reported here are similar to those measured elsewhere (Watkins
et al., 1999; Wahlberg, 2002; Watwood et al., 2006; Nosal and Frazer, 2007; Whitehead
et al., 2008). However it should be noted that the speed estimates in this study are
computed from 3D velocities, while Watkins et al. (1999) and Whitehead et al. (2008)
report average horizontal (2D) travel speeds, and Watwood et al. (2006) present the
(1D) vertical component of descent and ascent speeds. Wahlberg (2002) and Watkins
et al. (2002) report the vertical speed component for ascent and descent, and the average horizontal component for the remainder of the dive. Two dimensional speeds
should, on average, be less than 3D speeds. It is notable that measurements are similar
across all of these studies given the large difference in geographic locations, population
structure, and instrumentation used to derive the speeds.
In this study mean pitch during the descent phase was less than that reported by
Watwood et al. (2006). It is possible that lack of position information at the beginning
of dives (due to the silence of the whale) is responsible for this difference in pitch;
especially considering that this part of the dive may contain the steepest descent angle.
However, mean descent speed was comparable to those reported by Watwood et al.
(2006). The lack of correlation between descent speed and pitch and the significant
correlation between descent pitch and maximum bottom depth suggests that whales
adjust their pitch rather than swimming speed to maximise bottom time on deeper
dives.
An advantage of computing the 3D position of the whale is that diving depths can be
overlaid on a chart to determine how far away from the ocean floor and canyon walls
the whale swims (eg. Figure 5.11a). Additionally interpolated 3D positions allow the
calculation of speeds and turning angles for various time lags throughout the dive (Figure 5.7). These 3D speeds and turning angles have not been reported in tagging studies
due to inherent limitations of the tags used. Recent studies, however, do acknowledge
the usefulness of such data when attempting to determine any anthropogenic impacts
on whale behaviour (Miller et al., 2009)

5.4.4 Creaks and “foraging”
The mean number of creaks per dive was lower in this study than in previous studies.
Whales in the Atlantic ocean, Gulf of Mexico, and Ligurian sea emitted nearly twice as
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many creaks per dive on average (Watwood et al., 2006) as whales in Kaikoura. Whales
in the Northern Norway emitted 12 creaks per dive on average (Teloni et al., 2008),
33% more than in this study. Given that whales in Kaikoura are growing (Chapter 2),
encountered throughout the year, and feed on a wide variety of prey (Gómez-Villota,
2007), it is unlikely that this difference in creaks can be attributed to a lack of prey.
A more likely explanation for this discrepancy is that whales in Kaikoura are feeding
on fewer, but higher-quality prey items than whales in other areas. Other possible
explanations include whales feeding without making creaks and diel differences in creak
rate (none of the data in this study were collected at night). Differences in recording
gear are another possible explanation for the differences in creak rates. Creaks have
been shown to have low source levels and high directionality (Madsen et al., 2002b),
and as such it is possible that some creaks could not be detected when whales were
distant and oriented away from the hydrophones. DTAGs, being attached to the whale,
do not suffer this limitation.
Creaks in Kaikoura occurred throughout the water column, from the sea surface to
the sea floor. Similar “foraging” throughout the water column has been observed by
whales in the Andøya Canyon in Norway (Teloni et al., 2008). While the depth range
of “foraging” creaks is wide in Kaikoura, mean “foraging” depths are shallower than
those observed in the Gulf of Mexico, Ligurian Sea, and Atlantic ocean (Watwood et al.,
2006). Significant correlation between maximum bottom depth and number of creaks
detected in this study suggests whales may dive to greater depths to exploit areas more
densely populated with prey. Similar evidence supporting this idea has been found from
whales tagged in Norway (Teloni et al., 2008, Figure 4). The surface feeding behaviour
of creaks followed by a fish caught at the surface (Figure 5.11b) further solidifies the
already well-established inference that creaks are used in feeding and represent the
closing phase of echolocation and prey capture (Miller et al., 2004a). This photographic
evidence taken together with the number of creaks located near the surface (Figure
5.9a) indicates that whales in Kaikoura do indeed feed at or near the ocean surface as
well as at or near the sea floor.
Sharp turns that occur just before creaks suggests that whales are chasing mobile
prey in these cases. The fact that series of creaks occur clumped closely together in
time and space suggest that in many cases the prey are patchy and that whales may
encounter several patches on a single dive (Figure 5.10a). Sharp turns following creaks
suggest that whales are scanning a large volume of water while searching for additional
prey. The lack of sharp turns around many creaks, as seen in bottom and deepwater
“foraging” (Figures 5.10b, 5.11a), could indicate that whales detect and line up slow
moving or unsuspecting prey from a distance. It should be noted that creak positions
were always interpolated rather than localised directly. This is due to the fact that creaks
could not be detected on enough hydrophones to permit 3D localisation. Because of
this fact, it is likely that the tracking precision is not high enough to detect very small
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changes in orientation over short periods of time such as those found with DTAGs (Miller
et al., 2004a).
In addition to different “foraging” depths, different behaviours such as travelling,
benthic “foraging”, and surface feeding may have different distributions of turning rates
and speeds. In this study only one full dive showed bottom “foraging”, and only one
dive showed shallow/surface “foraging”. Similarly there was only one full dive without a “foraging” phase. Thus it would be premature to attempt to model each of these
behaviours. While some of the dive tracks revealed sharp turns around creaks, there
was no correlation between number of creaks and the linearity or circular dispersion
of turning angles over a dive. This is in contrast to the findings of Whitehead et al.
(2008), who found that turning angles were larger for whales with higher defecation
rates (which is interpreted as a sign of higher feeding rates). The degree of circular
dispersion and number of creaks are both likely related to the scale and patchiness of
the distribution of prey, so further investigation of this relationship will likely require simultaneous measurements of sperm whale movements and prey distribution over larger
scales than in this study.

5.5

Summary and future work

A 3D tracking method was introduced that has allowed detailed measurement of sperm
whale diving and “foraging” behaviour. Whales spent most of their time at depths between 300-600 m, and they were shown to swim at a reasonably constant speed of
1.57 m/s. Whales foraged throughout the water column, but most “foraging” creaks
occurred at depths of 400-550 m. 3D measurement of tracking has revealed several different “foraging” strategies that sperm whales employ, including actively chasing mobile
prey, lining up slow moving or unsuspecting prey, and “foraging” on demersal prey.
Sperm whales are known to be generalist predators, so in hindsight it is perhaps unsurprising that they would employ several different “foraging” strategies. Nevertheless,
the quantitative measurements of 3D movements recorded here are some of the first descriptions of sperm whales performing these behaviours underwater. While the 21 full
and 57 partial dive tracks described in this study may seem like only a small glimpse
into the diving behaviour of sperm whales, the amount of detail contained within is
extensive.
There are a number of promising directions for future research.
1. Additional 3D measurements of “foraging” behaviour could be useful for estimating the type of prey (pelagic or demersal, fast or slow) as well as relative abundance (dense or sparse prey patches).
2. Continued 3D passive acoustic tracking could also be valuable in assessing whether
or not there are changes in vocal behaviour and movement due to man-made dis117
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turbances such as whale watch tourism or seismic survey.
3. 3D tracking of whales in other areas could reveal whether particular groups have
different “foraging” styles or at least different proportions of those observed here.
Longer term 3D tracking studies have the potential to reveal temporal trends in
“foraging” styles and diving depths.
4. The greatest weakness of this study and of all studies of sperm whale diving, is that
while the diving behaviour can be described in detail, nothing is known about the
distribution of the prey. If it were possible to simultaneously map prey distribution
(perhaps via active acoustic surveys) and track whale diving behaviour, we could
gain a much more comprehensive understanding of why whales do what they do.
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Chapter 6
Summary and conclusions
6.1

Summary

In this thesis I have applied multi-hydrophone techniques to a resident population of
adult male sperm whales. I began with a simple stereo hydrophone array, and I created
an open source plugin for the software program Pamguard that uses the method of
Teloni et al. (2007) to measure sperm whale IPI. Combining the recordings that I made
with archived recordings dating back to 1996, I was able to measure growth rates over
several years for 15 individual whales.
In order to track the underwater movements of whales a more complex array was
required. We designed and created an autonomous recording platform, similar to a
sonobuoy, to be used in an array for the purpose of 3D acoustic localisation. These buoys
were assembled mostly from common off-the-shelf hardware, are relatively economical,
compact, and could be easily deployed from a 6 m boat. By building four of these buoys
and using a deep stereo array, I was able to record full dives of whales from multiple
widely-separated recording platforms.
I developed and applied software algorithms in an effort to automate 3D passive
acoustic analysis using this 3D array. 3D passive localisation is a complex problem, and
in this study the software methods are viewed as a means rather than an end. When
possible, I compared algorithms that were suggested in recent studies, however, my
research priorities included an analysis that could be easily automated, would be easy
to spot-check for correctness, and could provide timely results. My approach involved
breaking the problem into smaller tasks that could be solved independently using existing algorithms. A semi-automated method was used for separating whale tracks by
tracing a time-bearing plot. Automated methods were developed for: hydrophone positioning, click detection at all hydrophones, bearing computation from stereo array, surface echo detection from stereo array, click matching between stereo array and buoys,
hyperbolic localisation, isodiachronic localisation, and RBF interpolation of whale locations.
I collected data with buoys and stereo array over the course of a year. During this
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time I successfully tracked full dives made by sperm whales in the Kaikoura canyon.
From this data set I computed 3D movements including speed, turning rates, pitch
rates, and diving depths. In addition to movements I measured vocal behaviour of
whales that were searching (usual clicks) and foraging (creaks). These data revealed
that sperm whales in Kaikoura use the entire water column for foraging, but appear to
favour depths of 400 - 550 m. Sperm whales often appear to actively chase mobile prey,
but also it seems that they target slower moving or unsuspecting prey.

6.2

Conclusions

By using the existing software infrastructure provided by Pamguard, I was able to create
new software to analyse the inter-pulse interval of sperm whale clicks. Open source
applications, such as Pamguard, provide a good basis for building scientific software,
and by being freely available for use they facilitate reproducibility and accountability
of analysis methods. Open source software also facilitates the sharing of (software)
knowledge and peer review, both of which are cornerstones in the scientific community.
Pamguard (Version 1.6) provides a good base of passive acoustic software, but due
to the lack of standards for passive acoustic hardware, and the cutting-edge nature
of the field, it cannot yet provide an all-encompassing set of general passive acoustic
algorithms.
Stereo hydrophone arrays have a tremendous advantage over single hydrophones.
The ability to compute bearings greatly increases the flexibility and usefulness of acoustic recordings. Bearings, derived from TOAD between closely-spaced hydrophones, are
very good for distinguishing clicks that come from different whales, however, when hydrophone positions are not well known, bearings must be treated with caution. Including depth sensors with hydrophones can help to estimate hydrophone location when the
hydrophone cable is not perfectly vertical. Each additional data source (eg. hydrophone
depth, buoy lat./long., sound speed profile) requires precise time-synchronisation. Accurate timestamps on all data streams and good organisation of data files are absolutely
required when localising animals via passive acoustics.
Unlinked recording platforms, packaged as sonobuoys, provide an excellent means
to provide manageable, low-cost, 3D tracking of sperm whales. To be effective, autonomous recording platforms should be streamlined, easy to deploy, easy to maintain
and repair, and reliable. Ideally, all data streams from autonomous recording platforms
should be synchronised as accurately as possible. GPS timing signals can provide an
excellent source of timing information for platforms that can receive them.
Unlinked arrays provide several advantages over towed arrays provided that one
can address the additional complexities of deployment, synchronisation, and recovery.
Towed arrays can be useful for passive localisation, but engine noise from the towing
vessel, flow noise, and uncertainty in hydrophone location all make towing less effective
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than having multiple widely-spaced hydrophones that drift silently and cover a large
area. Towed arrays, for the most part, require a slow speed and a constant course, and
they typically provide only 2D position information for the target animals. Unlinked
arrays, on the other hand, can cover large areas and provide whale locations in 3D.
Sensors and data are becoming more affordable and more reliable, and we are
quickly reaching (have reached?) a point where collecting the data is much easier
than conducting the analysis. Automated software methods are needed to allow timely
analysis; otherwise these mountains of data could stagnate, be forgotten, and ultimately
go to waste. The software methods presented in this thesis were a means to an end and
are a far cry from the optimal solution for 3D localisation (if such a thing exists), nevertheless, these methods did allow for automation of the large amounts of data that were
collected during this study.

6.3

Recommendations for future studies

6.3.1 Additional data collection
There are numerous recommendations for future work with regard to 3D passive localisation. Improvements to the accuracy of the localisation could be made if more data
were collected from additional sources. By collecting sound velocity profiles during
recordings, one could create a better model of acoustic propagation that should yield
higher accuracy locations. Similarly, collecting GPS base station information and higher
resolution data on hydrophone depth and cable tilt would allow for better modelling of
hydrophone locations, which again would yield whale locations of higher accuracy. If
the hydrophone sensitivities were calibrated, source levels and directionality of whale
vocalisations could be computed, and this could also improve localisation accuracy.
There are several changes to the design of the array that future studies should consider. One such improvement would be to use stereo hydrophone arrays at all of the
recording platforms. This would require three-channel recorders in each of platforms,
which at the present time are larger, more expensive, and require more battery power,
but should provide much better time-bearing tracks. Another modification would be
to place all of the hydrophones at depths deeper than 100 m. This would allow the
use surface echoes as virtual hydrophones at all of the recording platforms. Both of
these modifications should give substantial increases in localisation reliability and accuracy. An alternative approach would be to use autonomous recorders anchored to the
sea floor to enable long term recording. Isodiachronic localisation methods provide a
means to determine the location of the receivers as well as whale location, and thus,
one could calibrate the locations of the fixed recorders by using anchored and floating
recording platforms simultaneously. Synchronisation of the anchored platforms could
be achieved in the same way. In all of these scenarios one could then use a quiet re-
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search vessel (eg. sailboat) to track whales during dives to ensure the collection of
surface behaviours and IDs for all nearby whales.

6.3.2 Improved physical models
Substantial modification of the localisation software would be required to realise the
benefits of any of these suggested improvements. Improved software algorithms should
create more realistic simulations of the physical environment. For example, algorithms
could more accurately model the position of the drifting hydrophones, or they could
simulate the acoustic propagation path of the sound in a more realistic manner. Additional software could incorporate platform drift, cable dynamics, depth and tilt of
hydrophones, as well as the sound velocity profile to more accurately trace the path
of sound from the source to the receivers. An example of such a ray tracing model
was presented by Nosal and Frazer (2007). Further improvements to the localisation
and tracking algorithms could also be made by segmenting vocalisations from different
whale into tracks automatically in a way similar to work presented by Giraudet and
Glotin (2006).
Better physical models could also make use of additional information present in
each click. Since it is known that recorded click structure depends on whale orientation
with respect to the hydrophone, it should be possible, to use click structure to estimate
whale orientation (Laplanche et al., 2006; Beedholm and Møhl, 2006; Nosal and Frazer,
2007). Alternatively it might be possible to use the relative amplitudes of each of the
clicks to compute the whale orientation given a known click directivity index (Zimmer
et al., 2005b; Nosal and Frazer, 2007). Finally, advanced models could combine time
of arrival delays, click structure, and amplitude to jointly measure location, orientation,
source levels, and whale size.

6.3.3 Improved statistical frameworks
In addition to better models for localisation, I would recommend replacing the speedfilter and interpolation methods used for 3D tracking with more advanced statistical
frameworks. It is unlikely that thin plate splines are the optimal way of describing whale
motion, especially when process noise is included. Future tracking algorithms should
attempt to move away from using spline based interpolants to avoid artifacts such as
spline overshoot. Improved tracking algorithms should include all of the recorded data
rather than using only the best-estimate location from isodiachronic localisation clouds
that were sampled at roughly 10 s intervals.
State-space modelling is a powerful and flexible statistical framework that is becoming more commonly applied to the analysis of animal tracking data (Jonsen et al.,
2003, 2005). Particle-filter methods, such as isodiachronic localisation, could in theory
be adapted to a state-space approach in a reasonably straightforward manner. Alter122
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natively, Markov-chain Monte Carlo (MCMC) statistical techniques, such as those presented by Laplanche (2007) could possibly be adapted for 3D tracking of whales. Both
of these approaches could allow robust incorporation of the dynamics of the whales,
and both could be used to infer the whale’s state (to test hypotheses about motion). In
theory it should be possible to design such Bayesian tracking systems to be robust to
gaps in data, for example, those that occur when a loud vessel passes close to one of
the hydrophones. Additionally, data fusion methods could be used to combine visual
observations, acoustic data, and physical data, into a single tracking framework.

6.3.4 Continued monitoring
Continued photographic identification of whales with concurrent acoustic recordings
will likely provide both longer time series of size data and growth rates of additional
whales. Continuous monitoring with a moored hydrophone array in the Kaikoura
Canyon (as proposed above) would provide a much better understanding of typical underwater behaviours. Continued monitoring could also yield information about nighttime foraging behaviours, and it could reveal behaviours that occur on a lunar or seasonal cycle. The presence of whale watching tourism in Kaikoura yields a unique opportunity to study the effects of whale watching tourism on the underwater movements
of whales. A fixed array off Kaikoura could be used to compare the diving behaviour of
whales before, during, and after encounters with whale watch boats.
3D tracking of whales in other parts of the world could possibly reveal differences in
foraging strategy between different clans. Likewise, tracking of females and juveniles
in the tropics, or adults males in the Arctic/Antarctic could reveal differences in foraging strategies between different demographics. These differences in foraging strategy
would most likely be related to differences in prey species. Ultimately, 3D tracking could
be used while simultaneously sampling for sperm whale prey to make connections between foraging behaviours and prey species. There is still much to learn about sperm
whale diving behaviour, yet much of this can be achieved via continued and improved
3D tracking.
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Appendix A
Buoy recording list and metadata
Table A.1 contains all of the recordings made with the dynamic hydrophone array. Table
A.2 shows a summary of the seasonal distribution of the tracking effort.
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2007-06-17

2007-06-17

2007-06-19

2007-06-27

2007-07-02

2007-10-08

2007-10-12

2007-10-13

2007-10-15

2007-10-19

1*

2*

3*

4*

5*

6*

7*

8*

9*

10

18:28:22
21:40:00
19:45:14
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19:48:20
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19

20* 2008-02-09

20:59:11

21:33:26

19:06:11

2007-10-30

13

23:45:12

2007-10-29

.

21:04:57

23:05:08

01:48:30

21:24:31

21:54:47

21:56:48

22:05:26

21:47:49

22:42:59

01:41:49

01:15:48

01:00:09

01:47:08

00:40:51

01:18:52

01:39:54

01:29:03

01:47:27

.

01:30:31

00:48:24

00:38:35

00:59:27

00:28:29

01:48:26

00:52:49
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00:46:20

00:10:49

(HH:MM:SS)

(UTC)
01:24:07
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startTime
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11* 2007-10-28

date (UTC)

key

Recordings made with buoys.

4 buoy + boat

4 buoy + boat

4 buoy + boat

4 buoy + boat

3 buoy + boat

4 buoy + boat

3 buoy + boat

3 buoy + boat

3 buoy + boat

2 buoy + boat

3 buoy + boat

2 buoy test

1 buoy test

1 buoy test

1 buoy test

1 buoy dive cycle

1 buoy

1 buoy dive cycle

1 buoy test

1 buoy test

type

1

1

1

1

2

3

1

2

2

2
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2
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1

1

1

1

1

Whales

#

whale / 2008summer / 2008-02-10

whale / 2008summer / 2008-01-28
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whale / 2007spring / 2007-10-29
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whale / 2007spring / 2007-10-07

whale / 2007winter / 2007-07-03

whale / 2007winter / 2007-06-28

whale / 2007winter / 2007-06-20

whale / 2007winter / 2007-06-18
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2008-03-08

2008-03-14

2008-03-17

2008-03-31
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26

27

28

29

30

31
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2008-05-29

2008-05-30

2008-05-31

2008-06-11

2008-06-12

2008-06-14

2008-06-15

2008-06-20

34

35

36
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43
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whale / 2008winter / 2008-08-23

whale / 2008winter / 2008-08-07

whale / 2008winter / 2008-08-06

whale / 2008winter / 2008-07-21

whale / 2008winter / 2008-07-20
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Figure A.1: Map of dynamic array deployments from October 2007 - October 2008.
Contours show 500 and 1000 m isobath.
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RECORDING LIST AND METADATA

Summary of seasonal effort for 3D tracking
Season

Days of recording Number of tracks

Summer (Dec, Jan, Feb)

5

8

Autumn (Mar, Apr, May)

11

45

Winter (Jun, Jul, Aug)

11

16

Spring (Sep, Oct, Nov)

7

12
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