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Abstract
When a person attends to an object, a temporary working memory
representation is created for it, specific to that individual “token”
object. This differs from more general accumulated memories
for “types” of objects. Kahneman, Treisman, and Gibbs (1992)
conducted a series of “object-reviewing” studies showing that
these token object representations are able to persist after focal
attention is withdrawn from an object, and can be reactivated
when the same object is reattended to shortly afterwards. Kahneman et al. (1992) used the term “object-files” to refer to these
working memory representations. In the years since the publication of these seminal results many subsequent studies have
further probed this type of memory. However, the question of the
neural mechanisms which implement object-files is still largely an
open one. In this thesis I attempt to examine these mechanisms,
asking what is required computationally for such memory traces
to persist and be reactivated, and how and why they might be implemented in the brain. My study has three distinct parts. Firstly,
I present a computational analysis of the problem, the results of
which provide number of avenues of further enquiry. Secondly,
I present a neural network implementation of a mechanism, hypothesised in the previous analysis, that is able to account for
results of the object-reviewing paradigm. Finally, I present the
results of a series of human psychophysical experiments, investigating the relationship of object-reviewing performance with
the ability to track multiple moving objects, first observed by
Pylyshyn and Storm (1988). The results of these experiments
would appear to have implications for the theoretical foundations
of both object-reviewing and multiple object tracking research.
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Chapter 1
Introduction
People tend to perceive the world as being composed of “objects,” each
experienced as whole, unique, persistent individuals: it seems to be common
sense to say that a bird flying across our field-of-view is a complete and
discrete entity, that it is a bird, that no other bird is also that bird, that it
remains a bird, and indeed is the same bird throughout! The same is true for
individual cups, cars, and bottles of beer. These ideas are fundamental to
our understanding of the world and our means of describing it. However,
despite the apparent simplicity and familiarity of this concept of “objecthood,” surprisingly little is known about how the brain represents objects
and maintains those representations.
In this thesis I present my investigations into the neuro-computational
mechanisms that seem to underlie perception of objects and object-hood.
Specifically I have looked at aspects of the object-specific memory capacity,
or “object-files,” first reported in Kahneman et al. (1992).
In the rest of this introductory chapter I will present a brief overview of
the general problem area, laying down some important concepts for subsequent discussion. In Sections 1.1 to 1.3 core ideas of attention, object types,
and object tokens are introduced. In Section 1.4 I will discuss two particular
sources of empirical evidence for the way that objects are represented in
the brain, and briefly introduce the object-file model of object-specific memory. In Section 1.5 I will describe my overall methodology and aims in this
work, and describe more fully the points investigated in this thesis and how
they contribute to current research on the topic. Finally, in Section 1.6, the
organisation of the remainder of this thesis is summarised.
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1.1

Visual attention

A goal in surveying our visual environment is to learn about the objects that
it contains. We tend pursue this goal in a series of discrete steps, by switching
our attention1 from one object to another. These discrete steps are overtly
manifest in saccades—fast eye movements from location to location—though
it seems likely that attention can also be shifted between locations covertly
in the absence of eye movements. Indeed, this shifting of visual attention
seems to represent a fundamental constraint on our means of perceiving
the world. In order to build up an idea of what is contained in our current
environment we must attend to a select subset of the many different objects
it contains, one after the other, and observe them individually.
On the one hand this might not seem so surprising: we are all aware
of the fact that we move our eyes around to better acquaint ourselves with
our surroundings. However we also have the experience that whenever
our gaze is fixed, our perception is total, and covers all that is in view.
Evidence from a number of different sources (some of which are discussed
in Section 2.2), suggests that little could be further from the truth. One of the
most illuminating of these sources perhaps is evidence from visual search
tasks (see Section 2.2.2). Subjects asked to find a specific “target” stimulus
amongst “distractors” often show search times that increase with the number
of distractors. The implication being that, despite the entire search array
being well within their view, people are not able to immediately discover the
target. Instead they seem to be constrained to a serial strategy, in which each
element must be inspected one after the other, until eventually the target is
found.
There is nonetheless evidence for humans being able to “attend” to multiple different things at once. Some of these studies are described in Section 2.3.
Crucially these studies show that while certain forms of divided attention
are possible, exactly what can be perceived in these cases is somewhat limited.

1 Technical

on page 311.

terms appearing in bold face throughout this thesis are defined in a glossary
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1.2

Visual features, types of objects, and semantic
properties

It is generally accepted that the objects in our world can be described as having visual features: things such as colours, textures, and shapes. Learning
about the particular combination of features exhibited by a given object is
thought to be one of the key things that attending to it is required for (see
e.g. Treisman and Gelade, 1980, amongst others). However, in addition to
learning about the particular combination of features of a single individual,
attending to different objects over time allows us to learn about specific sets
of features that often “go together.” For example, that it is common to see
small, roughly-hand-sized cylinders with closed bottoms, open tops, and
handles, and that things with beaks often have wings. In this way we can
develop concepts of what I will refer to as object types (equivalent concepts
can be defined for sounds, tastes, smells, and touches on the other sensory
modalities).
We can further associate together different types of objects with aspects of
particular environments in which they occur, other types of objects that they
co-occur with, or other coincident multi-sensory inputs. Thus we can learn
that cups frequently occur in the kitchen, and that those with handles are
sometimes accompanied by a saucer, and are often warm; or that birds are
often found in the garden making chirping sounds. Similar principles allow
us to learn names for these types of objects. On a conceptual level, I will
distinguish between the inherent visual features that an object possesses, and
what I will refer to as these semantic properties derived from its association
with particular environments, other types of objects, or coincident sensory
input.
Evidence for the way that an object’s visual features, type, and semantic properties are represented in the brain comes from many sources. In
psychology, priming studies (see Section 2.1) show that once exposed to
a particular stimulus, subjects are subsequently faster to respond to other
similar stimuli; where similar here can relate to either or both visual, or
semantic similarity. These effects can last anywhere from seconds to days, or
even years. The visual search paradigm (see Section 2.2.2) is also informative
here, with evidence that the particular relationship between the properties
of the target and those of the distractors is important in determining search
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difficulty. Finally, single-cell recording studies (in which the activity of
individual neurons—or small groups of them—is measured by electrodes
inserted directly into the brain), have also revealed much about the specific
encoding mechanisms for object features and properties in the brain (see, in
particular, Sections 3.3.2 and 3.4.1).

1.3

Object tokens

So when we attend to an object, one of the basic things we perceive is its
type. But although we can also often recognise features of an individual
object that differentiate it from other objects of the same type, concepts
of individuality and object-hood seem to be defined more generally than
this. For example, two beer bottles whose features might for all intents and
purposes be identical are nonetheless two distinct individuals. Indeed there
is no reason to think that we wouldn’t perceive them this way. Additionally,
a single individual’s features might appear to change over space and time,
with no apparent affect on our perception of it as an enduring entity. This
latter point is well exemplified by the following passage from Kahneman,
Treisman, and Gibbs (1992, p. 176–177; final emphasis added):
Imagine watching a strange man approaching down the street. As he
reaches you and greets you he suddenly becomes recognisable as a
familiar friend whom you had not expected to meet in this context.
Throughout this episode, there was no doubt that a single individual
was present; he preserved his unity (in the sense that he remained the
same individual), although neither his retinal size, his shape, nor his
mental label remained constant. Perception appears to define objects more
by spatiotemporal constraints than by their sensory properties.

It is as if every object in the world, by its very existence, defines a unique
“constant,” belonging forever to it, and never to any other. This is often
referred to as the type/token distinction, in which types are held to be
instantiated by various tokens. However I will use the term “token” in a
specific sense to mean that aspect of an object that defines its unchanging
existence. Thus I will speak of an “object’s token” (unique to that object), and
an “object’s type” (potentially shared between multiple objects). In particular
when I use the words “individual,” or “object,” I am referring to a specific
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token/type pair. (I am ignoring here the possibility that some token objects
can be argued to have multiple types; e.g. a ticket-vendor could be also either
a person or a machine. However such details are beyond the current scope.)
A great deal of neuro-computational modelling research has concentrated
on the problem of understanding the representation of objects’ types, but
much less exists regarding their tokens. There are a number of likely reasons
for this. Firstly, there is a less clear computational understanding of the token
problem in general. Secondly, the patterns of neural representation for object
types are perhaps easier to analyse and understand than for object tokens2 .
These first two points could even combine to make it more difficult to find
candidate token representations in the brain, and perhaps harder to recognise
them as such even when they are found. Finally, it might even be the case that
the type representation problem is more “obvious” in terms of explaining
what we do when we observe and make sense of the world. However, the
importance of “object-centred” representations now seems clear (much is
reviewed in Scholl, 2001). With this new interest in the perception of objects
and their representation in the brain has come a number of new questions
about how the brain achieves that perception.

1.4

The object-reviewing and MOT paradigms

Kahneman et al. (1992) reported a series of experiments in what they referred
to as the object-reviewing paradigm, in which subjects were asked to make
responses to one of a set of previously previewed (and perceptually persistent) “objects.” Specifically the objects here were boxes (see Figure 1.1),
within which letters were previewed, and then seen to disappear (leaving
empty boxes alone). Some time later a single target letter appeared in one
of the boxes that had previously contained a preview letter. Subjects were
required to name the target letter as quickly and accurately as possible. If the
target letter had also been in the preview display, then it could subsequently
either appear in the same object as it had earlier (called the same-object
condition, hereafter SO), or a different object (called the different-object condition, hereafter DO). Alternatively the target letter may not have appeared
2 As

I describe in Chapter 3, the ways that the brain represents both object types and
locations are fairly well understood. However much less is known about the tagging of
these representations as being associated with specific individuals.
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Figure 1.1 A “same-object” condition in the object-reviewing paradigm. Subjects must watch the preview and linking displays, and name the target letter as
fast as possible. Response time is recorded.

in the preview display at all (called the no-match condition, hereafter NM).
Response times were faster in both the SO and DO conditions (i.e. cases
when the target letter had been present in the preview display) compared
to the NM condition. However responses were additionally faster in the SO
condition than in the DO condition.
Up until this time it was well known that there exist priming effects for
objects with similar features or properties, as described earlier. But these
were typically type-specific, in the sense that seeing the letter ‘P’ would result
in faster responses to that letter at a later point, wherever it was seen. Such
a priming effect is able to account well for the difference between the NM
and the other two conditions. However the difference between the DO and
SO conditions suggests that there is a priming effect set up for perceiving a
particular type at a particular location. Importantly moreover, in some of the
experiments reported in Kahneman et al. (1992) the boxes moved during the
linking display, and the same pattern of results was found. Thus rather than
this effect being specific to a particular combination of type and location, it
appears to be further specific to a combination of type and token. A final
data-point provided by Kahneman et al. (1992) is that there appears to be a
limit on this effect, to between two and four objects. These results suggest
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Figure 1.2 An example trial from the MOT paradigm. Subjects must track the
track the flashed objects through the motion period (arrows indicate start of
motion only; objects continue to move independently for some specific period
of time), and then in the probe stage indicate in some way, which objects they
tracked (e.g. by a mouse click—pointer drawn—on each of the tracked objects).

that the brain has the means both to represent the token of the currently
attended-to object, as well as to compare it to a small number of those of
other recently perceived objects. Subsequent investigations, by numerous
different researchers, have shown these effects to be quite robust, and have
established a wide range of characteristics of this “object-specific memory.”
These are detailed more fully in Sections 2.4 and 2.5.
Kahneman et al. (1992) framed these effects in a model of object-files (see
also Kahneman and Treisman, 1984). This model proposes a limited number
of memory representations of objects in the environment. These representations were described as being online repositories for the accumulation of
information about individual, token objects across shifts of attention.
Another experimental paradigm which appears to require an explicit
neural representation of object tokens is commonly known as the multiple
object tracking (hereafter MOT) paradigm (Pylyshyn and Storm, 1988). In a
typical MOT experiment (see Figure 1.2) subjects are required to track some
number of moving objects amongst at least as many identical distractors (that
is all objects, both targets and distractors are visually identical). For up to
four or five targets, subjects are able to do this to surprisingly high accuracy
(around 85%); when required to track more targets, accuracy falls off. These
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experiments are covered in more detail in Section 2.3.1, but in short MOT
results have been argued to provide evidence for a parallel indexing and
tracking mechanism, capable of representing around four distinct tokens
(Pylyshyn, 1989, 2001).
The results of both of these paradigms imply that the brain is indeed
capable of representing the concept of token objects. In particular, the fact
that similar capacity limits are revealed in each of these paradigms, suggests
that rather than a specific token representation being developed for each of
these tasks, a more fundamental system might be shared by them both.

1.5

The present research

My background is in computer science, and in particular artificial intelligence.
Thus my natural inclination when faced with a set of data that must be
explained, is to frame it as a computational problem. To ask the question:
what data-structures and computational strategies would explain this data?
In the context of biological plausibility these structures and strategies must
be mapped to known equivalent structures and strategies in the brain.
While the object-file model of Kahneman et al. (1992) provides a useful
and popular framework for understanding object-based attention, it is a
somewhat high-level description of representation. Although it defines a
number of general “operations,” it does not prescribe any specific algorithms
for their implementation, nor any particular neural basis. Moreover, while
many studies since have expanded greatly the set of data that could contribute to such a refinement and specification of this model, most descriptions
of object-files in the literature are still relatively simple and informal. It is the
principal aim of this investigation to determine such a neuro-computational
basis for object-files.
The first step in this process is to determine some concrete computational
principles, with the particular intention that they could be related to the
brain. Subsequently two relatively separate aspects of this analysis were
investigated directly, first via a neural network implementation, and then
by a series of psychophysical experiments.
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1.5.1

Neuro-computational analysis

The first specific aim of this thesis is to provide a thorough analysis of the
object-reviewing data, and with reference to known processing systems in the
brain, derive a set of neuro-computational principles from that. This analysis
(the subject of Chapter 4) takes the initial view that the object-reviewing data
is fairly simple: there exists a priming effect that appears to depend on not
just the type of the stimulus attended to, but also on its token. In the context
of traditional accounts of priming, it is argued that this can be likened to
modifying the enhanced sensitivity of particular neural structures based on
some specific expectation about the attended-to object. This in turn implies
some method of mapping objects to expectations.
The remainder of the analysis explores three major issues:
• Which parts of an object’s neural representation are used as the keys
for this mapping (i.e. the neural representation of tokens).
• Which parts comprise the values (i.e. what is stored in object-files).
• How the mapping might be implemented neurally.

1.5.2

Neural network implementation

In Chapter 5 I present a neural network implementation of a specific mechanism proposed in Chapter 4. This implementation demonstrates the principle
ability of this mechanism to account for the object-specific effects observed
in the object-reviewing paradigm.

1.5.3

Psychophysical experiments

A final main aspect of this research, presented in Chapter 6, is an investigation into the potential relationship between MOT abilities and the facilities
responsible for object-reviewing effects. Although there seem to be obvious
similarities between results of these two paradigms (as has pointed out by
numerous other researchers), to my knowledge their relationship has never
been investigated directly. Moreover, the analysis of Chapter 4 suggests that
there are a number of unanswered questions regarding this relationship.
I investigate this empirically, by way of a series of human psycho-physical
experiments, in which subjects make object-reviewing responses to objects
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Figure 1.3 An example trial from an experiment presented in Chapter 6. Subjects must remember the preview letters, and track the two previewed balls
through the linking period. A match/no-match response is to be made only if the
target letter appears in a tracked ball. Response time and tracking accuracy is
measured.

tracked through MOT-style motion (see Figure 1.3). These results are contrasted with those in which subjects make the same object-reviewing responses, under the same motion, but are not required to track. Thus an effect
of tracking can be measured.
To my knowledge, these experiments represent the first tests of both
the ability of object-file bindings to survive this type of complex motion, as
well as the relationship between MOT and object-reviewing mechanisms.
While the results of these investigations do not tell an entirely clear story,
they would seem to have implications for the theoretical foundations of both
paradigms.

1.6

Organisation

The remainder of this thesis is organised into two main chapters of background, three main chapters of practical work, and a final chapter in which a
summary and some conclusions are presented.
In Chapter 2, a range of attention literature is surveyed; it is broken
into four main parts. Section 2.1 gives brief coverage of certain ideas about
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memory that are used in the remainder of the thesis. Sections 2.2 and 2.3
present literature concerning vision and modes of attentional allocation.
Finally Sections 2.4 and 2.5 present a detailed discussion of the object-file
model of attentional processing, and of a number of studies that provide
strong evidence for its main predictions.
In Chapter 3, a survey of the neurobiology of the primate visual system
is presented, including the ways that attentional modulation is currently
thought to operate within it.
Chapter 4 attempts to integrate the contents of the previous chapters in
order to formulate a neuro-computational model of the effects observed in
object-reviewing experiments. Following this, Chapters 5 and 6 present two
relatively separate investigations into the conclusions of this analysis.
Chapter 5 presents a neural network implementation of part of the model
developed in Chapter 4 that is able to account for the results of objectreviewing paradigm.
In Chapter 6 a series of five psychophysical experiments investigating
the possible relationship between MOT and object-reviewing abilities is
presented.
Finally, in Chapter 7, Chapters 4, 5, and 6 are summarised, and a number
of concluding remarks and suggestions for directions of future research are
made.
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Chapter 2
Visual attention, MOT, and
object-reviewing
This chapter reviews background literature and a range of research relevant
to the problem of visual perception. Some of the ideas presented in this
chapter have already been introduced informally in Chapter 1, however
they are covered in more detail here. Firstly, in Section 2.1 a very brief and
informal overview of human memory is presented. Then Section 2.2 provides
a review of visual attention, and in particular focal attention, and various
models thereof. Section 2.3 covers apparent abilities to “attend” to multiple
stimuli concurrently. Finally, Sections 2.4 and 2.5 introduce more formally the
object-reviewing paradigm, the concept of object-files, and review various
studies into the sort of memory that they suggest.
Combined with the following chapter, this chapter also provides the
necessary background detail for understanding the computational analysis
described in Chapter 4.

2.1

Memory

This section is neither meant to be comprehensive nor detailed. Rather it
simply aims to situate memory in the perceptual model to which I appeal
throughout this thesis, and to introduce a number of terms and results to
which I will later be able to refer back to. For a more thorough review of
human memory research see, for example, Baddeley (1998).
Evidence from different sources indicate that there are a number of dif-
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ferent forms of “memory” in the brain. Of particular interest in this thesis
however, is a distinction between long- and short-term memory (hereafter
LTM and STM respectively). In its broadest sense, LTM refers to any learned
changes in neural processing that persist long after they initially occur. One
form of this is learning about what I referred to in Section 1.2 as visual
features (or perhaps more generally “sensory features”) and object types:
specifically we can learn about which particular combinations of visual features often occur together. Another kind of LTM concerns the learning of
what I referred to earlier as semantic properties, derived from temporal
associations between different stimuli, and events from the past. The primary form of representation in LTM is thought to be based on chemical and
structural synaptic modulation processes for strengthening neural connections, known as long-term potentiation (hereafter LTP), and for weakening
connections long-term depression (hereafter LTD). Evidence for this comes
from, amongst other sources, priming studies, in which perceived stimuli
appear to enhance the subsequent perception of the same or related stimuli.
A suggested mechanism for this involves latent neural activity (or perhaps
simply temporarily increased sensitivity) in recently stimulated nodes, combined with spreading of LTM activity from nodes representing the initially
perceived stimulus, via associative links (formed by LTP and LTD based
processes) to nodes representing related stimuli. Thus when a stimulus
is perceived in the context of other related stimuli, its LTM representation
will already be partially “primed,” reducing the time that it takes respond
(Collins and Loftus, 1975). In contrast, STM representations are thought to be
based more on transient patterns of neural activity, driven by sensory input
and modulated by executive “control” processes.
Perhaps the most influential model of the interaction between perception,
attention and STM is the multiple-component model of working-memory
(Baddeley and Hitch, 1974). Using evidence from many studies, but in particular from the kinds of deficits shown by patients suffering from lesions
in different areas of the brain, it proposes the existence of two distinctly
different STM sub-systems. The first, referred to as the phonological loop,
is held to be used primarily for sub-vocal rehearsal of verbal sequences (i.e.
repeating a list of words in your head). The second is referred to as the visuospatial sketchpad, and is thought to be used mainly for the visualisation
and manipulation of spatial representations. A third major component of
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this working-memory model, is known as the central executive. Its role is
broadly to maintain the current cognitive plan, direct attention in a way that
mediates access to each of the STM sub-systems, and control the flow of
information between them. More recently Baddeley (2000) has suggested
the addition of a fourth STM sub-system referred to as the episodic buffer,
meant to provide temporary storage of information in a “common multidimensional” code, for representing information in a way that abstracts from
any particular sensory modality. In this way it is held to allow for the rehearsal of more complex items that can’t easily be expressed verbally, such as
the so-called chunks of Miller (1956)—hierarchical information represented
as recursive sequences of still more chunks—or simpler discrete items, but
for which no specific verbal code might exist or be known. It is also meant
to be the primary interface between working-memory and LTM, committing, retrieving, and transcoding episodic information between the central
executive and that long-term store.
In the remainder of this thesis, I will assume both the Collins and Loftus (1975) model of semantic LTM, and the multiple-component model of
working-memory.

2.2

Selective visual attention

Informally, the act of directing visual attention at a particular object or region
in space, is to “look at” that object or region. According to general experience
this is done when something interesting is to be inspected in some way, or
acted towards. For example, it is natural to say that determining something
about an object’s visual appearance or grasping that object, requires attention
to that object first. Attention can be allocated either covertly (requiring no eye
movement) or overtly (involving a change in fixation—a saccade). In certain
circumstances, our attention can be “captured” by a particularly important
stimulus or event. Such exogenous attentional cues almost always elicit
overt shifts in attention (Theeuwes, Kramer, Hahn, Irwin, and Zelinsky, 1999),
and are contrasted with endogenous attentional cues which are typically
brought about by the intentions of the observer.
Early observations of attention (across different sensory modalities) in
the laboratory found two main results: subjects had a good ability to process
a single relevant stimulus and ignore any other distracting stimuli (that is, to
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focus attention); and a significant inability to simultaneously process multiple stimuli (that is, to divide attention). Such findings led to the proposal of
so-called early selection models of attention (Broadbent, 1958; Neisser, 1967).
These models posited that sensory perception operates in two distinct stages:
a “parallel” stage in which all sensory input is automatically processed to
an equal degree; followed by a “serial” stage in which only subsets of the
information processed in parallel are allowed through to higher cognitive
levels, with each distinct subset being allowed through one after the other.
In these models attention is seen as imposing a filter, or a gate, on sensory
processing at an early point in sensory processing (e.g. long before stimuli
activate representations of object types). Under early selection models then,
attention would seem to limit whatever gets into STM.
Subsequent studies, however, found evidence that could not be accounted
for by early selection models. For example, under certain constraints, abilities
to process multiple stimuli simultaneously were found (a typical example
of this successful dividing of attention in vision is so-called parallel search,
discussed further in Section 2.2.2). In addition effects of higher level representation of irrelevant—and thus presumably unattended—stimuli were
found (such an example of this ability in vision can be found in studies
investigating the effects of negative priming (Tipper, 1985)). These findings
lend support to suggestions that attention’s filter might be applied much
later in the path of the perceptual system, in accordance with so-called late
selection models (Deutsch and Deutsch, 1963; van der Heijden, 1981; Allport,
1987). These models proposed that rather than gating input to perception
(and thus limiting those stimuli that elicit activity in higher cognition), all
stimuli were represented through to higher levels, and that attention merely
selected among those representations or among responses to them. Under
a late selection model, attention could be seen as determining, not what is
represented in STM, but simply which elements of that representation are
selected for “use.” For instance, which elements are the targets of a motor
act, or allowed to enter LTM.
The relative merits of early- vs. late selection models have been the subject
of one of the longest running debates in attention research. Each spurred by
the results in their associated experimental paradigms, proponents of both
types of models make vastly differing predictions about the processing and
perception of visual information (Kahneman and Treisman, 1984). On the
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one hand, early selection models suggest that large portions of the retinal
image go unrepresented in visual areas of the brain thought to contribute
to conscious awareness. This view is at odds with one’s visual experience
of a continuous world that is not merely a collection of discrete pockets of
attended-to regions. On the other hand the level of parallel processing afforded to wide areas of the visual scene suggested by models of late selection
seems to be wildly intractable even in the massively parallel environs of the
brain (Tsotsos, 1990).
It was these apparent dichotomies that in fact spurred the original genesis
of the object-file model (Kahneman and Treisman, 1984). Their model is
discussed more in Section 2.4, but in short Kahneman and Treisman proposed
that a small number of object representations (referred to as “object-files”)
could be set up preattentively and in parallel, and filled with information
about their designated objects, also in parallel. Attention was then suggested
to select amongst the current set of maintained object-files, only then allowing
the information therein to be actually “processed.” Kahneman et al. (1992)
went on to suggest that attention could perhaps be cast at different levels
of detail. A level of detail might be broad in the sense that it attempts to
select everything in a room. However it could also be cast finer than this,
perhaps at the level of the largest objects in the room, or smaller objects, or
within an object itself. Once attention is cast at a particular level, object-files
would be set up at that level, and attention could be shifted around between
them (e.g. to other large objects, or to other parts of the same object). It was
further suggested that the total representation capacity for the individual
object-files ought to be fixed for all levels. The point being that the broader
the level, the lower the detail of the subsequent representation. At a finer
level, greater detail would be allowed to accumulate in each object-file, but
more of the scene would be pushed into the “perceptual ground.” This
conception of the resolution of attention as being adaptive to the observer’s
present interests would seem to offer a good middle ground between early
and late selection models. In accordance with this, under an object-file
model, working-memory might be thought of as accumulating information,
automatically, in the assigned object-files, but requiring attention in order to
“mobilise” any of that information (e.g. to compare it to an LTM representation
to determine an object’s type, or to perform an action towards it).
Recent evidence from neurobiology has given new insight into the mech-
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anisms involved in visual processing, and how they are constrained. This
seems to allow for a sort of reconciliation of evidence from these studies
of neuroscience with thinking from psychology. This view is more clearly
explained in Section 3.5, but in short, if the visual representation system is
viewed as a fixed resource, then visual attention can be seen as a mechanism
that allocates that resource to variably sized portions of the scene. If attention
selects a small enough portion of the scene relative to a particular stimulus
(as in cases of focused attention), the representation that is evoked can be
well structured and detailed. If, on the other hand, the selection is large (as
in cases of divided attention), a much sparser and more poorly structured
representation of that selection must result. Most significantly, it is the case
that some tasks require the highly detailed representation afforded under the
application of focused attention; others however are able to get by on less
detail. This view seems capable of accounting for both observations of focal
attention, and an ability to divide attention in certain circumstances. The rest
of this chapter deals with different aspects of this view, and in general this
thesis will assume this sort of model for vision and selective visual attention.
That is, attention is applied relatively early in the stream of visual processing
(early here applies only to points in visual processing, and not necessarily to
time), though only to the extent that it is needed to provide higher levels of
cognition with the granularity of information applicable to the observer’s
desired behaviour. This view only differs very slightly from that predicted
by the model of object-files, in that instead of simply disseminating information from an object-file, attention might be required to “organise” that
information too.

2.2.1

Units of attentional selection

A fundamental question for attentional research regards the way in which
the selection of visual stimuli is constrained. In other words, what rules
govern the detection and subsequent filtering of visual information? In
early selection models, these so-called “units” of attention are believed to be
the result of an inferred process called scene segmentation (Driver, Davis,
Russell, Turatto, and Freeman, 2001). Scene segmentation is responsible
for “carving up” the retinal image into local groupings. Attention selects
a single grouping, allowing it exclusive access to the visual representation
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system. By necessity then, the result of scene segmentation determines the
nature of attentional selection (or perhaps the nature of attention might
allow inference about the segmentation process). Results from visual search
experiments provide a number of different conditions that suggest ways in
which segments are determined (see Section 2.2.2).
There is a common thread of belief amongst early selection theorists
that segmentation is driven by a process of saliency detection, which labels
retinal regions as being of “interest,” including both bottom-up and topdown criteria for this measure (Itti and Koch, 2000). That is, saliency can be
determined both by the inherent properties of a particular location (bottomup saliency), and by behaviour driven components that can bias attention
towards locations that are likely to contain an item that is relevant to current
behaviour (top-down saliency). Saliency detection, segmentation and other
processes that are likely involved in the guidance of attention are often
referred to as being preattentive, in that they are thought to operate largely
before and outside the influence of attention (though there exists significant
evidence that the two may interact in certain ways (Driver et al., 2001; Posner,
Rafal, Choate, and Vaughan, 1985)). Therefore, these processes are often also
thought of as operating automatically and in parallel across the entire retinal
image.
Once the saliency and segmentation processes have delivered a result,
attentional processes must translate that result into some sort of selection of
stimuli; this translation is the subject of the rest of this section.
Spotlight models
Some of the earlier empirical investigations into selective visual attention
were those that found evidence for location cueing. For example Posner,
Snyder, and Davidson (1980) found that by attracting attention to the location
that a target would subsequently appear at, response times to that target
were decreased compared to an invalid cue (i.e. attraction of attention to
some different location). Furthermore partially valid cues (that is, cues to
a location close the subsequent target location) benefited response time in
proportion to the validity of the cue. This and other similar studies (see
Cave and Bichot (1999) for a review) led to the suggestion that attention was
deployed as a circular spatial filter, with strongest selection at its centre and
gradual falloff to its edges. An analogy was made to a spotlight that was
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able to scan the scene, and later to a zoom lens, that included an ability to
grow or shrink its radius.
Selection by stimulus
An interesting alternative to the type of spatial selection suggested by spotlight models is revealed by studies of selective looking (Neisser, 1979; Simons and Chabris, 1999). Subjects presented simultaneously with two animated sequences, superimposed over the same region of space (each being
slightly translucent such that the other could still be seen), were required to
observe events in one sequence only. While performing this task, subjects
remained astonishingly unaware of events in the “unattended” sequence.
For example in Simons and Chabris (1999), when counting the number of
passes made in a ball-game video, almost half of the subjects failed to notice
that either a man in a gorilla suit, or a woman holding an umbrella walked
across in the other scene (even though the spatial region that the observed
events and the ignored events occupied clearly overlapped)!
These findings suggest that in addition to spatial selection mechanisms,
attention can select—presumably through top-down means—for a particular
stimulus. Though selective looking very much falls into the set of abilities
that are intended to be explained by models of late selection, it is not completely inconsistent with early spatial selection, and could be a fall-back
mechanism for situations requiring complex resolution of stimuli in crowded
scenes. Another possibility is that continuity of within-scene dynamics allows for disambiguation of various scene components (and thus permits
focused attention to one of the superimposed “objects”). That is, not many
stimuli in either scene will remain constantly superimposed over the same
stimuli in the other scene, and through their own “moving together” they
will retain unity within their own scene. This is also related to possible
object-based attention (see immediately below).
Object-based models
Recently, an increasing body of evidence has emerged arguing against a
strictly circular spatial filter predicted by spotlight theories (or at least against
equal representation of the contents of the entire selected region). On many
occasions (maybe whenever possible) attention seems to select objects in the
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scene. In these situations, not only does the attentional window seem to
shrink around the selected object’s outline, but the selection of the object appears to be whole and unbroken by relationships to other objects in the scene
such as occlusion. This observation does not discount the possibility that in
the absence of any object to select (such as in location cueing experiments)
attention reverts to a zoom lens model, but rather it accounts for a number
of effects that have been observed in experiments in object-based attention
(see Scholl (2001) for a comprehensive review).
A phenomenon known as the same-object advantage in divided attention (Treisman, Kahneman, and Burkell, 1983; Duncan, 1984) reveals a greater
ability to spread attention within a single object than between two or more
distinct objects. Specifically, performance at reporting two properties of a
single object is greater than performance at reporting the same two properties, but one from each of two perceptually different objects (even if both
objects are superimposed over the same region of space). It has also been
shown that attention spreads (from one shift to the next) more easily within
a single object (Egly, Driver, and Rafal, 1994). An invalid location cue confers
a greater detection advantage when the location of the target is within the
same object as was the cue, than if it appeared at some other location that is
of equal distance from the cued location, but is within a different object. That
is, when possible, cueing appears to benefit the entire object that contains the
cued location rather that simply the location. This advantage remains even
when the object in question is visually “cut in half” by an occluder (Moore,
Yantis, and Vaughan, 1998), suggesting that the attention to the object is able
to resolve such occlusion.
There are two possible explanations for these phenomena. Firstly, attention could select, wherever possible, spatial regions primarily delineated by
object boundaries, thus the only sensory information represented is that from
the single object. An alternative possibility is rather than this selecting of objects for attention, neural representations themselves are object-based (this is in
fact the basic premise of the object-file model—see Section 2.4). Particularly
striking evidence for this idea comes from studies of lesion patients suffering
from a condition known as unilateral spatial neglect. Some such patients
appear to be able to perceive only one or other half of their visual field (due,
most often, to a lesion in the contralateral cerebral hemisphere). In other
cases neglect appears to be object-based in the sense that patients will neglect
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halves of objects not matter where they appear in their visual field (see Scholl,
2001, p. 10–12). On some occasions, a patient viewing an object rotating
through 180◦ , will subsequently demonstrate neglect for the opposite side
of the rotated object than is usual for their particular condition (Behrmann
and Tipper, 1994). That is, the neglect appears to apply in an object-centred
frame of reference, and that the neglected side of the object seems to be
“switched” in accordance with the rotation. Moreover Behrmann and Tipper
(1999) found that these two sorts of unilateral neglect (location-based and
object-based) can coexist; that is subjects’ can simultaneously neglect both
the left-half of a scene generally, but the right-half of an object that has just
rotated through 180◦ .

2.2.2

Visual search

One of the most revealing early experimental paradigms in visual attention
research is that of visual search. A typical visual search experiment requires
a subject to detect the presence of some “target” stimulus or not, amongst
“distractor” stimuli. As the number of distractors is varied, it is plotted
against the accuracy and speed of subjects’ judgements, giving rise to what
is referred to here as an “efficiency curve,” that indicates the difficulty of
the search task. The gradient of the efficiency curve for a particular search
task is thought to indicate the degree to which that task depends on serial
attention: small gradients suggest that a large amount of the search task was
able to be accomplished by parallel preattentive processes; steep gradients on
the other hand point to a high reliance on sequential attentional processing.
By comparing different efficiency curves and the conditions that evoked
them, various aspects of both preattentive and attentional processing can be
deduced.
Feature Integration Theory
In one of the first forays into visual search experiments, Treisman and Gelade
(1980) found evidence for two distinct search conditions: one in which search
was highly efficient (resulting in a very small, practically zero, gradient in
search time vs. number of distractors); and one in which search appeared to
be inefficient (resulting in an efficiency gradient that was much steeper). The
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type of search which was required appeared to be dependent on a logical
relationship between the target and the distractors. If the target possessed
at least one so-called primitive feature (the simplest kind of visual feature,
such as a colour or orientation, see also Section 3.3.2) that was possessed
by no other distractor, subjects reported a percept of the target popping out
and search could be efficient; for example searching for red object amongst
blue and green objects. Alternatively if the target was defined by a feature
conjunction, in that every distractor shared at least one primitive feature
with the target, no pop-out occurred, and search was inefficient; for example,
searching for a red horizontal bar amongst red vertical bars and green horizontal bars (in which case the target shares “redness” with the red vertical
bars, and “horizontalness” with the green horizontal bars).
Treisman and Gelade (1980) used these results to develop a model of
attention called Feature Integration Theory (hereafter FIT). FIT contended
that the purpose of preattentive processing was to extract primitive features
across the entire scene, thus “registering” them early. The purpose of attention was suggested to be to encode feature conjunctions; that is, to form
more complex representations of the features present at a given location. The
efficient and inefficient search conditions were thus labelled as parallel or
feature search, and serial or conjunction search respectively. The implication was that efficient search is possible because the target could be detected
solely from information that could be extracted preattentively and in parallel,
while inefficient search was required when each of the primitive features
that together distinguished the target from all the distractors were present
at multiple locations. Thus only by finding a single location containing all
of those features could the target be detected with any certainty. This was
thought to be achieved by having attention sequentially select locations until
the target was found, or alternatively, until after inspecting every element it
could be concluded that the target was not present.
In support of this model, it was also found by Treisman and Schmidt
(1982) that in the absence of focal attention, subjects often perceived so-called
illusionary conjunctions. Specifically, subjects viewed displays containing
multiple items, at different known locations. They had a primary detection
task and a secondary task, but not enough time to perform both fully (displays were only presented for a very short duration). For example, in one
experiment, a row of differently coloured letters was presented at fixation,
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(a)

(b)

(c)
Figure 2.1 Texture segmentation by primitive features. Texture segmentation
is possible in (a) and (b) where the boundary is defined by a gradient in single
feature. However in (c), where the left half of the display is filled with horizontal
black and vertical white objects, and the right half with horizontal white and
vertical black (i.e. no single feature gradient), no such obvious segmentation is
seen.

flanked at either side by a black number. The primary task was to report the
identity of the numbers, and the secondary task to describe as much about
the letters (i.e. their colours and identities) as possible. The primary task
was performed to a high degree of accuracy. In the secondary task however,
relatively high rates of incorrect colour/identity pairs were reported. That
is, the presence of a blue ‘X’ and a green ‘O’, at different locations, might be
reported as a a green ‘X’. Such an illusionary conjunction was reported on
around 40% of trials. This seems to suggest a failure to correctly co-locate
features in the scene (that were nonetheless detected individually) when
attentional resources cannot be applied to those locations.
The suggestion that only primitive features can be extracted before attention is applied has a number of implications about the sort of information
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that preattentive processes can benefit from: tasks such as bottom-up saliency
detection and segmentation should only have access to information about
simple visual features, and not in such a way that they can selectively conjoin
them. An example of this restriction can be seen in Figure 2.1, where texture
regions can be seen to only be segmented by a change in at least one primitive
feature (either orientation or colour).

The stimulus similarity model
In Duncan and Humphreys (1989) an alternative to FIT was given for observations made about so-called parallel and serial search. It was noted that
in the cases of parallel search presented by Treisman and Gelade (1980) the
gradient of the efficiency curve was never actually zero, but instead just very
small. It was thus argued that rather than forming two discrete conditions,
parallel and serial search were simply two extremes on a continuum of search
efficiency relative to various measures of “stimulus-similarity.” A number of
relationships between search elements were identified as having different
effects on search time, and by manipulating these relationships a full range
of search efficiencies was elicited (a number of which FIT could not account
for). In particular it was noted that whenever either target to non-target
similarity was low (i.e. targets and non-targets were not very “similar”) the
efficiency curve was relatively flat. Conversely, as target to non-target similarity increased (for example, searching for a pink item amongst red items),
search efficiency was negatively affected by an amount proportional to the
number of non-targets. An effect of non-target to non-target similarity was
also found, with search efficiency being positively correlated with it (i.e. the
more uniform the set of distractors were, the easier search became). Efficiency
reached its lowest point when both of these effects were combined; that is,
when target to non-target similarity was high and non-target to non-target
similarity was low.
Duncan and Humphreys (1989) presented a model of attentional selection
that accounted for these effects (which I will call the stimulus similarity
model). It relied on an early parallel preprocessing operation that segmented
the scene into units (presumably based on bottom-up information inherent in
the contrast between the stimuli and the background), and tagged each unit
with a measure of its similarity to the target template. (No explicit definition
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of this measure was given, however it was noted that it could be very simple,
such as a location or a single feature). The saliency of a particular unit (the
chance that attention would select it) was governed by that tag, and a local
perceptual grouping contribution. The grouping component means that the
saliencies of similar neighbouring stimuli tend to vary together. This allows
both spreading saliency enhancement for groups whose members closely
resemble the target, and spreading saliency suppression for groups that differ
from the target (remembering that saliency in the first place is partially
defined by similarity to the target). In this way, a search array exhibiting
low target to non-target similarity always increases search efficiency, as only
locations containing the target are salient. As target to non-target similarity
increases the chances of non-targets being grouped with targets increases,
thus raising their saliency. Alternatively, if non-target to non-target similarity
is high, strong grouping amongst non-targets is possible allowing them to
become suppressed together. As non-target to non-target similarity decreased
the chances of them being grouped with each other decreases accordingly,
reducing the chances of significant suppression.
Though the remaining intricacies of the model of Duncan and Humphreys
(1989) are not of particular importance here, their observations of the effects
of manipulating similarity relationships are of interest. They provide an alternative interpretation of search results that relates them directly to preattentive
segmentation (see Section 2.2.1), and texture perception. Specifically, if a
target can be perceptually segmented from its background (or surrounding
stimuli) in some preattentive manner, then search can be efficient. Conversely
if a target exhibits similarity to non-targets (or indeed its local context) it
will be texturally lumped in with these non-targets, and search becomes
inefficient.

Other models of visual search
Other models of visual search exist. Notable is Guided Search (versions 1.0,
2.0, 3.0, and its current incarnation 4.0, presented in Wolfe, Cave, and Franzel
(1989); Wolfe (1994); Wolfe and Gancarz (1997); Wolfe (2001)). It draws
strongly on FIT, but also uses a measure of salience based on similarity of
a location to the target (as in Duncan and Humphreys (1989)—though it
doesn’t include an explicit grouping mechanism). More significantly, it has
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been implemented as a computer simulation, that was able to replicate a
large range of search efficiencies already demonstrated in human studies.
Also of particular note are the computational models of Riesenhuber and
Poggio (1999) (a model of object recognition in visual cortex) and Itti and
Koch (2000) (a model of saliency detection). These two models have been
combined by Walther, Itti, Riesenhuber, Poggio, and Koch (2002) to develop
a computational model of object recognition mediated by attention.

2.3
2.3.1

Concurrent attention to multiple regions
Multiple object tracking

There is evidence for a limited ability to track multiple objects in a way
that would not seem to be predicted by a model that assumes attentional
selection of a single contiguous spatial region at a time. The canonical
demonstration of this ability is of course the already introduced multiple
object tracking paradigm (see Figure 1.2, on page 7). In this paradigm,
subjects are initially presented with a display of identical objects. A subset
of these objects (at most half) is briefly “flashed” designating their status as
targets (this transient flashing cue is the only characteristic that distinguishes
targets from distractors); all the objects in the display then begin to move
on independent trajectories. After some period of time (called the “motion
phase”), the objects stop moving and the trial enters the “probe phase,” in
which subjects must in some way indicate which objects they have tracked.
Typical methods for this include subjects exhaustively selecting (say with a
mouse pointer) all the tracked targets (Pylyshyn and Storm, 1988), or perhaps
indicating with a yes/no response if a single indicated “probe” object was
tracked or not (Pylyshyn, 2001). Accuracy in this task has been shown to
be around 85% for up to four or five objects in the target group (although
Oksama and Hyönä (2004) suggest that there are considerable individual
differences in this type of task). Thus, despite the fact that all of the objects
are perceptually identical (i.e. they only differ in respect to a conceptual tag),
subjects are somehow able to track these objects to a surprisingly high level
of accuracy.
A common suggestion is that this ability might be achieved by rapidly
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shifting attention between members of the target group, allowing the subject
to constantly update an internal map of the positions of the targets. This
suggestion is argued against however by noting that accuracy remains high
even when the objects are caused to move in an unpredictable fashion that
should exceed the constraints of even the highest estimates for the frequency
of attentional shifts (Pylyshyn and Storm, 1988). That is, the objects move in
such a way that a subject simply could not make shifts of attention between
targets fast enough to successfully and regularly relocate those in the group.
Another possibility that has been raised is that the initial flashing of
the tracking targets may set up an imaginary polygon whose vertices are
defined by those targets Yantis (1992). Tracking would then simply be a
case of attending to this polygon as its morphs throughout the motion,
transforming the task into determining whether the probe object is a vertex
of the polygon or not. However an intriguing result of the tracking of targets
provides possible cause to doubt this account also: in a similar finding to
the location cueing found by Posner et al. (1980) (described previously on
page 19), responses appear to be faster to targets than non-targets, including
for non-targets inside the imaginary polygon (Sears and Pylyshyn, 2000).
Neither spotlight models nor object-based models that suggest a contiguous
spatial filter can account for this. However the results of the selective looking
experiments described on page 20 might provide a mitigation back in favour
of the polygon model. Specifically it is possible that the fact that the nontargets inside the tracked polygon move independently of the polygon’s
vertices mean that those non-targets are simply viewed as being “on-top” of,
or at least apart from the polygon itself.
Various modifications of the multiple object tracking (MOT) paradigm
have revealed other factors that affect tracking abilities in a number of ways.
For example, Scholl and Pylyshyn (1999) demonstrated that successful target
tracking was unimpaired by the passing of targets behind either visible or
invisible occluders. However other types of disappearance followed by reappearance did impair tracking ability. That is, for tracking to be maintained,
it would seem that objects must be seen to gradually occlude behind some
fixed boundary and reemerge, in a way congruous to its initial occlusion, a
short time and distance later.
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2.3.2

Representation of tracked objects

Given that such tracking is possible, and unitary spatial filter models seem
unable to account for these results (even object-based ones), MOT appears
to directly challenge these models. However, further investigation into the
representation of these tracked objects reveals significant differences between
tracking objects and actually allocating attention to them. In particular, simply
tracking an object seems to not necessarily imply representation of any
of the object’s visual properties beyond those available preattentively (see
Section 2.2.2).
In Bahrami (2003) subjects were required to track a set of targets having
different colours and shapes (colours were red, green, or blue; shapes were
‘T’s, ‘L’s, or ‘+’s; distractors were similarly varied). Partway through the
motion phase of each trial (about 2s in), either the colour or shape of an
object (for both targets and distractors) could change, with a single change
occurring in just over half of trials. On some trials, at the same time that
the property changes usually occurred, a “mud splash” stimulus appeared,
consisting of a large coloured or textured region, temporarily occluding
a large part of the array1 . This was intended to induce a certain degree of
change blindness, a phenomenon whereby detection of otherwise “attention
grabbing” changes to stimuli can be significantly reduced (O’Regan, Rensink,
and Clarck, 1999). Mud splashes occurred independently of whether a
property change actually occurred or not. On any trial in which subjects
noticed a property change, they were instructed to halt the animation, and
indicate the tracking targets and the object that they noticed a change in
(though there was no need to indicate the nature of the change). If no change
was noticed, then they were to simply wait until the end of the motion phase
(10s in duration) to indicate the tracking targets as usual. Tracking accuracy
was high (approximately 95%) across all trial types. Overall subjects were
more likely to notice changes in tracking targets than in distractors; only in
the colour change, no-mud conditions did change detection in distractors
rise above chance. Detection rates for both colour and shape changes in
tracking targets were above chance for both mud and no-mud conditions,
though still around only 50% for all but the colour change, no-mud condition
(chance was lower than this). Subjects were also more likely to notice colour
1 No

significant difference was found between the coloured or textured mud, so both of
these conditions are simply referred to as “mud” conditions in this discussion.
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changes than shape changes. While for colour changes detection rates were
higher in the no-mud condition, this was not the case for shape changes. This
suggests that while there was an “attention grabbing” effect of the colour
change in the no-mud condition (an effect that was present on both targets
and distractors) that was masked in the mud conditions, no such effect was
perceived in either shape change condition.
Two main conclusions can be drawn from the Bahrami (2003) study.
Firstly, tracked objects receive higher representational priority than untracked objects. Secondly tracked objects don’t seem to be afforded any
greater representation than what can be extracted preattentively (i.e. primitive feature—colour—but not feature conjunction—shape—information, see
Section 2.2.2).
One might tentatively add to this the results of an unpublished study
described in Scholl, Pylyshyn, and Franconeri (1999a) (see also the conference
abstract Scholl, Pylyshyn, and Franconeri, 1999b). In this study, in addition
to indicating whether the probe object was a tracking target or not, subjects
had to make a second judgement about the state of the probe in the moments
before the motion phase ended (note that while in the Bahrami (2003) study
subjects were supposed to react to detected change, in Scholl et al. (1999a)
they were required to perform a retrospective judgement). In particular,
encoding of the probe’s location, trajectory (direction of movement), and
featural information (shape and colour) were tested. Three different designs
were used, one to test for the encoding of each of the aforementioned sorts
of information. To measure encoding of location, at the end of the motion
phase all objects briefly disappeared, after which point all but one of the
objects reappeared (the probe); in addition to determining the tracking status
of the probe, the subject was required to indicate its location prior to its
disappearance. To measure encoding of trajectory, at the end of motion a
single object flashed; the additional task was to indicate the direction that the
object was moving, in the moments prior. To measure encoding of featural
properties, all objects were of different shapes and colours; two different
approaches were used (each using a different way to mask the potential
attention grabbing effect of sudden feature changes). In the first approach the
display contained a number of visible occluders. During the motion phase,
whenever an object passed behind an occluder, with a 50% probability, both
its colour and shape were randomly changed. The end of the motion phase
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was signalled by the reemergence of an object (the probe) as a “bulls-eye.”
The additional task was to indicate both the colour and shape of the probe
before its occlusion. The second approach was similar to the first, except that
instead of using occluders to mask shape and colour changes, global flashes
were used (that is, all of the objects in the display briefly disappeared, when
they reappeared half of the objects had changed in colour and/or shape)
throughout the motion phase. When a single object changed to a bulls-eye,
its status as a tracking target and its most recent colour and shape were to be
reported. In all three designs, the general MOT task was performed to the
usual high level of accuracy. In the location and trajectory designs responses
were more accurate for targets than for non-targets. However in both of the
featural property designs (occlusion and flashing) accuracy of both colour
and shape responses was low, and no significant difference in accuracy was
seen for targets or non-targets (although Bahrami (2003) notes that this lack
of effect could not be confirmed there, it seems possible that this has to do
with the retrospective nature of the featural judgement required in Scholl
et al. (1999a)).
In conclusion it seems that tracking an object does not necessarily impart
the same level of representation as results by direct focal attention to the
object.

2.3.3

Visual indexes

The main conclusions of Pylyshyn and Storm, from their experiments in
the MOT paradigm, were explained through a model of visual indexes.
This model is fully introduced in Pylyshyn (1989) and further argued for
in Pylyshyn (1994, 2001). It was suggested that there are available to early
visual processing a limited number of indexes (i.e. four or five) for objects in
the world. Also called Fingers of INSTantiation (or more simply FINSTs),
these indexes are supposed to be a mental analogy of one’s physical fingers,
which can be used to “mentally point” to objects in the environment. A FINST
indexes a feature cluster (a collection of features likely to constitute an object,
similar to what other authors sometimes call a proto-object) in the scene,
and continues to reference it throughout any spatiotemporal transformations
for as long as the observer’s general goals make it necessary. It is important
to note that FINSTs are supposed to encode only spatial information about
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feature clusters identified by preattentive scene segmentation: a FINST itself
is as incapable of representing object properties as a finger is. Moreover, just
as a finger can be thought of as pointing at an object rather than the object’s
location (in that if the object moves the so would the finger with it), a FINST
is better thought of as indexing its feature cluster rather than any location per
se (though it is still common to speak of the “location” that a FINST points to;
this should be interpreted as the “location of the feature cluster” that a FINST
points to). If more information about a feature cluster is required (such as
the combination of features present there), its FINST must be “dereferenced”
(i.e. access to the feature cluster that it points to must be gained). To phrase
this in slightly different language, a FINST might be thought of as a transient
internal representation of an object’s token in the truest sense, as it contains
no information that would allow the object to be classified as a particular
type.
As far as their relation to attention is concerned, FINSTs are defined to be a
by-product of scene segmentation, therefore constituting units of attentional
selection. This selection performs the dereferencing step, conferring upon
the referenced feature cluster access to higher cognition. This implies a
certain dependence of attention on FINSTs: for a location to be attended to,
it must have a FINST assigned to a feature cluster there. Indeed Pylyshyn
(2001) claims a whole raft of cognitive abilities to be dependent on these
mental “pronouns;” in particular, their importance in determining spatial
relationships between objects, and coordination of motor programs are both
argued for.
FINSTs may also represent a transition from attentional selection of objects
to representation of objects. In particular, FINSTs could provide binding units
for object-based representations, which themselves could account for sameobject advantages, and observations of object-based unilateral neglect. So
for example, having two letters appear within a box might allow a FINST
to index the box (and thus its contents), rather than one letter or the other,
meaning that the box as a whole is attended to (see Figure 2.2). That is,
it may be the case that under the FINST model, attention simply cannot
easily be divided between two feature clusters unless they are somehow
unified (attention can only select a single FINST at a time), allowing them
to be indexed together as a single object. Conversely selecting a FINST that
indexes a “complex” object might force a representation of all of that object’s
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Figure 2.2 An example of the constraint that a FINST must reference a feature
cluster (the dotted lines represent the region selected by the referring FINST).
Whereas in (a) the two letters must be each indexed by different FINSTs, in (b)
a single FINST may index the enclosing “bar” and thus its contents.

properties to be formed (though, in accordance with visual processing being
a limited resource, the detail of this representation would nonetheless be
dependent on its complexity). Finally if more detailed representations of the
components of a complex object are desired, FINSTs might be assigned at a
level within that object. Thus if FINSTs are forced to select feature clusters,
and feature clusters are defined by object boundaries (as segmentation based
on texture contrasts is likely to ensure), then attention having to select a
FINST could explain both kinds of same-object advantage (i.e. both feature
report from, and easier attentional shifts within an object—see 20).
Finally, the possibility that FINSTs are involved in binding for object-files
(see Section 2.4) has been suggested by a number of authors (e.g. Kahneman
et al., 1992; Pylyshyn, 2001; Scholl, 2001; Carey and Xu, 2001). This is a point
that I discuss more later, in particular in Section 4.4.2 and in Chapter 6.

2.3.4

Multiple-identity tracking

Pylyshyn (2004) presented a study that has perhaps brought into question
a number of basic assumptions about how the brain solves MOT tasks. In
particular, subjects were required not only to track multiple visually-identical
moving objects, but also to remember their identities (either by a numerical
code or by their initial positions). Pylyshyn (2004) doesn’t give a name to
this kind of experiment, but I will refer to it as multiple-identity tracking
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(hereafter MIT). To Pylyshyn’s surprise, subjects appeared to be quite poor
at MIT: despite overall high rates of tracking accuracy, identity remembering
was below 50% on many occasions. In particular this seemed to violate his
so-called Discrete-Reference Principle (hereafter DRP), which states that for
an object to be successfully tracked its identity must be preserved through
the duration of its motion. This principle can described recursively whereby
at any given time, an object can only be determined to be a tracking target
if can be matched to an object a moment earlier that was also known to be
a tracking target (with a base case reached at the flashing phase of a trial).
Clearly the implication of this algorithm is that is that for a successfully
tracked object, either its identity can be traced back to the flashing phase, or
will have been carried forward to the present.
Under this statement of the problem the results reported in Pylyshyn
(2004) are indeed “puzzling.” Pylyshyn suggests a number of possible reasons for the lack of ability to remember the identities of objects, even though
they have been tracked, and therefore their identities should be represented
somewhere in cognition. One of these is that “it is possible that the internal
name is available only for the purpose of tracking and is not reported outside
that process” (Pylyshyn, 2004, p. 821). Although this claim is ultimately unfalsifiable (at any point where evidence for full-identity maintenance cannot
be found, one can simply shift the goal-posts once more—so to speak), there
are perhaps aspects to it that are worth discussing. In particular, it doesn’t
seem necessary that the mechanisms behind automatic representations of
identity (those allowing, for example, coordinated action towards an object
through time), and conscious/overt ones (those that might be described as
sub-vocally rehearsing a label-to-token mapping) be the same. Alternatively,
even if it is argued that automatic mechanisms underlie overt labelling, a
failure in the overt task could be to do with other factors, such as working
memory or attentional constraints. For example, according to the multiplecomponent model (Baddeley and Hitch, 1974; Baddeley, 2000), maintaining
associations between labels and object locations (represented in the phonological loop and the visuospatial sketchpad respectively), requires the central
executive to mediate the links. However the central executive itself may be
engaged in the tracking task, perhaps resulting in failures on some occasions.
Pylyshyn (2004) investigates two versions of this last hypothesis. In
one instance subjects were required to perform a separate static-location-
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remembering task and a tracking task concurrently, but no evidence was
found for any interference: both static-location-remembering and the tracking task were performed to high degrees of accuracy. However, as the
location-remembering task just involved the remembering of a set of labels
for explicitly cued locations, it might have been solved using an entirely
verbal strategy (e.g. sub-vocal rehearsal of the labels, ordered, say, by an
initial clockwise scan of the relevant locations), and thus no resource conflict seems necessary. In another experiment, subjects were required only to
track identities of moving objects (i.e. no distractors were present, effectively
freeing any resources used by the “normal” tracking task). Performance
was improved relative to identity tracking in the presence of distractors,
but was still significantly worse than either the normal tracking task or the
location-remembering tasks. This suggests an element of interference from
the tracking task, but also still highlights what is perhaps a fundamental
difficulty: maintaining overt internal labels for identical, moving objects.
In a final attempt to understand this problem, Pylyshyn (2004) investigated the specific sort of labelling errors that subjects made. In particular
he points out that mixing up the labels for two tracking targets would not
show up as a tracking error: both objects would still be successfully located
as targets, and only the labelling error would be recorded. Two main results
were found in this analysis: the probability of swapping the labels for a pair
of targets was higher than for a target and a non-target pair; and for both
sorts of swap, this probability increased the nearer a pair of objects came to
each other at some point in a trial.
The logic behind the assertion that target-target swaps are irrelevant to
tracking task the makes clear a particular feature of normal MOT that the
DRP fails to capture with respect to a whole trial. In particular, as Scholl
(2009) has recently suggested, “in order to identify an object as a target, you
only need to know that it was a target an instant ago—and everything that
came before that moment can be ‘flushed’ from the system without any cost”
(p. 59). Using the additional observation that target-target swaps would not
show up as errors in the context of an MOT task, this idea can be generalised
even further: in order to be successfully tracked in an MOT task (where
success is measured only by low tracking error-rates), a tracking target may
be traced back to any tracking target an instant ago, and not necessarily
just to itself. So long as the entire set of targets remains consistent (i.e. no
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incorrect retrospective attribution of identity happens in isolation, but rather
is balanced by some other reassignment(s), and they are indeed identity
“swaps”), no tracking error will be incurred. Thus a minimum viable tracking
strategy is simply to maintain a set of indexes, one pointing at each target.
During the motion, which actual index points to which target can be changed
at will, at no detriment to function.
Pylyshyn (2004) dismisses such a strategy, as essentially missing the point:
the indexes are applied externally to objects, and can only remain directed
at the correct objects if those objects are tracked. Though this is undeniably
true, logic still dictates that a target-target swap would not adversely affect
performance. This being the case, MOT could be conceived of as a series of
self-contained tracking segments, delimited by such “atomic” index swaps.
Within a particular segment identities for targets must be maintained, in
the ways dictated by the DRP. Across a pair of segments however, only
the “undifferentiated” set of tracking targets need be carried. That is, on
some level Pylyshyn must be right, and a temporally extended parallel
tracking mechanism must be required. However it could be the case that a
typical MOT trial is actually composed of a sequence of such “mini” tracking
episodes, interjected by the occasional swapping of indexes between targets,
and less commonly involving non-targets too. In particular this appears to
occur more often (for both types) when the objects concerned come close to
each other.
The main point to take from this realisation is that simply measuring
tracking accuracy in an MOT task would not help reveal which strategy
is used (i.e. full identity tracing, or a sequence of these “mini” episodes).
While the MIT results of Pylyshyn (2004) don’t necessarily demonstrate that
a swapping strategy is used in the low-level tracking routines, they certainly
don’t support the idea that full-traces are maintained there either. Indeed,
the question still remains as to which level this swapping occurs at in MIT:
the overt-labelling level or the lower, token tracking level. Of course for as
long as we admit the possibility that the token tracking process doesn’t share
its index representations externally, we can never tell for sure the extent
to which those indexes represent object identity. However experiments
involving processes sensitive to the representation of token identity, running
concurrently with tracking tasks might serve to push the bar lower. A series
of experiments of precisely this sort is presented in Chapter 6.
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2.4

Object-files and object-reviewing

As has already been described in Section 2.2.1, there exists strong evidence
that attention is mediated by object-based constraints. It seems that there are
two explanations for these observations: attention could select objects; or the
representation of selected stimuli in higher cognition could be object-based.
The two of course are by no means mutually exclusive. The main subject
of this thesis concerns the evidence for a highly influential model of objectbased representation: object-files. This model was introduced in Kahneman
and Treisman (1984) and further developed in Kahneman et al. (1992). Its
main theoretical details, and its initial empirical support are introduced in
this section. In the following Section 2.5 a number of subsequent studies are
reviewed.

2.4.1

Token specific representations

An object-file is the name given to a supposed working memory structure
used for the online maintenance of perceptual information about an individual
visual object. Kahneman et al. (1992) describe object-files as mental analogues
of police-files for crimes in the real world: newly reported crimes have new,
empty, files opened for them; new information pertaining to an ongoing
investigation is entered into the existing file for the appropriate crime. In
the object-file model, a new object-file is said to be opened for each newly
attended-to object in the world and its visible properties entered; when an
object is reattended to, the existing object-file for that object is thought to
be selected, and any newly visible information is combined with whatever
information already exists there.
In the same way that the solving of a crime might require multiple influxes of information, learning about an object within a particular attentional
episode might involve multiple attentional shifts to and from it. In order
to integrate information gleaned across these shifts to a given object, information pertaining to previous experience of that object, and that object only,
should be considered. Specifically, the resolving of information should not
be confused between different visible objects; even if they are physically very
similar each represents a distinct entity.
Object-files are intended to maintain a percept of an object’s individuality,
by virtue of all information pertaining to it being entered into a single object-
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file. That is any and all information contained within an object-file should
be seen as composing the object that it represents. They are also thought
to support a percept of an object’s prior instantiation in the brain (as are
FINSTs for that matter), by dint of the fact that reattention to an object should
activate some preexisting object-file, rather than allocating a new one. That is
they are conceived of as being bound to some persistent representation of an
object’s token. Object-files are therefore thought to be addressed primarily
by spatiotemporal properties:
Two identical red squares . . . may be perceived as distinct objects if
the spatial/temporal gap between them cannot be bridged, but the
transformation of a frog into a prince is seen as a change in a single
visual object. (Kahneman et al., 1992, p. 179)

Finally, once enough information has accumulated in an object-file, the
object concerned might be “recognised,” by matching that information with
some known representation in LTM.
The original prescription of object-files suggested that their “filling” occurred automatically and in parallel (Kahneman and Treisman, 1984). The
only influence of attention then, was to control the outflow of information
from object-files. That is, in order for the information in an object-file to be
used in any way (say for the object to be recognised, or acted towards) focal
attention must be allocated to it. The intention in this prescription was to
explain apparent conflicts between evidence for models of early- and late
selection by attention (see Section 2.2). However while this may be the case,
as is described in Sections 2.2.2 and 3.5.1 (and see also Treisman and Gelade,
1980; Treisman and Schmidt, 1982) in the absence of attention this information might be quite “disorganised” (cf. Wolfe and Bennett, 1997). Thus it
seems that as well as to disseminate object-file contents to higher cognition,
attention might also be required to impose greater order on those contents
first.
The number of object-files available to perception is thought to be strictly
limited, though there may be multiple “active” object-files at any given time.
The exact number is not explicitly stated in the model, but empirically it
appears to be around four (see Section 2.4.3, on page 46). Though it was
not addressed directly by Kahneman et al. (1992), a consequence of this
limit is that presumably, under conditions of high perceptual load, increased
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behavioural relevance of a new object may force the abandoning of the
representation for another.
Kahneman et al. (1992) also suggest that at a given point in time, objectfiles are set up at a specific hierarchical “level” within a scene. For example
at the level of a group of dancers, an individual dancer, or an individual
dancer’s limb. However under the assumption of limited processing power,
the higher the level the coarser the representation detail. Importantly explicit
recognition of objects (matching against LTM) proceeds at whichever level is
currently active. Thus at the level of a group of dancers, a group of ballerinas
might be distinguishable from a group of Morris dancers (based on some
group level texture, such as frilly skirts, shiny bells, or some distinctive group
gesticulation). However in order to recognise an individual dancer, a level
deeper, within a group (and perhaps even within a dancer themselves, if
their face need be addressed) must be descended to. It is suggested that this
descending into deeper detail has the effect of pushing more of the scene
(all that’s not part of the group, or the dancer) into the perceptual ground.
It is also possible, that this switching of levels forces the abandoning of any
representations set up at the previous level.
This idea of different “levels” of representation is similar to that of the
FINST model (see Section 2.3.3). In particular, in combination with an assumption of automatic filling of object-files, it might help to explain elements
of the same-object advantages described in Section 2.2.1 (on page 20). For
example, if it were assumed that there was some kind of cost incurred by
the switching of levels, then attentional shifts within objects would be more
efficient than between objects. Additionally the proposal of automatic filling
of maintained object-files, would confer advantages in representing the other
parts of a single object within which the current level is set, over the parts of
different objects.

2.4.2

Object-file operations

Kahneman et al. (1992) laid out three basic operations that describe the main
function of object-files as token-specific memory representations: correspondence, reviewing, and impletion. They are described now.
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Correspondence
Reattention to a particular object is supposed to select its existing object-file.
This implies the maintenance of some kind of mapping from objects in the
world (or their retinal projections) to object-files in working-memory. It is
this maintenance that the correspondence operation is charged with. Because
object-files are claimed to be allocated and filled automatically and in parallel,
it is necessary that correspondence proceed in the same way.
According to Kahneman et al. (1992, p. 179), “correspondence determines,
for each object in the terminal display, [or each of the most behaviourally
relevant objects in the field-of-view,] whether it is ‘new’ or whether it is
an object recently perceived.”2 If an object is one that has been recently
perceived, then it should retain the same object-file; new objects should be
allocated empty object-files. If there is no “spare” object-file capacity, and
new objects of interest are identified, then presumably some ranking of those
objects already having object-files must occur, with the least relevant losing
theirs to the new object(s). Thus correspondence can be viewed as an ongoing
process whose byproduct is a valid set of maintained object-files, some newly
allocated, and some retained from the most recent history. In this way the
percept of object persistence can be derived as described in Section 2.4.1.
Link maintenance is thought to be governed largely by spatiotemporal
factors, and not by any features possessed by the object itself. The intuition
behind this idea is best explained by the quoted passage in Section 1.3 (page 4)
concerning the strange man approaching down the street, who later turns
out to be a familiar friend. Despite the fact that neither his appearance nor
his mental label remained constant, he “preserved his unity” throughout.
Thus for as long as an object remains relevant and moves about the scene
in what could be considered to be a normal or natural way, correspondence
should always maintain a link for that object to the same object-file. If on the
other hand a stimulus jumps around from place to place in an implausible
way, a new object-file should be opened and that stimulus perceived as novel
each time. Further discussion of computational aspects relating to object-file
correspondence can be found in Section 4.2.

2 Though

this definition seems to imply a discrete packing of time into steps, a more
continuous version can be clearly imagined.
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Reviewing
Reviewing is an ongoing process following a shift of attention to an object,
having two distinct phases. Firstly the mapping maintained by correspondence is used to select the correct object-file for the attended-to object (thus
a prerequisite for receiving the focus of attention is that it have an objectfile allocated to it). When selected, the relevant object-file is accessed and
a continuous process of integration of currently visible information with
that already stored in the object-file is begun. Once the currently visible
information has been successfully integrated it becomes part of that stored,
and, if the present information allows it, the object can be recognised.
Reviewing might be able to proceed on an assumption that real-world
objects don’t change in massively contradictory ways (or at least that if the
do, then that change constitutes an inherent part of their nature; such as, for
example, a waterfall3 ). Thus one might expect that under such circumstances,
integration should be straightforward, unhindered, and even have a beneficial impact on perception (relative to an object that has not previously been
attended to). However, if some new information about the object conflicts
with that already in the object-file (say by some essential property changing
in an “unnatural” way), then its integration will likely require some sort
of rearranging of the stored information, possibly incurring some kind of
perceptual cost, and even generating a “surprise” reflex.
Finally, as has already been mentioned, much study of selective visual
attention (both in psychology—see Section 2.2.2—and in neuroscience—see
Section 3.4) suggests that in the absence of focal attention, perceptual representations are disorganised. Thus a further function of the reviewing
operation is held to be to bind this information into a whole for higher
cognition.

Impletion
Of the three operations outlined in Kahneman et al. (1992), impletion is
perhaps the most broadly defined. It is implicit in the selection of an existing
object-file for an object that has undergone some spatiotemporal or featural
3 Although

perhaps the “unusualness” of such objects explains the near hypnotic sensation of observing them.
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transformation that the observer will experience some percept of that change;
be it rotation, scaling (possibly due to movement in depth), translation, or
a change in its internal configuration. It is this percept that “impletion” is
proposed to induce.
As it is not entirely clear what the nature of impletion is, nor how it might
be computationally defined, it is left aside from the remainder this thesis.

2.4.3

Object-reviewing: support for the object-file model

Evidence for the existence of the sort of memory predicted by the objectfile model came from Kahneman et al. (1992). This paper presented the
results of a number of experiments investigating a key prediction of the
reviewing operation: that there should be a trace of some kind of tokenspecific memory for objects. Naturally, it was expected that there would be
a well-known general priming effect in which previous perception of some
stimulus appears to sensitise its neural representation, in particular in LTM,
resulting in faster subsequent perception for some period of time. However
this general effect is often thought of as being type-specific, in the sense
that any stimulus sharing some of the primed neural representation benefits
from the priming of those shared parts. However the nature of the proposed
reviewing operation suggested that there could be an additional effects, if
some kind of perceptual link between a perceived object and some “preview”
of that same object existed. That is, something akin to a token-specific priming
effect was predicted.
The object-reviewing paradigm
Kahneman et al. (1992) described their object-reviewing paradigm intended
to reveal evidence for this hypothesis (see Figure 2.3). In each trial subjects
were presented with a display containing a number of small boxes, some
number of which each contained a single stimulus (called “preview stimuli”—
generally letters of the alphabet). After a short time (the “preview duration”)
these stimuli disappeared leaving only empty boxes. After another short
time (the “linking period”) a single “target stimulus” appeared in one of the
boxes that had previously contained a preview stimulus. The subject’s task
was to name the target stimulus as quickly as possible.
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Figure 2.3 The object-reviewing paradigm. In the same-object condition (top)
the target object contains the same stimulus that it contained in the preview
display. In the different-object condition (middle) the target object contains a
stimulus that was previewed, but in a different box. In the no-match condition
(bottom) the target object contains a stimulus that was not previewed at all. The
target object is always one that had previously contained a preview letter.
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The persistence of the boxes through all three displays was intended to
allow for a perceptual link to be formed from the target stimulus back to
one of the stimuli in the preview display. This gave rise to three possible
relationships between the target stimulus and the those that were previewed.
If the target stimulus appeared in the preview display, then it could appear in
the same box in the target display (called the same-object, or SO, condition),
or in a different box in the target display (called the different-object, or DO,
condition). The third possibility was when the target stimulus did not appear
in the preview display at all (called the no-match, or NM, condition). Note in
particular that the SO condition is designed to induce a congruent reviewing
condition, whereas the DO and NM conditions were meant to introduce
incongruence. Response times were measured and compared across these
three conditions.
Preview effects
Two particular measures of the effect of “preview” are especially useful
discussing object-reviewing experiments:
Nonspecific preview effect (NSPE): the difference between the NM and
DO conditions.
Object-specific preview advantage (OSPA): the difference between the DO
and SO conditions.
Generally speaking, the NSPE can be thought of as measuring the degree of
type-specific priming that occurs in this paradigm, and as its name suggests,
the OSPA indicates the degree of any token-specific effect. However a note
should be made about the potential contributions to each of these effects, as
predicted by the object-file model, from the different factors thought to be
involved in reviewing operation. Recall that the reviewing operation can
possibly enhance integration of object information in cases of congruence,
and impede it in cases of conflict. General priming is supposed to enhance
recognition of a stimulus related to previously perceived stimuli, regardless
of location. Consequently4 :
4 The

derivations presented here are expressed in terms of an additive composition of the
relevant effects. Whether or not this is actually the case would depend on which aspects, if
any, could be executed in parallel. In particular it seems that operations involving object-file
selection and/or allocation, and those involving stimulus recognition might be relatively
separable.
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• Response time in the SO condition can be viewed as a combination of
a general priming effect and a congruent reviewing effect. That is, if
we label SO condition response time SO, baseline recognition time b,
time taken to access the existing object-file a, a general priming effect p,
and the congruent reviewing effect s (p and s contribute negatively in
that are expected to reduce response time):
SO = b + a − p − s
• Response time in the DO condition can be viewed as a combination of
a general priming effect and an incongruent reviewing effect. Using
the same conventions as above, and introducing the incongruent effect
as d (expected to increase response time), we have:
DO = b + a − p + d
• Response time in the NM condition can be viewed as simply a incongruent reviewing effect. That is:
NM = b + a + d
• One might also consider a fourth scenario where no object-file is bound
to the attended-to object. In this condition, there might be components
of base recognition time, and general priming benefit (if the properties
of the attended-to object have been recently perceived elsewhere), and
perhaps a cost of opening a new object-file, or reappropriating an
existing one.
Applying these models to the OSPA gives:

OSPA = (b + a − p + d) − (b + a − p − s)

= d+s
So rather than measuring the actual size of any congruent reviewing effects,
the OSPA is in fact a measure the sum of the magnitudes of any benefit in the
SO condition and any penalty in the DO condition. For this reason Kahneman
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et al. (1992) prefer to use the term preview effects, rather than simply priming.
Finally, with regard to the NSPE:

NSPE = (b + a + d) − (b + a − p + d)

= p
Thus it is probably still valid to consider the NSPE as measuring the degree
of general priming, as the incongruent reviewing effect in both the DO and
NM conditions should cancel each other out.
Main findings
Based on the predictions of the object-file model, and in particular the proposed nature of the reviewing operation and ubiquity of general priming
effects, it was expected that both the OSPA and NSPE would be positive and
statistically significant. In Kahneman et al. (1992), robust and consistently
positive OSPAs were recorded on many occasions, and in many different
conditions (see the next section). The size of these effects varied depending on the conditions, but a fair summary might put them in the range of
10ms–40ms. The finding of this new (location-specific) effect served as initial
support for the object-file model.
In a slightly more perplexing result, NSPEs were much less reliable, and
in some cases significant effects were not recorded at all. However Kahneman
et al. (1992) suggest that a possible cause for this null result could be directly
attributed to the small vocabulary of around 10 letters used: it seems that
all the letters could have been primed to the ceiling (due to their multiple
exposures across trials). Subsequent studies in the same reviewing paradigm
using letters, words, pictures, and combinations of these have all found
strong NSPEs (see Section 2.5).
Other effects on response times
A number of variations of the standard reviewing paradigm depicted in
Figure 2.3 were also investigated by Kahneman et al. (1992). Many of these
experiments were quite complex, involving multiple crossed factors and
manipulations, all of which are described in detail there. So while a detailed
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account here seems unnecessary, the following describes some of their most
important results:
Moving frames: First and perhaps foremost, was that in experiments where
the boxes were seen to move during the linking period, OSPAs remained
strong. Both displays with two and four preview letters were used, and
motion consisted of either short, smooth, linear translations, or letters in
apparent motion (where a stimulus disappearing from one location and
reappearing at a nearby location a short moment latter induces a percept
of “motion” in the observer). In one type of linear motion experiment for
example, two boxes with preview letters were initially shown at the top and
bottom of the preview display. After the offset of the preview letters, the
boxes were seen to move diagonally from their original locations to either
side of the display (with one going in each direction, chosen randomly for
each trial). The target letter appeared in one or other of the now moved boxes.
OSPAs in the usual range were recorded in both “fast” and “slow” motion
conditions (130ms and 590ms total motion time respectively). This supports
the idea that object-files are indeed memory representations associated with
some kind of dynamic internal token representation, rather than simply static
representations of location.
Number of objects: The OSPA was only significant for two and four objects
(though it was reduced with four), but not eight (however response times in
the SO condition remained at least as fast as in the DO and NM conditions).
This indicates either a capacity limit (a limit to the number of object-files
available), or access limit (i.e. within the specific preview duration—often
very short, in the tens of milliseconds—only a limited number of object-files
may be accessed), or both.
Types vs. tokens: The effect of the number of objects was the same regardless of whether the letters in the preview display were all different, or
whether only two letters were used and each repeated in half of the preview
boxes. This suggests further that there is indeed a token-specific memory
effect that is distinct from a type-specific one: if the token-specific effect
was in fact simply a variation of a type-specific effect, there should be no
difference between a condition with two objects (with two different preview
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letters) and one with eight object but containing only the same two letters
(each repeated four times).
Categories of types: In one experiment preview letters were sometimes replaced by ‘+’ or ‘∗’ symbols, or numbers, but the target object still contained
a letter. Response times in these conditions were faster than in both DO
and NM (in trials where letters were previewed), though still slower than in
the SO condition for previewed letters. This result would seem to give an
insight into the way that object-files represent their information. Specifically
symbols and letters don’t seem to conflict as much as letters do with letters.
It also provides evidence for the idea that incongruent reviewing effect does
indeed incur a penalty, and the congruent reviewing effect entails a benefit.
Recency of information: In an experiment where two letters were sequentially presented in the same preview box (with a short interval between),
responses to the letter previewed second were the only ones that exhibited an
OSPA. This suggests that the information stored in an object-file is that which
was most recently seen, and wipes out any previously stored information.
Interstimulus interval: The OSPA was not affected by the linking period.
Periods of up to 700ms were tested, but subsequent investigations have
demonstrated much longer persistence, of up to 8s (see Section 2.5.4). This
serves to distinguish object-file memory from iconic-memory (such as latent
activation on the retina).

2.5

Subsequent object-reviewing studies

A number of studies subsequent to that of Kahneman et al. (1992) have investigated the nature of object-file reviewing. These studies have both confirmed
a number of the original findings, and also revealed many interesting new
characteristics. Some of the most important of these are briefly reviewed
here. In this section I focus mainly on describing these results as originally
presented, and don’t apply much interpretation of my own. However together they form the basis of the analysis described in Chapter 4, and in
particular are discussed throughout Section 4.3.
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2.5.1

Henderson and Anes (1994)

Among other things Henderson and Anes (1994) demonstrated that objectfile bindings can be preserved across saccades. Specifically, subjects viewed
displays in which a pair of boxes appeared close together, one on top of the
other, but away from fixation (a different experiment in the same study had
the boxes further apart). At the onset of the preview letters5 (one in each box),
subjects were required to saccade to the region between the boxes as quickly
as possible (the boxes themselves never moved). During this saccade, one of
the letters in the boxes changed to a ‘+’ symbol. The other either remained
the same as it was before the saccade, changed to that which was replaced
by the ‘+’ symbol, or changed to some other letter that was not previewed at
all. These three conditions corresponded to the SO, DO and NM conditions
of the regular object-reviewing paradigm. Subjects were required to name
the letter as quickly as possible. Strong OSPAs and NSPEs were recorded.
A further experiment in this study simulated the sequence of retinal projections induced by the saccade, by moving the boxes to fixation, rather than
vice versa (in manner akin to apparent motion). The preview duration and
timing of the movement were based on averages from the saccade experiment, and the locations of the boxes relative to each other was preserved.
The finding of a significant OSPA here would seem to support that of Kahneman et al. (1992) that object-files are able to be maintained through apparent
motion.
Finally in another interesting finding, when boxes were presented at
fixation, and remained there throughout the trial, a strong NSPE was found
but no OSPA. Timing in this experiment was similarly based on that from the
saccade experiment. This timing (i.e. short preview and linking durations)
combined with the close proximity of the boxes raises the possibility that
instead of being perceived as two different objects, the two boxes were
instead perceived as one. The movement of a letter from one of these boxes
to the other (as it would appear from the preview to target phases) might be
seen simply as the letter moving within that object.
The combined results of these experiments serve to further emphasise
5 This

study also included a condition in which the preview stimuli were a single letter
and a ‘+’ symbol. However, as the target display also only ever included a single letter (to
be named) it seems likely that a response to the single previewed letter would be prepared.
For this reason results from this condition are difficult to compare against those of regular
object-reviewing experiments, and will be left out of the discussion here.
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the role of object-file representations in imposing a measure of input stability
for perception. In particular, in this case, they seem to be smoothing over
both dynamic behaviour of the observer, and structure preserving changes
in the environment.

2.5.2

Gordon and Irwin (1996, 2000)

Together Gordon and Irwin (1996, 2000) present some very illuminating
findings both about the sorts of information that might be stored in object-file
memory, and about the possible position of object-files in cognition. In a
series of object-reviewing experiments (including, in each case, a motion
version), both words and simple line drawings were used as stimuli, finding
the following:
• That whole words were able to elicit both NSPEs and OSPAs, including
changes in case, such as previewing “bread” but responding to the
target “BREAD” (Gordon and Irwin, 1996). (A similar case-switch
finding, though with only single letters as stimuli, was also reported
by Henderson (1994).)
• That when the word in the target display was only semantically related
to a word in the preview display (tested using synonyms such as
“prison” to “jail,” words that described similar things such as “doctor”
to “nurse,” and category relations such as “iron” to “metal”) there was
observed a NSPE, but not an OSPA (Gordon and Irwin, 1996).
• That simple line drawings were able to elicit both NSPEs and OSPAs
when the target drawing was the same as one of the preview drawings
(Gordon and Irwin, 2000).
• That when subjects previewed words and were required to identify
a target drawing, both NSPEs and OSPAs were elicited if the object
depicted in the drawing matched that described by the word (such
as the word “fish” to a drawing of a fish). This relationship was also
found in the reverse direction (that is, for previewed drawings to target
words) (Gordon and Irwin, 2000).
• That when subjects were required to make responses that couldn’t
possibly be prepared after seeing the preview letters, OSPA appeared
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unaffected, but NSPEs were reduced. Prior to reporting this experiment,
Gordon and Irwin (2000) noted that in the standard task it is likely that
a drawing of a fish and the word “fish” both set up the same response,
in that they both require the verbal reporting of the word “fish.” Thus
it was not possible to tell whether the benefit attributed to a congruent
reviewing condition was a perceptual benefit, a response benefit, or
both. To address this they instead had subjects perform a a lexical
word/non-word decision response to the target (either a word, with
one of the usual SO, DO, and NM properties, or a non-word letter
string) after previewing line drawings. Thus, importantly, no response
could be prepared before the presentation of the target.
These findings suggest, intriguingly, that object-files store some sort of adaptive6 identity code for their object that goes beyond a simple visual description of their physical characteristics. Specifically, this representation seems
to be something like an object’s “task meaning,” that abstracts, at least in
these experiments, over a word that describes an object, and a picture of that
object itself7 . It doesn’t however, seem to contain any learned relationships
between the stored representation and other, semantically related, representations (although see the further discussion of these studies in Section 4.3.1,
on page 87). However the finding of an NSPE in the case of semantically
related preview and target stimuli supports the assertion that this affect is, at
least in part, due to node priming in LTM, where semantic associations are
thought to exist (see Section 2.1).
6 It

might be noted that Kahneman et al. (1992) briefly describe the unpublished results
of a variation of the standard object-reviewing experiment that suggests, at least on some
level, that feature integration might form part of the function of object-files (Kahneman et al.,
1992, p. 209). In this experiment subjects were presented with a preview display of boxes
each containing either a vertical or horizontal line, followed by the usual linking display.
The target display consisted of the same boxes, again each containing either a vertical and
horizontal line (note the divergence from the usual reviewing paradigm here). In addition,
one of the boxes possibly contained a ‘+’ sign. The subject’s task was to indicate, as quickly
as possible, whether a ‘+’ was present in the target display or not. It was found that, in
negative trials (i.e. when there was no ‘+’ present), response times were slower when at least
one of the target boxes contained a line of opposite orientation to that which it contained
in the preview display. Thus it seems that such a switching of orientation might create,
temporarily at least, a combining of the two different features seen in that object in its
object-file.
7 Given this scoping over words and drawings—very different stimuli in terms of physical appearance—it would not be surprising in the least to find that these representations are
the same for all possible views of a particular object also.

52
Finally object-files appear to be principally perceptual constructs, encoding only this identity information, and little or no representation of possible
responses to the objects that they represent. The reduction of the NSPE in
particular suggests that a good deal of that effect could in fact be to do with
response preparation (note the possible affect of this property on the potential
for recording NSPEs in experiments using letter naming tasks, with a small
stimulus vocabulary). The fact that the NSPE did remain significant however
also suggests that object-file memory itself still retains some measure of a
type-based priming effect.

2.5.3

Mitroff et al. (2004)

Mitroff et al. (2004) presented a set of object-reviewing experiments in which
two previewed objects were seen to move from left to right, with one splitting
into two separate objects during the linking phase (both consequent parts
were equal in size to the original object, one ending up above the other),
leaving three objects in the target display in total. The target letter then
appeared in one of the (now three) objects. In this study, instead of the usual
target naming response, subjects simply had to provide a speeded yes/no
key-press based on whether the target letter matched any of the preview
letters or not. This task was chosen based on the possibility that in a simple
naming task (or indeed any other task in which the preview stimuli had
bearing on the required response), subjects could in fact ignore the preview
letters altogether (meaning that no object-files would necessarily be set up
and/or filled by the preview display at all). It was thus expected that this
alternative task, in forcing subjects to actively perceive each of the preview
letters individually, would likely yield stronger overall, and more reliable
preview effects.
OSPAs were significant in both the cases where the target appeared in one
of the objects resulting from the split. However when compared with trials
in which the object was not split, these OSPAs appeared to be much smaller
(in some cases less than half). The authors give two possible explanations for
this result. Firstly it could be that, upon splitting, exactly one of the resultant
object receives all of the initial object’s object-file, and the other has a new,
empty object-file allocated. Thus assuming a random basis for the direction
of this inheritance, overall this would lead to a full OSPA on around half
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the trials, and none on the other half, resulting in a half-size OSPA overall.
Alternatively they suggest that the object-file itself could be split, with each
receiving approximately “half” the token-specific effect of the original objectfile. In light of other findings, and especially those of Gordon and Irwin (1996,
2000), this second explanation seems perhaps a little difficult to imagine. In
particular, it isn’t entirely clear what “half an abstract identity” might look
like, or why perception would favour such a compromise (though perhaps
it is simply for the sake of conservativeness). However Mitroff et al. (2004)
note that closer examination of their data reveals nothing like the bimodal
distribution that might be predicted by the first hypothesis. Thus they favour
the second interpretation.
As an aside, perhaps a way to examine this question in more detail might
be to repeat this study, using a range of differentially sized resultant objects
(say with total resultant area being equal to original object area). This type of
splitting might be perceived as the smaller resultant being “chipped-off” the
original object, which remains persistent as the larger resultant. If the OSPA
was seen to split either in half, or in proportion with the sizes of two resultant
objects, one might favour the object-file splitting hypothesis. However if, say,
the OSPA remained fully with largest resultant, the all-or-nothing hypothesis
might be preferred (under the assumption that in the case of equal sized
resultants, the choice of which resultant inherited the existing object-file was
indeed random).
At any rate, and as Mitroff et al. (2004) conclude, object splitting, at least
in some way, appears to necessarily affect the integrity of object-file bindings
and/or representations.

2.5.4

Noles et al. (2005)

Noles et al. (2005) investigated the temporal persistence of the information
stored in object-files. On all trials, two boxes were used, one on top of the
other. The preview duration was 1s, linking periods were varied from 500ms
to 8s, and a range of different side-to-side, lateral motions were investigated.
The same match/no-match target-to-preview-letters response used in Mitroff
et al. (2004) was also used here. In all cases, strong OSPAs were observed
(NSPEs were not reported either way). It thus seems that the contents of
object-files are able to persist for at least this long, and possibly even longer.
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2.5.5

Mitroff et al. (2007)

Mitroff et al. (2007) found that the information stored in object-files could be
further adapted to things for which no particular existing verbal category
could be known. In particular they used realistic face stimuli (modified,
rendered, three-dimensional scans of real people’s faces) in a match/nomatch object-reviewing task. In this case there was found a good OSPA but
no NSPE. It would therefore appear, and as was suggested by the authors,
that object-files can represent “purely episodic” information too.
The lack of NSPE would seem to provide yet another piece of evidence
to suggest that the NSPE is rooted in LTM. In particular, none of the faces
used in the experiment could be known to the subjects (they were after all
fabricated). Thus, under the assumption that the NSPE is due to priming
in LTM, the fact that there can be no existing LTM representations for the
previewed faces (or at least any representation that does exist—say for faces
in general—would be shared between all preview and target stimuli alike)
means that no NSPE could be observed.
It remains unclear as to whether this result indicates the sole mode of
object-file representations. In particular it is possible that the mode of representation in object-files is adaptive to depending on whether a LTM representation is available or not. That is it could be that, similar to working-memory
in general, object-file memory has something like both a verbal category
mode and a visual imagery mode. More research into this question is obviously necessary.

2.6

Summary

In this section I have reviewed a range of literature concerning vision, attention, perceptual representations of objects, and in particular the object-file
model and its main support, the object-reviewing paradigm. In Chapter 4 I
present an analysis of the results of the object-reviewing paradigm, as summarised in the previous two sections. This analysis represents a fresh look at
this data, in an attempt to better understand its possible neuro-computational
basis. However before I do that, I will first examine some literature about
the neural architecture of the visual system, and the ways that attention acts
within it.
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Chapter 3
The neural architecture of vision
and visual attention
It is essential that computational models of visual processing are informed
by research into the actual neural architecture of the visual system. In Chapter 4, a neuro-computational analysis of the effects observed in the objectreviewing paradigm is presented, and thus in the present chapter I review
current understanding of the primate visual system, and the ways that attention operates within it (a very basic introduction to biological neurons is
given in Appendix A). Though much of the data presented in this section
has been gathered variously from cats (for early visual areas such as the
retina), nonhuman primates, and humans, many of the general processing
principles are thought to apply to a range of mammals. A large proportion
of this section is drawn from the reviews provided by Milner and Goodale
(1995); Hubel (1995); Colby and Goldberg (1999). While these reviews are
relatively old by now, their descriptions remain highly relevant, and cover
well enough the basic ideas that I wish to introduce.

3.1

Overview

Generally speaking, the presentation of some visual stimulus is thought to
activate, at various processing levels, neural representations of that stimulus
(Hubel, 1995; Milner and Goodale, 1995). Figure 3.1 gives a summary of the
major neural pathways which I will discuss in this chapter. There are two
major processing splits in this figure:
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• After being sensed by the retina (see Section 3.2), the majority of visual
information is routed to primary visual cortex via the lateral geniculate nuclei. Some retinal information however, is sent to the superior
colliclui and pulvinar, where it enters a complex system of interconnections with prefrontal cortex and a number of areas in the dorsal
stream (see the next bullet point). The path from the lateral geniculate
nuclei to primary visual cortex constitutes the so-called geniculostriate
pathway and is the subject of Section 3.3. The relatively less understood
pathway involving the superior colliclui, pulvinar, prefrontal cortex,
and the dorsal stream is the subject of Section 3.5.3.
• After primary visual cortex, the geniculostriate pathway breaks down
into two relatively independent streams1 : the ventral stream, which
proceeds toward inferotemporal cortex; and the dorsal stream, which
proceeds toward posterior parietal cortex. Each of these two streams
is discussed in Section 3.4.
Section 3.5 discusses a number of logical problems (collectively often referred
to as binding problems) that arise given the nature of the dorsal and ventral
streams, and how selective visual attention is thought to help solve to these
problems.
Finally, throughout this chapter I develop a particular high-level view
of what, as it appears to me, the brain computes from its visual input. This
view is summarised in Section 3.6.

3.2

The retina

Visual perception, not surprisingly, begins at the eye. Light passes through
the cornea, whereby it is refracted in order to pass through the iris; further
focusing is performed by the lens resulting in an image being projected onto
the retina. It is from the retina that visual information is dispatched to the
other areas of the brain.
Upon investigating the nature of the information sent from the eye to the
brain, it became apparent that a significant amount of processing occurred in
1 By

“independent” here it is meant that there is little direct communication between
the two streams. They do however both share a common origin, and probably indirectly
influence each other via other brain areas.
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the eye itself (Kuffler, 1953; Hubel, 1995). This processing is implemented by
three densely packed layers of neural tissue covering most of the back wall
of the eyeball. These layers comprise the retina, and represent the first stage
of neural encoding for visual information. A layer of light sensitive photoreceptors converts the light entering the eye into pulses of electrochemical
activity (the means of processing and communication in the brain). This
initial encoding is transformed by a layer of interneurons before it arrives at
a layer containing what are known as retinal ganglion cells. The axons of
the retinal ganglion cells gather to form the optic nerve which carries their
signals into the brain.
In a seminal set of investigations, Kuffler (1953) found that prototypical
retinal ganglion cells were maximally excited by small spots of either light
or shadow roughly centered on their retinal location. The same cells were
maximally inhibited by the opposite stimulus (either a small shadow or light
respectively). It was also noticed that increasing the size of a cell’s preferred
type of spot, caused its activation to approach a “base” level of activation,
after which increasing the spots size had no further effect. These observations
led to the definition of a cell’s receptive field: the contiguous retinal region
within which applying a cell’s preferred stimulus could yield a change in
that cell’s response. The receptive field of a given retinal ganglion cell is
usually significantly larger than the cell itself, so two relatively close retinal
ganglion cells have a significant overlap in their receptive fields.
The interesting responses of retinal ganglion cells are due to the intermediary connections provided by the layer of interneurons situated between
them and the photoreceptor layer. In general they transmit excitatory (or inhibitory) signals from the photoreceptors occupying the cell’s central region,
and inhibitory (or excitatory) signals from photoreceptors in their surrounding region. This antagonistic arrangement led to these type of cells being
called centre-surround cells2 .
From each eye the optic nerve proceeds to the optic chiasm (named
so for the similarity of its arrangement to the Greek χ) where projections
transmitting information from the left visual hemifield diverge to the right
half of the brain and vice versa. This arrangement means that each half
of the brain receives projections from both eyes transmitting information
2 Colour

information is also encoded by the retina in this way, but a discussion of this is
beyond the scope of this chapter.
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about the contralateral visual hemifield. (From here on, unless explicitly
specified, any discussion of brain areas will assume this type of symmetry,
i.e. processing of each visual hemifield is performed by brain areas in the
contralateral cerebral hemisphere.)

3.3
3.3.1

The geniculostriate pathway
The lateral geniculate nuclei

Optic nerve projections from each visual hemifield terminate predominantly
in a contralateral part of the thalamus called the lateral geniculate nucleus
(hereafter LGN). Each LGN (one for either visual hemifield) contains six
retinotopically organised layers, each receiving input from one or other of
the eyes (three layers for each eye). The activations of cells in the LGN
actually bear a somewhat direct relationship to the activations of retinal
ganglion cells: they too exhibit centre-surround responses to retinal stimuli.
Projections from neurons in the LGN terminate predominantly in primary
visual cortex at the back of the occipital lobe of cerebral cortex.
The similarity of the activation in the LGNs to that of the retinal ganglion
cells has led it to be commonly thought that the LGN acts as a relay station for visual information travelling from the eyes to primary visual cortex.
However it should also be noted that the LGN receives many reentrant connections from higher visual areas (mostly from areas in the dorsal stream),
and from another midbrain structure known as the superior colliculus (the
superior colliculus is also involved in the processing of retinal input—see
Section 3.5.3). This suggests that there might be more to the function of
the LGNs than is immediately obvious. In particular, it is possible that
these reentrant projections play a role in the application of attention (see
Section 3.5.2).

3.3.2

Primary visual cortex

The main target of projections from each LGN is the ipsilateral primary
visual cortex (hereafter PVC). There, as in the LGNs, strong retinotopy is
observed, however cells respond to more complex stimuli. Whereas neurons
in the LGNs respond maximally to dark or light spots, cells in PVC respond

60
to the presence of a range of primitive features in the retinal image. These
so-called retinotopic feature maps have been found to detect lines of specific
orientations and spatial frequencies; movement in specific and arbitrary
directions; and a range of colour information (Hubel and Wiesel, 1959; Hubel,
1995). There is also evidence for antagonistic connectivity (called lateral inhibition) within feature maps. Responses to preferred stimuli are attenuated
if surrounding regions also contain these stimuli: the denser the packing, the
greater the attenuation (Allman, Miezin, and McGuinness, 1985). This connectivity might aid in the segmentation of textures regions, by highlighting
areas of primitive feature change (see Section 2.2.2).
This system serves to “decompose” the retinal image into a set of primitive feature dimensions, which seems to provide the basis for a complex
“reassembling” of the scene in a way that allows the observer to form an
internal model of its environment.

3.4

Pathways leading from PVC

In Ungerleider and Mishkin (1982) the existence of two prominent projection
pathways from PVC, and the results of various lesion studies in monkeys
were used to motivate a highly influential model of the processing of visual
information post PVC. One of the pathways seemed to project ventrally toward inferotemporal cortex (hereafter IT), where lesions resulted in deficits
in object and visual pattern recognition. The other pathway seemed to proceed dorsally toward posterior parietal cortex, damage to which resulted in
an inability to perform tasks requiring judgements about positions of objects,
and spatial relationships between them. With these observations in mind, it
was proposed that upon exiting PVC, the visual system breaks down into two
separate streams: one, known commonly as the ventral stream, processing
information about “what” objects can be seen (it is thus also often known as
the “what” pathway); and the other, known as the dorsal stream, processing
information about “where” objects can be seen (and thus often known as the
“where” pathway). Further argument for the existence of these independent
streams was given in Livingstone and Hubel (1988), where it was claimed
that the origins of these same two pathways could be traced right back to the
LGN, and even to the retina.
Since Ungerleider and Mishkin (1982) and Livingstone and Hubel (1988),
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both time and technology have allowed more detailed investigation of the
properties of individual cells in PVC and beyond. Most significantly, this
investigation has revealed a much higher level of post PVC complexity than
was originally assumed. After PVC, visual processing proceeds through a
number of so-called extrastriate areas (named for their proximity to PVC,
which is itself sometimes called striate cortex; additionally, these extrastriate areas also sometimes referred as prestriate areas, for their anatomical
location, not their position in processing). Due to apparent specificity in
responses to either featural or spatial information in these areas, and the fact
that a number of them have independent input pathways that are traceable
back to the retina, these extrastriate areas had previously been thought of
as belonging to either one or other of the “what” or “where” pathways.
However, it has become clear that several of these presumed-to-be-separate
areas themselves project to both the ventral and dorsal streams (Milner and
Goodale, 1995). This apparent crossover means that there is a considerable
amount of, what was considered to be, “where” information being introduced
to IT (the supposed “what” pathway), and “what” information to posterior
parietal cortex (the supposed “where” pathway). The significance of this is
described in the following sections.

3.4.1

Towards inferotemporal cortex: the ventral stream

As processing is followed from PVC to IT, two interesting, and well-known,
trends can be observed: cells selectively respond to increasingly complex
stimuli, and exhibit progressively larger receptive fields (that is, they respond
to the presence of their preferred feature over wider retinal areas). By the
time processing reaches IT itself, cells exist that respond to the presence of
very specific shapes, and combinations of individual hues (Tanaka, 1995);
some cells even respond to what could loosely be termed as “objects,” such
as faces and hands (Perret, Oram, Harries, Bevan, Hietanen, Benson, and
Thomas, 1991). Responses in these cells can be elicited by the presence of
their favoured stimuli over large retinal areas, often covering more than half
of the retina, and almost always the entire fovea—the central, high-acuity
region of the retina (Tanaka, 1995; Milner and Goodale, 1995). Although there
is evidence for significant location sensitivity in IT neurons (op de Beeck and
Vogels, 2000; Schwarzlose, Swisher, Dang, and Kanwisher, 2008), it is not
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clear whether this is functionally important or perhaps an artifact of a hierarchical system of object classification (e.g. Riesenhuber and Poggio, 1999; Rolls
and Milward, 2000). For example, in such a system, units in all levels below
the upper-most “detector” layer would be expected to have receptive fields
of different sizes and positions. However, such spatial information could
also assist with the classification of compound objects, or as Schwarzlose et al.
(2008) point out, help with mitigating the challenges arising from so-called
binding problems (see Section 3.5.1).
The general characteristic of increasing spatial invariance is just one of a
number of ways that cells in IT can be viewed as being more robust in the
detection of their preferred stimuli. Additionally, there exist cells that exhibit
view invariance, meaning that they respond equally to a given object no
matter what angle it is viewed from (probably by pooling over a number of
view specific cells (Tanaka, 1995; Saleem and Tanaka, 1996; Riesenhuber and
Poggio, 1999)). Others still, show size invariance, in that they will respond
to their preferred stimulus when present at a number of different scales.
This system of representation seems to approach that of complex visual
feature combinations, or “conjunctions,” and object types introduced in
Section 1.2, and likely constitutes an early stage of the encoding of object
information into the sorts of representations that seem to be stored by objectfiles (see Section 2.5.2). Combined with the fact that IT itself projects to a
number of known memory areas (Milner and Goodale, 1995; Tanaka, 1995),
this led Milner and Goodale (1995) to suggest that this “what” pathway
would be better categorised as representation for “recognition.”

3.4.2

Towards posterior parietal cortex: the dorsal stream

In contrast to a relatively long history of fruitful investigation throughout the
ventral stream, the activity of cells in dorsal areas has only recently started to
become clear. Historically, whereas in PVC (and most of the ventral stream)
cell’s responses were able to be manipulated (and thus systematically investigated) in anaesthetised subjects, those in posterior parietal cortex remained
relatively resistant to such analysis, revealing little or no manipulable activity. It was not until the ability to record from awake, behaving animals was
developed that the function of dorsal stream areas began to be understood.
As was suspected by Ungerleider and Mishkin (1982), the emphasis in
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posterior parietal cortex does appear to have significance to spatial representation. Aside from the coding of stimulus locations in retinal coordinates,
neurons have been found whose responses to stimulus locations appear to be
modulated by the viewer’s gaze direction, thus defining their receptive fields
relative to head position and not a fixed retinal region. There are further
suggestions that there exist encodings of location in many other frames of
reference (Colby and Goldberg, 1999). In reaching tasks, for example, it
is believed that object locations are in part represented in shoulder- and
hand-centered systems. Another particularly interesting type of cell in the
dorsal stream seems to be for coordinating grasping acts (Iriki, Tanaka, and
Iwamura, 1996). Under usual conditions, as a monkey reaches for a target,
this type of cell begins to become active as the monkey’s hand increases its
proximity to a target (thus perhaps signalling the instruction “grasp now”).
It has been found that if the monkey is using a tool to, say, poke the target
instead, these same cells respond based not on hand-to-target proximity, but to
end-of-tool-to-target proximity. It seems likely that these cells are necessary
to support tool use in both human and nonhuman primates.
Other posterior parietal cortex areas respond to the presence of specific
instances of motion; for example rotation, and movement in depth. Some
cells are highly active in the presence of an increasingly growing central
stimulus (such as would occur when an object is approaching at a fast rate),
or a stimulus moving into the central region (perhaps for the guiding of a
reach towards a fixated target). Another form of motion-related encoding
is for movement in the periphery of the visual field, such as the type that
occurs when a viewer is moving head-on through its environment. The
availability of all of this information has obvious importance for interacting
with a dynamic world, such as tracking moving objects for catching, visually
guiding reaching, and even for adjusting speed of locomotion (Milner and
Goodale, 1995, p. 47–51).
Posterior parietal cortex areas receiving input that would have been referred to as “what” information by Ungerleider and Mishkin (1982) have
also been observed. Such cells appear to encode featural information about
stimuli such as orientation, and other related shape information. This information appears important for, for example, finger preshaping in reaching
and grasping actions (Milner and Goodale, 1995, p. 51–53).
Most areas in posterior parietal cortex itself project to premotor areas,
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suggesting an explicit link with the production of actions. In addition, reciprocal connections are observed throughout the dorsal stream with prefrontal
cortex (hereafter PFC), parts of which may have a role in cognition and the
control of attention; and with midbrain areas (including the LGN, superior
colliculus and pulvinar), which are themselves also connected with PFC (this
complex system of inter-connections is briefly discussed in Section 3.5.3).
Consequently Milner and Goodale (1995) have seen it fit to recategorise the
dorsal stream from representation of “where” things can be seen to representation for “action.”

3.5
3.5.1

Binding problems and attention in the brain
Binding problems

The decomposition of a visual scene, beginning with primitive feature maps
in PVC and culminating in the view, size, and spatially invariant “objectdetecting” cells in IT, provides a powerful and robust system for object
recognition. At the same time it implements an efficient solution to the vast
combinatorial problem caused by the myriad of views, sizes, and positions
that an object could appear at in a scene. There is a significant dilemma that
is created by this invariance however: visual environments usually contain
more than one object at a time. To elucidate this supposed problem, imagine
a scene consisting of three shapes: a red triangle; a green square; and a
blue circle. In a scenario where posterior parietal cortex and IT operated
independently, if the activity of cells in IT were measured, there would presumably be found cells indicating the presence of a triangle, cells indicating
the presence of a square, and cells indicating the presence of a circle, as well
as cells representing the fact that the retinal image contains occurrences of
red, green, and blue. In posterior parietal cortex there would be cells encoding the locations of the objects and other action related information, such as
possible motor programs for manipulating those shapes. Now suppose that
the colour of the triangle were to be identified. While the activation in IT
could be used to confirm the presence of the shapes and colours visible in the
scene, there would be no way to determine which colour belonged to which
shape. Equally there would be no way to select which motor program to execute if the triangle were to be grasped without somehow identifying which
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location contained the triangle—a recognition task requiring communication
of information from IT to posterior parietal cortex.
These quandaries are commonly known as binding problems; they have
been further distinguished from each other by Schneider (1995) as the interobject binding problem, and the intra-object binding problem respectively.
In broad terms they present the questions of which features in the scene
decomposition belong to which objects, and how an object of interest is
individuated for action given that information for determining its identity
and information that represents its location are physically separated in the
brain (i.e. in the ventral and dorsal streams respectively).
The inter- and intra-object binding problems provide one of the strongest
arguments for early selection models. With the neurological evidence in
mind, it seems that for accurate representation of any scene, and action towards desired objects to be possible, an early filter (that necessarily restricts
access to both the ventral and dorsal streams) would provide an ideal solution. Firstly, by applying the filter to a particular location (presumably
determined preattentively to be of interest), only information from that location is able to be represented in IT. This permits the level of certainty
required for the identification of an object at that location, thus solving the
inter-object binding problem. Secondly, by allowing the location of the filter
to be repeatedly shifted until the desired object is found, any action based
information represented in the dorsal stream can be safely used to execute
an action towards the final location, as the information can only have come
from the target (attended-to) object; thus the intra-object binding problem
can be solved.
The motivation for models of late selection has largely been that the
application of an early filter would necessarily eliminate any ability to divide
attention (such as seems possible in cases of parallel search). This apparent
problem with the above description can be avoided however, by noting that
(temporally) before attention has applied its filter, information from across
the entire retina has been allowed through to both the ventral and dorsal
streams. This information of course is subject to binding problems however,
so only certain types of reasoning can be performed. Such restrictions were
observed by Treisman and Schmidt (1982) in their studies of visual search.
When stimuli were presented to subjects for too short a time for attention to
be applied, on some occasions, conjunctions of features that were not present
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were reported. These so-called illusionary conjunctions demonstrate an
inability to solve the inter-object binding problem. In addition, even though
targets defined by a single feature could apparently be detected in parallel,
they could not always be located, seeming to demonstrate a failure in solving
the intra-object binding problem.

3.5.2

Attentional modulation

As has already been mentioned, for the most part observations of neural
activity in the geniculostriate pathway up to PVC, and those throughout
the ventral stream were carried out on anaesthetised animals; recall that
such probing of the dorsal stream revealed little useful activity. As attention
is a behaviour dependent mechanism, its effects are not seen under such
conditions even in the ventral stream. So, as for general activity in the
dorsal stream, only more recently have studies investigating the attentional
modulation of neural activity in either the ventral or dorsal streams been
possible. Compounding the issue is the fact that not all brain areas are
equal in their accessibility: it is easiest to record from large areas close to
the surface of the brain, but only recently have even the techniques been
developed to record from deeper, smaller structures (Ramacharan, Gnadt,
and Sherman, 2003). Even now technology is still one of the most limiting
factors. Fortunately knowledge about the problems that may be faced by
vision without attention (for example, the binding problems just presented),
allows researchers to have some idea about what might be found.
The first studies into attentional effects were in what are generally considered “higher-level” visual areas. In one such early study into the responses
of single cells in monkey’s extrastriate area V4, and IT, Moran and Desimone
(1985) found considerable modulation by the selection of an attentional target.
Two stimuli were placed within a cell’s receptive field, one being the cell’s
preferred stimulus, the other not. When the monkey covertly attended to the
ineffective stimulus, response to the effective stimulus was significantly attenuated. There was no observed response enhancement when the preferred
stimulus was attended to however. The attenuation effect was not observed
when the ineffective stimulus was located outside the cell’s receptive field
(that is, the cell continued to respond to the presence of its preferred stimulus,
as usual). When the same paradigm was used to investigate PVC, subjects
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were unable to perform the task, as receptive fields there were too small
to allow attentional selection to operate inside them (He, Cavanagh, and
Intriligator (1997) have demonstrated that attention can select only coarser regions than the size of receptive fields in PVC). Luck, Chelazzi, Hillyard, and
Desimone (1997) replicated most of these findings (although PVC remained
unsuccessfully studied).
In a set of experiments presented by Tootell, Hadjikhani, Hall, Marret,
Vanduffel, Vaughan, and Dale (1998), subjects were required to covertly
attend (i.e. while maintaining central fixation) to one of the four corners
of a display and count flashing bars there (there were flashing bars at the
other three corners also). Functional magnetic resonance imaging (hereafter fMRI) was used to record activity in both PVC and through a number of
extrastriate areas. For attention to each of the corners, activity was compared
with that from the cases of attention to the other three corners, and to a condition where subjects were required to maintain fixation and “passively view”
the entire display. Further to providing some most revealing illustrations of
the retinotopy of these different visual areas, some quite specific effects of
attention where found. In every area investigated (that is, from PVC, to a
great proportion of extrastriate areas), attention was seen to enhance activity
for areas that mapped onto the attended region and suppress responses in
areas that mapped onto ignored regions.
Given that spatial attentional modulation appears present in PVC, it
seems safe to assume that it is applied there or earlier. However PVC receives few reentrant connections (the opposite to what might be expected
if attention was to be first applied there), so one might expect to find evidence for attentional modulation in the LGN (located in the thalamus which
receives vast amounts of input from dorsal and prefrontal areas). An fMRI
study presented by O’Connor, Fukui, Pinsk, and Kastner (2002) demonstrated that attention to the left or right visual hemifield results in a pattern
of enhancement and suppression in the contralateral and ipsilateral LGN
respectively. However the resolution of the scanning technique used was too
low to detect any further detail (i.e. within LGNs themselves). More recently
McAlonan, Cavanaugh, and Wurtz (2008) have reported results of a singlecell recording study in which increased activity of LGN cells correlated with
attention to their receptive fields. As I describe in the following section, this
modulation might well be due to feedback connections from higher areas, in
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particular from areas in the dorsal stream and PFC.
Finally, in this section I have concentrated on selection by attention on
spatial grounds. However it is important to point out that there exists
plenty of evidence for the mechanisms through which attention my select by
stimulus features. For example, by increasing the sensitivity of cells tuned to
detect particular features belonging to a target stimulus. Some of this data
is reviewed in Treue (2001). Among other things, this kind of modulation
might have to do with the search and segmentation processes discussed in
Section 2.2.2.

3.5.3

The “dorsal-prefrontal loop”

In this final section, a complex system of connections involving midbrain
areas, PFC, and posterior parietal cortex is briefly considered. Due to a
number of reasons (including difficulty of investigation, and wide variation
in responses found there), this system—which I will refer to here as the
dorsal-prefrontal loop—is not yet very well understood. Consequently this
section will not go into great detail, but rather presents a short overview of
the areas involved, giving a rough picture of what seems to be emerging
from the research.
The main midbrain areas that I will cover here are the LGN, the superior colliculus and the pulvinar. The LGN has already been discussed in
Section 3.3.1, and its main involvement in the dorsal-prefrontal loop is as a
terminus (i.e. while it receives a significant number of projections from areas
within the dorsal-prefrontal loop, it contributes few). Its input originates in
both the superior colliculus and the pulvinar, and in many areas throughout
the dorsal stream. The superior colliculus receives direct retinal input, input
from almost all areas in the dorsal stream, and from some prefrontal areas.
It has traditionally been thought of as an effector system for oculomotor
control (that is, overt shifts in attention). Specifically it contains a number of
retinotopically organised layers where neurons have been seen to become
active in the moments before a saccade to their corresponding location (their
so-called motor field). There has also been a recent suggestion that the superior colliculus may have a role in covert shifts of attention (Ignashchenkova,
Dicke, Haarmeier, and Thier, 2004). While it has no significant efferent projections to cortical areas, it does provide significant input to the pulvinar
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and LGN. The pulvinar itself also receives direct retinal input, and projects
to a wide range of areas in the dorsal stream. These projections appear to
transmit largely oculomotor information, and combined with the fact that
superior colliculus deactivation appears to reduce representation of motion
information in the dorsal stream (Milner and Goodale, 1995, p. 37), it seems
that the pulvinar may relay superior colliculus activity to these areas.
PFC has been implicated in a wide range of mental capacities. In particular, it seems to be involved in a range of memory related tasks including
short-term memory for object locations, learning and retrieval of stimulusresponse rules, and long-term memory tasks (Duncan, 2001). It is well
connected with various areas in posterior parietal cortex (forming a number of so-called “parietofrontal modules” for processing of related action
information (Milner and Goodale, 1995, p. 55–56)), premotor areas, and the
aforementioned midbrain areas. The suggestion that PFC has a role in executive control is fairly well established (Miller, 2000; Miller and Cohen, 2001). A
prefrontal area of particular interest to attention is known as the frontal eye
field (hereafter FEF). The FEF is known to receive projections from a number
of visual areas including dorsal areas involved in visual pursuit, and ventral
areas representing various stimulus features (such as colour, orientation, and
motion). In addition, it is known to project to a number of other prefrontal
areas, and to the superior colliculus (see above). Evidence has been found for
a sort of activity that might constitute a representation of a saliency map (see
Section 2.2.1) in the FEF (Thompson, Bichot, and Schall, 2001). Neurons were
found there that responded to the presence of a stimulus in a feature independent way. That is, responses were primarily to saliency, or “conspicuity,”
rather than any particular feature. In addition however, when a particular
target was being sought, response to the location of the target was increased
(suggesting top-down input from prefrontal connections with memory areas).
Moreover, when retinotopic areas of FEF are directly electrically stimulated
with electrodes, two different kinds of effects have been found: weak stimulation can result in both increased sensitivity to stimuli in corresponding areas
of visual cortex, as well as increased likelihood of subsequent saccades to
those same regions (Moore and Armstrong, 2003); while stronger stimulation
can directly evoke saccades (Godoy, Lüders, Dinner, Morris, and Wyllie,
1990). This provides further evidence that activity in FEF is indicative of a
ranking and selecting of retinal regions for the initiation of both covert and
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overt attentional shifts.

3.6

Summary

In summary, neural processing of visual information is composed of a number of parallel subsystems. Although these systems are by no means fully
understood yet, they seem to operate along the following general lines:
• Retinal information is transmitted into the brain via the lateral geniculate nuclei (LGNs) to primary visual cortex (PVC), along the so-called
geniculostriate pathway.
• After PVC, two well-known processing streams proceed through a
series of extrastriate areas. One proceeds ventrally to inferotemporal
cortex (IT), and the other dorsally to posterior parietal cortex.
• The ventral stream has traditionally been labelled the “what” pathway,
and is thought to be principally concerned with hierarchically analysing
visual features in the scene in order to recognise the objects in it.
• The dorsal stream has traditionally been labelled the “where” pathway,
and is thought to be principally concerned with extracting spatial
information from the scene in order to act towards the objects in it.
• Both of these pathways are reciprocally connected with prefrontal
cortex (PFC), which itself also sends reentrant projections back to early
stages of the geniculostriate pathway.
• The PFC is thought to have many roles in higher-level cognition, but
its direct involvement in vision seems to have to do with the control of
attention.
• The affects of attention being directed towards an object is to bias
processing in both the “what” and “where” pathways, allowing it to be
recognised and acted towards respectively.
In the following chapter this general processing system will be assumed
when forming a neuro-computational model of object-reviewing effects.
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Chapter 4
A neuro-computational analysis of
object-reviewing results
In this chapter I present a neuro-computational analysis of the effects observed in the object-reviewing studies described in Sections 2.4 and 2.5.
It is an attempt to establish a fundamental computational framework for
understanding the results of such experiments.
Motivation for investigating the object-reviewing paradigm stems from
two key observations:
• The brain appears to not process fully all details of all visible stimuli at
a given time, but rather assigns priorities to them and inspects them
individually. The specific priorities assigned reflect both measures of
task-relevance and intrinsic “salience.” When possible, the selected
stimuli appear to correspond to “objects” in the world.
• A memory trace seems to persist for a limited number of individual
objects. This is revealed by object-specific priming effects when they
are repeatedly attended to. Specifically, when a recently attended-to
object is subsequently reattended to, any changes in its appearance are
reflected in response time to that object.
A particular view of the mechanisms behind these observations was initially
provided by Kahneman et al. (1992). Specifically it was conceived that cognition has available to it a limited set of symbolic episodic repositories, referred
to as object-files. These object-files were held to be assigned to stimuli in
the world to allow for, among other things, the integration of information
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gathered over multiple shifts of attention, and perception of change without
loss of perceptual coherence. It was also held that they are a fundamental
unit of attentional selection, leading directly to our concepts of object-hood,
and to observed object-based effects on perception (see Section 2.2.1). The
time-courses observed in object-reviewing experiments were explained as
being due to the ease or otherwise of integrating any apparent changes in
reattended-to objects: no change, or easily explained change, is integrated
easily; unusual or unexpected change is necessarily more difficult to resolve.
The object-file model has proven a useful and highly popular framework
within which object-based cognition can be understood. Over the years it has
been invoked in explanations for all kinds of seemingly object-based phenomena, from debates about early- vs.late selection (Kahneman and Treisman,
1984), to preattentive feature aggregation (Wolfe and Bennett, 1997), infant
object concepts Carey and Xu (2001), and of course in explanations of the
object-reviewing paradigm itself (Kahneman et al., 1992; Henderson and
Anes, 1994; Henderson, 1994; Gordon and Irwin, 1996, 2000; Mitroff et al.,
2004, 2007).
To my knowledge however, there is little in the way of existing literature
concerning the specific neuro-computational basis of the object-file model,
or indeed that of the object-reviewing paradigm either. My investigations
in this topic began by wondering what this basis might be. However objectfiles are an abstract symbolic description of object-based representation, and
while they define a number of required operations, these too are stated in
broad symbolic terms. In attempting to model such a description neurally,
it is easy to fall into a trap of simply providing a direct translation of that
description to an equally “symbolic” artificial neural network. While such
a model might demonstrate that the description can be implemented in a
neural context, it is not necessarily so informative about how the brain might
actually achieve it. In addition, much subsequent research has expanded the
range of data available to inform such a level of understanding. Thus rather
than simply trying to explain the object-file model neurally, I will prefer
to focus on what the data might tell us about perception, and speculate on
why evolution developed such mechanisms in the first place. In this sense,
definitions of things such as “token identity” and “object-files” are viewed
as potentially distracting. In the end the brain must settle on an imperfect
abstraction of these symbolic concepts; or perhaps not “imperfect” but “good
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enough.” To this end I try to start from the perspective of computational first
principles, and motivate my conclusion based on the data, combined with
knowledge about neural processes in vision, attention, and memory. The fact
that I start from such a position makes for a somewhat extended discussion,
however I believe that this approach was both necessary and has proved
relatively fruitful. A number of interesting questions and specific avenues
for further investigation are the result, two of which I pick up on personally,
and present in the chapters following.
In the next section I present a rough outline of the problem to be solved
and establish a structure for investigating it. Following that, Sections 4.2, 4.3,
and 4.4 discuss three main aspects of that structure. Finally this chapter is
summarised in Section 4.5.

4.1

Assumptions and general outline

I will begin with the assumption that the principal effect of directing attention
to an object is to invoke a representation of that object in the brain (a pattern
of neural responses), or at least cause it to dominate in certain areas (see
Section 3.5). Upon initial attention to an object, this representation reflects
the wiring of the visual pathways summarised in Section 3.4 (the “what”
and “where” pathways, and everything in between). I will also assume that
some period of time is taken for this representation to stabilise in order for
downstream cognitive processes to make appropriate use of it (possibly involving different amounts of time for different aspects of the representation).
In this way differential response times to attended stimuli are allowed for.
The results of the object-reviewing paradigm tell us that something happens in the brain, such that upon subsequent attention to an individual the
time taken for its representation to stabilise depends on its consistency during the intervening period. Traditional accounts of priming effects are based
on increased sensitivity of areas involved in representing recently perceived
stimuli. If the effects observed in object-reviewing experiments were to be
accounted for in a similar way, they would suggest a modulation of this
increased sensitivity, based on the token of the reattended-to object. This
modulation might be likened to the retrieval of some kind of “expectation”
about the object. This expectation might be summarised most simply as
stating that certain aspects of that object’s representation will remain the
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same the next time that it is observed (or at least that certain “invariants” will
not be broken). The net result is that if the object fails to meet this expectation,
the time taken for its representation to stabilise increases.
From a computational perspective this process would seem to imply the
following basic capabilities:
• An ability to store an expectation about an attended-to object, in a way
that allows it to persist after the object loses the attentional focus. The
term “store” here is meant in a functional sense of “setting up an objectspecific trace” of that expectation, in particular it is not intended to
imply any specific implementation at this stage.
• An ability to retrieve the stored expectation about a specific object when
it is reattended to. Similarly to “store” above, the word “retrieve” is
simply meant in the sense of “reinvoking a stored trace.”
• An ability to resolve the retrieved expectation about an attended-to
object against its current state. This must include a willingness to
abandon the retrieved expectation in the face of contrary evidence.
• An ability to update the stored expectation based on the result of the
resolution process. In this way, the next time the object is attended to,
the retrieved expectation will represent the state of the object as it was
most recently seen.
The language of the first two points here was chosen deliberately to emphasise the “mapping” nature of this task. In particular, in order for storage and
retrieval to be object-specific, some kind of “key” must be derived from the
attended-to object’s representation1 . This key should be unique to that object,
within a particular period of time. If a key were shared between multiple objects simultaneously, then attention to one of them could incorrectly retrieve
the expectation for another. An object’s key should also not change between
attentional shifts towards it, or at least any changes should be tracked. If
an untracked change in key did occur, then in a best case scenario, upon
1 This

“key” is obviously related to the idea of an object’s token in the world. However I
wish to motivate its characteristics independently here, in terms of computational requirements, and try to reason about which aspects of an object’s representation might best match
them.
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reattention to the object the newly derived key would simply find no expectation associated with it. In the worst case, as for a shared key, the new key
might retrieve the expectation for a different object. Tracking changes in a
key between attentional shifts would allow for the mapping for an object to
be incrementally updated, and thus the correct expectation retrieved upon
reattention to it. The implications of these constraints on the aspects of an
object’s representation that can reasonably contribute to its key are discussed
further in Section 4.2.
A second aspect of the above points has to do with the nature of the
stored expectation. In the computational mapping analogy, the expectation
corresponds to the idea of a mapped-to “value.” Like the keys, these values
must be derived from the neural representation invoked by the attended-to
object. Unlike for the keys however, there are few if any computational
constraints on what this part of the representation should be. They certainly
need not be unique, and the idea of a value “changing” has no bearing
in terms of the functioning of the mapping itself. Rather the effect of a
change in value (i.e. the bottom-up visual pathways produce a different
result, compared to what is retrieved from the mapping) depends on the use
of that value after it has been retrieved. This point is discussed further in
Section 4.3.
A final aspect of the above regards the neural mechanisms by which the
key and the value interact (i.e. what is the implementation of the mapping?).
To return to the original statement of the problem, I suggested that objectreviewing results told us that the perception of an object is somehow different
when it is reattended to than when it is first attended to. It is somewhat difficult to explain this kind of effect in terms of the two “standard” processing
streams alone (i.e. the “what” and “where” pathways). Specifically the spatial
abstraction that occurs in the “what” pathway makes it hard to see how even
a location-specific, let alone object-specific trace could exist there; conversely,
in the “where” pathway most featural information is abandoned. Rather,
the results of the object-reviewing paradigm seem to provide evidence for
binding of information from both the “what” and “where” pathways into
a single semi-persistent representation. Given this, I would hypothesise
that in addition to these two well-known visual pathways that are active
when an object is attended to, there exists an additional pathway, somehow
connecting the two, that is initialised when an object is first attended to,
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and is reactivated when the same object is reattended to. Anatomically, this
third pathway might be well placed in prefrontal cortex (PFC), which is
known to receive input from both of the standard pathways, is implicated
in working-memory for object locations, and is quite probably involved in
attentional control. Under this model, initial attention to an object would
cause some aspect of its representation (i.e. its “key”) to become neurally
associated (perhaps in PFC) with some other parts of its representation (i.e.
the “value”). Subsequently, through that preexisting association, activation
of the key would directly stimulate the value. Thus it is the interaction of
the value stimulated by the additional pathway, with that stimulated by
the “standard” pathways that causes object-specific effects. In Section 4.4, I
speculate on the nature of this additional pathway that links these keys with
their values.

4.2

The key in the object-file mapping

As has already been described, a mapping of the sort implied by objectreviewing research requires the derivation, from the representation invoked
by an attended-to object, of a unique and unchanging (or trackable) key. This
function is roughly equivalent to the correspondence operation of Kahneman
et al. (1992) which, they state, “determines, for each object in the terminal
display, whether it is ‘new’ or whether it is an object recently perceived” (p.
179). Strictly speaking, in order to reproduce the time-courses observed in
the object-reviewing paradigm, it is only necessary to determine the status
of the current focus of attention as new or recently perceived, rather than for
all of them. However, as will be explained in the following, in a changing
environment, typically with a unitary locus of attention, it is perhaps difficult
to imagine that some of this process does not happen extra-attentively2 ,
across the scene.
In asking which aspects of an object’s representation might be able to
serve as a key in its object-file mapping, I will concentrate to two main kinds
of information. These correspond principally to the two major dorsal and
ventral visual pathways, representing (broadly) spatial information about the
2I

use the term extra-attentively here to emphasise that this is parallel “maintenance”
of previously attended to representations, now outside the locus of attention, rather than
preattentive processing whose purpose is mainly to help facilitate subsequent attentional
shifts to stimuli.
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object and information about its visual features respectively3 . In considering
this question, I will ask which of these kinds of information could reasonably serve as the keys in an object-file mapping, based on computational
requirements alone (uniqueness and constancy/trackability).

4.2.1

Uniqueness

In terms of uniqueness, spatial information would appear to be at an advantage. It is unlikely, if not altogether impossible for two objects to occupy
the same place at the same time (at least not in a three-dimensional representation of space). Conversely it is common for objects to share featural
properties, and indeed to be for all intents and purposes identical. There
is perhaps an argument to be made for the potential of non-shared featural
properties acting as part of the key, however there are probably restrictions
on their use. Firstly, which featural aspects will be valid in this way is likely
very episode specific, and might be difficult to predict in advance. Consider
the case in which “red-triangle” is used as a key for an object at one point in
time. If at some later point a second red triangle appeared, then either the
initial object-file would have to be abandoned, or both would access the same
object-file, and thus might be somehow perceived as the same object. All the
while there is probably perfectly good spatial information that could distinguish the objects more reliably, that is being ignored. However one might
imagine cases where featural information could be used if spatiotemporal
information is ambiguous, or for some reason unavailable.
There is in fact an experiment described in Kahneman et al. (1992), in
which the authors appear to come very close to testing this assertion themselves. In their Study 6 (p. 203–207), they describe a case in which two letters,
each a different colour, were previewed in boxes above and below fixation.
After the disappearance of the preview letters, the linking period consisted of
a second pair of target boxes appearing at either side of fixation, followed by
the disappearance of the first pair of boxes 87ms later (i.e. the preview boxes
and the target boxes were visible together for the 87ms period). Another 87ms
later, a target letter, the same colour as one of the preview letters, appeared
in one of the target boxes. The target letter could either match (by letter
3 Perhaps

suffice.

an over-simplification of their purpose, but for the present discussion it will
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name) one of the preview letters or not. If it did match, then it could have
been in the same colour as that letter when previewed (same-object) or the
colour of the other letter (different-object). If it matched neither preview
letter, then this was equivalent to a regular no-match condition. The idea
was that rather than boxes providing the perceptual link between the target
and one of the preview letters, that this link might be provided by colour.
While no object-specific preview advantage (OSPA) was found in this case,
this doesn’t seem particularly surprising. Under the object-file model itself,
the fact that both the preview and target boxes were present on the display
together (albeit for only a very short period) should have set up separate
object-files for the target boxes. Thus before colour even had a chance to
induce a perceptual link, spatiotemporal factors had already determined
that no such link could exist. Rather than testing the use of “colour as a
possible basis for selective retrieval” then, they seem to have been tested the
retrospective trumping of colour over a spatiotemporal basis, something akin
to rewriting history. The temporal box overlap was intended to prevent apparent motion from linking the target boxes to the preview boxes on purely
spatiotemporal grounds, and thus was presumably meant to allow colour
to do so. However, as I have argued here, it might very well have had the
opposite effect.
Fortunately, it seems that a simple modification of the procedure might
suffice to rectify this problem. Specifically, the preview boxes could disappear
at the same time as the appearance of the target boxes (or perhaps even
slightly before), with the target letter appearing immediately also4 . Of course
it is possible that apparent motion might cause a link to be made between
the target and preview boxes, but the actual basis for this should be random,
due to symmetry in the display: the existence of either target box could be
equally attributed to either preview box. If an OSPA is observed, it can only
have reasonably been brought about by the assignment of the link by colour.
It is precisely this kind of situation, in which ambiguous spatiotemporal
information prevents a perceptual link from being established with certainty,
that the use of non-ambiguous featural information might be able to assist.
In this case the brain might be seen as viewing this solution as preferable to
assuming that an object has simply sprung into existence, out of nothing.
4 Indeed

a version of this experiment without boxes and only coloured letters seems
more than possible.
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4.2.2

Constancy

The second computational constraint is that keys either remain constant
between attentional shifts, or changes be tracked extra-attentively so that
the mapping can be updated accordingly. Firstly then, it is obvious that on
a real world object, both spatial and featural properties can freely change.
Importantly, it appears that the extra-attentional representation of objects
is somewhat limited (e.g. in multiple object tracking (MOT) experiments,
see Section 2.3.2). In particular, while changes in certain spatial properties
appear able to be tracked in parallel, outside the focus of attention, changes
in visual features often go unnoticed. Thus, under circumstances in which
an observer is primarily engaged in focal attention (a natural state in normal
scene exploration, and presumably not prevented or discouraged in objectreviewing experiments), only changes involving spatial information could
be plausibly tracked.
Empirical data would appear to confirm the ability to track changes in
spatial information: moving objects are still seen to exhibit object-specific
effects. However, once again the assertion about the tracking of smooth
changes in visual features would not seem to have been tested in the context
of object-reviewing experiments. In particular, changes in visual features
have typically been of an abrupt variety (a letter ‘a’ disappearing and being
replaced, discontinuously, by a ‘b’), comparable, in spatiotemporal terms, to
an object jumping from one location to another. Perhaps an experiment in
which stimuli, rather than disappearing in the linking period, either stayed
the same or morphed into other stimuli would shed light on the ability to track
and update featural information. If no object-specific effects are observed,
this would suggest that featural information has been successfully tracked.
Of course such an experiment might be open to claims that responses could
be prepared during the linking period. This being the case, I will leave this
speculation for now, and note it as a possibility only.

4.2.3

Conclusions about object-file keys

In conclusion, there does seem to be a general supremacy of spatial information over featural information in providing a key for the object-file mapping.
It is both unlikely to be shared between multiple objects, and more likely to
be able to be tracked while attention is diverted elsewhere. This position is
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also in line with the view of Kahneman et al. (1992), that “perception appears
to define objects more by their spatiotemporal constraints than by their sensory properties” (p. 177). There does however still seems to be a case for
the use of non-changed (or perhaps even tracked) featural information, as a
disambiguator of last resort. This might be the case if perception, whenever
possible, prefers to assume that objects don’t simply “come into being” before
its eyes.

4.3

The value in the object-file mapping

The second aspect of the mapping function described Section 4.1 is the
nature of that which is mapped to. As was mentioned there, unlike for the
key, there are few computational constraints imposed on the nature of values
in a mapping data-structure. Rather their nature is defined externally, by
the process that uses the mapping. Not wishing to assume a priori what
this use might be, pointers to this must come indirectly from empirical
data; in particular from observing which circumstances seem to imply an
inappropriateness of the retrieved value for perceptual processes that use it.
Specifically, cases in which perception is differentially affected by changes
in an object’s properties since its value was previously derived. To put this
more plainly, if there is a difference in response time after changes in certain
properties, compared to when those properties don’t change (i.e. there is an
OSPA), this tells us that processing of those properties are somehow affected
by the stored value. Conversely, if no such difference is found, then the stored
value likely abstracts over those properties (or at least its use is indifferent to
them).
I have already speculated that the results of object-reviewing experiments
suggest that retrieving this value might involve the concurrent arrival of
an expectation about the reattended-to object with the bottom-up representation delivered by the standard visual pathways, the former modulating
the processing of latter. In particular, the data shows that responses are
faster in conditions where that bottom-up information is seen to meet that
expectation, compared to when it is not. In the remainder of this section I
will try to determine what these expectations might consist of, how their use
might affect perception, and indeed why they might be necessary in the first
place.
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4.3.1

Contents and effects on perception

Invariance and visual types
I would like to begin this discussion by proposing a general principle that
might have guided the evolution of the processes that build and store these
expectations. While it is clear at the outset that there are alternative pressures
that might have come to bear, in particular if they are used for different
purposes than those that I favour in my conclusions, I think that the data
supports the view that I develop here.
Real-world objects are regularly viewed from different perspectives, and
at different locations and retinal sizes. Some can further change their internal
configuration (hands up, standing on one foot, door open), compounding
the number of variations possible for them to present5 . Moreover, changes in
these properties often occur quite independently of any external observer.
Thus, solely in terms of predictability, it would seem to make little sense
to form any expectation about these aspects of an object. However, while
all objects can be viewed at all retinal sizes and locations6 , a given object
typically has only a limited range of views: a brick, no matter from which
angle it is observed, will never look like a lemon; and moreover, under
normal circumstances, neither will ever turn into the other. To phrase this
slightly differently, an object’s range of possible views (which can also simply
be seen as specific combinations of visual features) defines something that
I’ll refer to as its visual type, and it is typically fixed for a particular object
relative its location, size, or whichever view it presents at any particular
time. This concept has obvious links to the more general sense of object
types discussed throughout earlier parts of this thesis (e.g. see Section 1.2).
However I will use the term “visual type” throughout the rest of this thesis
in the specific sense of a label for a collection of views seen on a particular
type of object.
The sort of view-invariance embodied by an object’s visual type maximises predictability, and would therefore seem to be a good candidate for
what to include in an expectation about an object. Other “invariant” properties of objects often follow from their visual type (perhaps combined with
5 For

convenience I will assume that such configurational changes simply expand the
range of views that an object can present.
6 I also assume that both location and size invariance are taken account of by the hierarchical system of processing prevalent in the “what” pathway.
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their current “mode,” such as “sleeping”). These properties are the sorts of
things that I described in Section 1.2, and might include affordances, conceptual qualities, and common behaviours. An object being classified as a chair,
for example, might entail a “sitting” affordance (although possibly negated
if the chair is in a “broken” mode). The letters ‘A’ and ‘B’ are both letters,
capital ones to be precise, and members of the conceptual groups of vowels
and consonants respectively. A fish tends to swim away if I try to touch it,
making it tricky to catch that way.
Storing visual types and other invariant properties
So a useful strategy in forming an expectation about an object might be to
consider only aspects that are deemed to be invariant in the current context.
Experimental results fit well with these ideas (or indeed helped shape them).
It is clear that if an object’s visual type changes (e.g. ‘A’ → ‘B’) the expectation
fails to be met, and increased response latency is observed (Kahneman et al.,
1992). Although Henderson (1994) found that a change in letter case (and
thus presumably visual type) does not result in a failed expectation, this
could be explained by the fact that with respect to a verbal report task they
have not changed: they both have the same “aaye” verbal code. Another
similar example of shared properties that are invariant to the task, is that
of the word/picture studies of Gordon and Irwin (2000). While neither has
anything like the same visual type (and many other differences), both the
word “fish” and a picture of a fish again have a common verbal code.
One interpretation of these phenomena is that the properties stored in
an expectation are modulated by the current task (Henderson, 1994; Gordon
and Irwin, 2000; Mitroff et al., 2007). Thus in a verbal report task, perhaps
the verbal code is stored; or in a case-insensitive, match/no-match task, just
a letter “a” concept, say. Reattention to an object that invokes the same
properties as stored in the expectation would cause no conflict for cognition.
Alternatively if information in the retrieved expectation conflicts with the
properties of the current object, downstream processes would not be able to
proceed until the conflict is resolved.
An alternative account however, might be that all of an object’s invariant properties are stored, and downstream cognitive processes alone are
modulated by the task. For example, in a verbal report task, despite all of
an object’s invariant properties being stored, only its verbal code needs to
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actually be read. Consequently even if two objects have different visual types
(and various other property differences), but their verbal codes are the same,
then the verbal report task will be unaffected. In fact, this possibility might
even be preferred as more parsimonious, in that it would only require task
modulation at higher levels, closer to where the task itself is likely to be
represented anyway, and not at the lower perceptual level of the expectation.
Some object-reviewing experiments that bear on this question were presented in Gordon and Irwin (1996, 2000). The main conclusions of these
studies were described in Section 2.5.2, but they are covered in a little more
detail here. In these studies, subjects previewed both word (Gordon and
Irwin, 1996) and picture stimuli (Gordon and Irwin, 2000), appearing in
two boxes, and were required to make word/non-word discriminations to
letter strings appearing in one of those same boxes later. In both studies,
subjects were fastest to respond (in the affirmative) to a word if it matched
the stimulus that was previewed in the same object (i.e. was either the same
word, or described the object depicted), and still faster if it matched the
stimulus previewed in the other object than if it did not match a previewed
stimulus at all (i.e. the normal pattern of object-reviewing results). Gordon
and Irwin (2000) interpreted these results as suggesting that object-files do
not store information pertaining to the preparation of a response (in this task
no response can be prepared until the target string is presented), but rather
identity information about the object itself.
This empirically derived conclusion, is effectively the same that I argued
above for storing a representation of all of an object’s invariant properties,
as opposed to the adapting of stored information to the task. As relates to
the word/non-word task, there is no specific need to store any expectations
about the previewed stimuli, because the previewed states of the objects bear
no relevance to the result. However the fact that there are object-specific
effects observed, suggests that some expectation is formed nonetheless.
A more concrete model
As I discussed in Section 3.4.1 there are well-known neurons in inferotemporal cortex (IT), at the end of the “what” pathway, that seem to respond to
the presence of specific kinds objects in a location, size, and view-invariant
fashion. Thus, in the present context, these could perhaps be labelled “visual
type detectors.” In addition, the other invariant properties of objects that
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Semantic memory
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("what" pathway)

Visual types

Semantic properties

Figure 4.1 A simple model of semantic memory conceived to connect the
ends of sensory channels (only visual input drawn) to an association area,
representing semantic relations. In this restricted diagram, these are expressed
as associations between view-invariant visual types and entailed semantic
properties.

I’ve been discussing correspond broadly to the kind of associative information generally thought to be stored in long-term semantic memory (hence
sometimes the term semantic property will be used). For the remainder of
this discussion I will assume a simple model of semantic memory similar to
that shown in Figure 4.1. This diagram shows a set of “visual type” units7 ,
depicted in a localist fashion, each connected to provide input to a further
set of localist “semantic property” units with which it is associated. The set
of semantic properties associated with a single visual type can be seen as
forming a distributed semantic representation, which I will refer to as that
visual type’s semantic assembly. Semantic properties shared between two
visual types (such as a verbal code, or a category membership indicator, for
example) are manifest as overlapping parts of their semantic assemblies.
A more complete model of semantic memory would likely involve input
from multiple sensory channels, and develop its patterns of activity and
associations based on temporally co-occurring stimuli. However, proposing
a specific set of learning processes for this sort of network is beyond the
scope of this thesis.
An account of the OSPAs observed in the object-reviewing paradigm is as
7 The

term “unit” is used throughout this discussion to refer to an atomic element of
conceptual representation. Whether these “units” map directly to single neurons, or localised
groups of neurons in the brain (or even multiple neurons distributed across different areas)
is not specified.
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follows. Attention to an object activates its visual type “bottom-up” (i.e. by
the standard visual pathways). This is assumed to then activate its semantic
assembly, allowing cognition to read any information needed to perform the
current task. The expectation that is subsequently stored (see Section 4.4)
about that object might amount to this active semantic assembly (but see
also below). Upon reattention to the object, its visual type is again activated
bottom-up, but this time, the semantic assembly stored in its expectation is
stimulated also (again, see Section 4.4). In a case where the object’s bottomup visual type is the same as when it was previously attended to (i.e. when
the retrieved expectation was originally formed), all the reinvoked semantic
properties in the expectation will agree with those stimulated by the bottomup visual type. This corresponds to the same-object (SO) conditions in the
original Kahneman et al. (1992) experiments, and the recorded response times
can be said to include a congruent reviewing effect (see Section 2.4.3). However if the bottom-up visual type has changed somehow, there may be some
properties stimulated by the retrieved expectation that conflict with those
associated with the new visual type. Some of these conflicting properties
will have no relevance to the current task, and some tasks might happen to
only depend on non-conflicting properties between the two objects. Thus
the conflict would not further impact cognition and a congruent reviewing
effect might occur. This is what I argue happens in the SO conditions in
the case-change experiments of Henderson (1994) and the picture/word
studies of Gordon and Irwin (2000). However others might conflict in a
way that causes downstream cognition to have to wait for that conflict to be
resolved—an incongruent reviewing effect (see Section 2.4.3). For example,
if multiple verbal codes are stimulated in a verbal report task, perhaps no
response could be made until only a single verbal code resolves. This is held
to occur in both the different-object (DO) and no-match (NM) conditions in
all reported object-reviewing experiments. Finally, like others, I think that
the nonspecific preview effect (NSPE)—the commonly observed difference
between the response times in DO and NM conditions—can be explained by
the effects of general priming in semantic memory.
A point that may be clear from this prescription is the near equivalence of
storing the whole of an object’s semantic assembly, and storing only its visual
type. In particular, a visual type alone should be capable of reactivating the
same semantic assembly that would be stored in a full trace (perhaps at the
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Figure 4.2 Agreement between a bottom-up visual type and an expectation.
Semantic properties associated with the active visual type are stimulated as
normal.

Semantic memory

Bottom−up

Expectation

Visual types

Semantic properties

Figure 4.3 Conflict between a bottom-up visual type and an expectation. The
semantic assemblies of both visual types are stimulated. The shared property
is activated as normal, but the others must wait for a single visual type to be
resolved.
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Figure 4.4 Connected semantic assemblies via a shared property. Activity
can spread from the semantic assembly for “cheese” to that for “bread” (and
vice versa) via the shared “is-a-food” property.

cost of a small temporal delay due to any extra synaptic traversal(s) required),
and moreover parsimony may further favour this account. Specifically, the
whole of semantic memory is presumably very much larger than just the set
of visual types provided by visual system, and thus in whichever way the expectation is actually stored (see Section 4.4), limiting its scope surely reduces
architectural complexity. This principle is illustrated in Figures 4.2 and 4.3 for
agreeing and conflicting expectations respectively. In these diagrams, both
the output of the bottom-up “what” pathway and the expectation attempt
to stimulate specific visual types. When they agree, any cognitive processes
reading from semantic memory may operate as usual. In a case of conflict
however, there is assumed to be some kind of resolution process between
the visual types (e.g. winner-take-all) which temporarily muddies semantic
memory activity in areas of disagreement. Crucially, processes depending
only on semantic properties shared by the bottom-up and expected visual
types (i.e. overlapping parts of their semantic assemblies) may again operate
as per usual. However any processes requiring information that is in dispute
must wait for a single visual type (and thus its semantic assembly) to be
resolved.

Possible semantic effects
In the account that I describe here, congruent reviewing effects for objects
having different visual types were explained by the fact that they had their
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task-relevant semantic properties in common. That is, a picture of a fish and
the word “fish” share a common verbal code, and thus a the “same” with
respect to a verbal-report task. As was described in Section 2.1, semantic
priming studies have suggested that associations exist between memory
representations (what I’ve referred to as semantic assemblies) for similar
kinds of objects. This is generally thought to explain the fact that perception
of one stimulus (such as a slice of bread) can lead to faster-than-normal
subsequent perception of related stimuli (such as a slice of cheese). Under
the model of semantic memory that I have appealed to in this discussion this
could be accounted for by associations within semantic assemblies, and thus
between assemblies via shared properties. In Figure 4.4 for example, activity
in the “cheese” assembly can spread via the shared “is a food” property, to
the “bread” assembly, leading to the aforementioned sorts effects.
If this is the case, then under my account, there seem to be at least two
kinds of semantic relations that might be expected to have an impact on
object-reviewing results. The first of these is actually just a natural consequence of my account of congruent reviewing effects in terms of overlapping
semantic assemblies. Specifically if a task depends on some specific semantic
property (such as “is a food”), then the visual types for two different stimuli
that share that property (such as bread and cheese) will both stimulate that
property, including if one is retrieved from an expectation and the other is
invoked bottom-up (i.e. after a slice of bread turns into a slice of cheese). I
will call this kind of relation “first-order,” and say that two stimuli are semantically related in the first-order on all properties that they share. Alternatively,
for any pair of stimuli having different, but overlapping semantic assemblies, their non-shared properties can still be thought of as being “connected;”
specifically via any shared properties themselves. In Figure 4.4, the verbal
codes for “bread” and “cheese” are connected in this way via “is-a-food.” I
will say that two stimuli are semantically related in the second-order for such
non-shared, but nonetheless connected properties.
With respect to my account of object-reviewing results by overlapping
semantic assemblies, the existence of congruent reviewing effects for stimuli
having properties related in first-order, seems to almost be a necessary condition: such effects were the basis the explanation of how a picture can set
up an OSPA for a word having the same verbal codes. Second-order effects
on the other hand might only come about if the spread of activity between
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semantic assemblies is fast enough as to register on time-scale of the OSPA
(10ms–40ms).
In fact, another set of studies presented in Gordon and Irwin (1996) tested
for just this kind of object-specific semantic priming. Interestingly they found
no evidence for such effects at all. In light of my claims above, this would
seem to present some problems for the account that I have developed here.
However as I will explain shortly, I think that the experiments of Gordon and
Irwin (1996) only examined properties related in the second-order, meaning
that first-order relations remain to be investigated.
In Gordon and Irwin (1996) all preview stimuli were words, and three
particular kinds of semantic relationships were investigated: words describing similar objects (e.g. “doctor” → “nurse”); synonyms (“prison” →
“jail”); and words describing objects and categories to which they belong
(e.g. “iron” → “metal”). The first two sorts of relationship were tested using
a word/non-word discrimination task, and the object-reviewing condition
was determined by which of the preview words the target was related to:
the one in the same object, the other object, or neither. For the category
membership case, the task was to indicate whether either previewed word
described an object that belonged to that category or not. In none of these
cases were object-specific effects found. It isn’t entirely obvious how the
lexical decision task (used for the first two type of relationship) is performed,
but a reasonable suggestion might be to check that the target stimulus activates a known verbal code8 . As I described above, two objects are related at
best in the second-order on their (non-identical) verbal codes (I say “at best”
because they need not be related at all if there are no other properties that
they share). This should be the same in both the case of the similar-object
relation and the synonym relation. Thus the results of Gordon and Irwin
(1996) would indeed appear to rule out the existence of OSPAs based on
second-order semantic relations, possibly as I speculated above, due to the
time taken for activity to spread in semantic memory. Showing how the
category membership task also did not examine first-order semantic relation
8 An

alternative would be to assert that some “is a word” property is accessed. However
evidence from other studies presented in Gordon and Irwin (1996) suggests that this is not
the case. Specifically when subjects previewed words and later performed a similar lexical
decision task, they were faster to respond in the affirmative when the target word was the
same as the preview word appearing in the same object. If an explicit “is a word” property
was used to solve this task, it should have been primed by both preview stimuli (because
they were both words), and thus no differential effect should have been found.
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is perhaps less obvious than for the other two, particularly because category
membership is a prime example of a first-order semantic relation as described
earlier. However on closer inspection two things become apparent. Firstly,
the categories in question are not shared in the same sense that “is a food”
is shared by cheese and bread. Here rather, in an SO condition, while the
preview stimulus would be a word describing an exemplar of the category,
the target stimulus would be a word describing the category itself. It doesn’t
seem clear to me that the representation of category membership and the of
category itself are the same thing9 . That is, while “iron” might have a link to
some “is a metal” property, this might not be the same as linking to the “is
metal” property. Secondly however, even if the previous point turns out to
be irrelevant, there is an argument that the lack of effect here has to do more
with the task. In particular, it would be one thing to have a fixed category
membership task across all trials, such as “is a metal or not.” Solving this
task might then be a case of checking to see if an “is a metal” property is
active or not, meaning that this property being directly shared by say, “iron”
and “gold,” might yield an object-specific effect. However in Gordon and
Irwin (1996), the task involved first identifying a target category, and then
checking for membership of either of the preview words. Under the account
developed here, the point in this process where any congruent reviewing
effect would come to bear is in the identification of the category word, and
not in the membership decision.
What I have tried to emphasise here is that if object-specific semantic
effects are to be found, I think that it is important to have both semantically related stimuli, and a task that directly depends on only their shared semantics.
That is a task concerning only properties on which the stimuli are related in
the first-order. This is what I feel that the Gordon and Irwin (1996) failed to
achieve: while a pair synonyms are undoubtedly semantically related, their
verbal codes are only related on the second-order.
This relates back to a side comment that I made at the beginning of
Section 4.3, in which I suggested that finding no differential effect of a
certain property change suggests that the stored expectation abstracts over
that change, or that perception is indifferent to it. In particular this account
9I

will further ignore the possibility that the fact that the stimuli were words describing
objects and categories, and thus may not actually have the same kind of semantic representation as the objects and categories themselves. Contending this however might allow the
experiment to be questioned even more easily.
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demonstrates a way that perception can be indifferent to a property change,
without the expectation itself needing to adapt its level of abstraction, but
can in fact can remain relatively “low-level.”

4.3.2

The purpose of object-files

In the previous section, based on computational reasoning and empirical
evidence, I proposed a number of concrete elements of object-file representation. Firstly, that the expectations stored upon attention to an object broadly
amount to a representation of the invariant properties of that object. Further
to this, I have argued that this can be achieved simply by storing a representation of that object which is invariant to its location, size, and different views,
but no more abstract than that. This was referred to as the object’s “visual
type.” It is held that this representation is in turn able to invoke various other
invariant properties of that object, represented in semantic memory. Finally I
argued that downstream cognition operates by consulting semantic memory
activity, and in particular only the parts relevant to the current behavioural
task. In this way, a change in an object’s visual type affects perception only
to a degree that it implies changes in other properties that are relevant to that
task.
An obvious question in all of this is what role might these mechanisms
fulfil? There are in fact two parts to this question. Firstly, why are expectations formed at all? And secondly, why do they appear to be applied to the
middle of the pathway for object perception? From the simple perspective of
identifying the attended-to object, and using that identity and its semantic associations to guide behaviour, this seems entirely unnecessary: indeed, upon
initial attention to an object no expectation either exists or is injected, yet
actual perception of that object does not appear particularly impoverished. I
will try to provide some answers to these questions in the current section.
Perceptual speed-up
The simplest answer, might be that it is so that reperception of previously
attended-to objects can be sped up. Under my model of dual visual type
stimulation (“dual” in the sense that one input comes bottom-up from the
standard visual pathways, and another from an expectation system), it seems
possible that the time for the visual type representation to emerge (and thus
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subsequently its semantic assembly) would be reduced due to an increased
level of input. Actual recorded differences however (OSPAs), in controlled
laboratory scenarios, would appear to be relatively small (10ms–40ms). Moreover these differences possibly have components of both a speed-up (in
cases of property agreement—a congruent reviewing effect) and a deficit (in
cases of conflict—an incongruent reviewing effect). Thus the component due
to actual facilitation over the baseline response time for initial attention is
likely even smaller than actual recorded OSPAs still. Given the lengths to
which it would appear that the brain must go to implement this function (see
Section 4.4), this seems to suggest an alternative primary function.
Perception and integration of change
Of course, perhaps the most popular alternative answer to these questions
is embodied by the object-file model (Kahneman et al., 1992), in which the
expectations serve as repositories for storing existing information, and integrating new information about objects. There are at least two important
aspects to this model. Firstly, if attention activates the same object-file as
has been previously accessed, the targets of attention in both instances are
perceived as being the same object. This is held to provide for perceptual
coherence across shifts of attention, both covert and overt. However, as Kahneman et al. (1992) state, and as was described in Section 4.2, this mechanism
is probably best guided by spatiotemporal properties of the object, with little,
if any input from its actual visual appearance (this may even be desired if
coherence over changes in visual appearance is wanted). The second part of
this model, has to do with the integration and perception of change. To notice
change in an object at all requires at least an implicit comparison between
some previously observed state and current reality. Storing expectations
about objects seems to be in line with this purpose, and it may indeed be one
of the principle reasons for doing so. However there seem to be a number of
disconnects here, between the sorts of expectations that I described for in the
previous section and those required by a change-perception system.
Firstly, I have argued from both computational and empirical grounds
that perception seems to maximise the probability of an expectation about
an object being upheld. I suggested that a way to achieve this was to store
only information that is specifically invariant to the most common sorts of
changes that objects undergo. This is perhaps the opposite of what might
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be required for the perception of change, which should operate entirely on
the basis of expectations not being met. That is, an expectation established
for the purposes of perceiving change, should explicitly include information
that increases the chances of that expectation failing to be met, whenever
change occurs; the difference between the expectation and reality describes
that change.
Secondly, while the finding of an object-specific modulation of perception
might be broadly in line with the object-file model, it would not seem to
provide any specific causative explanation of the actual effects that have been
observed. Even if the stored expectations do have a role in the perception
of change, it seems difficult to understand how their functioning to this
end would result in any of the patterns of differences discussed previously.
However, if it is assumed that their involvement this kind of process did
cause those effects, then the only remaining explanation seems to be that
their part in this process is to help distinguish between plausible, predictable
change (say an object rotated to a different view), and not (a lemon turning
into a brick). This seems more in line with the ideas previously discussed in
relation to invariant properties of real-world objects. However this account
must also accept changes in letter case and, even more oddly changes from
pictures of things to words describing those things, as both falling into the
category of “plausible change.”
Coordinating operations across multiple shift of attention
Another possible use for expectations about objects might be for processes
operating across multiple shifts of attention to different objects. A simple
example of this sort of process is one that guides the selection of future
attentional targets by some criterion other than location alone. In Section 4.3.1
I held that semantic representations evoked by an attended-to object were
used by downstream decision processes to guide behaviour based on that
object. Decisions involving multiple objects under a constraint of unitary
attentional focus could also benefit from “cached” representations of the
objects in a scene. In contrast to the change perception account, these uses
do depend heavily both on meaningful expectations, and on their validity:
if behavioural decisions are to be made accurately they should be provided
with accurate information. It should also be expected that the granularity of
such representations might be modulated by the task. If you are hungry, then
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simply noting objects that have a “food” association would probably suffice,
rather than remembering their specific identity. However many of these
same functions can be performed simply with references to spatiotemporal
properties of objects (Pylyshyn, 2001). For example, forming a temporary
internal index of the locations of all “food” items, and knowing that the only
entries in this index are edible. In addition, even for applications where
appearance information is required outside of attention, similar questions
as above might exist about the sorts of changes seemingly accepted by such
a system as non-problematic: a fish turning into the word “fish” might be
more disappointing to the observer who was originally planning to eat that
fish.

4.3.3

A possible role in learning invariant representations

The fact that cognition appears to only be affected if it specifically depends
on a representation that this system has interfered with, suggests to me that
whatever its purpose, evolution has actually gone to great lengths to minimise
its impact. Perhaps a way out of this confusion then, is to stop trying to see
these effects as evidence for a particular kind of object representation facility
in and of itself. Rather one could ask whether it is possible that they are
side-effects of a mechanism programmed by evolution for a slightly different
task. It is such a possibility that I will attempt to outline now.
Throughout the discussion in this section up to this point, two things
about the visual type/semantic memory network have been implied, but not
really addressed: how the visual type units learn to detect the range of views
presented by the kind of objects that they represent; and how the associations
form between the visual type units and their semantic assemblies. Both of
these sets of connections must be learned over much time and experience
with the many different kinds of objects in our world.
It is here that I would like to propose a special role for an “object concept.”
In particular, the brain might somehow take advantage of the fact that shifts
of attention typically occur between objects, and that on the timescale of
attentional engagements an object’s visual type is for all intents and purposes
fixed10 . One way to exploit this fact would be for attention to “lock” activity
10 In

many cases an object’s visual type is fixed for its entire existence. However in certain
cases, such as for living things, they can change their appearances over their lifetimes.
However here I am focusing here on much shorter periods.
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Figure 4.5 A sketch of a simple extension of the semantic memory network,
showing the relation of the ultimate level of view-dependent units to the visual
type units.

at the level of visual types (i.e. hold it constant), reflecting this constancy
of the object in the real-world. This could then provide a stable target
representation for both lower- and higher-level representations to associate
with, or train towards.
In the remainder of this section I will attempt to explain this idea in more
detail. This discussion makes enough general assumptions about perception
that it should be viewed as somewhat speculative, but my main aim is to
describe a high-level principle of perceptual learning, with further details to
be ironed out at a later point.

A network including view-dependent units
Figure 4.5 shows an extended sketch of the visual type/semantic memory
network, demonstrating a possible relationship between the final stage of
the visual “what” pathway and the visual type units. This diagram includes
an additional layer of units that respond to specific “views” of objects (that
is, they are view dependent, as opposed to the view invariant visual types).
I don’t specify much about exactly what information these ultimate viewdependent units represents, except simply that they are “less invariant” that
the visual type units. They might represent a single view at a single location
and retinal size; or perhaps they are location and size invariant, and respond

96
to a sub-range of particular object views11 .
In the infant brain, the connectivity of this network is presumed to be relatively disorganised. That is, views are randomly (or at least non-specifically)
connected to visual type units, and likewise visual type units to semantic
properties. Thus attention to an object would invoke a correspondingly
unstructured pattern of view activity (whether this is a single random view
unit, or multiple views to different levels excitation, depends on the specific nature of the initialisation), which invokes a similarly random pattern
of visual type activity, and so on. Equivalent input to semantic memory
is assumed to arrive upon experiencing sound, smell, taste, or touch stimuli (inputs not shown). Over time, learning procedures must cause all of
these non-specific connections to organise towards something reflecting that
shown in Figure 4.5.
Learning a mapping from views to visual types
In such a non-specifically connected brain then, attention to an object showing a particular view might stimulate most strongly a particular visual type
unit, the one most “preferred” by that view. At this point suppose that the
maintaining of attention on the same object causes this most active visual
type unit to become “locked,” suppressing the activity of other visual types,
and providing a single target towards which other, possibly novel, views of
that same object should train. In this way for as long as an object remains
attended-to, all of the various views that it presents (as it rotates, say) will
learn to select the same visual type unit. This process is illustrated in Figure 4.6. Moreover, on the semantic memory side of the visual type layer,
these same principles would allow even a poorly known visual type to begin
to establish a stable semantic representation from the very first time it is
experienced.
A particularly interesting case might arise however when a known view
(which I’ll define to be one that has a strong—repeatedly trained—preference
for a particular visual type) of one visual type gives way to a known view of a
different visual type, without an accompanying attentional shift. In this case it
11 Note

therefore, that in this description I have also conflated location and size variation
into the idea of “views.” This might not be entirely accurate, but is an abstraction that does
not change the discussion much. Nor at this stage do I specify how they might be learned,
other than the they are probably adaptively trained from experience, possibly via some
self-organising process (e.g. Kohonen, 1982; Rolls and Milward, 2000).
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(b) View changed
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Figure 4.6 Training a novel view to a known visual type. Initial visual type
preferences for two views can be seen in (a). Attention is initially directed to
one of the views, activating its preferred visual type (a). The view then changes,
without a corresponding change in attention (i.e. perhaps the object rotated),
and the second view tries to activate its preferred visual type (b). However,
the attentional lock on the original visual type forces the new view to adjust its
preference, and the active visual type is now selected by both views (c).
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seems sensible to suggest that whether the attentional lock is strong enough
to override the visual type of the second view would have to do with exactly
how well known each of those particular views are. If both are considered
“very well known” (i.e. have a very strong preference for a particular visual
type) then presumably the first visual type, locked by attention, should give
way to the second (that preferred by the second view). This corresponds to
what might be the case in an object-reviewing experiment when a letter ‘a’
turns into a letter ‘b’. However if the second view is not so well known, then
it might make sense to assume that any objects that previously showed that
view were actually of the same visual type as that associated with the first
one. In this case the second view might begin to lose its preference for its
original visual type, and begin to prefer the one of the preceding view.
Accounting for the OSPA
The step from understanding this model to seeing how it might be responsible for the response patterns observed in object-reviewing experiments
is not an altogether large one. When the attended-to object activates the
same visual type as has been locked by attention, then in the first instance,
any time required for the activated visual type representation to stabilise
might be reduced (i.e. due to the dual stimulation from bottom-up input and
the attentional lock). Additionally there would be agreement on all of its
semantic associations: this is the same principle as was shown in Figure 4.2.
Conversely, whenever the visual type selected by the current view and that
locked by attention don’t agree, there presumably some process by which
the attentional lock and the active view’s preference must compete, slowing
perception in the same fashion as was illustrated in Figure 4.3.
If this mechanism is indeed the one that is responsible for the effects
observed in the object-reviewing paradigm, it tells us that while it might be
most effective in boot-strapping the visual classification system in an undeveloped brain, the same processes persist into adult-hood. Of course this
should probably not be so surprising as even adults have both new kinds of
objects, and new properties of known objects to learn about. In addition, under normal circumstances, involving generally well-known kinds of objects
(that also never change in ways that occur in the object-reviewing paradigm),
such a system should not interfere with perception at all, and might simply
serve to reinforce past learning.
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Multiple locks
There is a point here that I would seem to be overlooking however: the objectreviewing data suggests that there is a capacity for applying and removing
multiple locks, for multiple objects at a time, dynamically across shifts of
attention. Up until now I’ve been talking about only a single lock, which
would seem to be entirely sufficient to allow multiple views of the same
object to converge on a single visual type representation. In order for this
model to fully account for the results of the object-reviewing paradigm, it
must for some reason store the visual type representations for a number of
objects and reapply them as (preemptive) locks when each individual is
reattended to.
On the one hand it is clear that having multiple locks would provide an
advantage over a single lock: with only a single lock, as soon as attention
leaves an object, any learning about its appearance must cease. Being able
to carry the object’s previously determined visual type across multiple attentional shifts would allow a learning episode to continue for longer, and
through perhaps unavoidable attentional interruptions.
A second possibility however, is that the underlying invariance learning
described here is piggy-backed on a phylogenetically even older mechanism.
For example, in Section 4.3.2 other possible uses for object-file representations were described. A number of these were suggested to be suitably
implemented by appealing to spatiotemporal information about objects. In
addition there are still other cases for object token representation in the brain
(e.g. MOT, see Section 2.3). Thus it seems possible that these existing facilities
for transient representation of object tokens, combined with the inherent advantages for invariance learning, might have allowed this locking procedure
to co-opt those indexes.
At any rate the data says that if this model is correct, the there must be
a capacity for maintaining multiple locks; and in the interests of not letting
a lack of imagination cause the abandoning a potentially interesting line of
enquiry, I will assume that this is the case!
Evidence for rapidly deployed visual type representations
One source of empirical evidence supporting this model could be seen to
come from Mitroff et al. (2007); a study that has perhaps been conspicuously
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absent from the discourse so far. In this study, object-specific effects were
recorded when subjects viewed pictures of never-before-seen faces. There are
two reasons that this is particularly interesting in the present context. Firstly,
as none of the face stimuli had ever been seen before, it was not possible that
the recorded OSPAs could be explained by activation of some kind of verbal
code. Thus a lower-level visual representation must be involved. However
at that level, simply implicating a “face” visual type would be insufficient,
as this same unit would be shared amongst all the face stimuli.
One explanation would be that a new visual type unit was rapidly deployed for the representation of each new face stimulus. On this point the
authors state that “although it is possible that the observers created new
long-term memory representations ‘on the fly’ during the preview phase of
this experiment, it remains clear that object-files can be formed and tracked
on the basis of representations that were not previously held in a long-term
store.” It is the position taken here that this forming of new semantic memory
associations is not only possible, but is indeed one of the primary purposes
of object-files.
Visual type hierarchies
The Mitroff et al. (2007) study also raises a question about the representation
of “visual type hierarchies” in the brain. Specifically, it is assumed that when
a person sees a new face, the principal visual type activated is indeed that
corresponding to “human face.” However there must also be a capacity for
developing more specialised visual type representations for particular faces
(or of any particular instance of other kinds of objects).
One way for this to proceed might be for the old visual type to be inhibited, and a new visual type unit chosen by the current view, which would
subsequently be locked and trained, over time, in the same way that the
original “human face” visual type was. However this would have the disadvantage that all the semantic associations of “human face” would be lost12 .
Perhaps a more sensible solution is to allow the visual type representation
for a view to include multiple visual type units, each expressing a node in
some kind of internal taxonomy (i.e. moving to a more distributed visual type
representation). The attentional lock would then need to be able to lock all of
12 Presuming

that a “copy” operation is unlikely.
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these units when that particular face is seen again. In this way a particular
face would inherit semantic properties from “human face,” and perhaps
from even more abstract visual types, such as a general “animal face.” At any
time when a more specialised semantic association is required for an object,
a new visual type unit could be somehow appropriated (perhaps driven by
input from any distinguishing visual features), and relations specific to that
particular object become associated with that unit.
Importantly however, the hierarchical system that I am envisaging here
is based only on visual similarities between objects. Conceptual hierarchies,
of objects having perhaps relatively dissimilar visual appearance (e.g. letters,
vowels, or undersea creatures), are held to be represented elsewhere. In any
case, further development of these ideas in general is beyond scope of the
present discussion.

View specialisation
Another kind of specialisation that might be required is that for specific views.
This kind of specialisation is different to the sort of visual type specialisation
that would be provided by the previously discussed visual type hierarchies,
in that it is explicitly view dependent. An example of a specialised view might
be “a face looking at me,” which might entail, amongst other things, a “can
see me” affordance.
The implication of this is that a full model of semantic memory should
allow associations to be formed not only with the view-invariant visual type
units, but also with at least some of the view dependent units as well. Exactly how view-specific these associations will be depends obviously on the
sub-range of views that the relevant view units detects. If the view representations themselves are hierarchically computed (that is, a hierarchical system
of processing (e.g. Riesenhuber and Poggio, 1999), rather than a representational
hierarchy, like what was just discussed previously for visual types), then the
limit of view specificity would be defined by how far back in this hierarchy
the semantic associations are allowed to go.
One thing remaining certain however, is that these views should nonetheless not be locked by attention, lest the rest of the object’s views also inherit
those supposed-to-be view-specific properties. However further discussion
of this point, as for visual type hierarchies, is beyond the current scope.
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Ambiguous views
Perhaps the opposite concept to visual type and view specialisation is view
ambiguity. That is, a view that has been witnessed on, and indeed belongs to,
multiple different kinds of objects. In this case, the preferences of such a view
might be spread over the visual types that correspond to each of the relevant
objects. Presuming that the learning algorithm that modifies view preferences
is incremental, the order of these preferences would be proportional to
the prevalence of those visual types. In any case however, attention to
an object exhibiting such a view might stimulate all of the visual types to
which the view belongs, leading to a degree of classification uncertainty (and
perhaps extended visual type competition). Such a condition might in turn
cause range of incompatible properties to be stimulated in semantic memory,
perhaps giving cause to further interrogation of the object, from different
angles, in order to determine its actual visual type.
Just another kind of change perception?
A final point that I would like to mention briefly before concluding this
section, has to do with the relation between this account and the change
perception and integration account of the original object-file model of Kahneman et al. (1992). In particular, the model of visual type learning presented
in this section, could be seen as a particular sub-class of change perception
models, with its focus being on learning about change. Specifically it learns
about common change (and by extension plausible change). The difference
between this model and one that has its focus on detecting change, is that the
stored component required for this model is an object property that specifically does not change. In contrast a change detection operation needs to be
able to be able to appeal to stored information about properties of an object
at are expected to change.
Importantly however, it doesn’t seem necessary that storing these two
different kinds properties together should be precluded, and both could
indeed coexist. What does seem clear to me however (and what I hope
to have explained through the preceding text), is that the specific range of
effects observed in the various studies in object-reviewing paradigm seem
more easily explained as side-effects of a mechanism like the one described
here, rather than as principle effects in their own right.
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4.4

The neural implementation of the object-file
mapping

An important detail that has not yet been covered has to do with exactly
how the mapping between the object’s key and value occurs. That is, what
might be the neural mechanisms by which the aforementioned “additional
pathway” operates. As I have mentioned already, not much is actually known
about these processes, neither phenomenally nor neurally. That said, in this
section I will consider a number of speculative mechanisms, and examine
the advantages and disadvantages of each.
Based on the discussion in Section 4.2, and for simplicity, I will adopt the
nominal position that it is principally spatiotemporal (location) information
that serves as an object’s key. In the models I discuss, I will assume this
information to be represented in a two-dimensional grid, units of which are
activated upon attention to an object. I will not assume however, that featural
information can serve as part of an object’s key. Though this was considered
as a theoretical possibility in Section 4.2, to date there is no evidence that
such reactivation is possible at all, let alone the sort of details that would
be required for modelling it. Of course should such evidence come to light,
some of the models described in this section would perhaps require restating.
In addition, and in accordance with Section 4.3, I will assume that it is
an object’s view-invariant visual type that makes up the stored expectation.
Each visual type will be represented in a localist fashion, as the output of
some classification procedure (I have just described, in the previous section,
some of the details about how this output might be realised).
I will thus ask how the activation of an object’s location, in concert with
its visual type representation, might conspire to store that visual type as an
expectation, such that it is automatically reinvoked upon next attention to
the same object. In a case of conflict between the bottom-up visual type and
a retrieved expectation, some competitive process is assumed to modulate
activity in the visual type layer, until only a single visual type representation
is active. At this point, this “winning” visual type representation can be
stored in place of the old one (if indeed there was any change at all). Finally,
this discussion will also take into account how extra-attentional changes in
object locations might be tracked in order to keep the mapping up-to-date.
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Figure 4.7 Binding by direct, weighted connections between locations and
visual types. When an object is attended to, both the units corresponding to its
visual type and location are activated. This concurrent activity causes connections between active units to strengthen, storing the visual type expectation for
the attended-to object. The location layer is fully connected to the visual type
layer (via m x n connections), but only strengthened connections are shown
here. This network depicts a state after a letter ‘P’ has been attended to in the
bottom-left corner of the scene, and a letter ‘Q’ in the top-right region. When
either object is reattended to, the location-to-visual-type associations would
stimulate the visual type layer, concurrently with visual type representations
as delivered by classification. This amounts to the retrieval of the expectation
stored for the attended-to object.

4.4.1

Fully-connected binding

Association by weighted connections
An obvious place to start in considering how locations and visual types
might become bound is with fully-inter-connected location and visual type
layers, in which strengthened connections between particular locations and
visual type units indicate their association (see Figure 4.7). The idea behind
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this model, is that when an object is attended to, both its location and visual
type become active, and connections between those active units strengthen
(e.g. by a Hebbian-like rule). When reattended to, the object’s location would
be activated again, and this time directly stimulate the previously associated
visual type. A change in visual type (resolved by competition in the visual
type layer) would be stored in the same way as the original visual type, due
to the change in activity in the visual type layer (this implies weakening of
connections between inactive units). Perhaps an interesting observation to
make here is that if these connections were reciprocal, this might open an
additional reverse pathway, allowing the fast relocation of recently attendedto objects. Thus attention could be directed towards a visual type (rather
than to a location), and the reverse links followed to find the location(s) of
recently attended-to objects of that visual type.
However, this scheme would imply both massive levels of interconnectivity (at least m × n connections for m location units and n visual type units),
as well as reasonably fast adaptivity of connection strengths. Both perhaps
doubtful claims. Additionally it is far from obvious how the tracking/update
mechanism would work. Specifically, the proposed “Hebbian-like” procedure might work for as long an object is attended to (i.e. connections could
strengthen and weaken correctly as long as attention followed the moving
object). However, in this present model, only the currently attended-to object’s location and visual type are active. Thus when a different object, of a
different visual type, at a different location, is attended to, neither the first
object’s location nor its visual type would be active for Hebbian tracking of
that object to remain effective. Thus it would seem that for such a system
to be capable of extra-attentional tracking, a separate representation of at
least the (possibly changing) locations of all objects of interest need to be
maintained and accessed. However, this possibility is left to Section 4.4.2 to
be discussed further.
Association by interneuron activity
An alternative to storing expectations in connection strengths, might be to
store them using interneuron circuits, thus avoiding the problem of requiring
quickly updating weights. An example of such a circuit, which I will refer to
as an association relay, is shown in Figure 4.8. This circuit consists of four
units: ‘X’ and ‘Y’ (to be associated); a “storage” unit (‘S’); and a “relay” unit
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Figure 4.8 An “association relay” circuit for representing neural associations
between units, as an alternative to Hebbian-like connection strengths. ‘X’ and
‘Y’ are the units to be associated, ‘S’ is called the “storage” unit, and ‘R’ the
“relay” unit.
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X
Figure 4.9 An association relay circuit with an automatic inhibitory cut-off for
removing an association. If unit ‘X’ is active without unit ‘Y’, unit ‘S’ will be
inhibited, thus removing the association. Inhibitory connections are indicated by
semi-circular termination points.
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(‘R’). Units ‘R’ and ‘S’ have raised thresholds, such that they depend on two
sources of input to become active themselves. Initially, concurrent activity of
units ‘X’ and ‘Y’ causes ‘S’ to become active also. If unit ‘S’ has some kind
of “persistence mechanism,” such that it is able to store this activity for some
period (possibly via self-excitation or some other ensemble mechanism—e.g.
winner-take-all), then subsequently unit ‘R’ will relay activity of unit ‘X’
to stimulate unit ‘Y’ (that is, ‘R’ would receive input from both ‘X’ and ‘S’,
exceeding its threshold, and become active). A bi-directional circuit (allowing
unit ‘Y’ to stimulate ‘X’) could be created simply by having a reciprocal ‘Y’
to ‘R’ to ‘X’ path. Removing an association could be achieved in a number of
ways, including passively over time, perhaps as the persistence mechanism
decays or is influenced by external factors, or directly by inhibiting the
storage unit. A further possibility is shown in Figure 4.9. This circuit extends
the standard association relay circuit to include an automatic inhibitory “cutoff” for unit ‘S’ whenever ‘X’ is active without unit ‘Y’. This works by having
‘X’ activate another unit ‘I’ which is inhibitory on ‘S’. This inhibition can be
turned off by having ‘Y’ inhibiting ‘I’ itself.
Figure 4.10 shows a network that used these relays to bind locations to
visual types instead of fast Hebbian connections. Such a system might be
thought of as consisting of multiple “copies” of the visual type layer, also
referred to here as “relay banks” (in Figure 4.10, for simplicity only eight
are shown; in reality one for every location unit would be required). Each
pair of units depicted in these banks is an association relay circuit, such that
when a location unit and a visual type unit are concurrently active, that
activity is stored. Subsequently when that location unit is active again, its
relay units will pass that activity to any visual type unit(s) with which it has
been associated.
While this system avoids the potential objection of proposing fast updating weights, it introduces a number of arguably even more dubious claims.
Firstly the combinatorial explosion of units and connections is considerably
worse than for the Hebbian adaption case: 2mn units for the relay circuits,
and at least 5mn connections (including those within each relay bank). It effectively proposes a single unit for each visual type at each possible location.
Such is the intractability of this scenario, that it is cited as one of the principal
reasons for having an attentional mechanism in the brain in the first place!
Moreover, similar questions also arise about the tracking mechanism as for
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Figure 4.10 Replacing Hebbian connections with association relay interneuron
circuits. For simplicity, only relay banks and connections for the location units
involved are drawn. In reality there would be one bank for each location unit (or
one relay circuit for each location-visual type pair ).
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the weight based account. For these reasons, this model is thus included
here as conceptual step only, to introduce the idea of using association relays
instead of Hebbian-style weights.

4.4.2

Indexed binding

Capacity limits
The problems caused by the combinatorial explosion of visual types and
locations cited above are of course likely to do with the fact that an important
result of object-reviewing research is being overlooked: in all of the accounts
considered so far, the number of expectations supported is effectively limited
only by the number of location units and the size of the objects in the scene.
However the data recorded by Kahneman et al. (1992) suggests that there
is a limit, of around four, on the number of object-files supported. A set
of particularly interesting, and possibly related, results were described in
Section 2.3, namely that humans show a similar limit when it comes to
tracking multiple identical objects. The fact that the requirements for solving
these two tasks are similar (i.e. a mechanism for tracking multiple moving
objects extra-attentively), and that human abilities in each exhibit similar
capacity limits, raises the significant possibility of a shared mechanism.
Pylyshyn (1989, 2001) describes a model of visual indexes, or Fingers
of INSTantiation (FINSTs) (see Section 2.3.3), that he claims are responsible
for these abilities. The general idea being that these indexes are assigned to
objects in the scene, and track those objects as they move around. In this way
the index assigned to an object can be thought of as transiently representing
its identity in the brain.
It is more than tempting to propose a relationship between the two sets of
results, and I would by no means be the first (Kahneman et al., 1992; Pylyshyn,
2001; Scholl, 2001; Carey and Xu, 2001). From one perspective, appealing
to such a model solves the problem of needing an unchanging key for the
expectation mapping: once assigned to an object, its index remains fixed for
as long as that object remains of interest. Of course it doesn’t take long to
realise that this simply redirects the problem to a level below expectation
mapping. However it is nonetheless worth exploring.
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Figure 4.11 Indexed binding between visual types and locations. Locations to
indexes, and indexes to are both fully connected, only strengthened connections
are shown.

Association by weighted connections
Figure 4.11 shows a weight-based version of an indexed expectation mapping.
This model is intended to operate in a similar way to the adaptive weightbased one described earlier, except with a level of indirection between the
location and visual type representations. That level of indirection is brought
about by the introduction of a set of indexes (synonymous with Pylyshyn’s
FINSTs), represented here as localist units. Specifically, rather than being
fully, and directly connected to the visual type layer, units in the location
layer are connected to a set of index units, which themselves are connected
to the visual type layer. As before, initial attention to an object is presumed
to activate a set of location units and a visual type unit corresponding to
that object. However additionally, here it would activate an index as well
(or perhaps the location could select an unused index via bottom-up input).
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As before, Hebbian learning processes can then strengthen the connections
between active units, forming associations between the attended-to location
and index. The same would happen between the index and the active visual
type. Reattention to a particular location now would stimulate its index,
and in turn the associated visual type. Reciprocal links in this case offer,
in addition to location and visual type attentional pathways, yet another
way to locating objects of interest, namely by “identity,” or perhaps simply
“behavioural role.” This is indeed one of the main purposes that Pylyshyn
(1989, 2001) envisaged for his visual indexes. In particular, he suggests that
they might be used as, among other things, “mental pointers” for binding
within representations of motor actions, and making judgements of spatial
relations. In this way attention can be directed towards “the object that
I am reaching towards,” or “the object on the left.” Moreover, the use of
tracking indexes makes such a mode of attention resistant to changes in
object positions.

As I have mentioned previously however, the use of indexes doesn’t eliminate the need for an account of location tracking; it simply moves it below
the level of binding with visual types. That said it does come at the distinct
advantage of greatly reducing the problem of combinatorial explosion: in
contrast to the order mn of the fully-connected models (both weight and
interneuron based), this indexed model would require only 4m + 4n connections (i.e. order m + n). On the other hand, in this simple form, it reintroduces
the possible objection to fast updating connection strengths. Although, for
the index-to-visual-type connections, assuming that an object’s visual type
remains relatively constant (see Section 4.3), this might be mitigated slightly
by the fact that the only time of fast change between the index and visual type
units is upon initial attention to an object. In terms of the location-to-index
connections, aside from the aforementioned biological reasons to distrust
such an account, there may be more fundamental theoretical grounds on
which to question it. As was summarised above for the fully-connected
weight-based account, the problem ultimately stems from the fact that the
main means of association is based on information pertaining the currently
attended-to object only; locations of currently unattended-to objects are not
represented in any of these models at all.
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Figure 4.12 A tracking association relay; L = location unit; T = visual type unit;
S = saliency unit; N = neighbour storage unit.

Association by interneuron activity
Of course an alternative is to use interneurons configured as association
relays as before, which in the indexed case is arguably a far more palatable
option. However, if both sets of associations were implemented this way
it would effectively imply around four copies each of the visual type and
location layers, one of each for each index. Thus the choice appears to be
between a pair of options, each with different sets of drawbacks, and perhaps
only empirical data can provide a way out of this question (though see also
Section 4.4.3).
However, it might be the case that an interneuron account of the locationto-index associations at least opens up a way for the definition of a tracking
mechanism for the first time. In particular, as was suggested earlier, such a
mechanism seems to require persistent representations of both bound visual
types and locations outside of the current attentional focus. This is in order
that the changing location of a moving object might be continually rebound
to its most recently observed visual type. A possible source of such location
information might come from a map of “global saliency” (or saliency map),
which represents all salient regions, not just the currently attended-to one
(see Sections 2.2.1 and 3.5.3).
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However the only model so far to keep some active representation of
the visual types of each of those unattended-to objects (to associate the new
locations with) was the fully connected interneuron case above; specifically in
the storage units of the association relays. Although this model was already
dismissed as implausible, for a moment, because it will be useful shortly,
I would like to consider how tracking might be computationally possible
there. To begin with suppose that the association relays were topographically
laid out, such that the mn association relays from Figure 4.10 are simply
arranged as n copies of the location layer (as opposed to m copies of the
visual type layer). In addition to their relay units receiving input from the
attentionally-modulated location layer, assume that their storage units also
receive input from the aforementioned saliency map. In this case, initial
attention to an object will cause the association relays for that object’s visual
type and location to store their concurrent activity. Now suppose that the
storage units within a particular visual type’s copy of the location layer also
received input from each of its neighbour’s storage units (see Figure 4.12).
Each storage unit’s threshold could be carefully chosen such that, in addition
to becoming active upon receiving coinciding input from attention, visual
type, and the saliency map, it also remains active with input from just the
saliency map and one (or more) of its neighbours. That is, the persistence
mechanism for a storage unit is that it requires that the object to which it is
responding remains salient, and for one of its neighbours to be active also.
Thus storage units would have three main behaviours. Firstly, after initial
attention to them, they only remain active in groups. Secondly, if a storage
unit was responding to a salient location, and the object leaves that location,
the storage unit would fall inactive. That is, no inhibitory mechanism is
required to remove the association between a location and a visual type, as it
happens automatically when the relevant object moves, taking its saliency
map activity with it. Finally, any inactive storage unit receiving input from
its saliency unit will become active if and only if it also receives input from a
neighbour. As the neighbourhood connections are visual-type-specific, each
visual type’s relay layer effectively tracks any attended-to objects of that
visual type, and only that visual type. In this way, reattention to a location to
which a previously attended-to object has since moved will still retrieve the
same visual type, as it has been tracked to its new location.
Of course this particular model uses a single relay circuit for each possible
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combination of location and visual type, and is thus unrealistic for the same
reasons as for the other fully-connected interneuron account described earlier.
However it is easy to see how these same principles can be transferred to
an indexed solution. Specifically, instead of one layer of locations for each
visual type, only one per index could be used. In this way, initial attention to
an object, and/or to an index, causes the association of that index with the
object’s current location. This is manifest as persistent activity in the storage
units for the given index, at the attended-to location(s). In addition, the
index is associated with the object’s visual type, via either weighted Hebbianconnections, or more interneuron association relays. An example of this
model, with index-to-visual-type association implemented by association
relays, is shown in Figure 4.13. (Note that while the weight-based and
association relay-based accounts are theoretically interchangeable for the
index to visual type associations, this is not the case for the location to index
associations: the only way to associate changing locations with indexes
would seem to be via this kind interneuron circuit.) When attention is
withdrawn from a particular index or object, input from the saliency map
and from neighbours, ensures that as the object moves its location in its
index’s tracking relays is kept up-to-date. Finally, when attention is returned
to that object, perhaps via either location or index, the corresponding index
or location is selected, via active relay circuits.
One arguably unappealing aspect of this particular implementation of
indexed tracking, is the hard-coded, physical expression of the capacity
limit. That is, only four objects can be tracked because there are only four
independent tracking layers. Perhaps equally questionable is the localist representation of the indexes themselves. One possible way that such a solution
might be realised in the brain however, is by co-opting some subset of the
many different spatial maps found throughout the brain, and in particular
the “where” pathway (see Knott, in preparation, Chapter 7). Pylyshyn (2001)
also proposes that the visual indexes might correspond to variables in motor
programs, or in predicates for judging spatial locations. Thus perhaps one
tracking layer comes from a map usually used for representing information
about the location of a reach target; and another for representing the location of the hand. This being said, an altogether different implementation of
indexed binding is briefly covered in the following section.
Perhaps a final interesting note to make here has to do with the implica-
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tions of this kind of binding for attentional selection. In particular, while I
suggested that initial attention to an object might require the activation of
both a location and an index, it might actually only make sense to activate
one or the other. The whole point is that without indexes, if a location is
selected alone, then perception has no way to know if it corresponds to one
that has already been perceived or not (nor for that matter what its visual
type is). The existence of a binding (either to an index, or directly to a visual
type) means that if attention to a location alone proceeds to activate an index
(and/or a visual type, or an “ofile”), it can be perceived as having already
been instantiated. Crucially however, for such an object, perception should
have no means to know to activate, a priori, more than one location, index, or
visual type together. This in turn actually suggests that in all cases, only one
of these modes can be used to access an object at any given time, including
upon attention to a new location.

4.4.3

Binding by synchrony

A final mechanism for expressing neural associations that has become the
focus of much recent research involves the timing of neural activity at the millisecond level. This so-called “synchrony” or temporal correlation hypothesis (Singer and Gray, 1995; Singer, 1999) asserts that precisely temporallycorrelated activity (i.e. coincident emitting of action potentials, or “spikes”)
of spatially distant neurons can signal representation of common information.
In this sense it proposes a solution to the “binding problem” in neural processing: the idea that spatially separated representations of particular stimuli
must in some way be “tagged” as sharing a common origin (see Section 3.5.1).
Although this idea goes back at least as far as Milner (1974) and von der Malsburg (1981), it has not been until much more recently that technology has
been sufficiently developed to allow for the accurate simultaneous recording
from multiple neural sites required to support this hypothesis.
An extension to the idea of neural associations being expressed simply
by temporally coordinated firing patterns, stems from the observation that
some units appear to demonstrate regular, oscillatory firing patterns. These
patterns in turn allow definitions of frequency (of the oscillations, as opposed to the underlying neuron firing rates) and phase—relative to some
reference time point. An intriguing possibility is that neurons oscillating syn-
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chronously, at a particular phase, might not only be viewed as comprising a
single representation, but also tagged as comprising a specific representation,
“indexed” by phase number. Such a strategy might have a limit to the number
of phases that it could distinguish, perhaps based on the underlying noise in
the individual signals. Such a limitation might be favoured as a much more
“natural” explanation for the limits in something like an MOT task.
Kazanovich and Borisyuk (2006) present a model of MOT that appeals
to exactly this kind of principle. However the authors fail to avoid limiting
tracking capacity by physical factors, in that they still propose multi-layer
tracking account (effectively multiple copies of an earlier model for tracking
a single object, one for each object tracked). Similarly to the model I described
in the previous section, each layer receives input from a global saliency layer.
However the dynamics of this network are governed by a complex set of
“synchronisation” and “desynchronisation” signals. Units within a single
“column” (i.e. the collection of units at a single location across each of the
layers) prefer to synchronise in the same phase. All active units within a
single layer also attempt to force a “central oscillator” (a different one for
each layer—this slightly misleading term appears to be due to the lineage of
the model) to synchronise with them. However the central oscillators for the
each layer prefer to desynchronise with each other. The end result is that for a
given location, a competitive process means that only layer actually manages
to get its central oscillator to synchronise with it. When this happens, that
location enters a state of “resonance” with its central oscillator. Short range
signals within each layer cause neighbouring units receiving saliency input
to synchronise, ensuring that complete salient regions are represented within
a single phase. Finally, a further set of weaker desynchronising signals from
the each central oscillator into its layer prevent any non-resonating units
from adopting its phase, ensuring that multiple locations adopt different
phases.
On the face of it, although not appealing to multiple phases, the tracking
mechanism that I described in the previous section would seem a much
simpler proposition. It uses a comparable number of units, and in particular none of the complex signals used to ensure that different locations are
represented in different tracking layers. Rather this is ensured by attention
selecting a free index for each new location, entering that location into a
free tracking layer, and in particular, no interactions between layers were
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become dominant there.

required. Otherwise, the Kazanovich and Borisyuk (2006) model essentially
has the same architecture as the model of the previous section, except that it
uses phases and central oscillators to allow access to tracking layers instead
of index units.
However it seems that an account should be possible using multiple
phases within a single tracking layer, rather than multiple whole tracking
layers; perhaps using some of the same principles of the indexed tracking
mechanism described at the end of previous section. I sketch such a possibility, and its use as a location-to-visual-type binding mechanism for object-files
in Figure 4.14. The basic assumption of this model is that rather than the
representation of only a single object dominating perception at all (or most)
levels, representations of multiple objects can be active concurrently, kept
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separate by their phase. Specifically, some base frequency, f , having period,
p = 1/ f , might be determined by the number of objects to be tracked, n (or
perhaps the maximum number of objects that can be tracked, see below).
p could then be divided into n phases, and each object assigned a single
phase, i, perhaps based in the initial order of attention to the objects. This is
represented in Figure 4.14 by placing, in each active unit, the phase number
which it is been assigned, rather than shading active units as I have done
in previous diagrams. Units firing throughout cortex in response to object
i would thus fire (or emit a short barrage of spikes) approximately every p
seconds, offset by ip/n seconds from some reference time. Attention might
then act only at higher levels (e.g. in semantic memory and downstream
cognition), by causing those areas to “tune-in” to a particular phase. If such
activity were to be measured outside of the brain, one might expect to find
units oscillating at two principle rates in different areas: one slow, in higherlevel areas, representing attention locked into a single phase at frequency f ;
and one faster, in lower-level areas, representing the units each firing at one
of the n phases in f , having an collective oscillation frequency of f n. Such
1 : n synchronisation has in fact been reported by Palva, Palva, and Kaila
(2005) for subjects performing an arithmetic working-memory task. To my
knowledge however, no such data is available for something like an MOT
task.
In any case, in this model, instead of expectations being stored in explicit
associations between locations and visual types (via indexes), they are represented by persistent phase-locked activity between the location and visual
type layers (and presumably all through the “what” pathway). The effects
of a conflicting expectation would proceed as for the previously described
networks, but with all competitive interactions occurring within the selected
phase only. Similarly, a tracking account might proceed based on global
saliency input and neighbour interactions, within a single phase. The limit
on the number of objects able to be tracked thus corresponds directly to the
number of phases that can be concurrently maintained and distinguished.
This might be determined, for example, by some minimum frequency required by cognition ( f ) combined with some minimum discernible phase
difference (1/ f n).
Another point worth making is about the relation of this class of model
to the early- vs. late-selection debate (see Section 2.2). In particular, the obser-
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vation that people are often unaware of stimuli outside the locus of attention
can be explained by the fact that only a single phase at a time (that selected by
attention) is active at the level of “conscious” processing. Secondly, evidence
for the seemingly high-level representation of some unattended-to stimuli
(Tipper, 1985), could be explained by the presence of multiple phases in those
areas. All the while computational problems arising from the increasing abstraction occurring in the ventral stream (see Section 3.5.1) are reduced, as
a limited number of “tags” (phases) are available for marking information
from different locations (Wang, 1999).
Nevertheless, there remains considerable disagreement in the wider neuroscience community on many aspects of the temporal correlation hypothesis.
Questions abound over its feasibility in what is often thought to be a relatively noisy neural environment. Similar doubts exist about the ability of
neurons to act as “coincidence detectors,” as opposed to their more traditional categorisation as “temporal integrators.” Shadlen and Movshon (1999)
provides a comprehensive critical review. However on the opposite side
of the debate, it is pointed out that the speed of many fast cognitive operations is difficult to explain in terms of the timescales required by temporal
integrator accounts (Thorpe, Delorme, and van Rullen, 2001). In addition,
neurons in other parts of the brain are known to be highly sensitive to very
fine-grained timing characteristics of their input (Campbell and King, 2004).
Since such a model of object-file binding would effectively represent
an alternative implementation of an index-based model, I won’t go into
any further detail about this account. Questions such as how phases are
initially assigned to objects, how they are sustained, and how they are kept in
synchrony, particularly over long distances (cf. Traub, Whittington, Stanford,
and Jefferys, 1996), are also left as subject of future research. I nonetheless
felt it important to have made mention of these basic principles, and pointed
out the explanatory potential of this most intriguing class of neural network
models. I must also confess my personal affinity towards the temporal
correlation hypothesis in general, if only for its potential in explaining a great
many of the characteristics observed in attentional processing. Some cause
for optimism seems to come from the fact that so much of the supporting
(and nonsupporting) data for the hypothesis has come from recordings of
anaesthetised animals (such is the difficulty of performing multi-site, singleunit recording on alert, behaving animals). However, if a primary role
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for synchronised, and in particular phase locked neural oscillations, is in
attentional tasks, then this sort of activity depends not only on conscious
behaviour, but also on tasks requiring attention to multiple objects, and
relatively high cognitive load.

4.4.4

Conclusions about the mapping implementation

In the end there is still relatively little known about the way that objects
are tracked for the object-file mapping, other than that they can survive
instances of relatively simple linear motion. The same is true for the way that
such functions might be implemented in the brain. The models presented
here are therefore put forward as “best-effort” accounts meant for further
investigation. Of particular interest however are the index based accounts
(including by phase-synchrony), and specifically the question of a shared
mechanism with MOT abilities.
However as was discussed in Section 2.3.4, there is even cause for doubt
over current understanding of token representation for tracking tasks in
general. Two points seem particularly at odds here:
• MOT tasks require significant effort, and multiple-identity tracking
(MIT) tasks suggest that full identity might not actually be maintained.
• On the other hand, object-reviewing experiments don’t demand particular effort for tracking, yet traces of object-specific memory representations are found.
Difficulty in (overt) maintaining of full identity traces in MIT could of course
be due to a number of factors. Firstly, the underlying tracking processes of
MOT tasks might maintain full identity traces but simply not share them with
conscious cognition. Alternatively, the identity traces might made available
to higher levels after all, but the inability to maintain an overt label-to-object
mapping in MIT might be to do with constraints in working-memory itself.
In either of these cases there seems no particular reason to doubt that the
token representations maintained by MOT might indeed still be shared with
the object-file mapping processes discussed in the preceding text.
However this still doesn’t answer the question about why tracking seems
to be effortful, and maintaining object-file bindings is not. This could of
course simply be because object-reviewing motion has never been as complex
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as for MOT. But in addition none of the tracking models described earlier
(nor indeed that of Kazanovich and Borisyuk, 2006) predict any particular
effortful tracking demand. In each case, tracking is effectively automatic,
maintained by purely stimulus driven factors. Granted, Kazanovich and
Borisyuk (2006) point out that in their model objects that come close, or
occlude each other lose their unique identity traces, seemingly in line with
the findings of Pylyshyn (2004) (it is also likely that a similar effect would be
observed in the model I described in Section 4.4.2). However, even with what
was presumably considerable effort, this is the best that subjects in Pylyshyn
(2004) could achieve. All of these questions point out that much remains
to be investigated about the seemingly benign suggestion of a relationship
between these two capacities.
Later in Chapter 6, I present a series of human psychophysical experiments, investigating this relationship more deeply. Specifically I have investigated what happens to object-file bindings in cases of complex MOT-style
motion. I consider this question from both the perspective of requiring no
tracking effort (i.e. a regular object-reviewing experiment, but with MOTstyle motion), and in cases where subjects have indeed tracked the objects. As
I describe there, the results of these experiments appear to have significance
to the theoretical foundations of both the object-file model and ideas about
FINSTs and their relationship to MOT.

4.5

Summary

This chapter has attempted to provide a thorough analysis of the computational implications of the effects observed in object-reviewing experiments. I
began from the assertion that these effects suggested that attention stores expectations about the objects towards which it is directed, and for some reason
reinvokes those expectations, in an object-specific manner, whenever they are
reattended to. Pointing out that this is analogous to dynamically maintaining
a mapping data-structure, from objects to expectations, I proceeded to seek
answers to the following:
• What aspects of an object’s representation comprise the keys and the
values in the mapping?
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• Why does the use of these expectations affect perception in the way
that it does?
• Why might attention need to store expectations in the first-place?
• How might the mapping be implemented neurally?
Though the discussion of these questions, I have come to a number of conclusions, some new and speculative, and some older and generally accepted,
but arrived from first principles. These can be summarised as follows13 :
• That spatiotemporal information seems the most appropriate to comprise an object’s key for the mapping. This is the general consensus
view, dating back to Kahneman et al. (1992). Computationally it is suitable because it is both unlikely to be shared between multiple objects,
and is known to be able to be tracked extra-attentively.
– However I argued that there is a computational case, for an object’s non-shared visual features being used as a fallback for when
spatial information might be ambiguous.
– Conditional on establishing the previous point, while evidence
from MOT experiments suggests that changes in featural information are not noticed extra-attentively, I’m not aware that this has
ever been explicitly tested in object-reviewing experiments (where
changes in object appearance happen abruptly, at the beginning
and end of the linking period).
• I pointed out that the expectations stored against an object’s key are
least likely to be violated if they contain only information about the
object that is not likely to change. In the real-world this could include
any properties that are “invariant” to changes in object location, retinal
size, or view (the most common variations presented by objects).
– I specifically argued that it is an object’s “visual type” that could
be stored, an operationally defined visual code for the particular
range of views that a particular kind of object can present. I
held this to be both computationally equivalent to, and more
parsimonious than storing all of an object’s invariant properties.
13 See

also Figure 4.15.
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– Research into visual representations in inferotemporal cortex suggest that this visual type is the ultimate output of the “what”
pathway, which itself sits at the border of well-known memory
areas.
• I suggested that upon reattention to an object, the reinvoking of an
expectation about it amounts to the concurrent stimulation of the visual
type stored in that expectation, and the visual type delivered bottom-up
via the “what” pathway.
• Under this model, the immediate consequence of this reinvoking is to
activate a set of associated units (referred to as a “semantic assembly”)
in semantic memory for both the visual type from the expectation and
that delivered bottom-up.
– When these two visual types are the same, activation of the associated semantic assembly might be speeded.
– If the two visual types are not the same, then two different semantic assemblies will be stimulated, and non-overlapping areas of
these assemblies may take longer to resolve.
• I suggested that downstream cognitive processes read whatever information is relevant to the current task from activity in semantic memory.
– If any particular properties required by the task are too weakly
active, or ambiguously active (due to the conflicting stimulation
of two different visual types), then I asserted that cognition must
wait until a single visual type has been resolved, and its properties
alone are active.
• I speculated that despite existing evidence to the contrary, under the
correct circumstances specific kinds of object-based semantic priming
effects might be found.
• I argued that the specific set of results that have been observed in the
object-file paradigm are difficult to explain as a “primary effect” per
se, but rather that they might be better understood as a side-effect of a
mechanism for training associations with visual type units.
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– Specifically, I speculated that attention uses a retrieved expectation
to preemptively “lock” a visual type representation, such that for
as long as attention remains fixed on a single object, all the views
that it shows will be trained to activate that visual type.
• My analysis suggested that the neural mechanisms required for the
storing and retrieval of these expectations are far from trivial.
– As has been suggested by a number of researchers, there may be
a relationship between these mechanisms and those behind the
ability actively track multiple moving objects.
– That the underlying neural implementation of both of these mechanisms might involve temporally correlated, phase-locked neural
activity across wide areas of the brain. This has been suggested by
other researchers, with respect to MOT at least.
– However I think that there remain many questions about the nature of this relationship. In particular relating to different amounts
of apparent tracking effort required, and the degree to which object
identities are represented in MOT.
Figure 4.15 shows an architectural summary of these points (which also
includes some preprocessing functions assumed to be necessary, see Section 2.2), and a possible mapping of all of these functions onto three main
cortical systems (see Chapter 3): the ventral “what” pathway, the dorsal
“where” pathway, and the dorsal-prefrontal loop (including PFC, into which
semantic memory and attentional control are nominally placed). This diagram describes the processing patterns assumed in the remainder of this
thesis. In particular, the retinal image is assumed to be initially segmented
into a representation of salient regions. These regions are then ranked, based
on bottom-up or inherent “interestingness,” and possibly including task specific input (illustrated by a link from attention to the ranking process). The
top N ranked regions (where N is taken to be around four) are each assigned
an “index.” Although the indexes are drawn here as localist “neurons,” they
are meant more to represent an abstract binding unit to be selected by attention, and could equally be implemented as an oscillatory phase, for example.
A tracking process ensures that for as long as a location remains salient, its
index remains assigned to it. Attention can then select either an index or
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a location. However selecting a location is presumed to actually consist of
modulating the saliency of that location, causing an index to be assigned,
and selecting that index. This selected index is then “dereferenced” and the
corresponding location passed to a classification procedure, which outputs
some view-specific representation. The view in turn activates its preferred
visual type, with a never-before-seen view initially preferring an arbitrary
available visual type14 . In the event that the selected index has not yet been
attended to since being assigned, no existing expectation will be associated
with it15 , and the currently active visual type will be stored. As the visual
type is stored, the index begins to apply it back to the visual type layer, in
effect “locking” the visual type representation for as long as that index remains selected by attention. The effect of this is that as view activity changes
but the same object remains attended to, any new views are associated with
that same locked visual type, regardless of any other default preference.
In the event that the selected index is being reattended to, it will already
have an expectation associated with it, and this will be to be applied to the
visual type layer immediately (with the relative timing of the arrival of the
expectation and bottom-up visual types being implementation dependent).
Any conflict between the visual type delivered bottom-up and that applied
by the index is assumed to be resolved based on the familiarity of the active
view16 . Finally visual type activity stimulates semantic memory activity such
that downstream cognitive processes can respond to the attended to object.

4.5.1

Questions and predictions

The analysis of the results of the object-reviewing paradigm presented in this
chapter offers many possibilities for further research. Specific avenues include looking for evidence for object-file reactivation by featural information,
and the related tracking of featural changes (see Section 4.2). In addition, in
Section 4.3.1 I discussed the prediction of task-dependent semantic effects on
the OSPA. However I have investigated two other, relatively separate topics
stemming from this analysis, and present the results of these investigations
14 See

Section 5.3.2 for a suggested mechanism for representing visual type availability.
point not covered in this discussion is the wiping of an existing expectation from
an index, either when it unassigned from an old object, or assigned to a new object. It is
however presumed to be necessary, if indexes are to be reused.
16 Also see Section 5.3.2 for a suggested mechanism for representing view familiarity.
15 A
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in the following two chapters.
Firstly I have implemented a neural network model of the dual-input
visual-type locking model, that simulates both bottom-up visual input and
input from an object-based expectation system. Through a competitive
process it resolves conflict between these two systems, at the cost of classification latency. This implementation, presented in Chapter 5, is also put
through a number of simulations corresponding to the conditions of the
object-reviewing paradigm, demonstrating the ability of this model to account for object-reviewing phenomena.
Secondly, I have investigated the nature of the relationship between
tracking of objects for an up-to-date object-file mapping, and the mechanisms underlying MOT capabilities. I have done this through a series of
psychophysical experiments involving human subjects, described in Chapter 6. These experiments tested both cases of more complex motion than has
been used in object-reviewing experiments to date, as well as the effects of a
simultaneous MOT task on OSPAs.
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Chapter 5
A neural network simulation of
object-reviewing
In Section 4.3 I introduced the idea that the object-specific preview advantage (OSPA) could be accounted for by competition between a representation
of a visual type delivered bottom-up by the visual system and one delivered
by a stored expectation system. In this chapter I present a neural network
implementation of this idea, and demonstrate its operation.
I will focus on the core mechanism of combining a bottom-up representation and stored information into a single representation of a visual type.
There are three other mechanisms upon which this core mechanism depends,
in order to provide a full account of object-reviewing effects. The first is a
visual classification input system, which maps bottom-up views of objects
onto visual type representations (see Section 4.3.3). Another is a system
that represents and tracks visual regions, corresponding to object locations,
which are to be bound to visual types, storing and allowing the retrieval of
expectations about those objects (see Section 4.4). A final system required
here is one that maps visual types onto semantic properties, in the way described in Section 4.3.1. In Section 4.3.3 I suggested that a primary purpose of
tracking/expectation system might be to allow for the other two systems to
incrementally develop their associations with the visual type layer. In fact I
have preliminary implementations of the first two of these mechanisms, and
ideas about the third, which I introduce briefly in Section 5.3. For reasons of
space however, I will defer a more detailed presentation of these systems to
a later date.
The remainder of this chapter has four main parts. Firstly, in Section 5.1,
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Figure 5.1 The neural network model described in this chapter. Connection
thickness indicates strength/weight. For ease of interpretation, views associated
with the same visual type have been grouped.

a broad outline of the neural network and its main operating principles is
presented. In Section 5.2 the actual behaviour of a specific implementation of
this network in a series of simulated object-reviewing conditions is described.
As was mentioned above, Section 5.3 discusses how the network described
here might in future be extended to provide a more full implementation of
the ideas discussed throughout Chapter 4. Finally a short summary of this
chapter is provided in Section 5.4.

5.1

Outline of basic operating principles

Figure 5.1 shows the general network architecture described in this chapter.
It is assumed to operate in a context similar to that depicted in Figure 4.15.
Specifically, attention is presumed to serially select objects in the environment
for classification and response. The network depicted here consists of three
principal layers of units: a “view” layer, intended to represent the currently
showing view of the attended-to object; a “visual type” layer, intended to
represent the visual type learned for the currently active view; and an “index”
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layer, representing the token currently attended-to object. The view layer has
been drawn here as collections of individual views, grouped by a common
visual type. In the network considered in this chapter their weights are
pre-set and fixed with respect to the visual types that they connect to. In
a more complete system these connections are assumed to be learned over
time and experience (see Sections 4.3.3 and 5.3.2). The indexes are based
on the Fingers of INSTantiation (FINSTs) of Pylyshyn (1989, 2001), and
in particular the ideas discussed in Section 4.4.2; each of them transiently
represents a single token. Each index is fully connected to the visual type
layer, by fast updating Hebbian-like connections, whose weights represent
stored expectations associated with each index1 . Finally the visual type
layer is itself internally connected for temporally extended winner-take-all
(hereafter WTA) competition, allowing for the resolution of conflict between
the bottom-up visual type and a retrieved expectation.
In the remainder of this section the general operation principles of this
network are described via a series of sketches of activity in response to different attentional events. Through the “standard” visual pathways, attention to
an object is assumed to activate the view unit corresponding the appearance
of that object. In addition, it is assumed to activate an index assigned to
temporarily represent that object’s token (either directly or via attention to a
location). Once assigned to an object upon initial attention, an index is presumed to remain assigned to the same object for as long as that object remains
of interest, and subsequent shifts of attention to it will activate that index
rather than selecting a new one. (The need for a unique index for a given
object might require that an old object lose its index, and any expectation
stored in its weights be wiped. However, no specific mechanism is proposed
for this here. Rather it is simply assumed to be a necessary requirement of
the current index implementation.) As is described in the following, the
overall response of the network is determined by the relationship between
the visual type stimulated by the active view and additional input from any
expectation stored in the weights from the active index to each visual type
unit.

1 An

here.

interneuron solution is also possible, but only the Hebbian version is considered
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Figure 5.2 Network behaviour upon initial attention to an object

5.1.1

Initial attention to an object

Figure 5.2 shows input and the activity induced in the network upon “initial
attention” to a “dog” (for clarity, I’ve labelled the view, visual type, and index
units in this diagram). Both the unit representing the current view of that
dog, and an index, temporarily reserved to represent its token identity, are
activated for that object. The fact that that particular object has not previously
been attended to means that there is no specific input from the index, and the
input from the active view is allowed to dominate. The WTA mechanisms in
the visual type layer, in combination with changing index input, cause the
activity of the single visual type unit (in this case the visual type responding
to all views of dogs) receiving the most input to increase non-linearly. This
also has the effect of suppressing the activity of the other visual type units.
The changes in index input are due to Hebbian modifications of synaptic
weights from the active index to the visual type layer. Thus an index’s visual
type connections can be thought of as “storing” the pattern of visual type
activity that existed the last time the index was active.
Once the activity of the dog visual type crosses some predefined high
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Figure 5.3 A recognition state, by which time the active index has formed an
association with the winning visual type

threshold, and all other visual types are forced below some other low threshold, the network is defined to be in a “recognition” state. The time from
initial input activation (or change) to entering this state is taken to represent
a measure of recognition time. Figure 5.3 shows such a state. Note also that
in the time for this state to be reached, the weight from the active index to
the dog visual type has increased.
Figure 5.4 shows the activity of the network at some later point, when
a second object (a cat), on a different index, is attended to. Similarly to for
the dog, the cat is recognised, and its visual type is stored. In particular
however, note that the index-to-visual-type connection from attention to the
dog remains strong. This is because of a feature of the learning rule for those
connections, in which the weight is only updated in proportion to the activity
of the index unit (the input to the connection). This allows the patterns stored
on these connections to persist across shifts of attention to other objects.
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Figure 5.4 A second recognition state. Both the current and previously winning
visual types are associated with different indexes.

5.1.2

Reattention to an object

If the network were then to reattend to the dog again, on the same index,
showing either the same view or even a different view of a dog, the stored
expectation means that input to the dog visual type would be increased,
relative to the case of initial attention to that dog. This would simply have the
effect of increasing the ease with which the dog visual type wins competition
there, compared to initial recognition time.
An alternative scenario in which the input from the view and index are
in conflict is shown in Figure 5.5. In this case the dog has been reattended
to, but the view delivered by the bottom-up visual pathway stimulated a
different visual type to that expected by its index; specifically it is a view of a
mouse. The immediate impact of this incongruence is that both the mouse
(by the view) and dog (by the index) visual types receive stimulation, and
thus compete for recognition.
Due to this competition, and in particular the lower activity of the dog
visual type (relative to when it was winning), the weight from the active
index to that visual type begins to weaken. As is shown in Figure 5.6, this
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Figure 5.5 The initial stages of a conflicting state. When the object was
previously attended to it was classified as a dog. However now it appears to be
a mouse.
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Figure 5.6 The middle stages of a conflicting state, showing changes in
support for the new and old visual types from the index

has a feedback effect of reducing the input to the dog visual type, which in
turn lessens its ability to compete with that from the active (mouse) view. A
parallel aspect to this process is that the weight from the active index to the
mouse visual type begins to increase, further biasing competition towards
that visual type (i.e. the one favoured by the active view).
The final stage in this process is shown in Figure 5.7, where the shifting
of index support from the dog visual type to the mouse visual type allows
the mouse visual type to win outright. Accordingly the mouse visual type is
stored by the active index, in place of dog. The extended competition in this
case has led to a longer recognition time, relative to the case of no conflict.
It should be clear therefore, that this network satisfies the requirements
(outlined in Section 4.1 on page 74) for a process that reproduces the effects
observed in the object-reviewing paradigm. Firstly, expectations are stored in
the weights of the connections between the indexes and the visual type layer.
Moreover, as these indexes are seen as corresponding to specific tokens, this
storage can be said to be “object-specific” (up to a number objects limited
by the number of indexes). Secondly, subsequent activation of an index
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Figure 5.7 Resolution of a conflicting state. The attended-to object has been
recognised as a mouse, and its expectation updated.

in response to reattention to a particular object results in any expectation
stored in that index’s weights being reapplied to the visual type layer. This
amounts to the object-specific retrieval of that expectation. Thirdly, the WTA
mechanism in the visual type layer, combined with the shifting of index
support, ensures that any conflict is eventually resolved to a single visual
type. The fact that the active index modifies its weights to reflect visual type
activity, while the views to do not2 , means that this resolution will always
be in favour of the visual type stimulated by the bottom-up visual pathway.
This changing of index weights also satisfies the final requirement that an
incorrect expectation be updated to reflect the most recently observed state of
the object.

2 The

introduction of plasticity between the view and visual type layers, as implied by
the visual type training procedure described in Section 4.3.3 results in slightly different
dynamics; see Section 5.3.2.
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5.2

Simulations and results

In this section an implementation of the network just described, and its
performance in a series of simulated object-reviewing conditions (SO, DO,
and NM) is reported. This implementation used a firing-rate-encoding
computational neuron model, in which unit activations were computed
“synchronously” at each time-step from network activity at the previous
time-step (see Appendix B). It was written entirely by me, in the Python
programming language (van Rossum, 2008). Some finer-grained details of
this implementation, relevant to the remainder of this section, are described
in Section 5.2.1, and the full set of parameters used are provided more
concisely in Appendix C (see also the next paragraph). Following this, the
results of simulations of each of the SO, DO, and NM conditions are presented
in Sections 5.2.2, 5.2.3, and 5.2.4 respectively.
There are actually many particular sets of network and simulation parameters that are able to reproduce the effects observed in object-reviewing
experiments; each having a different impact on the sizes of these effects, but
not on their overall order (i.e. SO < DO ≤ NM)3 . As it is difficult to justify
any single set over another, it is felt that this section should taken merely as
an “existence proof,” demonstrating a particular set of parameters that works.
In this context, the simulations described in the following were performed on
a network having one of these “valid” sets of parameters (see Appendix C),
and a full exploration of the parameter space is held to be beyond the scope
of this chapter. Rather, in a few relevant cases, I will comment on the way
that different parameters affect network behaviour.

5.2.1

Network implementation and simulation strategy

In this section, an informal description of the implemented network and its
simulations is given. More detailed information about the computational
neuron model used, and specific parameters and procedures, are provided
in Appendices B and C respectively.
The implemented network on which the simulations were run is shown
in Figure 5.8, and was broadly the same as that described in Section 5.1.
3 As

is discussed further later, DO and NM recognition times are often recorded to be the
same, and the nonspecific preview effect (NSPE) is reproduced only in very specific sets of
circumstances.
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Figure 5.8 The implemented network

It used a visual type layer of five units, which under the localist model
of visual types allowed for the representation of five distinct visual types,
more than sufficient for the present purposes. Of course, in reality, this
number would be much larger, allowing for representation of every kind of
object ever seen, and probably with some capacity for learning more (see
Section 5.3 for further discussion of this point). Moreover only a single view
was simulated for each kind of object, meaning that there was a one-to-one
correspondence between view units and visual types. This was deemed to
be an acceptable abstraction, given that there was no need for multiple views
in the present simulations. Finally four indexes are used, and as none of the
simulations described in the following sections involve more objects that
this, no procedure for reusing or reassigning indexes is specified.
The input to the network was determined by a sequence of “attentional
shifts” towards objects showing specific views. Each object in a given simulation was assigned an index, and at the time of a shift of attention towards
a particular object, the units corresponding its index and currently visible
view were turned “on” (see Appendix C.2). All other view and index units
were turned “off.” This pattern of activity was maintained for as long as the
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particular object remained attended-to. In a special case, perhaps analogous
to passive viewing, attention to “nothing” was simulated by turning all view
and index units “off.”
Each view unit was directly connected to its single corresponding visual
type unit, with a fixed weight, thus delivering stimulation to that visual
type only. Each index was fully connected to the visual type layer, with the
weights on their connections expressing the expectation associated with them.
These weights were initialised to zero, and were modified by a Hebbian-like
learning rule. The actual weight update equation is given in Appendix B.2
but in simple terms, it caused the weight connecting an index and a visual
type to be moved towards the product of their activations, but in proportion to the activation of the index. Thus the outputs of the active index were
strengthened to the currently active visual type(s), and weakened to any
others; those of inactive indexes did not do any learning (due to modulation
by the activation of the index). A learning rate associated with these connections controlled how quickly these changes happen. Empirically this should
be relatively fast, enough for an expectation to be stored upon even short
exposures to stimuli4 .
WTA behaviour in the visual type layer was achieved through lateral
inhibition: each visual type unit inhibiting each other visual type unit.
Changing input from the active index avoided the common need for a reflexive self-exciting connection. At any given time, visual type layer activity can
be thought of as expressing the currently recognised visual type, if any. A
“recognition” event (allowing the measurement of a recognition time) was
defined to occur whenever activity moved into a state in which a single
visual type unit’s activity was above a “recognition threshold,” and that of
all other units was below another, lower threshold.
Internally, the activation of a visual type unit was based on a standard
summing of weight inputs, passed through a non-linear sigmoid-shaped
function. In order to achieve smoother changes in activation however, the
summing part of this operation is put through a “cascading” procedure
4 As

was acknowledged in Section 4.4, although such fast updating connections are
perhaps biologically dubious, they can be swapped easily for an interneuron solution if
desired. However the multiple copies of the visual type layer implied by the interneuron a
solution is held here to be at least equally questionable. Thus in the absence of discriminating
information, it was thought to be somewhat arbitrary which of these solutions was used,
and that which implied the least additional neural machinery was chosen.
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(McClelland and Rumelhart, 1988). This essentially involved the actual
aggregated value passed to the sigmoid function moving asymptotically,
over a number of time-steps, towards the current sum of the unit’s inputs,
rather than changing immediately, based only on its current input. Without
such a mechanism, a feature of the simulation technique used (synchronous
update) meant activity in the visual type layer exhibited an undesirable
fluctuating pattern. Specifically, at one time-step, low visual type-activity
would result in low inhibition, which subsequently leads to higher activity
and thus high inhibition at the following time-step. This in turn results in
lower activity again, and the cycle repeats. By using the cascading procedure
these fluctuations can be avoided, and activity moves smoothly towards a
recognition state. This procedure is described more formally in Appendix B.1.

5.2.2

Same-object condition

An object-reviewing SO condition was simulated by first attending to two
objects of different visual types (i.e. showing views associated with different
visual types), each until “recognised.” A short intervening linking period
was simulated by attending to “nothing” (i.e. all view and index units were
turned off). Finally one of the two objects (the target) was attended to once
more, showing the same view as it had earlier. The time to recognition was
measured.
Figure 5.9 shows network activity during such a simulation, in which the
target object was the one first attended to earlier. This diagram consists of
four separate “traces” of network state, each plotted against time. The traces
depict, from top to bottom, view activity, visual type activity, active-indexto-visual-type weights, and index activity. In the top three traces colours
indicate different visual types: a visual type associated with a view; a visual
type unit itself; and the visual type unit upon which a particular connection
impinges. In the bottom trace colours indicate particular indexes. It is
particularly important to note that the active-index-to-visual-type weights
trace shows the weights from the active index only, and not from any others.
However as only the weights from the active index do any learning, and no
other index contributes activation, all relevant network state is represented in
this diagram. I have chosen to use colours to code for units in these diagrams
simply as an alternative to some other kind of label. In particular, these are
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Figure 5.9 A trace of network activity during a simulated SO condition. Note
the reduced recognition time upon returned attention to the purple index. In the
top three traces colours indicate different visual types: a visual type associated
with a view; a visual type unit itself; and the visual type unit upon which a
particular connection impinges. In the bottom trace colours indicate particular
indexes.
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not meant to imply any external meaning, such as colour features on objects
for example.
Understanding the activity depicted in this trace is fairly straightforward.
Initially, an object showing the green view and having the purple index
assigned to it, is attended to. As indicated in the active-index-to-visualtypes weight trace, at this point, there is no expectation associated with that
index (all weights are zero). Input from the green view to the green visual
type causes that unit to dominate, and the weight from the purple index to
the green visual type increases accordingly. Once the activity of the green
visual type has reached the recognition threshold attention is switched to the
second object (gold index, blue view). This switch results in the removal of
stimulation to the green visual type, and the introduction of stimulation to
the blue visual type. Again, no expectation is stored, indicating that this is
the first time that the object has been attended to. The cascading of activity
in the visual type layer means that activity in the green visual type falls
away over a few time-steps, rather than turning off immediately. This has
two direct effects: the gold index initially stores a small amount of green
activity; and the rise of the blue visual type is slightly slowed, meaning
that overall its recognition time is longer that for the green visual type. It
is not clear whether this feature has any empirical relevance however, and
it is left alone simply because it doesn’t adversely affect overall network
performance. After the second object is successfully recognised, attention
is then temporarily directed to “nothing,” as indicated by the lack of any
input to the visual type layer. Eventually the lack of any stimulated visual
type results in the visual type layer settling to a “resting” state. Finally the
object associated with the purple index (i.e. the first object) is reattended
to. As can be seen, the previously stored expectation of the green visual
type by the purple index, indicates that this is a case of reattention to an
object. Specifically, as the view shown by that object and the expectation
stored against its index agree (green), their dual input to the same visual
type causes the object to be quickly recognised.

5.2.3

Different-object condition

An object-reviewing DO condition was simulated similarly as for the SO
condition. However in this case, when the target object was attended to, its
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view had changed to that which was initially shown by the other object.
Figure 5.10 shows a trace of network activity during a simulation in which
the target object is again the one first attended to in the preview stage. Up
to the point at which attention is directed towards the target object, this
simulation is identical to the one for the SO condition. However this time,
upon attention to the target object (i.e. the purple index), it can be seen that
the view it is showing (blue) is different to that shown the last time that
that index was active (i.e. green is the visual type stored against that index).
This means that both the green and blue visual types are stimulated together,
which accordingly slows the dominance of the blue visual type. Another
way that the recognition of the blue visual type is slowed has to do with
simply with the lack of input for that visual type from the active index. In
particular, only once the weight from the active index to the blue visual
type has sufficiently increased is the blue visual type able to fully dominate
competition. Both of these components of the recognition time are discussed
separately in the following, but in essence, this slower recognition time,
relative to that for the SO condition (see Figure 5.9) amounts to a successful
reproduction of the OSPA.
In the simulation depicted in Figure 5.10 the competition provided by the
stored expectation is relatively slight (the index-to-green-visual-type weight
remains less that 0.5), and the bulk of the final recognition time is due to the
time taken for the new expectation to be updated. Two ways that this can
be modified is by attending to the preview objects for longer (i.e. past the
point of recognition), or by increasing the learning rate on those connections.
In either of these cases, the increased competition that results lengthens the
final recognition time relative to the initial recognition times in the preview
stage.
The recognition component due to the time taken for the incorrect expectation to be update is also affected by the learning rate on index-to-visual-type
connections. However in this case it would reduce its contribution, as the
weights would update faster. Thus increasing this learning rate shifts the
proportion of the recognition time attributable to competition versus update
speed. However the ultimate cause of the update component in recognition
time has to do with the sigmoid thresholds of the visual type units. Specifically in the simulations presented here, it is set such that a certain degree of
index input is required in order for a visual type unit to reach the recognition
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Figure 5.10 A trace of network activity during a simulated DO condition. Note
the increased recognition time upon attention to the target, relative to that
depicted in Figure 5.9. See the caption for Figure 5.9 for details about the
colours of the traces.
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activation. If it is lowered, then view input alone is enough to allow a visual
type unit to win competition, making the level of index input largely irrelevant. However, as it stands, the current sigmoid threshold used forces a
certain minimum level of index learning, ensuring that a “recognised” object,
will always have an expectation stored for it. A lower visual type sigmoid
threshold allows a view to be recognised with much less index input, and
thus possibly accepts cases in which recognised objects have no (or only
very weak) expectations stored for them. In light of this the current sigmoid
thresholds are preferred.
A final kind of behaviour worth mentioning here has to do with a special
case in which the target object is the first one attended to in the preview
stage (and thus because this is a DO condition, the visual type is that of the
second previewed object), but the linking duration is shorter than that shown
in Figure 5.10. This is shown in Figure 5.11 where attention is directed to
the target object before the visual type layer has reached the resting state,
in which all visual type units have the same activity. In this case latent
activity in the blue visual type gives that visual type (shown by the target) a
slight “head-start” in competition with the green visual type (stored in the
expectation). This has a overall affect of slightly reducing recognition time
compared to when the linking duration is longer (10 vs. 12 time-steps in the
case shown here). Finally, as the latent activity only exists for the visual type
of the second previewed object, as was mentioned above, this effect is only
observed for the case in which the target object is the first one previewed. In
particular, if it were the second object, then for a DO condition to hold, the
target object’s view would have to be that of the first previewed object (in
this case green). However there would be no latent activity for that visual
type, and thus no facilitation would be observed (in fact the latent visual
type activity due to the initial view shown by the second object, which would
be same as that stored by its index, leads to a longer recognition time in this
case).

5.2.4

No-match condition

The final main object-reviewing condition simulated here is the no-match
condition. Again this was done by having the network attend to and recognise two objects, then attend away. One of the first two object was then
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Figure 5.11 A second trace of network activity during a simulated DO condition. Note that due to the reduced linking period, latent activity in the blue
visual type at the onset of the target causes recognition time be slightly shorter
compared to that in Figure 5.10. See the caption for Figure 5.9 for details about
the colours of the traces.
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reattended to, but this time showing a third view, not previewed earlier.
Figure 5.12 shown a trace of network activity during such a simulation,
one in which the target was the second object attended to earlier. As can be
seen, activity in this case is practically identical to that for the simulation of
the DO condition shown in Figure 5.10, with the only difference of course
being that the target object is now showing the blue visual type5 . Thus under
these conditions, there is no recorded NSPE. However, this not deemed
particularly problematic. In particular as the NSPE is most often attributed
to general priming of property representations in long-term memory (LTM),
the fact that no simulation of this kind of area is included here accounts for
the lack of NSPE.
In fact there is a certain boundary case in which an NSPE was observed
in this network. In the previous section, I briefly touched on the case when
the target object was the first on previewed, and the linking duration was
suitably short. Specifically, the fact that the visual type shown by the target
was the same as that most recently attended to meant that latent visual
type activity resulted in a slight reduced DO recognition time, relative to
the “standard” conflict case. Importantly as this effect is second-visual type
specific, it cannot occur in the NM condition (as the bottom-up visual type
will not match that latent activity), leading to a difference in recognition
times in this case. Though this is effectively an NSPE, it is such a specific
circumstance, unlikely to be relevant to human data, and is mentioned mostly
as a curiosity.

5.3

Extensions and future work

At the beginning of this chapter, I defined a fairly tight scope for the network
discussed and implemented here. Specifically it was limited to the core
concern of resolving direct visual input against a stored expectation about
that input. Both the context for this network, and the specific mechanisms
employed were discussed throughout Chapter 4. In the remainder of this section I will briefly discuss the mechanisms behind the two primary sources of
input to, and an output target from the network discussed above: a tracking
5 Actually

one other difference has to do with the fact that this trace is for a case in which
the target object was the second attended to in the preview stage. Specifically there is a small
amount of remaining green activity stored in that indexes weights. However this has only a
very small, if any, affect on recognition time.
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Figure 5.12 A trace of network activity during a simulated NM condition. Apart
from the visual type of the target object, this activity is identical to that shown in
Figure 5.10. See the caption for Figure 5.9 for details about the colours of the
traces.
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Figure 5.13 A set of possible extensions to the network, including a tracking
subsystem, view classification input, and output to semantic memory
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system delivering index input; a classification system delivering input to the
visual type layer; and a memory system for representing semantic properties
of attended-to objects. Figure 5.13 shows the relationship of these extensions
to the network described in this chapter.

5.3.1

Tracking

In the present implementation, object’s token identities were represented by
FINST-like indexes, whose activation was controlled algorithmically based
on the attentional target at any given time. In particular, real-world tracking
of moving objects was pushed down to a lower, out-of-scope level.
I have implemented a version of the tracking model described at the end
of Section 4.4.2, and shown in Figure 5.14. This model consists of a set of
index units (similar to those used in the network described in this chapter),
a set of retinotopic tracking maps of association relays (see Figure 4.8, on
page 106), and two other retinotopic maps representing both a set of globally
salient regions (i.e. a saliency map), and the current single locus of attention
(referred to as the “attentional map”), respectively. The association relays in
each tracking map are connected to the rest of the network as was shown in
Figure 4.12 (on page 112). In its basic operation, attention activates a single
salient region (i.e. one that is active in the saliency map, presumably the most
active), as well as an index. This concurrent activity causes the attended-to
region to be “stored” in the active index’s—and only the active index’s—
tracking map. Subsequently, after withdrawing attention from that region
(and deactivating the index), neighbourhood connections within the tracking
map (lateral connections between storage units of the association relays, see
Figure 4.12), and maintained regional activity in the saliency map, allow that
region to persist in the tracking map. Specifically, to remain active without
input from its index and the attentional map, a tracking relay’s storage unit
must receive input from the saliency map and a neighbour in that same map.
This helps to enforce a rule that only a single, previously attended-to region
is represented in each map. That is, any other salient locations, not already
active in a tracking map, or connected to active locations in a tracking map,
cannot become active there. There are two further consequences to this.
Firstly, any location that was previously active in a tracking map, but is no
longer salient in and of itself, will fall inactive in the tracking map. Secondly,
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Figure 5.14 A sketch of the tracking network. In this case there are three
salient regions, each having been attended to separately, and stored in separate
tracking maps, via “association relays.” The current locus of attention is indicated
by the filled region in the attentional map, and the corresponding tracking map
in which the “relay” units are also active. The shaded regions indicate that only
the “storage” unit of these relays are active, as attention is not currently directed
there. This is achieved through neighbourhood connections within each map,
and maintained input from the saliency map. These same mechanisms ensure
that those regions are also tracked as they move in the saliency map.
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newly salient locations that are connected to an active region in a particular
tracking map will become active in that map too. In this way, a smoothly
moving salient region, represented in a particular tracking map, will remain
represented in that map (and only that map; though see below), for as long
as it remains salient, including if it moves about. Put simply: it is tracked.
So far this is all that has been implemented of this tracking model. Details
such as index assignment (and reassignment), and modes of attention (e.g.
attention to a region or index alone), remain to be worked through. However
there are a number of outstanding questions about this kind of tracking
model that seem to require answers before pursuing it much further. The
first of these is that the current model only supports the tracking of smoothly
moving objects, and in particular ones that move less than a full object’s
width in a “time-step.” The result of this is that this mechanism would
not support tracking of objects through apparent motion. Secondly, if two
separately tracked regions come into contact with each other, or overlap
(perhaps through object occlusion), the neighbourhood grouping rule causes
tracking of both of those regions to spread to both indexes, and remain
that way even after the objects separate again. A similar behaviour was
reported by Kazanovich and Borisyuk (2006), and was suggested there to
perhaps be related to the findings of Pylyshyn (2004), in which identities of
tracked objects were often lost, especially when those objects came near each
other. The effects of this kind of object interaction has not really ever been
investigated in the context of an object-reviewing task. This leads to the final,
and in my opinion the most important question about the applicability of
this MOT-inspired tracking mechanism to the object-file model. Specifically,
as was summarised in Section 4.4.4, there seem to be a number of disconnects
between models of MOT and object-reviewing and the underlying data itself.
In Chapter 6 I attempt to provide some answers to these questions via a series
of psychophysical experiments involving subjects making object-reviewing
responses to tracked objects.

5.3.2

Learning type representations

In Sections 4.3.2 and 4.3.3 I considered what the purpose of the network
described and implemented in this chapter might be. In particular I argued
that the apparent storage and retrieval of expectations might be indicative
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Figure 5.15 A network that learns the view to visual type mapping. This is
essentially the same as the network described in this chapter, with the addition
of adaptive connections between the views and visual types.
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of a “lock” on the visual type associated with an object being tracked, for
encouraging the emergence of stable representations of those objects, even
under circumstances in which they are changing. One part of this was in
the development of view-invariant visual type representations. That is, if
at a certain level, attention were to lock the representation evoked there,
then both lower-level visual representations, possibly changing in response
to a changing view of a particular object, would have a constant “target”
representation to train towards. At the same time, higher-level semantic
representations could be aggregated over multiple views in a similar way
(at least those that apply equally to all views, such as a verbal code, see the
following Section 5.3.3).
I have implemented a version of the visual half of this model in which
a mapping from a set of view units to a set of visual type units is learned.
This network is very similar to the one described in the main part of this
chapter, except that each view is fully connected to the visual type layer, with
random initial weights; that is, the view to visual type mapping is initially
entirely non-specific, rather than preset and one-to-one as was the case for
the network in this chapter. Initial attention to an object activates a view unit
(representing the current appearance of the object) and an index (transiently
representing its token identity), as before. The active view’s random initial
weights effectively “select” a preferred visual type unit, which is stimulated
more than the others, and WTA connectivity eventually allows that visual
type to win the competition in the visual type layer. In this case however,
both sets of connections (from the active index and the active view) adapt
based on the activity in the visual type layer. In this way, the index stores the
winning visual type as before, and the active view learns to better stimulate
that visual type (and stimulate the losing visual types less) next time as well.
Most importantly, if the view of the object changes (i.e. the active view unit
changes—possibly due to object or observer movement for example), but
the locus of attention does not (i.e. the active index remains the same), the
action of the index on the visual type layer prevents the winning visual type
from changing. The result if this is that regardless of the new view’s default
preference, it will learn to prefer the visual type already active when the
change occurred. Thus views that are seen on the same object end up being
mapped to the same visual type, in an emergent manner, with the index
to visual type connections providing a “target” visual type representation
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for new views to train towards. Moreover, as the indexes are assumed to
track their objects as they move extra-attentively (see earlier), this learning
of common visual type representations is able to occur over multiple shifts
of attention.
Two further adaptive mechanisms were employed in this network, in
order to address a pair of additional issues that arise in this implementation.
The first solves a problem of views of different kinds of objects activating
the same visual type unit. In particular random initialisation of view-tovisual-type weights specifically allows for such unrelated views to prefer
the same visual type unit by default. This is avoided by both limiting the
range of the initial random weights and permanently raising the sigmoid
threshold of any highly active visual types, allowing those visual types to
be “claimed” by views that stimulate them. As an active view that causes
a particular visual type unit to win competition will also have its weight
towards that unit increased, the increased threshold has little effect on that
view’s ability to stimulate it. However any other view is no longer able to
stimulate that visual type (any more than it can another, at least), and instead
another visual type will be “selected.” Importantly, this does not impact the
ability of a novel view from stimulating an already locked visual type, as the
lock itself provides enough support to overcome the raised threshold of a
claimed visual type. The result of this is that once claimed, a visual type can
only recruit new views if it is first activated and locked by a known view.
The second adaptive mechanism addresses the problem of the attentional
lock overpowering even a supposedly “well-known” visual type. For example in object-reviewing DO conditions, attention is returned to an object of
a different visual type than was expected. Based on the description given
above, the attentional lock would insist that the object be recognised as it
was previously. While it is arguable that this might indeed be the correct
response in the case that the second view has never been seen before, it seems
wrong when the target is a well-known view of a different visual type (as
is the case for incongruent object-reviewing conditions). To accommodate
this behaviour, the learning rate on the view-to-visual-type connections is
reduced or “cooled,” over repeated exposures. The result of this is that after
a certain amount of experience of a particular view, the attentional lock is no
longer strong enough (or not able to compete for long enough) to overcome
that view’s learned visual type.
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A final important point to note has to do with the applicability of this kind
of model to ever lower-level visual representations. One particularly obvious
assumption of the model just described is of a prescribed mapping from
retinal projections to view representations. Of course such a mapping must
itself be learned. However I have assumed a similarly prescribed view-tovisual-type mapping in the majority of this chapter, and then explained here
how it could develop over time. It seems possible that similar mechanisms
could be extended to learning earlier mappings, and even all the way back to
the simple representations of primary visual cortex (PVC) (see Section 3.3.2).
This idea is perhaps similar to the model of Rolls and Milward (2000) who
employ a “trace learning” rule, in which higher-level representations change
more slowly than lower-level ones. In this way a given temporal sequence of
faster changing lower-level representations, train towards a common higherlevel representation. However this model does not link this modulation to
any attentional cues. As I have argued, some basic assumptions about certain
constants of continuously attended-to (or tracked and reattended-to) objects,
such as that their visual type does not change, would seem to allow for
some quite powerful learning to occur within an attentional engagement. It
remains an interesting possibility to investigate as to whether the attentional
locking mechanism might be able to serve as the generator of the tendency
for higher-level representations to change more slowly than lower-level ones,
as suggested by Rolls and Milward (2000).
There are other details and many interesting behaviours of this model to
be described, and many more yet to be explored. However for now these
deferred to a later point in time.

5.3.3

Semantic memory

The final main extension of the model described in this chapter concerns its
output, to memory areas representing associative, semantic properties of
objects, which I have loosely referred to as semantic memory. In Section 4.3.1
I described some general principles by which this memory area should be
expected to operate, if some of the more complex object-reviewing effects are
to be attributed to it. Briefly however, connectivity in this semantic network
is meant to be learned over time, perhaps based on co-occurrence of, for
example, visual and auditory stimuli. Subsequently, its activity in response
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Figure 5.16 An example semantic memory network, shown here as a point of
convergence receiving input from multiple sensory modalities.

to attention to an object can be seen as reinvoking past experiences of other
identical or somehow similar objects. This could in turn be provided as input
to higher-level cognitive planning programs.
Figure 5.16 shows an illustration of some of these principles, in which
two visual types project to different sets of semantic units, defining their
individual semantic representations (or “assemblies”). I don’t wish to specify
too much in terms of particular connectivity, representation structures, or
learning mechanisms here (see below), other than to suggest that within
each assembly, different units represent particular properties, such as being
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food, or having a particular name. Attending to an object would activate a
particular pattern in this network, and any other coincident sensory input
would somehow become associated with that pattern too. Connectivity
within a particular assembly should also develop to allow spreading activity,
and lead to phenomena such as semantic priming.
As I’ve mentioned already, with respect to the network described in this
chapter, part of the input to this semantic network comes from the visual
type layer. In a mature network, a wining visual type unit should maximally
stimulate its corresponding semantic representation, which would then be
available, unambiguously, to any downstream cognitive processes to make
use of. A less active visual type unit would not stimulate its semantic representation so strongly, and thus downstream processes might be negatively
affected by this apparent “uncertainty.” Thus upon initial attention to an
object, the resulting fully active visual type unit will evoke a well defined
semantic representation. The same applies for reattention to an object whose
appearance is consistent with its previously observed state. However, reattention to an object that has changed inconsistently (breaking the assumptions
of the expectation system; see the previous Section 5.3.2) means that, for
a time, two visual type units will be partially active (while they compete).
On shared parts of their associated semantic assemblies (such as a verbal
code between the letters ‘a’ and ‘A’), their combined partial activity might be
able to combine to provide the equivalent of maximal stimulation to those
properties. A task only requiring input from such shared units might then
be able to proceed as for a case of no conflict. Alternatively non-shared
components of the representations for the two partially active visual types
will receive only partial stimulation, until visual type competition has been
resolved. This weaker activity could increase response times, explaining
the difference between the DO condition relative to the SO condition, and
accounting for the OSPA. Finally, other temporal aspects of activity in this
network (or other forms of enhanced sensitivity) might explain different
response times for recently perceived kinds of objects and others, accounting
for the NSPE.
It would be a relatively trivial task to implement such a network using a
hand-coded set of associations, and derive the sorts of dynamics described
above. However hand-coding the network in this way would make this
conclusion somewhat self-fulfilling. Much more interesting would be to
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determine a set of general learning rules for semantic associations and show
that they result in those same sorts of connections. Such a task is decidedly
non-trivial, and would likely require some kind of embodied implementation,
embedded in a rich sensory environment. Such an investigation is outside of
the scope of the current work. However it seems quite likely that the locking
of a visual type representation to ease the task of learning a view-to-visualtype mapping, could benefit the learning semantic properties of those same
visual types; if only by allowing the automatic generalisation of this sort of
information over all the different views of a given visual type of object.

5.4

Summary

In this chapter I have described concrete neural network models of some
of the central aspects of the system summarised in Section 4.5. I have also
reported on the results of a specific implementation of the core aspect of
this system, held to be responsible for the production of the OSPA in objectreviewing tasks, for which it ably accounts. I then described how this core
network might interface with upstream sources of token and visual type
input, and with downstream cognitive processes via a memory network
nominally called semantic memory.
In the following chapter I will depart from modelling to report on a series
of psychophysical experiments that I have performed. These experiments
attempt to answer some of the questions surrounding the relationship between the tracking employed for MOT abilities, and the same evident in
object-reviewing experiments.
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Chapter 6
Testing the relationship between
MOT and object-reviewing
In this chapter I switch my focus back to a different part of the discussion
in Chapter 4. Specifically, in Section 4.4.4 I described the common idea
that token tracking mechanisms underlying multiple object tracking (MOT)
abilities might be shared with the processes that maintain the bindings
evident in object-reviewing experiments. I also noted a number of reasons
to possibly question this assertion, in particular relating to the apparent
“effort” required in each paradigm, and the degree to which MOT processes
really do maintain reliable traces of objects’ token identity. In the following,
I describe a series of psychophysical experiments designed to investigate
some of these questions. To achieve this a new hybrid experimental paradigm
was developed and used in two pairs of studies.
In Section 6.1 some background ideas behind this paradigm are described,
followed by Section 6.2, in which I present an initial experiment designed to
establish a pair of important preconditions for the remainder of the research
in this thesis. This was a two-part study using the same set of subjects in both
parts. The first part (Experiment 1a) was simply intended to establish that
my experimental methods were capable of replicating the most important
results of the object-reviewing paradigm. Specifically, that an object-specific
preview advantage (OSPA) could be reproduced for up to four objects, and
for linking periods of up to 5s. The second part (Experiment 1b) was intended
to test a basic assumption about the sorts of motion that object-files can
survive.
In Section 6.3 the new hybrid paradigm is introduced, and following
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this, four further experiments are described. Experiment 2 and Experiment 3
together represent a first attempt at implementing this paradigm. Specifically,
Experiment 2 (see Section 6.4) required subjects to concurrently perform both
a MOT task and an object-reviewing task. Experiment 3 (see Section 6.5) was
a control experiment that only involved an object-reviewing task. Different
sets of subjects were used in each experiment.
A number of issues arose from Experiments 2 and 3 (described in Section 6.7), and following a subsequent refinement of the hybrid paradigm, two
further experiments were run in a similar vein. These were Experiment 4 and
Experiment 5 (see Sections 6.8 and 6.9 respectively). Though still ultimately
somewhat unsatisfying, a number of interesting new results were apparent
from these experiments. These are described in Section 6.11.
Finally in Section 6.12 a summary of the main findings of all this work is
given.
(In the interests of readability, all the experiments in this chapter are
described here in a relatively informal and interpretive manner, emphasising
the main results. More detailed descriptions of methods and results are given
in Appendix D.)

6.1

Overview

In Chapter 4 I described how a basic requirement of an object-addressable
expectation system is for a process that tracks the locations of any objects
of interest, outside the locus of attention. An obvious suggestion then, is
that the tracking mechanisms suggested by Pylyshyn (1989, 2001) to underlie
MOT might be co-opted to serve this role. This is not a particularly new
proposal, and has been suggested by other authors (e.g. Kahneman et al.,
1992; Pylyshyn, 2001; Scholl, 2001; Carey and Xu, 2001), at least indirectly,
through their reference to Pylyshyn’s Fingers of INSTantiation (FINSTs),
which he holds to be uniquely implicated in MOT. However the results of
multiple-identity tracking (MIT) experiments (Pylyshyn, 2004), in which
subjects were unable to report the identities of tracked targets, have arguably
questioned the legitimacy of this view. In particular, if the tracking processes
driving MOT do not actually maintain identity traces of the objects in question (and indeed I’ve argued that they do not need to either—see Section 2.3.4),
then they might not seem so appropriate for the purposes of tracking for

163
object-expectations after all1 . However there are of course other sides to
this argument too. For example, object-reviewing experiments have not yet,
to my knowledge, investigated the behaviour of the OSPA through motion
even approaching the complexity of that used in a typical MOT experiment. If
such an experiment were run, and consistent OSPAs were found, then there
would be perhaps good reason to reject the idea of such a relationship.
The experiments presented in this chapter attempt to address aspects of
these questions. Their main methodology is to have subjects make objectreviewing-style responses to objects that undergo MOT-style motion. In some
cases, these moving objects are simply viewed “passively,” as in a traditional
object-reviewing experiment. However on other occasions, subjects were
required to track the objects through their motion, as well as subsequently
to make object-reviewing responses to them. Crucially however, subjects
were never required to explicitly track object identities, as in an MIT task.
Essentially this allowed me to measure the degree to which tracking affected
the maintaining of identity traces for the object-reviewing task.
The details of this dual-task paradigm are explained more fully in Section 6.3, but first I describe an initial study, aimed at establishing some
benchmarks for later comparison.

6.2

Experiment 1: replication and a test

Before embarking on the kind of experiment proposed in Section 6.3, as with
any empirical research, it was important to be sure that my experimental
methods were able to reproduce the most basic findings of the experimental paradigm before testing any new hypotheses. In the object-reviewing
paradigm, these fundamental findings are the number of objects that they
support, their persistence in time, and resistance to motion.

The main purpose of Experiment 1 was to test that I was able
to reproduce the number, persistence, and motion findings in
the object-reviewing paradigm.

1 Though this “appropriateness” itself depends on the purpose of these expectations—see

Section 4.3.2.
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Figure 6.1 An example preview display with 4 balls in Experiment 1; balls
always appeared within the grey patch.

Additionally however, as was pointed out in Section 6.1, it is possible that
the assertion of a relationship between MOT and object-reviewing could
perhaps be dismissed out of hand. Specifically if it were found that automatic
object-file bindings persist through kinds of motion that require the exertion
tracking effort in a MOT task, there would not seem to be any need to appeal
to such mechanisms to preserve such bindings.

The secondary purpose of Experiment 1 was to demonstrate
a kind of motion that, while not likely to present a particularly difficult tracking task, in the absence of tracking, did not
support OSPAs.

6.2.1

Methods2

Experiment 1 was of the standard object-reviewing paradigm. Example
displays are shown in Figures 6.1 to 6.3. They consisted of a grey patch on
a black background. Objects were “yellow-green” balls, and stimuli were
letters of the alphabet. Balls were always constrained to appear within the
patch, and all balls present in a given trial contained a preview letter. Subjects
were required to remember the preview letters and, upon onset of the probe
letter indicate as quickly and accurately as possible (via speeded key press)
whether or not the probe matched any one of the preview letters. (Due to the
2 Detailed

methods can be found in Appendices D.1 and D.2.1 to D.2.4.
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Figure 6.2 A snapshot from an example linking display with 4 balls in Experiment 1. In Experiment 1a the balls remained in the positions that they occupied
in the preview display. In Experiment 1b they moved about the grey patch
independently.

Figure 6.3 An example probe display with 4 balls in Experiment 1. Relative
to Figure 6.1, this example represents a NM condition, as the ‘M’ was not a
previewed letter.
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potential confusion between the different uses of the word “target” in the
MOT and object-reviewing paradigms, I will use the term “probe” to refer
to elements of the final display in the object-reviewing paradigm. Later, in
the experiments involving tracking, I will use the term “tracking targets” to
refer to those objects that are required to be tracked.)
The dual purpose of Experiment 1 was examined over two testing sessions using the same set of subjects in both. In one session the balls simply
remained in their initial positions throughout each trial (a “static” linking
condition); this session is also referred to as Experiment 1a. In the other
session, the balls moved about the patch (though always remaining within
it) during the linking period according to an algorithm described in Appendix D.1.4 (a “motion” linking condition); this session is also referred to
as Experiment 1b. In each of these sessions, in addition to the usual objectreviewing conditions (hereafter OR conditions), both the number of balls (2
and 4) and length of the linking period (1s and 5s) were varied.
Experiment 1a was intended to demonstrate the number and time persistence properties of object-files. In Experiment 1b the purpose of the short
linking period was intended to confirm existing findings of object-files surviving motion (during the time available the balls were only ever able to
move short distances, and in relatively “simple” ways). Conversely it was
expected that at the longer linking period motion would be allowed to become relatively “complex,” involving greater configurational changes, and
would thus test the prediction that object-file bindings would be lost. To my
knowledge this is the first investigation of the effects of such motion on the
OSPA.

6.2.2

Results and discussion3

The results of most interest in this experiment were those concerning the OR
condition, and in particular effects on the OSPA. Thus only data from OR
“match” trials—same-object (SO) and different-object (DO)—is considered,
allowing much simpler interpretation of analyses involving this factor, as
only two levels are used.
Across both sessions subjects were faster to respond in the SO condition
than the DO condition (F (1, 19) = 37.64, p < 0.001), with response times
3 Detailed

statistical analysis can be found in Appendices D.1.6 and D.2.5.
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Number of objects
2
4

Linking period
1s
5s
1s
5s

OR condition, Mean (Std. Error)
SO
DO
OSPA
536ms (21.6) 569ms (25.55) 33ms∗∗
569ms (29.16) 577ms (28.77)
8ms
605ms (25.94) 657ms (33.02) 53ms∗∗
634ms (26.73) 622ms (28.81) −12ms

∗∗ Significant at p < 0.01

Table 6.1: Mean response times in Experiment 1b demonstrating, in particular, the abolition of the OSPA at the 5s linking period with both 2 and 4
balls

of 633ms and 662ms respectively, giving an OSPA of 29ms. This served to
establish that my experimental methods were indeed capable of reproducing
the most fundamental result of the object-reviewing paradigm: the OSPA.
However this effect depended on the levels of the linking condition and
linking period factors (significant three-way interaction: F (1, 19) = 5.55, p =
0.029), suggesting a difference in the way that linking period interacted with
OR condition in the each session. In order to investigate this difference, data
from each session was further analysed in isolation.
As is illustrated in Figure 6.4, for Experiment 1a linking period had
no obvious impact on the OSPA, thus demonstrating the resistance of this
effect to longer linking periods. However for Experiment 1b, as Figure 6.5
illustrates, an OSPA was found only at the short linking period (interaction:
F (1, 19) = 8.63, p = 0.008). Furthermore this pattern did not depend on
the number of balls, and as can be seen from Table 6.1 this elimination of a
significant OSPA occurred in both the 2 and 4 ball conditions.
Returning to the combined data, there were a number of other interesting
results arising from this experiment. Firstly, subjects were slower to respond
in the static session than in the motion session (F (1, 19) = 33.56, p < 0.001).
This is perhaps most simply explained by an artifact of the experimental
procedure (see Appendix D.2.4). Specifically, in Experiment 1b, there was
a short (240ms) “pad time” between the ceasing of motion and the onset of
the probe letter (intended to prevent the global salience of the halting of the
motion from distracting the subject from the appearance of the probe). This
was of course a 100% accurate cue for the onset of the probe, and was only
present in the motion condition, thus allowing subjects to better time their
response.
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OR condition
SO

DO

Response time (ms)

740

720

700

34ms
t(19) = 3.48
p = 0.001

42ms
t(19) = 3.47
p = 0.001

680

660

640
1s

5s

Linking period

Figure 6.4 Lack of interaction between linking period and OR condition for
Experiment 1a. The interaction plots displayed in this thesis display not only
the means at the relevant levels, but also the results of the one-tailed, paired
comparisons between the levels of the OR condition factor. This technique
is used as an alternative to traditional error-bars for indicating data variability,
and is achieved by placing a representation of a 95% confidence interval for
the difference between the two levels concerned. If the strip is green (as for
both linking periods here), this indicates a significant difference at α = 0.05 (i.e.
the interval did not include zero), and its vertical size is the 95% estimate for
the minimum size of the OSPA. Alternatively if the strip is red (as in the longer
linking period in Figure 6.5), this indicates failure of the difference to reach
significance at α = 0.05 (i.e. the interval included zero). In this case its vertical
size indicates a 95% confidence estimate for the maximum size of the “OSPA”
in the opposite direction (i.e. a possible “object-specific preview deficit”). Finally,
if the relevant t-test resulted in a p≤0.1 then the details of this test are overlaid
also (note that the difference value printed in this case is that between the two
means recorded, not the limit of the confidence interval).
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OR condition
SO

DO

640

Response time (ms)

620

600

−2ms

43ms
t(19) = 3.87
p = 0.001

580

560

1s

5s

Linking period

Figure 6.5 Interaction between linking period and OR condition for Experiment
1b. Note in particular the elimination of the OSPA at the longer linking period,
suggesting a failure of object-file binding under longer, more complex motion.
See the caption of Figure 6.4 (on page 168) for information about the statistical
features of this plot.
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OR condition
SO

DO

Response time (ms)

700

32ms
t(19) = 5.1
p < 0.001
650

600

26ms
t(19) = 3.24
p = 0.002

2

4

Number of objects

Figure 6.6 Lack of interaction between number of balls and OR condition
for Experiment 1 (including data from both Experiments 1a and 1b). See the
caption of Figure 6.4 (on page 168) for information about the statistical features
of this plot.

Subjects were also faster to respond overall with 2 balls than with 4
(F (1, 19) = 106.7, p < 0.001). A likely explanation for this effect has to do
simply with the differential cost of checking the probe letter against two or
four recalled (or rehearsed) preview letters.
Finally however, in neither linking condition did the number of balls
factor appear to have any effect on the OSPA at all. This is illustrated in
Figure 6.6. Although in the past (e.g. Kahneman et al., 1992) OSPAs were
statistically significant with both two and four balls, in four-ball conditions
OSPAs had tended to be quite reduced (as low as half of those recorded in
the two-ball case). This raised the possibility that in fact only two object-files
could be supported, and that in the four ball case this effect was simply
“watered down.” However, despite the fact that the number of balls had
an overall effect on response times (see above), that factor did not interact
significantly with the OR condition: in both static and motion conditions,
the OSPA, when one was found, was unaffected by the increase in balls
present (see Tables D.2 and D.3 on pages 267 and 268 respectively for means
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in each experiment). One possible explanation for this difference from the
Kahneman et al. (1992) study, is the change of here to the match/no-match
task, which has proven to be more sensitive to OSPAs than verbal report.
This pattern could certainly benefit from further investigation however.
The results from Experiment 1a then, represent a successful replication of
the main results of the object-reviewing paradigm. In particular there was a
strong OSPA overall, and it has been demonstrated that this effect can exist
for at least 4 objects, and persist for at least 5s. Additionally, the existence
of an OSPA at the short linking period in Experiment 1b, demonstrates that
their general resistance to motion. These results represent success in the
primary purpose of Experiment 1.
The abolishing of the OSPA at the long linking period in Experiment
1b, serves to support the prediction that this effect is not resistant the more
complex motion that was allowed to evolve over that longer period. This
is confirmed by the finding of the three-way interaction between linking
condition, linking period, and OR condition, and can be seen clearly by
comparing Figures 6.4 and 6.5. This result represents success in the secondary
purpose of Experiment 1. Moreover it confirms the sense in using length of
motion as a proxy for motion complexity.

6.3

MOTOR: a hybrid experimental paradigm

In this section a broad description of an experimental paradigm for investigating the relationship between MOT and object-reviewing is presented.
It serves as a conceptual basis for the actual experiments described in the
remaining sections of this chapter, which themselves differ slightly from that
described here in their implementation details.
The proposed paradigm represents a combination of the standard MOT
paradigm with the the object-reviewing paradigm, and is thus referred to as
multiple-object-tracking/object-reviewing (hereafter MOTOR). The main
goal behind its design is to have subjects making object-reviewing-style
responses to objects which they have been explicitly asked to track.
Specifically, as illustrated in Figure 6.7, subjects are presented with three
sequential displays: a preview display, involving a number of balls, some
subset of which contain preview letters; followed by a linking display, involving MOT-style motion of all the balls; followed by a probe display, containing
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Figure 6.7 The proposed hybrid MOTOR paradigm. In this figure the dotted
circles and lines in the linking display represent the final resting positions of the
associated balls. Subjects remember the preview letters, and track the balls
that contained them.
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a single letter in one of the balls. The subject is required to track the balls that
contained preview letters (which are thus also referred to as the tracking targets) through the motion, and must make some response to the probe letter.
This could be say, a naming task, or a match/no-match task. To enforce the
tracking of the balls during the linking period, some kind of MOT response
should also be involved.
For the purposes of introducing the paradigm, I will assume that the
object-reviewing task is of the match/no-match variety, and the MOT task is
to indicate whether the ball that contained the probe letter was a tracking
target or not. As is illustrated in Figure 6.7, these tasks give rise to five
possible MOTOR conditions, depending on whether the probe letter was
previewed or not, and whether it appears in a tracking target or not. If
the probe letter appears in a tracked ball (i.e. one in which a letter was previewed), it can either be the letter that was previewed in that same ball, a
letter that was previewed in a different ball, or a letter that was not previewed
at all. These three conditions are referred to as the tracked-same-object
(hereafter T-SO), tracked-different-object (hereafter T-DO), and tracked-nomatch (hereafter T-NM) conditions respectively. Conversely, if the probe
letter appears in an untracked ball (i.e. one that did not contain a preview
letter), then it can be a letter that was previewed in a different ball, or one
that was not previewed at all. These two conditions are referred to as the
untracked-different-object (hereafter U-DO), and utracked-no-match (hereafter U-NM) conditions respectively. In particular there is no possibility of
something akin to a same-object condition for an untracked ball, as such a
condition requires that the probe ball contained a preview letter, which it
never did, by definition.
If the binding of object-files is governed by the same mechanisms that
underlie MOT, then the following should be expected:

Whenever the probe stimulus appears in a tracked ball, and
for as long as tracking accuracy is high, an OSPA should exist.

There are of course many variations of this paradigm that one could imagine.
One of these might involve including preview letters in untracked balls also
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(meaning that some kind of “flashing” would need to be reverted to in order
to designate tracking targets). Though this variation is not investigated at all
in this thesis, it would allow for an untracked SO condition. Thus, assuming
the same hypothesis as above, one might add the following expected result:

There should be no OSPA when the probe stimulus appears
in an untracked ball.

This prediction appeals to the idea that there is no way that an object-file
can be correctly selected for an untracked ball, and that there are kinds of
motion that, in the absence of tracking, object-file bindings do not survive
(demonstrated previously in Experiment 1b).
The remainder of this chapter reports on my experiences in implementing
this paradigm, through two iterations.

6.4

Experiment 2: MOTOR-tracking

Experiment 1 served to establish a number of necessary preliminaries for
running my proposed MOTOR experiments. Firstly it demonstrated my ability to reproduce the fundamental results of the object-reviewing paradigm.
Perhaps more importantly however, it demonstrated that there were kinds of
perfectly “natural” motion which the OSPA could not survive automatically;
but in particular that, based on preexisting research, this motion is of a kind
such that MOT should be relatively straight forward. Finally, it would appear
that simply running motion over different length linking periods is a suitable
way to vary the “complexity” of this motion in way desired (i.e. trackable but
not preserving the OSPA). This result would suggest that a certain degree of
parsimony can be employed in designing complex motion sequences.
Experiment 2 then, was a first attempt at implementing the MOTOR
paradigm. There were two particularly important decisions to be made
about the implementation of this experiment, however. The first concerned
the nature of the tracking task, and the second was how I would enforce that
subjects actually performed that task. That is, what would be the nature of the
tracking response?
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In terms of the tracking task, obviously more than one target was required
(that’s the “multiple” part!), but varying this number might over-complicate
an already potentially difficult dual-task. Furthermore in the interests of
providing a baseline for the ability of tracking to preserve the OSPA, a
“simple” tracking task (read: small number of tracking targets) seemed most
appropriate at this stage. It was decided that always tracking two targets
amongst two distractors would suffice (and thus the factor of number of balls
was removed). This way, if I did find a beneficial effect of tracking to the
OSPA in complex motion, even with this simple tracking task, then it could
still seen as evidence for the MOT/object-reviewing relationship (recall that
in Experiment 1b even in the 2 ball case no significant OSPA was found at
the longer linking period). Conversely, if no evidence was found for such a
beneficial effect, then this might constitute quite strong evidence against any
relationship.
Deciding on an appropriate tracking response proved more troublesome.
Perhaps the most obvious solution would be to have subjects provide an
MOT response on every trial, in addition to providing the usual objectreviewing response. (For the purposes of this discussion I will refer to
these two responses as MOTr and ORr respectively.) The simplest way
to for this to proceed would be to have them just provide one after the
other. That is the speeded ORr be given, then, with only accuracy in mind,
MOTr. However there was concern here about possible effects of “response
grouping” (Pashler, 1984; Pashler and Johnston, 1989). That is, when two
responses are required in close succession, an inadvertent tendency to group
them together in time, with the outcome being that ORr could potentially be
slowed.
A key difference between traditional MOT tasks and the use of tracking
in the MOTOR paradigm however, is that it’s not really subjects’ ability to
track that is under scrutiny here; indeed the tracking task was purposefully
easy. Rather it is a case of requiring subjects to track, and needing some way
to enforce this. Thus, it seemed likely that it would be sufficient to have
them make MOTr on some trials only (say by the occasional presentation of
a delayed cue). Furthermore, subjects should be aware that their priority
on these trials was for the tracking response to be as accurate as possible.
Finally, if these “catch” MOTr trials were rare enough, then there should not
be any tendency to prepare any response for it. Following a small series of
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Figure 6.8 An example preview display in Experiment 2. Subjects must remember the two preview letters and track the two balls which contained them
through the ensuing motion.

tests involving myself and some colleagues (including my supervisors), it
was decided that 25% would be a sufficient proportion of trials on which to
request an MOTr.
So then, in terms of the hypothesis under test for this experiment, if the
mechanisms underlying MOT also maintain object-file bindings:

There should be an OSPA for successfully tracked balls, even
under complex motion conditions. Moreover, there should
be no significant interaction between linking period and MOTOR condition, for responses to successfully tracked balls.

Another way to view this is to suggest that the plot of the interaction between linking period and MOTOR condition should look more like that from
Experiment 1a (see Figure 6.4) than that from Experiment 1b (see Figure 6.5).

6.4.1

Methods4

As was mentioned in the first part of this section, with the intention of
keeping the tracking task simple, it was decided to remove the number of
balls factor of the previous experiment.
4 Detailed

methods can be found in Appendices D.1 and D.3.1 to D.3.4.
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Figure 6.9 An example probe display in the ORr stage in Experiment 2.
Subjects must make a match/no-match response based on whether the probe
letter was in the preview display or not (in this case, relative to Figure 6.8, it is a
match).

Figure 6.10 An example probe display in the MOTr stage in Experiment 2.
Subjects must indicate yes or no whether the ball containing the probe letter
was a tracking target or not.
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This experiment also introduced a “middle” linking period of 3s. In
Experiment 1b the difference in length between the two linking periods (1s
and 5s) was quite large. Obviously it was interesting to ask, at which point
in between the collapse of the OSPA occurred. Of course, in this experiment,
this would only be interesting if the OSPA did indeed still collapse, even
with tracking. However it was always planned that a control version of
this experiment would be run (i.e. a standard object-reviewing experiment
with two filled and two empty preview balls, and linking motion; this is
Experiment 3—see Section 6.5).
In summary, subjects viewed preview displays of four balls, two of which
contained letters (see Figure 6.8); they were required to remember these letters. Linking displays were the same as for Experiment 1b (though with the
addition of the 3s linking period), with motion generated by the algorithm
described in Appendix D.1.4; during this period subjects were required to
track the two balls that had contained the preview letters. Upon the appearance of a probe letter (see Figure 6.9), subjects were required to respond as
quickly and accurately as possible, by speeded yes/no key-press, whether
the probe letter matched one of the preview letters or not. On a random 25%
of trials a black ‘?’ character would then appear in a white box at the centre of
the display (see Figure 6.10). On these occasions subjects were also required
to indicate, by the same yes/no key press (with only accuracy, not speed in
mind this time), whether the probe letter appeared in a tracked (previewed)
ball or not.

6.4.2

Results and discussion5

As was expected, tracking accuracy was very high: 97.2%. As for Experiment
1 the results of primary interest here were those involving the OSPA, and
thus those involving the MOTOR T-SO and T-DO conditions. For this reason
only data from these two conditions was used in analysis of this experiment.
Subjects were faster to respond in the T-SO condition than the T-DO
condition overall (F (1, 22) = 13.58, p = 0.001), with response times of 575ms
and 599ms respectively, giving an OSPA of 24ms
No statistically significant interaction was found between linking period
and MOTOR condition. This result represents a contrast to the result of
5 Detailed

statistical analysis can be found in Appendices D.1.6 and D.3.5.
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MOTOR condition
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T−DO
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t(22) = 3.7
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p = 0.059
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Figure 6.11 Interaction between linking period and MOTOR condition in Experiment 2. See the caption of Figure 6.4 (on page 168) for information about
the statistical features of this plot.
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Experiment 1b where there was a very strong interaction between linking
period and OR condition. This seems to provide initial support for the
hypothesis that introducing tracking can help to preserve object-file bindings
through this kind of motion. However as can be seen in Figure 6.11, while
the interaction was not significant statistically, the OSPA itself only appears
to be statistically significant at the 1s linking period, and is roughly halved
thereafter (although it was very nearly significant at 5s). This obviously
does not allow such a strong conclusion regarding a link between MOT and
object-reviewing.
There is perhaps cause to suspect that direct comparison of this experiment to Experiment 1b is not fully warranted however: the introduction
of the middle linking period and the existence of “non-previewed” balls
are two possible reasons for this. Thus a control experiment, of an identical
design to this one, but without tracking is described in Section 6.5.
A final point regarding this experiment to briefly make here, is that there
were a surprisingly large number of subjects whose data could not be used
due to too high an error rate (8 in total, see Appendix D.3.1). Moreover all of
these were for tracking false-positives6 (only 2 of the 8 had too many false
negatives also), suggesting that perhaps these subjects found the (dual) task
overly onerous, and simply gave up tracking and just answered “yes” to
MOTr when it was requested. Responses from subjects whose data was
retained also showed a higher rate of false-positives over false-negatives
(4.8% vs. 1.6%, t(22) = 2.34, p = 0.029). All of this suggests that perhaps
overall task difficulty was too high, and that on occasions when tracking
failed, subjects simply tended to answer “yes.” This point is discussed further
in Section 6.7.2.

6.5

Experiment 3: MOTOR-non-tracking

Experiment 3 was a control version of Experiment 2, with no requirement to
track (and thus can be seen as a standard object-reviewing experiment).
The main goal of this experiment was to serve as a comparison point
for Experiment 2. The general expectation, as informed by the results of
Experiment 1b, was:
6 The

previously reported tracking accuracy of 97.2% was for those subjects whose data
was actually used
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There should be a significant interaction between linking
period and MOTOR condition. Moreover, the OSPA should
be destroyed at the longer linking period and perhaps even
at the middle linking period.

The outcome of the second part of this hypothesis would serve as an indication of how long it took for motion to become “complex” enough in order
for the OSPA to collapse.

6.5.1

Methods7

As this was not a tracking experiment, subjects were of course never required
to provide the MOT response. However with the intention of maintaining
conditions as close as possible to those of Experiment 2, the full range of
MOTOR conditions were included (i.e. sometimes the probe letter appeared
in a ball that had not contained a preview letter). For consistency therefore,
I will continue to refer these conditions using the “T-” (tracked) and “U-”
(untracked) terminology and notation. (Though in the context of this nontracking experiment, they might be better understood to mean that the probe
letter appears in a “previewed” and “non-previewed” ball respectively.)
The same three linking periods used in Experiment 2 were used here.
In summary then, subjects viewed preview displays of four balls, two
of which contained letters; they were required to remember these letters.
Linking displays were the same as for Experiment 2; during this period
subjects simply passively viewed the display (i.e. no instruction to track was
given). Upon the appearance of the probe letter subjects were required to
respond as quickly and accurately as possible, by speeded yes/no key-press,
whether the probe letter matched one of the preview letters or not.

6.5.2

Results and discussion8

As for previous experiments, only data from the T-SO and T-DO conditions
was analysed.
7 Detailed
8 Detailed

methods can be found in Appendices D.1 and D.4.1 to D.4.3.
statistical analysis can be found in Appendices D.1.6 and D.4.4.
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Figure 6.12 Interaction between linking period and MOTOR condition in Experiment 3. See the caption of Figure 6.4 (on page 168) for information about
the statistical features of this plot.

The OSPA was again statistically significant overall (F (1, 28) = 10.47, p =
0.003), with response times of 547ms and 565ms in the T-SO and T-DO conditions respectively (OSPA = 17ms).
However as can be seen in Figure 6.12 the OSPA appears to be somewhat
dependent on length of motion (the interaction term approached significance:
F (2, 56) = 2.79, p = 0.07). Though this is a first step along the path in demonstrating a difference between the way that tracking and not tracking affect
the OSPA (no such interaction was found for Experiment 2), the particular
pattern pattern of results is quite difficult to explain. Specifically, statistically
significant OSPAs were found at both the 1s and 5s linking periods, but not
at the 3s one! The implications of this for the hypothesis under test are not
entirely clear. Under that hypothesis, object-file bindings could be seen as,
on the one hand, collapsing by 3s, but yet being able to be revived by the
time 5s have passed. Moreover it is not particularly clear why there is such a
contrast between the OSPA found at the 5s linking period in this experiment
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and the same in Experiment 1b (where it was eliminated entirely)9 . These
results are discussed more fully in Section 6.7.

6.6

Comparison of Experiments 2 and 3

In terms of direct comparison between the two experiments, an analysis
run with an extra between-subjects factor of “experiment” (i.e. tracking or
not tracking) found no evidence for the three-way interaction of that factor
with linking period and MOTOR condition (see Appendix D.5). That is,
statistically at least, the effect of linking period on the OSPA was the same
for both experiments.

6.7

Further review of Experiments 2 and 3

Experiment 1a showed that in static conditions the OSPA was able to survive
for 5s. Experiment 1b then demonstrated the collapse of the OSPA after “long”
(5s) periods of what could generally be described as “MOT-style” motion.
The idea behind Experiment 2 was to see if having subjects track objects
through that same motion would allow the OSPA to survive. If this was the
case, one might have expected the statistical pattern of the interaction between linking period and MOTOR condition to mirror that of Experiment 1a.
In part this was the case: the interaction failed to reach statistical significance.
However neither did the OSPA at the two longer linking periods (though it
was very close at the 5s one, p = 0.059).
Experiment 3 was a control condition against which the results from
Experiment 2 could be qualified. Being a plain object-reviewing experiment,
but with MOT-style motion, one should have expected the statistical pattern
of the interaction between linking period and MOTOR condition to mirror
that of Experiment 1b. Again, to some extent this was the case: the interaction
was very nearly significant (p = 0.07). However the significant OSPA at the
longer linking period (a distinctly different result to that in Experiment 1b) is
perplexing.
So the finding of a stronger OSPA at the 5s linking period than at 3s was a
consistent result across both experiments. This entails an odd possibility that
9 Though

experimental error could be one simple, albeit unlikely, explanation.
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by 3s object-files often break down, while by 5s they may have recovered
again, perhaps regardless of whether tracking is being performed or not.
This is particularly strange in that 5s linking periods necessarily include
a 3s period of motion, and other than the point that motion stops, both
levels are effectively the same. Thus under a hypothesis that object-files
represent object identities, it suggests that these representations may in fact
be transient, and able to break at one point and rebind again, apparently to
the correct object, at a later point. Also consistent across the two experiments
however, was a lack of statistical power at the 3s linking period: 69% in
Experiment 2 and 75% in Experiment 3 to detect a 30ms OSPA at this linking
period10 . Thus it is not clear how much weight should be put in this pattern.
Generally speaking, there are two ways to address such a problem: increase sample size or reduce experimental noise. In fact the results presented
here are those from an already expanded sample (roughly 10 more subjects
took part in each of these studies than in Experiment 1). This being the
case, trying to address the problem of experimental noise seemed a more
productive route.
In the remainder of this section these problems of the surprising OSPA at
5s in Experiment 3 and data quality are examined from three angles: motion
complexity (bearing on both); task difficulty (bearing on the latter); and
trial counts (bearing on the latter). These discussions are used to inform a
redesign of the experimental implementation, itself described in Section 6.8.

6.7.1

Motion complexity

The results of the present experiments suggest that length of motion alone
might not be as good a proxy for complexity as was first implied by the
results of Experiment 1b. Up until this point motion sequences had been
“unconstrained,” in the sense that balls were given random initial positions
and velocities, and allowed to move wherever the algorithm described in
Appendix D.1.4 took them. This was viewed favourably as a parsimonious
stance, but in hindsight might have allowed not only “complex” motion to
occur at longer durations, but arguably much simpler motion also.
For example, say that the four balls each happened to initially start,
10 That

is, even if the real OSPA was 30ms, noise in the data was such that there would be
a 31% and 25% chance, respectively, of not detecting it in these two experiments.
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A
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Figure 6.13 A line crossing of ball C, between balls A and B

roughly, in the four corners of the patch. Then say initial velocities happened to be such that the balls each move towards the centre of the display.
Upon getting there they might simply bounce off of each other and move
back to their original corners. This general process might then just repeat
until the end of the sequence. There are many other ways that such simple
motion could ensue, and in these cases, one could say that the balls are
relatively “region-bound,” much more like the motion used in previous
object-reviewing studies. Alternatively, in other cases it was possible for
the balls to pass each other and swap positions more (more of a change in
overall display “configuration”), perhaps constituting the more “complex”
motion that might lead to the collapse of the OSPA. So crucially, while “unconstrained” was initially intended to lead to much more complex motion
here than had been used in the past, and in some cases it would have, motion
was nonetheless free to remain relatively simple in other cases.
One characteristic of the region-bound motion that I’ve just described has
to do with the occurrence of what I will refer to as line crossings; that is, the
crossing of one ball over an imaginary line between two other balls. This
concept is depicted in Figure 6.13. Specifically, region-bound motion would
typically involve none, or at least very few of them. Moreover, excepting an
extreme condition of revolving motion (i.e. balls circulating in one direction
around the display—for which the initial conditions occur much less often),
for balls to pass each other and exchange locations, a certain number of these
line crossings must occur.
Line crossings were counted retrospectively (by a computer program
analysing the motion sequences) in all T-SO and T-DO trials of Experiments
2 and 3. As can be seen in Figure 6.14, average number of line crossings
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Figure 6.14 Distribution of line crossings in Experiments 2 and 3 broken
down by experiment (tracking/non-tracking) and linking period (1s, 3s, and 5s).
Motion generated for each experiment shows roughly the same distribution, and
average number of line crossings increases with linking period. But note the
presence of trials with small numbers of line crossings at all linking periods.
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increases with linking period (the difference in overall counts between the
two experiments is due to the greater number of subjects with usable data
in Experiment 3 over Experiment 2). This confirmed, at least in part, that
longer motion really does increase the chances of “complex” motion. But it
can also be seen from this analysis that at each linking period there exist a
reasonable proportion of sequences of what can only be simple motion, with
a small number of line crossings each.
A further point to note is that while a small number of line crossings
alone might practically guarantee simple motion, the relationship is not so
straightforward for complex motion. In particular, it is possible for a ball
to at one instant cross the line between two others and at the next cross
back; either due to bouncing off the fourth ball or the edge of the patch. In
this case two line crossings would be registered, and it may not even be the
case that the original configuration was actually disrupted much at all (a
double-whammy, of sorts). For example, in Figure 6.13 this might occur if
ball D moves upwards at the same time as ball C approaches the line between
A and B. If shortly thereafter C crosses the line it then collides with D, it
might be knocked back across to its original position.
To investigate this aspect of complexity, a measure that I call accumulated
sides (abbreviated as Φ) was developed. Basically this measure gives an
idea of the proportion of the sequence that balls spend on either side of lines
between other balls. Its value is always between 0 and 1, where a value of
0 means that no ball ever crosses a line between any others, and 1 means
that for each pair of balls, x and y, each other ball spent exactly half of the
sequence on one side of the line between x and y and the other half on the
other side (the halves here are not necessarily continuous animation frames).
Values between 0 and 1 then, would indicate different degrees of splitting.
For a given motion sequence, it can be determined as follows:

• For each pair of balls, x and y:
• For each other ball, z:
• Count the number of animation frames that z spends on each
of the two sides of the line between x and y.
• Subtract one of these from the other, and take the absolute
value of the result. This is the number of frames that z spent
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on one side of the line more than the other, and a lower value
means a more even distribution across the line.

• Divide by the number of frames in the sequence, and call this
value Φ xyz . This is the proportional imbalance of z across; 1
meaning that it spent the entire sequence on one side, and 0
meaning that its time was evenly split across each side.
• Take the average of all the Φ xy∗ , calling it Φ xy . This is the average
proportional imbalance of each other ball across the line between
x and y.
• Take the average of all the Φ∗∗ , subtract from 1 (so that 0 corresponds
to minimum distribution), and call this Φ.
Thus rather than simply measuring the number of times that balls cross
the lines between other balls (and thus rearranging, if only temporarily,
the display configuration), Φ measures the degree to which those crossings
persist. It is therefore viewed as more accurate measure of complex motion
than line crossings alone.
Φ values were computed for the same trials as number of line crossings
was counted earlier. As can be seen in Figure 6.15, again average Φ increases
with linking period. However, even more evident here than with number
of line crossings, is the presence of relatively simple motion at the longer
linking periods. This would likely lead to a much wider range of reaction
times that was initially anticipated.
Unfortunately the motion sequences used in Experiment 1 were not available for a retrospective analysis. But perhaps in Experiment 1b I was simply
lucky enough that the particular distribution of motion sequences produced
by the algorithm happened to contain enough complex motion to induce
the result found there. More likely of course is that a distribution closer that
evident here was present. This is actually supported when the data from
that experiment is examined more closely. Specifically, the OSPA found with
4 balls at the 5s linking period was −12ms, and not statistically significant
by any means (t(19) = 0.79, p = 0.78). However statistical power to detect
a 30ms was only 60%. This contrasted with the two ball case where a nonsignificant OSPA of 8ms with 92% power was found. Obviously in the 2 ball
condition the concept of line crossings is not defined: as at least three objects
are required for one to cross between the other two. However it should be
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Figure 6.15 Distribution of accumulated sides in Experiments 2 and 3 broken
down by experiment (tracking/non-tracking) and linking period (1s, 3s, and 5s).
As for line crossings, average Φ increases with linking period, but here, even
more than for line crossings, all linking periods contain a large proportion of trial
with low values.
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that with fewer balls present in the display, there are fewer impediments
to configurational changes (in that case the balls simply swapping regions
perhaps), and thus a greater proportion of trials involving them. Conversely
a wider range of complexities in the 4 ball case, and a correspondingly wide
range of response times would explain the large reduction in statistical power.
In summary: while one of the main conclusions drawn from Experiment 1b
was that length of motion alone was enough to control complexity, it may
not have been warranted. This point was unfortunately not noticed until
much later.

6.7.2

Task difficulty

Another point to consider in addressing statistical noise is overall task difficulty and its affect on response time distribution. As was already mentioned
in Section 6.4.2, data from 8 out of the 31 subjects tested was not used, as
these subjects were deemed to have too high an MOT false-positive error
rate. Specifically, on more than 15% of occasions that they were asked to
provide the MOTr for untracked trials, they provided an (incorrect) “tracked”
response. Of course, the majority of subjects whose data was retained had
error rates much lower than this, so it’s fair to say that the task was not
impossible. However these subjects also showed higher false-positive MOT
error rates than false-negatives. Thus while many subjects were generally
able to perform the task to the required degree of accuracy, they did appear to
have more difficulty than was expected. Alternatively, perhaps the 25% rate
of the MOTr cue was too low, and subjects would on some occasions forget
to track, and prefer to respond “yes” to the tracking question if they weren’t
sure. In either case it seems that any attempt to reduce the complexity of
the task should be rewarded by, at least, reduced error rates, and thus more
usable data. At best, data quality itself might be improved also.

6.7.3

Increasing trial counts

The experimental design and procedure for the present experiments was
somewhat wasteful (see Appendix D.3.4 for details). In particular, the fact
that the only data relevant to the OSPA was that from OR match and MOT
tracked trials (i.e. cells involving the T-SO and T-DO MOTOR conditions)
meant that two-thirds of the responses collected were discarded (those from
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the T-NM, U-DO, and U-NM conditions). The consequence of this is that trial
counts in each cell of the design were relatively low; only 16 trials per subject
in each cell involving either the T-SO or T-DO conditions. Any increase in
this number should also theoretically reduce overall noise.

6.8

Experiment 4: MOTOR-tracking II

The issues discussed at the end of the previous section served as the basis
for a significant redesign of the experiments in preparation for another pair
(again one tracking and one non-tracking). The tracking one was Experiment
4 and is the focus of this section. The non-tracking (control) variation was
Experiment 5 and is presented in Section 6.9.
In Section 6.7.1 I explained that the original strategy of using length of
motion as the sole control for complexity was perhaps inadequate. To this
end, it was decided that, in addition to length, motion would have both
“number of line crossings” and “accumulated sides” constraints. Specifically
two levels of complexity were defined in this way11 :
Simple: A 1s linking period with no line crossings (and thus Φ= 0 also).
Complex: A 5s linking period, with exactly four line crossings and Φ≥ 0.5.
These values were chosen with the intention that simple motion be as simple
as possible, and complex motion be in the higher ranges of the complexity
produced by the unconstrained algorithm (see Figures 6.14 and 6.15).
The experimental task was also redesigned for Experiment 4. In Experiment 2 subjects were on most occasions required to provide only the single
object-reviewing response. On a randomly chosen 25% of trials however
a cue appeared on the display eliciting a MOT response also. The pattern
of errors (both the number of subjects whose data was discarded, and the
errors made by subjects whose data was retained) suggested that either this
task was too difficult or perhaps the fact that tracking wasn’t necessarily
relevant on every trial meant that subjects didn’t track as vigilantly and
they might have otherwise. As a possible solution to these problems then, it
seemed desirable to find a way to combine the two ORr and MOTr responses
11 There

details.

was no middle linking period in this experiment, see later in this section for
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into a single response. It was hoped that this might both simplify the task
(only one response would ever have to be given per trial), as well as making
the MOT part more relevant. The solution employed appealed to the fact
that responses to probe-untracked trials were of no analytical interest (in
the present context), and all that was required was that subjects make some
kind of responses to tracked balls. In particular, why they were tracking
those balls was of little importance. Specifically, subjects memorised preview
letters and tracked the two balls that contained them as before. But instead
of always providing a match/no-match response upon the appearance of
the probe letter, they were only required to do so when it appeared in a
tracked ball. On probe-untracked trials they were simply required to press
the space bar to continue on to the next trial. Pressing the space-bar when the
probe was a tracked ball was an error, as was providing a yes/no response
to an untracked probe. Thus tracking was an essential part of performing
the overall task correctly, but there was no specific tracking response per se;
rather the object-reviewing response was simply conditioned on the tracking
status of the probe. This new task is stated more explicitly in Section 6.8.1.
A final set of modifications made for this experiment involved some more
subtle changes to the experimental procedure, with the goal of increasing
trial counts in the T-SO and T-DO cells of the experimental design. The
particular changes resulted in an increase of trial counts in each T-SO and
T-DO cell from 16 to 60. Firstly, the middle linking period was removed,
providing an added 8 trials to each of the relevant cells (due to the extra time
allowance in a 50 minute testing session). Secondly the trial-type ratios were
directly rebalanced in favour of T-SO and T-DO trials (see Appendix D.6.4
for more details). These two changes also combined to allow a reduction
of the practice block from 72 trials to 40, leaving more time for main blocks
trials. A minor change in trial timing whereby the preview duration (amount
of time for which the preview letters were shown) was decreased from 2s
to 1s shortened average trial length by that much. Finally, the removal of
the MOTr response, shortened the 25% of trials on which it occurred in
Experiment 2 by approximately 1.5s.
In the context of an MOT/object-reviewing relationship, the prediction
under test in this experiment was the same as for Experiment 2. Specifically if
tracking preserves identity, and tracking accuracy is high, then there should
be no affect of motion complexity on the OSPA. Alternatively, if the OSPA is
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disrupted in complex motion, and tracking accuracy is high, it seems unlikely
that tracking preserves object-file bindings.

6.8.1

Methods12

The apparatus and stimuli were the same as for previous experiments.
On a given trial four balls would appear on the display, two of which
contained preview letters. Subjects were required to remember these letters
and track the two balls that contained them as they moved during the ensuing
linking period. This linking period lasted either for 1s in which motion
involved no line crossings at all, or for 5s in which exactly four line crossings
occurred and the motion sequence had a Φ value of 0.5 or greater. At the end
of the linking period a single probe letter appeared in one of the balls and
the subject was required to respond as follows:
• If the probe letter appeared in a tracked ball, then indicate as quickly
and accurately as possible whether that letter was previewed or not (by
pressing either a “yes” or “no” key).
• If the probe letter appeared in an untracked ball, press the space-bar.
In particular, it was made clear to subjects their primary task was to concentrate on providing the match/no-match response if the probe letter appeared
in one of the balls that they were tracking. If the probe letter appeared in an
untracked ball they were told to “relax” and that their pressing the space-bar
was simply so that they could “move on to the next trial.” The idea behind
this instruction was on one hand to highlight the primacy of the tracking
task, but on the other hand to prevent, as much as possible, any preparation
of an actual tracking response at all.
At the end of each subject’s testing session, they were asked firstly if they
noticed any particular patterns in the experiment. This was to determine if
the rebalancing of trial counts in favour of tracked-match trials was acceptable (if subjects noticed this then one could argue that they would use this
information to bias their responses). Secondly they were asked about any
particular strategies that they employed in performing the task.
12 Detailed

methods can be found in Appendices D.1 and D.6.1 to D.6.4.
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Figure 6.16 Interaction between complexity and MOTOR condition in Experiment 4. See the caption of Figure 6.4 (on page 168) for information about the
statistical features of this plot.

6.8.2

Results and discussion13

Tracking accuracy was again very high at 99%. Data from T-SO and T-DO
cells was analysed as before.
As for all other experiments in this series, overall subjects were faster to
respond in T-SO trials than in T-DO trials (F (1, 23) = 45.31, p < 0.001), with
times of 539ms and 564ms respectively, giving an OSPA of 25ms.
However unlike before (and in particular, unlike for Experiment 2), this
effect was highly dependent on motion complexity (interaction: F (1, 23) =
10.67, p = 0.003). This is illustrated in Figure 6.16, and saw the OSPA reduced from 40ms in the simple motion condition, to 9ms in the complex
motion condition; though small, this OSPA was itself very nearly statistically
significant.
A particularly encouraging result from this experiment was a vast increase in statistical power: at the complex motion level, power to detect a
30ms OSPA was 100%.
13 Detailed

statistical analysis can be found in Appendices D.1.6 and D.6.5.
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Another encouraging result was the apparent success of the attempt to
address task difficulty. In particular, on this occasion only 3 of 30 subjects
had unacceptably high error rates (and two of these three were directly
observed to be generally non-vigilant, and consequently had high error
rates all round anyway). However it was still the case that the remaining
subjects showed higher tracking false-positive rates than false-negative (3.4%
vs. 0.5%, t(23) = 4.65, p < 0.001). That is, on 3.4% of occasions when
the correct response was to press the space-bar, subjects gave a match/nomatch response instead. One possible reason for this is that they noticed
the imbalance in tracked vs. untracked trials counts (4 : 1), and biased their
tendency to track accordingly. However, as the absolute false-positive rate
was still quite low in and of itself, this seems unlikely. More likely is that
the task instruction meant that on this small number of occasions they had
prepared a match/no-match response and simply accidentally executed it
when they should not have. Additionally, in post-test questioning no subject
reported noticing “any particular patterns” in the experiment. Thus it can
probably be concluded that the biasing of trial counts towards tracked trials
did not strongly affect responses.
With regards to strategies used, almost all subjects reported using some
form of sub-vocal rehearsal in remembering the letters; only two reported
using any kind of visual imagery strategy for this part of the task. The
majority also stated that tracking was performed by passively viewing the
whole display and just keeping track of the two tracking targets in parallel.
Two subjects however claimed to also explicitly attempt to keep track of
which letter had appeared in which ball (i.e. they had, of their own volition,
attempted to perform an MIT task). For this reason data from these two
subjects was not considered for analysis (see Appendix D.6.1).

6.9

Experiment 5: MOTOR-non-tracking II

Experiment 5 served as control condition for Experiment 4 (in the same
way that Experiment 3 did for Experiment 2). That is, this experiment
was effectively a replication of conditions in Experiment 4, but without the
requirement of subjects to track.
This being the case it was expected that results from this experiment, like
those of Experiment 3, should demonstrate the effect of motion complexity
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in a standard object-reviewing task.

6.9.1

Methods14

Methods were the same as for Experiment 4, though of course without
the instruction to track, and thus always the requirement to provide the
match/no-match response on every trial.
As for Experiment 4 subjects were asked, post-test, about any patterns
they noticed in the experiment, and about any strategies that they employed.

6.9.2

Results and discussion15

Data from T-SO and T-DO cells only was analysed as before.
The effect of MOTOR condition was again a highly significant (F (1, 22) =
17.45, p < 0.001), with response times of 523ms and 541ms in the T-SO and
T-DO conditions respectively, giving an OSPA of 17ms.
However, this effect depended on complexity of motion (interaction:
F (1, 22) = 8.88, p = 0.007), in a very similar way as for Experiment 4 (see
Figure 6.17). This saw the OSPA reduced from 29ms in the simple motion
condition, to 6ms in the complex motion condition; however on this occasion
(and in contrast to the result in Experiment 4) this difference did not approach
statistical significance. Finally, a similar increase of statistical power was
seen here: again, power to detect a 30ms OSPA at the complex motion level
was 100%.
In post-test questioning no subject reported noticing any particular patterns in the experiment. Thus it can probably be concluded that the biasing of
trial counts towards tracked trials did not strongly affect responses. Strategies
reported for remembering the letters were similar to those used in Experiment 4. Three subjects however claimed to employ some kind of object
tracking at at least some stage in the session, and thus their data was not
used. (Given this result one might wonder how many subjects were tracking
in Experiment 3 also.)
14 Detailed
15 Detailed

methods can be found in Appendices D.1 and D.7.1 to D.7.4.
statistical analysis can be found in Appendices D.1.6 and D.7.5.
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Figure 6.17 Interaction between complexity and MOTOR condition in Experiment 5. See the caption of Figure 6.4 (on page 168) for information about the
statistical features of this plot.
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6.10

Comparison of Experiments 4 and 5

As was done for Experiments 2 and 3, a between-subjects ANOVA was
run to compare Experiments 4 and 5. This found no statistically significant
interaction between experiment (tracking or not), motion complexity, and
MOTOR condition. That is, there was no statistical evidence for a impact
of tracking or otherwise on the way that complexity affected the OSPA. In
comparing Figures 6.16 and 6.17, this is unsurprising.

6.11

Further review of Experiments 4 and 5

Though less ambiguous in their own right the results of Experiments 4 and 5
still fail to tell a particularly clear story with respect to the hypothesis about
tracking and the OSPA.
Firstly, the interaction between complexity and MOTOR condition in Experiment 4 suggests that motion complexity, even in the presence of tracking,
clearly does affect the OSPA. This alone would seem to put paid to the hypothesis that tracking maintains object-file bindings. However the fact that
the OSPA was very nearly significant at the complex level suggests that there
was still some support for a same-object facilitation there. This is discussed
further below.
In Experiment 5 the conclusions are perhaps clearer, in that firstly the
OSPA under complex motion was not significant, but moreover that observed
power to detect an OSPA (if one did exist) was nonetheless very high. This
constitutes the strongest evidence found so far for the inability of the OSPA to
survive certain kinds of trackable motion, though in the absence of a tracking
act itself.
An obvious theme throughout this research has been the contrast between
the sizes and strengths of the OSPAs recorded at the simple and more complex levels. Specifically, under simple motion, they have consistently been
in the region of 30ms or more. In other circumstances however they have
been much smaller, but in some cases statistically significant nonetheless (or
almost significant). Good examples of this can be found in the complex level
in both Experiments 2 and 4. There are perhaps two possible explanations for
such reduced OSPAs being found. The first is that the “real” OSPA there is
simply that small; that is the effect of object-file activation is a graded one, its
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size depending on the conditions under which it is recorded. Alternatively,
the activation of the object-file bound to an attended-to object could have
a fixed all-or-nothing effect on the perception of that object; the finding of
a reduced OSPA could then be the result of an aggregation across trials, on
some proportion of which object-file bindings remained intact, and on the
rest they did not (this proportion determining the size of the averaged OSPA).
These alternatives will be discussed further below, however first it is perhaps
helpful to recall the supposed origins of the OSPA itself.
The OSPA is defined as the difference between empirically observed
response times in the SO and DO conditions. However, as is described
in Section 2.4.3, it should not necessarily be thought of as simply being a
object-specific priming effect (in which DO response times might be seen as a
“baseline” and SO responses being those of a “primed” state). Rather it seems
likely that the baseline is somewhere in between, that SO responses represent
a facilitation from that point, and DO responses a hindrance; in Section 2.4.3
I referred to these components of the OSPA as s and d respectively, and they
are useful as they allow us to talk about the actual effect of object-reviewing
on a single given trial rather than across multiple disparate trials. However
upon reattention to an object, whose current properties are already primed
(as is the case in both the SO and DO conditions) a third scenario might
be considered. Specifically, if the probe’s object-file binding has somehow
been broken, no object-file would be activated. In this circumstance there
would be no contribution from either s or d, and response time would be
the same regardless of whether the actual condition had been an SO or DO.
Moreover, all other things being equal, as the binding would presumably
have been lost sometime before the onset of the probe letter, there should
be no greater tendency for this to occur in either the SO condition over DO
condition or vice versa. Whether response time in this case would be at
the aforementioned in-between “baseline” or slower would depend on any
cost associated with the acquisition of a new object-file, which in turn might
depend on other factors, such as general perceptual load (see Section 2.4.3).
Returning now to the question of the smaller OSPA found under some
circumstances. The first suggestion to account for this was that in fact the
OSPA was really this small in these cases. That is, in the extreme, object-file
bindings are never broken, and either or both of s or d are smaller. This
seems plausible if the difference in conditions included a change in stimuli,
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or a change in the relationship between the preview and probe stimuli.
For example, and object-reviewing task involving verbal information (e.g.
Gordon and Irwin, 2000) vs. one involving more visual information (Mitroff
et al., 2007). That is, the real size of the OSPA seems best thought of as
an indication of the way that a reactivated object-file affects downstream
processes. However it is difficult to imagine how varying spatiotemporal
behaviour of the objects could result a smaller OSPA in this way. In particular,
the selection of an object-file upon an attentional switch probably occurs
before its activation, and is therefore probably independent of its contents
and the specific OR condition (SO or DO), and no differential effect should
be expected. Thus to my mind, the graded OSPA account doesn’t necessarily
hold so well in the current investigation, where the stimuli were always
of the same kind (letters); rather the manipulations here were more likely
to impact on this binding process, occurring before the information in the
object-file is actually accessed. This being the case, one might suggest that
it is binding errors that are at play in reducing the OSPA, and favour the
aggregate-effect account. That is the reduction is caused by an aggregation
of:
• Some proportion of SO trials in which an existing object-file was activated, and thus (a fixed) s subtracted from response time;
• A roughly equivalent proportion of DO trials in which an existing
object-file was activated, and thus (a fixed) d added to response time;
• Some other proportion of both SO and DO trials in which binding failed,
and no object-file was activated, having the same effect on response time
in either condition (whether this effect is positive or negative, is not
really important, but simply that it is the same regardless of the actual
OR condition). The proportion of trials on which this occurs might
have to do with various spatiotemporal aspects of the motion.
An obvious and simple way to test for such a pattern might to look for
evidence of a bimodal distribution in the data from each of the SO and DO
conditions. Figure 6.18 shows normalised16 response times from Experiments
16 Per-subject

medians were subtracted from response times, which were then divided
by per-subject inter-quartile range. These values were then rescaled back by values for the
same statistics (pooled across all subjects) for more ready interpretation.
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Figure 6.18 Sorted response times for complex motion in Experiments 4 and
5 (tracking/non-tracking), broken down by experiment and MOTOR condition.
Note the very small bump at around 600th data point (x-axis) in the non-tracking
T-SO plot, but the lack of such features in the other plots, suggestive of a
corresponding lack of bimodality in the data there.
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4 and 5 in complex motion, sorted and plotted, broken down by experiment
and MOTOR condition. In such a plot multiple modes should show up as
perturbations in the middle flat section. While there does look to be some
small “bumps” (in particular at the T-SO condition in Experiment 5—nontracking—at around the 600th data-point along the horizontal-axis), there is
no particularly strong suggestion of bimodality in Experiment 4. However
perhaps this should not be so surprising, as any bump that might exist would
be very small, probably less than 30ms (e.g. 15ms if s and d are presumed to
be equal), and so is likely not detectable in this way, neither statistically nor
visually.
Another way to find evidence for a spectrum of response latencies, due
to motion characteristics, might be to make a set of theoretically driven classifications of the motion sequences, and examine their differential effects on
response times (and in particular the OSPA). That is, examine trials and bin
them into a set of categories based on some theoretical characteristic (perhaps
concentrating on geometric properties of the motion sequences). Then if the
statistical significance of the OSPA, or its size, varies with these classes, one
might conclude that those variations have some impact on the maintenance
of object-files. (It is of course important that the categorisations chosen are
theoretically motivated, as it would always be possible to partition the data
in some arbitrary way and find significant differences!)
In the following sections a set of geometric motion metrics are defined
and applied to the data from complex trials in Experiments 4 and 5 (i.e. just
the complex level is of interest, as that is the only place in which reduced
OSPAs were found). The general approach is similar to that taken at the
end of Experiments 2 and 3 (see Section 6.7.1), where the two metrics of
line crossings and accumulated sides were introduced. In that case, those
metrics were used to demonstrate the presence of a greater range of motion
“complexity” than was initially desired. In the light of the findings there,
it was proposed that the presence of simple motion in the presumed-to-becomplex trials, would have allowed object-file bindings to survive in some
cases but not others, leading to an overall reduced, but not fully obliterated
effect. Unfortunately lack of data and the noise therein prevented deeper
investigation there, but due to the redesign at the end of Experiments 2 and
3, this is not so much of a problem here.
The new metrics described shortly are based on the observation that
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Figure 6.19 An example of possible simple target motion, in a supposed-tobe complex condition in Experiments 4 and 5. Here the two tracking targets
(labelled ‘T’) might be relatively region-bound (say by bouncing of the edges of
the display and the other two balls as they pass by), while the other two balls do
the bulk of the moving about.

while the joint measures of number of line crossings and accumulated sides
assured a high degree of overall configurational complexity, they were applied
without any discrimination to the behaviour of individual balls. In particular
no special treatment was given to balls having contained preview letters—
tracking targets17 —or the eventual probe (which in the MOTOR conditions of
interest was always a tracking target anyway). This was yet another attempt
at parsimony in constructing complex motion sequences. However it was
perfectly possible for the tracking targets (and thus the probe) to remain
relatively region-bound on their own while the other two balls moved around
enough to satisfy the complexity criteria. An example of how this might
occur is illustrated in Figure 6.19. In the schematic depicted, the tracking
targets are labelled with ‘T’s, and the other two balls are involved in the
majority of the motion “complexity” by moving from each side to the other.
Thus the configurational changes taking place would not have affected the
targets, and may not have impacted their object-file bindings in any way. It
is suspected that the existence of these and similar situations might have
led to OSPAs (i.e. positive s and d components in response times) on some
occasions, whereas on other trials (involving more complex target/probe
movement) might not have; thus leading to the sort of aggregate reduction
17 Though

remember that this term is used simply to describe the balls that had preview
letters in them, and no tracking was performed in Experiment 5. However, for consistency I
continue to use the same terminology for both experiments.
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Figure 6.20 Scatter-plot matrix for motion metrics examined for Experiments
4 and 5 (combined data), including Pearson product-moment correlation coefficients and cut-points used for the binned analyses (FLD = final linear displacement of probe; MLD = maximum linear displacement of probe; FAD = final
angular displacement of targets; MAD = maximum angular displacement of
targets; FS = final separation of targets; MS = minimum separation of targets).
Axis tick-marks (in the diagonal panels) are in “ball diameters” for FLD, MLD,
FS, and MS, and in degrees for FAD and MAD. See text for further details.

of the OSPA described above.
The metrics described below are based on three simple properties of the
motion sequences: linear displacement of the probe; mutual rotation of the
tracking targets; and linear separation of the tracking targets. Their values,
scalars in all cases, were measured for each complex trial in Experiments 4
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and 5. Based on the range of values measured, cut-points were chosen, thus
defining a set of classes (a binned factor) for that metric. Repeated-measures
ANOVAs were then performed using that binned factor as a replacement for
the “complexity” factor used previously, effectively breaking down the old
complex level into a further sub-range of complexity classes. The analyses
were then performed in the same way as for those presented in the earlier
sections of this chapter. As before, the details of the analyses performed have
been split from the main discussion here, and can be found in Appendix D.9.
A caveat should be sounded regarding these new analyses however: they
are somewhat exploratory, and are perhaps better viewed as an informal
guide for further research (for want of anything better than pure speculation)
rather than proving anything specific by themselves. Without such an investigation, any next step in discovering the processes that maintain object-file
bindings would perhaps be less clear. Of course the opposite might also be
true, in that these analyses could easily mislead; however, given the earlier
reported results, there is little more that can be done here, and in any case,
this is to a certain extent the nature of empirical investigation. One particular
cause for scepticism however, is that the analyses are all performed over
the same set of trials. Thus rather than representing multiple independent
findings (or multiple confirmations of a finding) they might best be thought
of as a set of slightly different views on a single (tentative) finding. A related
problem can be seen in Figure 6.20, which gives a scatter-plot matrix showing
each metric plotted against the others, with Pearson product-moment correlation coefficients included (for later reference each panel also includes the
cut points used in the analyses). Clearly there is a high degree of correlation
between some pairs of metrics, and this has an obvious impact on any ability
to make causative conclusions about any effects found. Nonetheless, as is
described in Section 6.12, the results of these analyses point towards a very
interesting conclusion that I think is at least worth sharing!

6.11.1

Linear displacement of the probe18

Perhaps the first and most obvious place to look for signs of a region-bound
probe is its linear displacement throughout the motion sequence. There are
two measures of particular interest here: its final linear displacement (the
18 Detailed

statistical analysis can be found in Appendices D.9.2 and D.9.3.
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distance between its initial position and its position when the probe letter
appeared in it); and its maximum linear displacement (the farthest it got
from its initial position during the trial). The first of these might provide
insight into the degree to which the initial location of the probe is important
to the OSPA; for example, a differential effect may be found between when
the probe returns to—or near to—its initial location and when it doesn’t.
The second measure tells us the extent of movement of the probe during the
trial, and thus might give an indication of how much the behaviour of a ball
during the motion phase matters; that is, regardless of whether the probe
returns to its initial position or not.
These two aspects of the probe’s linear displacement were measured
retrospectively in multiples of ball diameter (40 pixels) for trials at the complex
(5s linking period) level in Experiments 4 and 5. Figure 6.21 shows their
distribution. As can be seen there, final linear displacement was relatively
normally distributed around 3 balls in each experiment (the slightly higher
overall counts in Experiment 4 over Experiment 5 is due to the greater number of subjects with usable data there; see Appendices D.6.1 and D.7.1). For
maximum linear displacement there is a bit of a tightening of the distribution
and there is a shift right; this is due to the fact that final linear displacement
on a given trial is always less than or equal to the maximum (by definition).
Also note that on very few occasions was the probe entirely bound within
two-balls of its initial position (i.e. on relatively few trials was maximum linear
displacement less than 2).
Cut points were set at 2, 4, and 6 balls, and response times binned accordingly (trials falling on a cut-point were placed in the lower of the two
candidate bins). These cut points were chosen both for their coverage of
the data, and for their ease of interpretation (being whole multiples of ball
diameter).
For final linear displacement, available data meant that the ≤ 2, ∈ (2, 4],
and ∈ (4, 6] bins were usable (see Figure 6.21; actual trial counts for each bin
can be found in Appendices D.9.2 and D.9.3). Figure 6.22 shows interaction
plots for final linear displacement in both Experiments 4 and 5; the interaction term was not statistically significant for the tracking experiment (top;
F (2, 46) = 1.89, p = 0.16), but was for the non-tracking experiment (bottom;
F (2, 44) = 3.67, p = 0.033). As is also shown there, there was a strong OSPA
found for a tracked probe that returned to within a short distance (within
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Figure 6.21 Distributions of final and maximum linear displacement of the
probe in Experiments 4 and 5 (tracking and non-tracking respectively). Cut
points used for the binned analysis are indicated by the dashed lines.
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Figure 6.22 Interaction plots for binned final linear displacement of the probe
with MOTOR condition in complex trials for Experiments 4 and 5 (tracking and
non-tracking respectively). See the caption of Figure 6.4 (on page 168) for
information about the statistical features of this plot.
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2 balls) of its initial position (28ms), back in the region of 30ms, and much
higher than the 9ms one found across all complex trials (see Section 6.8.2).
There is also suggestive (though quite weak) evidence for a smaller OSPA
when the probe returns to within 2 and 4 balls of its initial position, in both
tracking and non-tracking experiments. Perhaps most interestingly however,
there does appear to be a stark contrast between the two experiments: for a
tracked probe, no OSPA was found when it finished its motion a relatively
long distance (between 4 and 6 balls) from its initial position (while statistical
power was relatively high at 89%). In contrast, for a non-tracked probe, there
seems to be evidence for a reversal of the OSPA in this bin (−25ms)19 . This
suggests a swapping in the binding from the probe’s initial object-file to that
of the other tracking target by the end of the motion sequence! (Striking as
this difference may appear, it was not born out by a significant three-way
interaction; F (2, 88) = 0.36, p = 0.7.)
For maximum linear displacement only the ∈ (2, 4] and ∈ (4, 6] bins could
be used; Figure 6.23 shows interaction plots from each experiment; again the
interaction term was not statistically significant for the tracking experiment
(top; F (1, 23) = 0, p = 1), but was for the non-tracking experiment (bottom;
F (1, 22) = 7.96, p = 0.01). As can be seen there, under tracking there was a
small, weak OSPA in both bins, and moreover no evidence for any difference
between them. In the non-tracking experiment however the story again
appears quite different: a strong OSPA was found when the probe only
strayed a maximum of between 2 and 4 balls from its initial position; and
evidence for a reversal of the OSPA was found (similar to that found for
larger final linear displacements) when the probe got further away from
its initial position at some point in the trial. The three-way interaction
comparing the two experiments approached statistical significance here
(F (1, 44) = 2.92, p = 0.095).
Having described these results from the point of view of the metrics themselves, I will now attempt to give a more interpretive account, by turning to
the alternative perspective of tracking or not. Firstly, when tracking it would
seem that the probe must return to near its initial position in order for an
OSPA to result. Based on the distribution shown in Figure 6.20, it could be
19 The

p-value of the one-tailed t-test for the hypothesis that reaction times in the T-SO
condition were faster than in the T-DO condition was p = 0.99. However if the opposite
hypothesis is tested (or simply a two-tailed hypothesis) a significant difference is found.
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Figure 6.23 Interaction plots for binned maximum linear displacement of the
probe with MOTOR condition in complex trials for Experiments 4 and 5 (tracking
and non-tracking respectively). See the caption of Figure 6.4 (on page 168) for
information about the statistical features of this plot.
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suggested that the driving factor here is actually maximum linear displacement however: short final linear displacement was most often accompanied
by maximum linear displacement of between 2 and 4 balls. However the lack
of any particular convincing finding the 2 to 4 ball maximum linear displacement bin would seem to counter such a claim. The obvious conclusion is that
this is due to the presence of 2 to 4 ball final linear displacement in that bin.
In fact the range of final linear displacements might explain the seeming lack
of any particular finding in either of the maximum linear displacement bins.
But perhaps more relevantly, a deficiency in addressing linear displacement
of the probe in general is the lack of consideration given to the other tracking
target. This is discussed further at the end of this section.
In the non-tracking case, the story seems to be a little different. There
seems to be little support for an OSPA when the probe finishes anywhere
within 4 balls of its initial position. However it might be helpful to interpret
this in the context of the relatively strong finding of an OSPA in the 2 to 4
ball maximum linear displacement bin, and the suggestion of a reverse OSPA
in the 4 to 6 ball bin there. Firstly, for the 2 to 4 balls final linear displacement
bin, the presence of a large proportion of trials from the 4 to 6 ball maximum
linear displacement bin (in which the reverse effect was found) would seem
to provide an explanation for the lack of effect there. The best part of the
less-than-2-balls final linear displacement bin on the other hand is made up
of 2 to 4 ball maximum linear displacement trials (see Figure 6.20), where
a seemingly strong OSPA was found. It would seem that the most likely
(though not particularly satisfying/useful) explanation for the lack of effect
in this final linear displacement then, is lack of data: that bin simply consists
of fewer trials than the others (498 trials vs. 1381 and 669 in the other two bins
respectively). Finally, the strong reverse effect found in the 4-to-6-ball final
linear displacement bin is from trials (necessarily) exclusively consisting of
similarly high (or higher) maximum linear displacements, where evidence for
the same reverse effect was also found.
To attempt to broadly summarise the above, there seems to be a “general
tendency” for a positive OSPA to be found in the lower linear displacement
bins for both tracking and not-tracking (though in some cases this didn’t
actually prove statistically significant). However a clear difference emerges
in the 4 to 6 ball bin. Specifically whereas when tracking the OSPA seems
to be merely eliminated, it looks to be reversed when not tracking. This is
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the first major difference between tracking and not-tracking, with respect
to the OSPA, that I’ve been able to uncover in my research. Moreover it is,
to my knowledge, the first time that a statistically significant reverse OSPA
has been reported. This is particularly interesting as it suggests that, under
certain circumstances object-files may be rebound to different objects; thus
not necessarily preserving identity in the strong ways, as previously thought.
However I would like to make clear that this summary is very broad
indeed, and its cleanness does seem to belie, somewhat, the reality of underlying data. The patterns found are simply not that easy to interpret. I
would posit that a main cause of this, which was touched one earlier, is that
linear displacement of the probe completely ignores the behaviour of the
other tracking target (or “previewed ball”). Certainly, this is important in
the non-tracking experiment: a reversed OSPA means that the probe can
be thought of as taking on the identity of that other ball. In the tracking
case this is very likely important too. The difficulty (and thus the cognitive
load exerted) of the tracking task is presumably proportional to the motion
characteristics of both targets, and not just the eventual probe After all, until
the probe letter actually appears, both tracking targets is equally likely to
contain it.
Perhaps at least, it might be concluded from these results that when not
tracking existing object-files can be allowed to “detach” in certain ways and
even rebind if a “suitable” nearby object is attended-to (perhaps one that
looks similar). Tracking then, would at least appear to prevent this rebinding
in the case of an incorrect object/object-file pair. Although how it might
know the difference between correct (thus allowing the positive effect in the
smallest final linear displacement bin for example) and incorrect (avoiding a
reverse OSPA in the 4 to 6 ball bins) is not particularly clear.

6.11.2

Angular displacement between tracking targets20

I have just pointed out a key problem inherent in looking at the linear displacement of the probe alone: it ignores the other tracking target. Moreover
the behaviour of this other ball would appear to have implications in both
experiments. When tracking, for instance, the difficulty of the tracking task
likely depends on the behaviour of both targets. When not tracking it seems
20 Detailed

statistical analysis can be found in Appendices D.9.4 and D.9.5.
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T
A

T

Figure 6.24 Angular displacement between the tracking targets. The ‘T’s
indicate the tracking targets. The dashed circles indicate some later position of
each target, and the angle indicated by A is the angular displacement for such a
movement.

that there are instances of the OSPA being reversed implying that the probe,
at some point, adopted the object-file of the other target.
A further observation that perhaps underscores the general inadequacy of
looking at probe linear displacement as a determiner of the OSPA is that many
previous experiments have involved quite large linear displacements with no
negative affect on the OSPA at all (e.g. Noles et al., 2005). Thus any argument
that the OSPA is disrupted (or even reversed) simply by linear displacement
of the probe alone is strongly countered by these results. However in all
those experiments there has been a certain kind of configurational consistency
whereby objects occupied a specific general region (top/bottom, left/right
for example). In particular, to date no object-reviewing experiment, that I am
aware of, has included objects which swapped regions entirely (perhaps the
cause of the OSPA collapses/reversals found here). Moreover one should
expect that linear displacement of the probe would correlate somewhat with
the degree that such swapping occurred, but by no means fully, possibly
explaining the results presented in the previous section.
For a random motion sequence it seems that it might be quite difficult
indeed to arrive at a single metric that describes such region swaps, but
perhaps a useful approximation is mutual rotation of the tracking targets
around some point between them. One way to visualise this property is to
draw an imaginary line between the tracking targets, measuring the angular
changes as this the line moves with the balls. This derives a metric that I refer
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to as angular displacement between tracking targets, and is illustrated in
Figure 6.24. Low angular displacements reasonably directly capture the idea
of simply configurational transformations that I have referred to throughout
the latter parts of this thesis. Higher angular displacements (say past 90◦ )
would better correspond to configurational swaps.
Again there are two aspects of this measure which are of particular interest: the final angular displacement between the targets (angular difference
between the imaginary line at the start of the motions sequence and that
line at the end); and the maximum angular displacement (the maximum
rotation of the imaginary line, relative to the start of the motion sequence).
In computing this metric for each trial there were two particular decisions
to be made: whether to distinguish between rotation in each direction (i.e.
clockwise vs. anti-clockwise); and how to represent rotation past 180◦ . For the
first of these I chose to simply take absolute values of measured angular displacements, meaning that equal rotation in either direction was represented
by the same angular displacement value. On the second point, rotation past
180◦ is represented as such. That is 200◦ of clockwise rotation is given the
value of 200◦ and not 160◦ (as it could be if one simply compared the final
positions of targets without considering their history).
Final and maximum angular displacement between tracking targets was
measured for each complex trial in Experiments 4 and 5. Figure 6.25 shows
their distribution in degrees (see also Figure 6.20). As can be seen there,
both measures were highly skewed towards lower angular displacements,
so much so that final angular displacement is practically linear in its descent;
this is apparently simply a property of the motion generation algorithm (and
ball/patch size). However there is nonetheless a good proportion of trials
with angular displacements greater than 90◦ , the point where the tracking
targets could be said to have swapped in their configurational arrangement.
Cut points were set at 60◦ , 120◦ , and 240◦ , and response times binned
accordingly. These values were chosen to delineate three hypothetical stages
in a configurational swap: the first effectively represents no swap at all; the
second is a partial swap (or transition zone); and the final a full swap. All
three of these bins ( ≤ 60, ∈ (60, 120], and ∈ (120, 240]) were able to be used
for both final and maximum angular displacement; trial counts can be found
in Appendices D.9.4 and D.9.5.
Figure 6.26 shows interaction plots for final angular displacement in both
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Figure 6.25 Distributions of final and maximum angular displacement between
tracking targets in Experiments 4 and 5 (tracking and non-tracking respectively).
Cut points used for the binned analysis are indicated by the dashed lines.
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Figure 6.26 Interaction plots for binned final angular displacement between
tracking targets with MOTOR condition in complex trials for Experiments 4 and
5 (tracking and non-tracking respectively). See the caption of Figure 6.4 (on
page 168) for information about the statistical features of this plot.
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Experiments 4 and 5; the interaction term was not statistically significant
for the tracking experiment (top; F (2, 46) = 2.06, p = 0.14), but was for the
non-tracking experiment (bottom; F (2, 44) = 5.7, p = 0.006). As can be seen
there, there was a strong, 21ms OSPA in the no-swap bin when tracking, and
a similar 18ms OSPA when not tracking; both of these are again much larger
than those were found across all complex trials in each experiment (9ms and
6ms respectively; see Sections 6.8.2 and 6.9.2). In the partial- and full-swap
bins, under tracking, there appears to be no OSPA at all. Conversely, when
not tracking there seems to be a weak positive OSPA for a partial-swap, and a
strong, reverse OSPA for full-swap.
Figure 6.27 shows interaction plots for maximum angular displacement;
again the interaction term was not statistically significant for the tracking
experiment (top; F (2, 46) = 1.68, p = 0.2), but was for the non-tracking
experiment (bottom; F (2, 44) = 6.37, p = 0.004). As is shown there, OSPAs
or suggestions thereof were found in the no-swap and partial-swap bins
under both tracking and non-tracking conditions. However the now familiar
pattern of no OSPA in the highest bin when tracking accompanied by a reversal when not tracking was also seen here. The reason for the weaker OSPA
in the no-swap bins in OSPA is not readily apparent, especially as OSPAs
were found in both experiments in the no-swap final angular displacement
bin (of whose trials the no-swap maximum angular displacement bins are
exclusively composed, see Figure 6.20). There was however a lower trial
count for the maximum angular displacement bins (see Appendix D.9.5), so
this at least provides a possible explanation.
So in the tracking experiment the main difference between final and
maximum angular displacement is in the partial-swap bin: while no OSPA
was found there for final angular displacement, one of 17ms was found for
maximum angular displacement. As has already been mentioned, the fact that
the two measures are quite strongly correlated makes it difficult to assign
any causative role to one or the other. Specifically, while average maximum
angular displacement is higher in the partial-swap final angular displacement
bin than the same maximum angular displacement bin, the same is true for
average final angular displacement (see Figure 6.20).
Similarly to the tracking results, the main difference for non-tracking
appears in the partial-swap bin, though here the difference seems less pronounced. Specifically while a relatively strong OSPA was found in the
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Figure 6.27 Interaction plots for binned maximum angular displacement between tracking targets with MOTOR condition in complex trials for Experiments
4 and 5 (tracking and non-tracking respectively). See the caption of Figure 6.4
(on page 168) for information about the statistical features of this plot.
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maximum angular displacement bin, evidence for only a very weak OSPA
was found for final angular displacement (whereas in the tracking experiment no OSPA at all was found in the final angular displacement bin). Again
the correlation of the two metrics confounds the drawing of any causative
relationship here.
Despite the problems of correlated metrics already mentioned, perhaps
a comparison of the no- and partial-swap bins for both measures in both
experiments together is informative here. In particular, note that in the
tracking experiment, partial-swap final angular displacement places a strong
constraint on the OSPA: it is clearly eliminated (observed power in that bin
was 92%). Also, recall that maximum angular displacement for any trial
is at least as high as final angular displacement, and often higher. When
not tracking on the other hand, despite the fact that the aforementioned
final/maximum angular displacement relationship remains the same, there
seems to be more support for an OSPA there. One conclusion that might
be drawn from this is that while lower final angular displacement might be
able to preserve the OSPA when not-tracking, it is unable to when tracking,
possibly due to cases of higher maximum angular displacement.
Though admittedly tenuous, this argument would appear to have theoretical support. Specifically, maximum angular displacement would likely be
a better discriminator for the difficulty of a tracking task than final angular
displacement: higher maximum angular displacement means more configurational rearrangement during a trial and thus higher required vigilance.
When not tracking however, arguably all that matters is the difference between the initial and final configuration. To put it slightly differently: when
tracking, “high” maximum angular displacement (meaning a configuration
change at some point in the trial) is enough to prevent any OSPA from resulting, regardless of any return to something akin to the initial configuration
of the targets; when not tracking, it is not important how the targets behave
during the trial, but simply that they return close to their initial configuration
in order for an OSPA to result.
This view seems to suggest that object-files can sometimes be bound
within a configurational representation, rather than directly to individual objects. Such a basis readily explains the reversal of the OSPA in the full-swap
bins when not tracking (where the configuration is also reversed). To explain
the lack of OSPA in the full-swap bins when tracking, one might suggest
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that simply being involved in a tracking act somehow affects the configurational representation. This might occur either by explicitly invalidating it (no
longer is cognition interested in individuals, but now a group), or indirectly
by causing some contention for (spatial) working-memory resources. However, such an explanation fails to account for the finding of OSPAs (strong
or weak) in the no-swap bins when tracking. Perhaps then a slight modification of the above in which the precursor statement “if the tracking task
becomes suitably demanding” is added (such a statement probably favours
the resource conflict account above). This point at which the task becomes
“demanding” is likely to be subtle however, involving many spatiotemporal
variables, and unlikely to be able to be surmised by a single catch-all metric.
Though as already stated, I think maximum angular displacement has at
least some bearing.

6.11.3

Separation of tracking targets21

A final metric investigated here is due to the study of Pylyshyn (2004).
There Pylyshyn found that subjects were unable to explicitly remember
which tracking target was which when required to track four targets at once
(see Section 2.3.4). This was explained by suggesting that, during a trial,
subjects were prone to swap the labels that they had assigned to pairs of
objects, meaning that in the end their identity-to-object mapping was often
incorrect. It was subsequently shown that such swapping occurred most
frequently between two targets than between a target and a non-target, and
that such swaps were more likely to occur the nearer the two relevant objects
came to each other. While there are clearly differences between that MIT
paradigm and the MOTOR paradigm investigated here (perhaps the most
important being the difference between automatic representations of identity
and consciously maintained ones—see Section 6.1), it might be interesting to
ask whether the failure in conscious identity labelling is rooted in a failure of
automatic identity or not. That is, whether object-files show a tendency to
“swap” objects when they come near each other as well.
However there is a conflict between this separation argument of Pylyshyn
(2004) and my own, made in the previous section. Specifically I have contended that it is configurational changes that are most important in deter21 Detailed

statistical analysis can be found in Appendices D.9.6 and D.9.7.
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mining the behaviour of object-file bindings, under tracking and otherwise.
Target-target separation is likely to be even less correlated with this than was
probe linear displacement: only in cases when close target-target contact was
also followed by a configurational reversal (i.e. the targets continue on to
pass each other) would a swapping of object-files be predicted. This actually
seems less likely to occur if targets come close together, as in doing so they
might bounce away, or at least have their trajectories altered in a way less
conducive to a “pass.” Thus the configurational model would predict little
systematic effect of target separation on the OSPA. If this prediction holds
true, it might be seen as preliminary evidence for a real difference between
whatever automatic identity representations are at work during tracking and
the conscious label maintenance investigated in MIT.
Final and minimum (i.e. the closest that they came in a trial, of particular
interest in relation to the finding of Pylyshyn (2004)) separation of tracking
targets was measured for the same trials as before, in units of ball diameters
between the ball’s edges. Thus if the targets were touching (not actually possible
given their mutual repulsion) their separation would be measured to be 0
balls; if exactly one ball could fit between them, their separation is measured
as 1 ball; and so on. Figure 6.28 shows the distribution of these measures
in both experiments (see also Figure 6.20). While final separation was quite
evenly distributed around 3 balls, minimum separation was highly skewed
towards “close encounters,” suggesting that while on the majority of trials the
two targets came within 1 ball diameter of each other, there was no particular
tendency for them to finish so. This of course doesn’t seem particularly
surprising.
Cut points were set at 1, 3, and 5 balls, and responses binned accordingly.
Again, these were chosen both for their coverage of the data, and their
interpretablity.
For final separation, the ∈ (1, 3], ∈ (3, 5], and > 5 bins had enough data
to be usable (also referred to here as the “near,” “middle,” and “far” bins;
see Appendix D.9.6 for actual trial counts). Figure 6.29 shows interaction
plots for final separation with MOTOR condition in both experiments. While
the interaction term did not reach statistical significance in the tracking
experiment (F (2, 46) = 1.23, p = 0.3), it did for the non-tracking experiment
(F (2, 44) = 4.9, p = 0.012). As is clear there, the only particularly interesting
result is the finding of a relatively strong OSPA in the far bin when not
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Figure 6.29 Interaction plots for binned final separation of tracking targets
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tracking. This was somewhat of a surprising result, implying that when
not tracking, if the targets finish with more than 5 ball diameters between
them, an OSPA will result. However as one can observe in Figure 6.20,
this result might actually be better explained by the correlation of that bin
with the no- and partial-swap final angular displacement bins. Though this
might raise the question of why such a seemingly clear result was not also
found when tracking, where similar OSPAs were found at low final angular
displacements. It would appear that the only compelling explanation for
this behaviour might have to do with the the lack of OSPA in the partialswap final angular displacement bin when tracking. Though none of these
explanations are particularly satisfying, I have not been able to discover
any alternatives. In relation to the finding of Pylyshyn (2004), the only final
separation bin of real interest here is the near one in the tracking experiment
(and only because it is obviously the case that for the targets to finish near
to each other, they must necessarily come near to each other first!). However
as Figure 6.29 shows there is no evidence for any reverse OSPA as would
be predicted by the identity-swapping-on-nearness argument. Of course
it cannot be ruled out that the reason for the apparent lack of significant
OSPA in that bin might be to do with the presence of identity swaps on
a small proportion of trials. Though the overall poor correlation of final
separation with either of the angular displacement measures (see Figure 6.20),
in the context of the configurational account, would provide an alternative
explanation, one that I would favour.
Of more interest with respect to Pylyshyn (2004) is minimum separation.
Available data limited usefulness to only the ≤ 1 and ∈ (1, 3] bins (again,
see Appendix D.9.7 for exact trial counts). Figure 6.30 shows interaction
plots for both experiments. Unsurprisingly the interaction term did not reach
statistical significance in either experiment (F (1, 23) = 0.02, p = 0.88 and
F (1, 22) = 0.56, p = 0.46 respectively). Neither plot shows any evidence
for a particular relationship to the OSPA. Again, in the context of the configurational model, this seems unsurprising, as target separation might be
expected to bear even less correlation with angular displacement between
tracking targets than does linear displacement of the probe.
So if it is to be concluded that target separation has little predictable effect
on the OSPA, how can these results be squared with the fairly convincingly
put findings presented by Pylyshyn (2004)? It should be noted that the
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tracking task itself was much simpler here, so the findings of Pylyshyn (2004)
might not be expected to be replicated in the first case. I have already stated
that there could be a difference between the task of consciously maintaining
identity labels in MIT and the subconscious processes that maintain objectfiles here. Presumably for example, remembering the identity of two tracking
targets would be much easier than for four (this of course, does remain to
be shown!). Thus perhaps one might not expect to find an effect of target
separation for explicit labelling of only two targets either. Of course this view
would predict a lack of any affect of angular displacement too.

6.12

Summary and conclusions

Through the experiments described in this chapter, I attempted to find evidence for a relationship between MOT and reviewing. I did this by having
subjects make object-reviewing responses to objects that they had tracked,
and compared OSPAs recorded to those found in normal object-reviewing
conditions. Two conclusions seem abundantly clear:
• There exist motion conditions, in which all properties of spatiotemporal
integrity remain intact (i.e. objects moved always in a continuous and
coherent fashion), but in which object-file bindings are not automatically maintained.
• In those same conditions, while tracking the moving objects is clearly
possible, doing so does not allow object-file binding to survive any
more than when not tracking (but see also below).
Evidence for the first of these conclusions can be seen, to varying degrees,
in all the non-tracking experiments involving motion (Experiments 1b, 3,
and 5). Evidence for the latter can be seen in both the tracking experiments
(Experiments 2 and 4), but in particular in Experiment 4.
In an effort to understand what characteristics of this motion contributed
most heavily the breakdown of object-file bindings, I performed a series of
informal retrospective analyses of “complex” motion trials from Experiments
4 and 5. This was based on the observation that while a breakdown in
object-file bindings in these trials was clearly apparent (compare the size
of the OSPAs recorded in the “simple” motion conditions), it did not seem
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absolute: in some cases the small OSPAs found in the complex trials either
reached, or approached statistical significance. In Section 6.11 I argued that
this indicated that on some proportion of those trials, object-file reactivation
was in fact successful, and thus its effects would have impacted on response
times there. Those analyses proceeded by recategorising “complex” trials, in
a number of different ways, all based on geometric properties of their motion
sequences. Indeed, much larger, statistically-significant OSPAs were found
for some categories and not others. Moreover there was evidence for reversed
OSPAs in some cases when not tracking, suggesting that object-files were
sometimes free to rebind to objects other than the one that they were initially
allocated to. The categorisation that showed the most systematic pattern of
effects on the OSPA was the angular displacement of the tracking targets.
I suggested that this measure describes closely an idea of “configurational
arrangement,” and changes of it. Specifically I argued that:
• When not tracking, the OSPA depends most on final angular displacement, which when low (i.e. the final configuration of the targets is similar to that in which they started) supports OSPAs. When final angular
displacement is high however (meaning that the final configuration
of the targets is reversed relative to how they started), the object-file
activated in response to the probe is the one which was initially set up
for the other tracking target, resulting in a negative/reversed OSPA.
• When tracking, as long as maximum angular displacement is low (i.e. no
configurational rearrangement occurred at any time during the trial),
an OSPA could result. Once maximum angular displacement became
too high however, either object-file bindings are lost or they are merged
into a single representation, and no OSPA is observed.
The first of these points suggests that object-files are inherently bound within
an environmental frame, rather than a strictly object-based one. Obviously
however this frame is not simply location-based (as this would not explain
OSPAs for moving objects), but must at least be able to reference broader
regions. Whether this is purely region based however (i.e. apparent objectbased results are simply due to the fact that the objects concerned have
always occupied an exclusive region) remains unclear. This could perhaps
be tested by probing locations near to the actual objects that are presumed
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to have “object-files” allocated to them. An alternative is that the frame is
configurational or “object-based within a region,” which might be favoured
computationally at least, as it could be subject to an indexed implemented
(see Section 4.4). In addition, the second point above suggests that there
is at least some cause to claim an interaction between MOT and objectreviewing mechanisms. Whether this is due to actual shared coding (e.g. of
token representations) or simply contention for resources remains unclear.
Whichever this is however, it might be seen as a further reason to favour the
configurational “object-based within a region” code for object-file bindings.
In order to try to capture this idea, I would propose a set of indexes
that are individually somewhat flexible in where they can point, but are
nonetheless constrained relative to one another. This restriction might somehow reflect their typical use, perhaps in tracking of biological motion, or in
the representation of objects for the perception of (or indeed engagement
in) simple transitive actions (Pylyshyn, 2001; Webb, Knott, and MacAskill,
2010), where configurational rearrangements might be relatively uncommon.
For example, one index might always have to point to an object that is “to
the left of” or “above” that pointed to by some other index. Thus if two
objects pointed to by a pair of such indexes swapped positions, the indexes
themselves would be forced to swap objects. An object-file bound to such a
swapped index would then store information about some object other than
that which it would be accessed for.
One possible way that the MOT/object-reviewing interaction could come
about then, is if MOT tasks are based on these same “configurational indexes.”
In this case the swapping of indexes due to a configurational rearrangement
would be directly relevant to the overt MOT task (an implication of this is
that MOT tasks wouldn’t necessarily maintain full identity traces throughout
an entire trial—in Section 2.3.4 I described how this is computationally
feasible). The fact that these indexes are being directly monitored for the
MOT task might prompt the now invalid object-file bindings to be dropped,
as perhaps it is not possible to “copy” an object-file from one index to another
(the discussion in Section 4.4 suggests that this would be quite difficult at
least). Interestingly, this situation might nonetheless still be preferable to the
case without active tracking, in which object-files would appear to remain
obliviously bound to an index which has actually changed objects.
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An alternative explanation for the interference might be that more demanding tracking tasks (entered whenever the tracking targets swap positions) are performed at an attentional level above that of the individual
targets themselves; perhaps by following the deformations of an imaginary
polygon (or barbell in the case of the experiments here) as put forward by
Yantis (1992). In this case the switching to the higher level might cause either
the loss of all bindings at the lower level, or perhaps even the merging of
those object-files into a single representation at the higher level. In either
case the OSPA would be abolished: if the object-files were dropped, then
neither object would have an expectation stored for it; or if they were merged
into a single representation, then the stored expectation would contain both
preview letters, and whichever appears in the target would make for an SO
condition regardless.
In fact the configurational index account put forward above might actually be compatible with the findings of Yantis (1992), where the polygon
account was initially proposed. In particular, Yantis (1992) found that tracking became more difficult when the vertices of imaginary polygon changed
sides, causing the polygon to invert. In the configurational index account
such an instance would require an index swap (or swaps), similar to if the
polygon was “snapped” back to a non-inverted form.
A final point that seems even more pertinent now than when it was
first discussed in Section 4.2 is the possible role of featural information in
maintaining object-file bindings. In particular, in the real world, perfectly
identical objects (like those commonly used in both the MOT and objectreviewing paradigms) are rare. Moreover, if they are ever encountered (or if
a group of objects are so similar as to be difficult to distinguish), it is unlikely
that they need to be differentiated between in the way required in MOT tasks.
For example often only one such object needs to be tracked at a time (hunting
gazelle), or all of the objects are equally salient (running away from a pack of
hyena).
Certainly this is compatible with the hypothesis that object-files play a role
the training of view-invariant visual type representations (see Section 4.3.3).
In particular, the confusing of two identical objects should not be expected
have any particularly negative consequences. Both would rightly activate the
same visual type, and thus the assumptions of the proposed locking system
would not be violated in any way.
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Thus is seems that evolution may have been able to “get away” with
the impoverished tracking system that seems to have been observed in
the experiments presented here. Firstly, in cases in which identity matter,
perhaps objects’ visual features are able serve as a disambiguator, or aid,
for tracking objects and assigning identities, whenever configurations are
rearranged. Secondly, in cases where featural information is not enough to
differentiate between objects (because they are too similar looking), it may
simply not matter enough of the time to warrant a more effective tracking
system. I cover this point further, including suggesting a test for the use of
such information in reactivating object-files in Section 7.2.3.
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Chapter 7
Summary and conclusions
In this thesis I have attempted to determine some of the neuro-computational
mechanisms behind the so-called object-specific preview advantage (OSPA),
first observed by Kahneman et al. (1992). This work combined aspects of
computational analysis, neural network modelling, and psychophysical
experimentation. In this final chapter I present a summary of my work,
along with some conclusions (boxed in the following), and ideas for future
work.

7.1
7.1.1

Summary and conclusions
Object-files as a mapping problem

I began my main work in Chapter 4, by suggesting that the mechanisms responsible for the OSPA could be modelled as a computational mapping task.
Such a task implicates concepts of “keys” and “values,” and of course some
implementation of the mapping itself. That is, initial attention to an object
causes some aspects of its neural representation (the value in the mapping
analogy) to be entered in some short-term memory store, where it is bound
to some other part of its representation (the key). This key/value association
is what Kahneman et al. (1992) refer to as an object-file. Subsequently, upon
reattention to that same object, activation of the key part of its representation
somehow causes the stored value part to be reinvoked, independently of the
usual action of the visual pathway. I suggested that the stored values could
described as expectations about which parts of an object’s representation will
remain constant across shifts of attention. In the remainder of that chapter
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I constructed a range of arguments concerning which parts of an object’s
neural representation might reasonably serve as the keys and values in this
mapping; and also how the mapping itself might be implemented neurally.
These arguments were summarised at the end of that chapter in Section 4.5,
but I will reiterate some of their most important aspects here.
Components of the key (Section 4.2)
The constraints of key uniqueness and constancy/trackability suggest the
correctness of the traditional view that spatiotemporal information is the
most important candidate for object-file reactivation. It is very rare, if not
impossible, for two objects to share the same spatial location, and changes in
location are known to be able to be tracked outside the locus of attention.

Spatial information would seem to be an obvious and valid
cue for object identities, and thus for reactivating object-files.

However I also outlined the possibility that, under certain circumstances,
other sorts of “featural” information might be used. In particular, in cases in
which location information is ambiguous or for some reason lost, suitably
conforming featural information might be able to serve as a fallback option.

Featural information could be used in the reactivation of an
object-file, particularly in cases where spatial information is
lost or is somehow ambiguous.

This possibility would not seem to have been well tested to date, and in
Section 7.2.3 I describe some experiments to do so in the future.
Components of the value (Section 4.3)
Forming inferences about the contents of object-files (or the “value” in the
mapping) proved more involved. The range of object-reviewing data has
demonstrated a seemingly extraordinary ability to adaptively abstract over
various aspects of an object’s properties. In some cases they seem to store
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information detailed enough to be able to match never-before-seen faces,
while in other cases they seem to be indifferent to even changes from words
to pictures.
A direct interpretation of these behaviours might suggest that objectfiles are able to adapt their storage characteristics based on the current task.
However, I suggested that this same range of behaviours could be explained
as downstream affects of competition in an area for representing what I
referred to as an object’s visual type: the ultimate, most view-invariant
output of the visual “what” pathway. To complete the account, this visual
type activity was assumed to provide input to a broadly defined semantic
memory, where various shared and distinguishing semantic properties of
different kinds of objects are represented. A given visual type was assumed to
stimulate some subset of semantic memory (what I referred to as a semantic
assembly), representing the learned properties of all objects that evoke that
visual type. Wherever the assemblies stimulated by two different visual types
overlap, that overlap represents shared properties. Higher-level cognition
was assumed to read from this semantic memory in order to perform the
current task.
In addition to its visual input, I suggested that the visual type area also
received secondary input from a system that attempts to “lock” activity there
for as long as a given object remains attended to. I then explained how the
time courses inherent in competition between the two input systems could be
expected to result in the effects observed in the object-reviewing paradigm.
Specifically, if there is a difference between the visual type delivered by the
“what” pathway, and that currently being locked, two visual types would
be concurrently stimulated and must compete until only one remains active.
Activity in semantic memory was suggested to also reflect this conflict, in
that the semantic assemblies corresponding to both competing visual types
would both be partially stimulated there. However, only non-overlapping
parts of those assemblies would appear different to when only one of the two
visual types was active alone. This means that for a given task, only object
changes involving differences relevant to that task will have an affect on
performance. The two main components to this account can be summarised
as follows:
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• The OSPA can be accounted for by competition for representation, between the ultimate output of the “what”
pathway (a view-invariant “visual type”), and a stored
expectation about that output.
• The competing visual type representations themselves
stimulate representations in semantic memory, to be
read by higher-level “task” oriented processes.

The implication of semantic memory in this account of object-reviewing,
raises the question of “semantic OSPAs.” As was described in Section 4.3.1,
although there have been reports that no such effects could be found, I don’t
think that this point has actually been sufficiently tested to date. According
to my interpretation, the OSPA is due to task relevant differences in semantic
assemblies. Thus only if the semantic relation being tested is itself task
relevant should any semantic OSPA be expected.

There might be congruent object-reviewing effects when an
object changes in some way in which its preview and probe
states are semantically related, as long as that semantic relation is relevant to the current task.

I discuss a test for this assertion further in Section 7.2.4.
Finally, I hypothesised that the purpose of the visual type lock is to enforce a degree of constancy at that level of perception, and thus exploit the
idea that regardless of its view, the fundamental visual type of a particular
object remains fixed (at least on the sorts of timescales at which attentional
engagements persist). I speculated that this mechanism might provide a way
of bootstrapping the learning of the sorts of view-invariant representations
exemplified by visual types themselves. More specifically, that locking such
representations could provide a “target” representation for both lower-level
view-dependent representations—which constantly change as either or both

235
the attended-to object and/or observer move—and higher level semantic
representations to train towards. Allowing a locked pattern to be stored and
reinvoked across shifts of attention has the potential for increasing the efficiency of this mechanism in a complex environment filled with distractions
which themselves should not always be ignored.
Neural implementation of the mapping (Section 4.4)
Having outlined hypotheses regarding which parts of an object’s neural
representation might comprise the its key and value in the mapping, I turned
to the question of how that mapping might actually be implemented in the
brain. Little data exists concerning this question, and thus this section mostly
amounted to an exercise in neuro-computational modelling. For simplicity I
considered a situation in which a localist representation of an object’s visual
type was to be bound to a topographic representation of its location, which
additionally was to be tracked as the object moved, updating the binding. A
series of possible neural implementations of this model were developed.
Two different styles of neural association were considered for the purpose of representing binding between locations and visual types: weight
based and interneuron based. Both of these methods were argued to have
their own advantages and disadvantages. Weight-based association has a
strong pedigree in neural modelling, however the time-courses required for
forming and maintaining real-time, tracked associations for moving objects
raise questions about its validity. An interneuron-based association on the
other hand would avoid this problem, but effectively implies widespread
duplication of neural representation.
Additionally, two different pattens of connectivity were also considered:
fully connected, and indexed. Fully-connected implementations, in which
each location unit was fully connected to each visual type, were largely ruled
out: the combinatorial explosion of locations with visual types was deemed
too implausible. Indexed models, which introduced a layer of indirection
between locations and visual types, reduce this problem by effectively restricting the number of simultaneous associations possible; this of course
is also supported by the data, and seems to at least have parallels with the
suggested role of Pylyshyn’s Fingers of INSTantiation (FINSTs). The culmination of this process was a model that was able to bind and track a limited
number of objects, with the inclusion of a global saliency map, and a fixed
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number of “tracking maps.”
Finally, an altogether different class of indexed implementation was
briefly discussed, in which binding of visual types to locations is expressed
via phase-locked, synchronous neural spiking, otherwise known as the “temporal correlation hypothesis.”
Despite this detailed discussion, I concluded that although I’d been able
to describe some computationally effective models of object-file binding,
each of these models had its own deficiencies. Moreover, the original computational statement of the problem was based on a number of unconfirmed
assumptions. Most important of these was that of near perfect tracking
accuracy. Two points from the multiple object tracking (MOT) paradigm
would appear to stand against this. Firstly, MOT appears to require a significant amount of overt “effort” on behalf of subjects; no comparable effort
is required (nor instructed) in object-reviewing experiments. Secondly, experiments in multiple-identity tracking (MIT) (Pylyshyn, 2004) have shown
that subjects have great difficulty in remembering the identity of tracked
objects. This inability to maintain an overt mapping from objects to identities,
brings into question the ability of the object-file tracking system to maintain
them automatically. One possible explanation for these differences is that
the kinds of motion used in object-reviewing experiments to date have been
so simple, in comparison to that used in typical MOT studies; perhaps only
this fact made the automatic, “effortless” maintenance of object-file binding
possible. I investigated aspects of this problem in Chapter 6.

7.1.2

Neural network simulations of object-reviewing

Following these theoretical discussions, in Chapter 5 I reported on a neural
network implementation of visual type locking. This model demonstrated
the validity of one of the fundamental assertions of Section 4.3:

The dual input, competitive locking mechanism for visual
types showed a differential temporal effect that could reasonably be referred to as an OSPA.
I also briefly described other implementations of both the view-invariance
learning mechanism and a tracking subsystem, and discussed elements of a
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possible semantic memory implementation. Much further work remains to
be done in this area.

7.1.3

The relationship between object-reviewing and MOT

The final main portion of my investigations was presented in Chapter 6.
This was a series of psychophysical experiments, intended to provide some
answers to the questions posed at the end of Section 4.4. Some of these
experiments were regular object-reviewing experiments, but involving MOTstyle motion, thus testing the extent to which automatic tracking for objectfiles takes place. Others additionally involved active tracking of the same
objects, testing its effect on the OSPA.
The results of these experiments were somewhat difficult to interpret.
In the first instance it seemed quite clear that automatic tracking was not
present to the same degree in these experiments as had been observed in
previous object-reviewing studies. This was also contrary to the assumptions
of perfect tracking inherent in the models discussed in Section 4.4. Equally
interesting however, was the lack of effect of active tracking: the results of
both kinds of experiments appeared, for all intents and purposes, to be the
same.

In the kinds of MOT-style motion used, object-file bindings
are not always successfully maintained, regardless of whether
the objects concerned are actively tracked or not.

No further indication of different behaviour between cases of automatic and
active tracking was immediately obvious. However, a deeper informal investigation did suggest some interesting patterns to these results. Of particular
interest perhaps, was that when mutual rotation between the previewed
objects was low (i.e. the relative configuration of the objects remained mostly
unchanged), typical OSPAs were observed; this was true both when actively
tracking and not.
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Tracking appears to be both automatic, and unaffected by an
overt effort to track, when the general configuration of the
relevant objects remains consistent during motion.

However, higher angles of rotation (corresponding to something like a positional swap between the objects, relative to their initial configuration)
showed a difference between the two kinds of experiment. When not actively
tracking, reverse OSPAs were recorded, suggesting that the links “swapped”
objects.

The automatically maintained mapping from locations to
object-files is computationally imperfect, and seems to better
resemble a mapping from configurational positions than from
objects per se.

This is contrary to much current thinking about object-files as representations
of objects’ token identities. In the past, for example, while it might have been
reasonably expected that object-file bindings would break down under this
kind of motion, this apparent rebinding (or alternatively non-object-specific
binding) is more difficult to explain. However this finding seems easily
compatible with the hypothesis that object-file representations have a role in
the training of view-invariant visual type representations, which would be
unaffected by the confusing of two truly visually identical objects.
When actively tracking however, positional swaps were accompanied by
no statistically significant OSPA at all.

Being involved in an overt MOT act disrupts object-file bindings, at least in cases involving configurational rearrangement.

This suggests that either the bindings were lost, or were perhaps even merged
to form a single object representation. Furthermore it points to at least some
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sharing of resources between the two tasks; though whether this is actually
shared representations (of, say, object tokens), or simply a shared neural
resources (say, spatial working-memory) remains unclear. However the
following conditional statement can be made regarding MOT:

If MOT mechanisms and object-reviewing share the same
tracking subsystem, then neither task maintains perfect traces
of individual object tokens.

Alternatively, if it is still to be argued that MOT tasks do maintain full identity
traces (even though this is not theoretically necessary), then this maintenance
probably uses the same neural resources used for object-file bindings, to
the exclusion of the object-file system itself (i.e. the overt task trumps the
automatic one).
A final point to note is the possibility of featural information playing a
mitigating role in these circumstances (this was already discussed above,
and in Section 4.2, but is reiterated in the current context).

In the real world, these failures of automatic tracking based
on spatial information alone, might be compensated for by
appealing to distinguishing visual features.

Indeed, this might explain why the brain is able to “get away” with such an
impoverished tracking system.

7.2

Future work

By the end of Chapter 4 there were a number of directions that the present
research could have taken. Moreover the two directions that I took opened a
number of further avenues. In this section I will briefly outline some ideas
for future research in these topics.
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7.2.1

Further investigations in the MOTOR paradigm

The main conclusion at the end of Chapter 6 was that the automatic tracking
of objects was at least computationally imperfect. Some preliminary postanalysis of geometrical properties of the motion sequences suggested that
rather than being bound to discrete representations of object tokens, that
object-files were attached to some kind of environmental, or configurational
index code.
Other than simply replicating these results alone, two important factors
are in need of further investigation. Firstly a better set of metrics are required
for defining “configurational rearrangement.” The standing definition that
I have use (angular displacement between tracking targets), is at the most
probably only a weak approximation of this idea. However there are myriad
possible ways that object motion could be categorised, including environmental codes such as regions occupied and paths followed, and of course
object-centric measures such as those that I used in Section 6.11 and others.
Secondly, it is important to acknowledge that the experiments described
in this thesis (and the conclusions drawn from them) concerned only two
previewed and tracked objects. The ideas that I have presented, invoking
concepts of configurations, must of course be interpreted in this context; and
in particular the possibility remains that the binding code for object-files is
purely region- and not configuration-based at all.
Some interesting experiments to follow then, might include those that systematically test specific hypotheses about different kinds of motion, perhaps
involving some of the metrics mentioned above. Figures 7.1 and 7.2 illustrate
two such experiments designed to examine different aspects of configurational swapping. The first of these would test the strength of the consistent
top-bottom configurational arrangement vs. the left-right swap. The second,
in which each object comes to rest in the initial location of the other, would
test the degree to which the obvious and unique histories of each object
overrides locational cues. These experiments could be expanded to those
involving similar motion trajectories, but along a variety of major axes (i.e.
not just horizontal), deviations from prototypical linear and/or rotational
paths (i.e. following more “wandering” versions of those depicted), and the
inclusion of similarly or differently behaving distractor objects. Adding to
these, cases in which more than two objects are previewed, and all the possi-
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Figure 7.1 An experiment for testing the limits of the configurational index
hypothesis. This experiment would test the strength of the top-bottom configurational consistency, over the left-right configurational swap.
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Figure 7.2 An second experiment for testing the limits of the configurational
index hypothesis. This experiment is meant to test the extent that a location
component can override object tokens in a prototypical case of a configurational
swap.
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ble configurational permutations that these bring, the potential variations
are clearly vast. Furthermore, none of this discussion has even covered the
effects of introducing active tracking to these experiments, nor the impact
of non-identical stimuli (see below)! However, if anything, the experiments
of Chapter 6 demonstrate that these sorts of questions need to be asked in
order to fully understand the binding of object-files.

7.2.2

Further development of the neural network implementation

Chapter 5 only covered a small part of the neural network modelling that I
have already done, and there remains much more to do. In particular, there
are the three extensions to the visual type locking mechanism that I discussed
in Section 5.3: a “what” pathway input; a tracking subsystem; and a semantic
memory implementation.
Most important of these to establishing the validity of the visual-typebased account of object-reviewing described in Section 4.3 is probably the
implementation of semantic memory. As I pointed out at the end of Chapter 5, it would be trivial to hand-code an implementation of such a network,
that fulfilled the desired requirements. However this would not amount
to particularly strong support for the model, precisely for the reason that it
was designed to perform that way. Rather it seems more interesting to try to
define a set of learning rules for developing semantic representations from
experience. However this, in contrast, seems far from trivial. It would likely
require multi-sensory input, over long periods of time, and exposure to a
wide number and variety of stimuli.
There are a number of existing implementations of the “what” pathway
that could be used for the input the locking mechanism (Riesenhuber and
Poggio, 1999; Carpenter and Grossberg, 2003; Hinton, 2007). However, as part
of the discussion in Section 4.3 I proposed a special role for attention in the
development this system, and in particular the hypothesised locking of visual
types. Thus an implementation of this principle seems most appropriate.
Indeed I already have an implementation of the highest level of this system,
but it would be particularly interesting to see how it could be extended,
perhaps in the direction of the network discussed in Rolls and Milward
(2000).
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The results of the experiments presented in Chapter 6 perhaps make
implementing the tracking system more difficult. In particular it is no longer
completely clear what the actual nature of the tracking operation is. Further
investigation along the lines of the experiments discussed in the previous
section, seems to be required in order to better understand the general
behaviour of the OSPA under different kinds of motion, and thus define a
set of parameters for the tracking operation.
Of course a final possible direction for neural network research in this are
would be to look at an implementation of these systems using ideas from the
temporal correlation hypothesis (von der Malsburg, 1981; Singer and Gray,
1995).

7.2.3

Featural information in the key for object-files

In Section 4.2 I noted that in some circumstances, featural information might
be able to meet the criteria of uniqueness and constancy/trackability. In
particular, I suggested that such information might be able to play a backup
role, in cases where spatial information is ambiguous or lost. Interestingly
the experiments described in Chapter 6 appear to have demonstrated a
situation in which the location-to-visual type bindings are at least confused,
and further experiments, such as those just discussed in Section 7.2.1, might
reveal more. It would be interesting to investigate the behaviour of such links
in conditions where the objects were non-identical, and thus ask whether the
presence of such information affects the nature of object-file binding. This
might be viewed as something of a mitigating factor, explaining why the
brain is able to “get away” with the seemingly imperfect spatial tracking
mechanism revealed by the experiments in Chapter 6.
The most obvious way to test this would be to repeat these experiments,
but simply use non-identical objects (say a circle, a triangle, a square, and a
star). If more reliable OSPAs were observed, then one might suspect a role for
the shape information in reinvoking the expectations stored for the relevant
objects. Of course one complaint in this case might be that rather than playing
a role in reinvoking the expectations directly, the non-identical objects simply
reduce the likelihood of the locational links being swapped during the motion.
Alternative possibilities exist however, in particular involving ambiguous
spatial information.
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The modification of the Kahneman et al. (1992) Study 6, mentioned in
Section 4.2, is one example. In this modification two preview objects (boxes,
say) would appear at either side of the display, each filled with a different
coloured letter. Instead of a linking period however, the two preview objects
would be replaced by identical objects above and below each other. Following
this a probe letter would appear in one of the boxes, whose colour would
determine the preview letter to which it should be compared, and defining
the object-reviewing condition. Apparent motion could allow a link to be
formed from the target objects back to the preview objects, but the only way
that it could be object-specific is through the colour used for the letters. While
Kahneman et al. (1992) found no evidence for any OSPA in their version of
this experiment, the difference to the one described here is that they included
a period of temporal overlap in the presentation of the preview and target
objects. This was explicitly intended to eliminate any percept of apparent
motion. However, in my view, this should also necessarily prevent any
object-based link between the two sets of objects being drawn.

A final alternative experiment, also involving ambiguous, but not apparent motion is illustrated in Figure 7.3. This diagram shows a display
sequence, in which two non-identical objects are initially shown with preview letters, before both moving on a curved trajectory behind a “screen”
(with the preview letters disappearing before the onset of the motion). However, in the probe phase, only one of the two objects emerges at the bottom
of the screen, with the other having stopped while hidden behind it. The motion is such that either of the two objects could emerge at the same location,
and thus the shape of the object is the only way to form a link back to either
of the two preview objects. Thus any finding of an OSPA could only have
occurred in this way.

A crucial feature of these experiments is that featural information is not
supposed to be used instead of spatial information, but simply that spatial
information on its own is not able to distinguish between some number of
candidate objects for object-file reactivation. In these cases, where there are
nonetheless no spatiotemporal cues to invalidate a link, it is hypothesised
that featural information might be used to disambiguate.
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Figure 7.3 An experiment to test the use of featural information in object-file
keys. Preview objects move smoothly behind a “screen,” with only one emerging.
Dashed lines and arrows are to show motion trajectories only and are not visible
on the actual display.
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7.2.4

The semantic effects of object-files

As I discussed in Section 4.3.1, under the model described there, in cases of
visual type conflict, two different semantic assemblies would be stimulated.
Tasks which depend only on properties shared by the conflicting visual
types would not be further affected by such a difference. This of course
formed the grounds for my account of object-reviewing results, in which for
example, a picture and a word might both stimulate the same verbal code.
However it also suggests that other stimuli that share particular properties
might also show congruent object-reviewing effects, so long as the current
task is only dependent on those shared properties. Though the results of
some experiments looking into this question, in particular those of Gordon
and Irwin (2000), have suggested that this is not the case, I think that these
were examples of cases in which the semantic relationship itself was not
relevant to the task. Specifically, I claimed that the properties that these
tasks appealed to were at best related in the “second-order” (i.e. they were
not directly shared by the preview and probe stimuli), and that a task that
appealed to a “first-order” relation (i.e. shared properties) might be required.
For example, although “bread” and “cheese” are semantically related in the
sense that they are both foods, they have different verbal codes, and thus this
relationship would not affect either verbal report or lexical decision tasks. A
simple example of an experiment that might better test the effects of such
semantic relations might be to have subjects preview pictures of objects with
obvious and well know categories (say, “food,” “stationary,” “electronics”
etc. . . ). A possible response in this task might be to indicate whether the
probe is a member of a particular category, such as “food,” or not.

7.3

Final remarks

From both intuitive and practical standpoints there is clearly a need for the
representation of token individuals in the brain: we must be able to represent
that beer bottle, separately from our knowledge of beer bottles in general;
and we must have an ability to recognise that that beer bottle is the same
object that it was a moment ago, despite the potential presence of other
identical objects. However we are restricted by a need to focus our attention
at particular region in space in order to inspect the things there in detail,
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and by a limited ability to perceive things outside that focus. Thus in order
to maintain our token representations we must have some ability to track
objects outside our attentional focus. Solving this problem appears to require
the binding of information represented in spatially distant, but nonetheless
eventually convergent areas of the brain.
In this thesis I have attempted to understand aspects of what our memories for token objects might consist of, and how they are linked to actual
objects in the world. This research has covered a wide range of data and involved a number of different investigative approaches. My findings suggest
that the brain might in fact employ a compromise solution to this problem,
based both on its evolutionary environment and on the real requirements of
the token representation system itself. Perhaps in this environment identical
objects were not particularly common, possibly allowing their different visual features to aid the brain’s token tracking system. In addition, whenever
such identical objects were encountered, the need to distinguish them as specific individuals may not have been so pressing, thus obviating the need for
computationally perfect tracking in these cases. Certainly these conclusions
are not final however, and much remains to be investigated.
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Appendix A
The biological neuron
A neuron is a type of biological cell: the type that populates the vertebrate
nervous system. For the purposes here a neuron will be broken down
into three functional components: a cell body; an axon; and a collection of
dendrites.
There exists an imbalance of dissociated ions between the inside and
outside of a neuron, resulting in a potential difference (measured in millivolts) across the cell membrane. This difference is appropriately called the
membrane potential, and is maintained by a number of ion channels which
each can either be opened to allow the flow of a particular ion in and/or out
of the cell, or be closed to prevent such an exchange. Throughout a neuron’s
dendritic surface are embedded neurotransmitter receptors. When a given
neurotransmitter receptor is exposed to chemicals known as neurotransmitters outside the cell, it influences the activity of ion channels, and thus the
ion composition inside the cell. This change in ion composition inevitably
changes the cell’s membrane potential. After some length of time, the presence of certain neurotransmitters can cause a neuron’s membrane potential
to reach a critical voltage called its threshold of excitation. This causes a
momentary, but massive, change in membrane potential: called an action potential. An electrochemical reaction allows this action potential to propagate
along the neuron’s axon to terminal processes known as axon buttons. Axon
buttons extend to sit very close (a distance of around 20nm) to the dendrites
of other neurons, forming points called synapses. The arrival of an action
potential at an axon button causes the release of neurotransmitter from inside
the neuron into the space between the axon button and the dendrite (known
as the synaptic cleft). For a given synapse, the neuron to which the axon
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button belongs, and that to which the dendrite belongs are referred to as the
presynaptic neuron and postsynaptic neurons respectively. The release of
neurotransmitter into the synaptic cleft by the presynaptic neuron causes it
to be “taken up” by neurotransmitter receptors in the postsynaptic neuron,
and thus the cycle continues.
A number of factors affect synaptic transmission and the propagation
of action potentials throughout a group of interconnected neurons. The
change in a postsynaptic neuron’s membrane potential, elicited by the arrival
of neurotransmitter at a synapse, is called a response potential. Different
neurotransmitter receptors influence different ion channels in different ways,
and thus evoke different response potentials. Some neurotransmitters cause
response potentials that move the neurons membrane potential closer to its
threshold of excitation (called excitatory postsynaptic potentials (or EPSPs)),
and others move it further away (called inhibitory postsynaptic potentials
(or IPSPs)). Additionally, different excitatory and inhibitory neurotransmitters evoke response potentials of different magnitudes, and combinations of
the presynaptic and postsynaptic neuron states affect the magnitude of the
change in the postsynaptic neuron’s membrane potential.
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Appendix B
Computational neuron model
The computational abstraction of biological neural components, used in
the neural network simulations presented in Chapter 5, is a synchronously
updated, firing-rate-encoding neuron model (hereafter FRE model). In such
a model, each component has a real-valued “activation” attribute at time
t. This activation can viewed either as a rate of firing (or a proportion of
some maximum rate), or as a probability of emitting an action potential, or
a “spike,” at time t.
The two main types of internal components in these models correspond
to neurons (integration units) and synapses (connective units). Each of these
types of component has an “activation” at time t. A neuron i’s activation will
be referred to by the function ai (t) (see below for definitions of this function).

B.1

Cascaded sigmoid neurons

For some neurons the value of their activation function is externally set at
each time t. Such a neuron is referred to as an “input” neuron.
Other neurons receive multiple synaptic inputs. To compute their activation at time t these neurons first apply some “pooling” operation (usually
computing a sum) over the activations of all their input synapses at time t.
They then apply some (typically non-linear) transform to that pooled value
to yield their own activation.
In the simulations described in Chapter 5, the neurons in the both the
view and index layers are all input neurons. In the type layer they are
cascaded sigmoid neurons. In particular, the “cascaded” part of this means
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that the pooled value for a neuron at time t depends not only on its inputs
at time t, but also in part on is pooled value at time t − 1 (McClelland and
Rumelhart, 1988). More formally, it is defined as follows:
ηi (t) = β i · ∑ a ji (t) + (1 − β i ) · ηi (t − 1)
j

Where β i is called the neuron’s cascade rate (a value of 1 would mean no
cascade), and the a ji represent the activations of all of the neuron’s synaptic
inputs.
Having computed this cascaded sum, the neuron then computes is own
by applying the following sigmoid function:
ai ( t ) =

1
1 + e−4gi (ηi (t)−θi )

Where θi , called the sigmoid’s threshold, determines the value of ηi (t) for
which its activation is equal to 0.5; gi , sometimes known as the sigmoid’s
gain, determines the gradient at its threshold (the 4 in front of gi in this
equation gives gi this natural interpretation).

B.2

Synapses

Two types of synapse are employed in the simulations. The first simply has
a fixed weight at all time. The computing of its activation is as follows:
aij (t) = wij · ai (t − 1)
Where wij is the weight between neurons i and j.
The other type of synapse is adaptive, with a learning rule based on
forming Hebbian associations (Hebb, 1949). The activation of these synapses
is computed similarly as for a fixed synapse:
aij (t) = wij (t) · ai (t − 1)
Where wij is a function:
wij (t) = wij (t − 1) + ∆wij (t)
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in which:


∆wij (t) = αij · ai (t − 2) · ai (t − 2) a j (t − 1) − wij (t − 1)
Where αij is a learning rate. In simple terms this weight change equation
moves weight wij towards the product of the activations of the two neurons
that it connects, to an extent proportional to the activity of its input neuron.
In more detail, the [ ai (t − 2) a j (t − 1) − wij (t − 1)] term expresses the difference between the current weight, and the “target” weight; thus if both the
synapse’s input and output neurons are highly active, the target weight will
be close to 1. If however one of them is not particularly active, the target
weight will be closer to 0. Crucially however, a significant weight change
will only occur if the input unit is active. In this sense the weight change
can be thought of as trying to measure the degree to which the input neuron
tried and successfully contributed to the activation of the output neuron.
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Appendix C
Parameters for the neural network
simulations
C.1

Neural network parameters

The following describes the specific parameters of each simulated neural
component as described in Appendix B, as used for the simulations presented
in Section 5.2. All simulations began at t = 1, but as some of the functions
described in Appendix B require information about state at previous timesteps, initial values for t ≤ 0 are given also.
The network had the following dimensions:
Number of view units
Number of visual type units
Number of index units

= 5
= 5
= 4

Each view unit, i, was connected directly to a single visual type unit, j, with
a fixed weight of:
View to visual type weight (wij )

= 1

Indexes, i, were fully connected to all visual type units, j, by connections
with Hebbian-like learning properties, having the following parameters:

Initial index-to-visual-type weight (wij (0))
Initial index-to-visual-type weight change (∆wij (0))
Index-to-visual-type learning rate (αij )

= 0.0
= 0.0
= 0.067

256
Each visual type unit, i, had the following internal parameters:
Visual types initial activation (ai (0))
Visual types initial pooled value (ηi (0))
Visual types sigmoid threshold (θi )
Visual types sigmoid gradient at threshold (gi )
Visual types cascade rate (β i )

=
=
=
=
=

0
0
0.5
1.0
0.4

Each visual type unit inhibits each other visual type unit via a connection
with a fixed weight of:
Visual types lateral inhibition

C.2

= -1

Simulation parameters

Input at time t > 0 to the network was provided by setting the activation
(ai (t)) of a single view and a single index unit to a high “on” value and all
other view and index units to a low “off” value:
View “on”
View “off”
Index “on”
Index “off”

=
=
=
=

1
0
1
0

Initial activation values for these units at t = 0 were:
Initial view activation
Initial index activation

= 0
= 0

The “recognition event” was defined to have occurred in the visual type layer
whenever it entered a state in which a single visual type activity of a single
unit was above the “high” recognition threshold, and that of all other visual
type units were below the “low” recognition threshold. These thresholds
were:
Recognition high
Recognition low

= 0.95
= 0.05
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Appendix D
Experimental details
This appendix provides the full details of the experiments run and the analyses performed which were described less formally in Chapter 6.

D.1

Common methods used in all experiments

In this section methods common to all the experiments relayed in the remainder of this chapter are described. Per-experiment exceptions and variations
are given in their relevant section.

D.1.1

Ethical approval

This research was approved by the University of Otago Human Ethics Committee.

D.1.2

Subjects

Subjects for all experiments were found through the local Student Job Search
office, and were compensated between NZ$10 and NZ$10.50 per session for
their time and travel costs. All subjects were right handed, had normal or
corrected-to-normal vision, and were aged between 18 and 30 years old. No
subject took part in more than one experiment run as part of this series.
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D.1.3

Apparatus

All testing was conducted in a darkened, ventilated, sound attenuated
booth. Subjects sat unrestrained approximately 50cm from a 14-inch-diagonal
Phillips CRT monitor, with a 4 : 3 horizontal-to-vertical aspect ratio. The
internal walls of the booth were covered in black curtains, and a small lamp
facing away from the subject, and towards the curtain provided a modicum
of light.
Experiment programs were written by me, in Borland’s Turbo Pascal
version 7.0 (Borland Software Corporation, 1994), using in-house timing routines, and run in the pure, single-process MS-DOS 7 environment, distributed
as part of Microsoft Windows 98 (Microsoft Corporation, 2009). Graphical
routines were provided by the GrafX unit version 1.4c (Crossfire Designs,
2002).
Responses was always by key-presses. All yes/no responses used, exclusively, the ‘←’ (left arrow) and ‘↓’ (down arrow) keys on a standard 101-key
√
keyboard. Which was which was indicated by a ‘ ’ label on one and a ‘×’
label on the other, balanced across subjects in each experiment. Correct responses were indicated by a short, high-pitched “tink” sound (a 5000Hz tone
played through the PC-Speaker device for approximately 50ms). Incorrect
responses were accompanied by a lower-pitched “plop” sound (a 500Hz tone
played through the PC-Speaker device for approximately 50ms). Subjects
were required to respond using their index and middle fingers on their right
hand only (i.e. index finger on ‘←’, and middle finger on ‘↓’).

D.1.4

Stimuli

An example display is shown in Figure D.1. Monitor resolution was set
to 800 × 600 pixels. Trial displays consisted of a grey (RGB[100, 100, 100])
patch, having dimensions of 400 × 300 pixels. Stimuli were “greenish-yellow”
(RGB[200, 255, 0]) circles with radius 20 pixels (referred to as “objects” or
“balls”). Letters appearing in the balls were chosen from the set {‘B’, ‘C’, ‘D’,
‘F’, ‘H’, ‘J’, ‘K’, ‘L’, ‘M’, ‘P’, ‘S’, ‘T’} for their discriminability, and to minimise
any potential influence of “specialness” (e.g. ‘A’, ‘X’, and ‘Z’ were excluded
for this reason). Letters appeared centered in the balls, and had line thickness
of 3 pixels and dimensions of 16 × 23 pixels. No letter appeared more than
once in a given preview display, and no letter appeared in consecutive trials.
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Figure D.1 Example experimental display during a preview stage, showing
two filled and two empty balls.

The initial center pixel-position, pi (0) = [ pi1 (0) pi2 (0)]1 , of each ball,
i, was random within the grey patch, with the constraint that there was a
minimum of 20 pixels between the edges of each ball and the sides of the
patch, and the same between the edges of any two balls. In static displays
balls simply remained in this initial position throughout the trial. Between
trials the display was blanked.

Motion algorithm
In experiments in which linking motion was used, the balls moved a fixed
distance of 5 pixels/frame at a rate of 25 frames/s. The direction of each
ball’s motion was governed by an algorithm in which they were modelled
as point-masses moving “freely” within a 2-D field of mutual repulsion.
Specifically, each ball defined an “anti-gravitational” field centered on its
position, serving to repel other balls to an extent inversely proportional to
the (square of the) distance between them.
Each ball was given a random initial velocity, vi (0) = (vi1 (0), vi2 (0)).
Then for each ball at each time-step, t > 0, an acceleration vector (change
in velocity, ∆vi (t)), was computed based on the forces present at the ball’s
position at t − 1 (see below). This change was added to the ball’s velocity
at t − 1, the result being scaled to a magnitude of 5 pixels/frame. Finally
this new velocity was added to the ball’s position at t − 1 to yield its new
1 In

the discussion here display properties are represented as functions of time. Vector
quantities are written as v = [v1 v2 ].
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position at time t.
The forces at a ball’s position were computed based on a repulsive contribution from each of the other balls, and a possible contribution from the
edges of the patch. Specifically, the direction of the force, Gi , exerted by ball i
on position q at time t was as along the line from pi (t) to q (i.e. away from
pi ). Its magnitude was defined as follows:

|Gi (q, t)| =

1000
max(|q − pi (t)| − 40, 10−11 )2

where the 1000 in the numerator is a proportionality constant (to ensure
sensible values for Gi ), the 40 in the denominator is twice the radius of the
balls (to enforce the constraint that, when q is the center of another ball, those
two balls are seen to be “touching”), and the 10−11 is meant to result in a
very large force when the two positions are two radii or less apart.
The borders of the patch also each defined a repulsive field defined, for
each of the North, South, East, and West borders as follows (assuming a
coordinate system centered on the north-west corner of the patch, with the
x-axis running west to east and the y-axis from north to south):
(
B N (q) =

(
BS (q) =

[0 − 5] if q2 > 255
[0 0] otherwise

(
B E (q) =

(
BW ( q ) =

[0 5] if q2 < 45
[0 0] otherwise

[5 0] if q1 < 45
[0 0] otherwise

[−5 0] if q1 > 355
[0 0] otherwise

where the numbers 45, 255, and 355 represent a padding zone of 45 pixels
(twice the ball radius plus maximum relative ball velocity). These force
ensure that balls are pushed away from the edges of the patch should their
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centers enter that padding zone.
So for each ball i, the force acting on it (taken as the the change in its
velocity) at time t is:
∆vi (t) =

∑ G j ( p i ( t − 1), t − 1)
j 6 =i

+

∑

Bk ( pi (t − 1))

k∈{ N,S,E,W }

That is, the change in velocity is the sum of contributions from repulsion by
each of the other balls and from each patch border.
This change was applied to each ball’s previous velocity as follows:
vi (t) = vi (t − 1) + ∆vi (t)
which was then scaled to have a magnitude of 5 pixels/frame. The ball’s
new position was then derived as follows:
p i ( t ) = p i ( t − 1) + v i ( t )
The upshot of this algorithm is that while motion appeared random, it was
nonetheless smooth and continuous: balls approaching each other would
tend to “bend away,” and appeared to avoid collisions.

D.1.5

Procedure

In all experiments I was the experimenter. A subject arriving at their testing
session was seated in the booth in front of the display. They were first asked
if they had received a general information sheet that was supposed to have
be distributed when applying at the job search office. If they had not, they
were allowed an opportunity to read it then. They were then asked to sign a
consent form, acknowledging that they agreed to take part in the experiment.
I then gave the subject an instruction sheet to read, describing the experiment and their task(s), and subsequently reiterated the main details of these
instructions to them verbally. In each experiment, some fixed number of
practice trials were then given (see individual experiments for number of
trials and conditions). During the practice blocks I accompanied the subject,
and they were allowed to ask any questions to clarify the task. No answers
were given to questions regarding the nature of what actually was being
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investigated.
Practice blocks were then followed by main blocks. Both the number of
main blocks and number of trials per main block varied depending on the
experiment, but between each block subjects were given an opportunity to
rest. During the main blocks, in the interests of not providing distraction, I
left the booth, and informed subjects that I would observe them through a
small window in the door to the booth, beyond their field of view.
At the end of each session, in some experiments, subjects were asked
to describe any strategies that they used to complete the task; these were
recorded. They were given, at their option, a sheet explaining the goals of
the research.
All sessions lasted for between 50 minutes and one hour.

D.1.6

Analysis

In all experiments, all data from certain subjects was discarded based on
their error rate. These were false-positive or false-negative error rates in either
object-reviewing or MOT responses, where applicable. For a given subject,
if any one of these four rates was greater than 15%, that subject’s data was
not considered at all. For those subjects remaining, analysis was performed
using only trials that met all of the following criteria:
• non-practice; and
• correct object-reviewing response; and
• correct MOT response (Experiment 4 only); and
• object-reviewing “match” condition; and
• MOT “probe-tracked” condition (where applicable); and
• object-reviewing response time greater than 200ms and less than 1500ms
(i.e. outlier detection was based on fixed thresholds only).
In particular, no data was analysed from MOT probe-untracked nor objectreviewing NM conditions (and thus neither are NSPEs). This is both because
only the OSPA for tracked balls is of interest in determining the impact
of tracking on the object specificity of object-file bindings, and because it
significantly simplifies analysis (both conceptually and practically).
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An important consequence of this is that in all cases there is a difference
between the experimental design, and the statistical design used in analyses
(e.g. while the experimental design might contain three levels of the objectreviewing factor (SO, DO, and NM), the statistical design might only contain
two (SO and DO)).
In general, after the raw trial data had been read in, data from banned
subjects excluded, and individual trials removed (as described above), subject
medians were taken in each cell of the statistical design in order to derive
the input to various statistical functions.
All analysis was performed using the R version 2.10.1 (a free implementation of the S language, see R Development Core Team, 2008). For the most
part, this involved fitting repeated measure ANOVA models to the data. Additionally, planned comparisons (one-tailed, paired t-tests) were performed
to asses the degree of the facilitation in SO over DO conditions (or T-SO and
T-DO where applicable) at different strata in the statistical designs. This is in
order to establish the magnitude and significance of the OSPA within those
strata.
An α threshold of 0.05 is used in assessing the statistical significance of
the relationships presented here. And in particular, any unreported effects
can be assumed to have p>0.1.
In cases of non-significant OSPAs, experimental noise is quantified by a
post hoc power analysis using R’s power.t.test function. This was done
by computing the sample standard deviation of the paired differences, and
determining the implied power to detect a 30ms OSPA at α = 0.05 (a value
arrived at based on previous studies as an estimate of a reasonably expected
effect size).

D.2

Experiment 1

Experiment 1 was a two part experiment, with each admissible subject sitting
each part in separate testing sessions, on different days (but at the same time
on each day for a given subject). These sessions are referred to as Experiment
1a and Experiment 1b accordingly.

264

D.2.1

Subjects

21 subjects took part in this experiment. Data from 1 subject was discarded
because they did not attend both sessions. This left data from a total of 20
subjects, of which 11 were female. Both response keys and session order
were counter-balanced across subjects, to the extent that 10 had the ‘←’ key
as the “yes” key, and 10 sat Experiment 1a first.

D.2.2

Experimental design

Experiment 1 was of the standard object-reviewing paradigm, with a match/
no-match target to preview letters response (see e.g. Noles et al., 2005; Mitroff
et al., 2007).
Within a given session, balls either remained in their initial preview
positions during the linking period (Experiment 1a) or moved about the
display (Experiment 1b). This represented two levels (“static” or “motion”)
of a “experiment” factor. Additionally, factors of number of objects (2 and
4), and of linking period (1s and 5s) were included, as well as the usual OR
condition factor (SO, DO, and NM).

D.2.3

Stimuli

Stimuli and motion (where applicable) were as described in Appendix D.1.4.
The number of balls present in each trial was determined by the level of the
number of objects factor. All balls were filled with preview letters.

D.2.4

Procedure

The 2 × 2 × 2 × 3 experimental design described above leads to 24 different
trial types. Each session was restricted to one or other of the levels of the
first factor (experiment). The remainder of this section describes the session
procedure which, apart from some preliminary discussion (subjects were
given general information about the experiment and signed consent forms
only in the first of their attended sessions), was the same for both sessions.
Within each session design there were 2 × 2 × 3 = 12 trial types. Of these
8 were object-reviewing “match” trials (sum of the number of SO and DO
conditions) and only 4 were “no-match” trials (from the NM object-reviewing
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condition). In order to have an equal number of match/no-match responses,
the relative number of NM trials was doubled.
Each subject sat three blocks of trials in total. First a practice block of 16
trials was undertaken, followed by two main blocks of 128 trials. In total each
subject provided 16 responses in each SO and DO cell in the experimental
design.
A the beginning of a each trial, the empty grey patch was displayed. After
280ms either 2 or 4 empty balls appeared, positioned randomly within the
patch. A further 240ms elapsed and a different letter appeared in each of the
balls for 2s, after which point the letters disappeared. Subjects were told to
remember these preview letters (the padding time between the onset of the
balls and that of the the letters was intended to prevent the onset of the balls
from interfering with the perception of the preview letters). Either 1s or 5s
later a single letter appeared in one of the balls. In Experiment 1a (static) the
balls remained in their original positions during this time. In Experiment 1b
(motion), 240ms after the offset of the preview letters the balls began to move,
for a period up to 240ms before the onset of the target letter (i.e. motion time
was either 520ms—a total of 13 frames, in which each ball moved a distance
65 pixels—or 4520ms—a total of 113 frames, in which each ball moved a
distance 565 pixels—in the 1s and 5s linking period conditions respectively).
No two trials ever had the same motion sequence. At the onset of the target
letter, the subject was required to indicate as quickly and accurately as possible,
yes or no (by key-press, see Appendix D.1.3), whether that letter was one
that was previewed in that trial or not. Between each trial the screen was
blanked for a period of 1s.

D.2.5

Results2

Overall subjects were 92.3% accurate.
After discarding outlier responses (leaving 98.7% of trials),subject medians were taken in each cell of a 2 (experiment: static, motion) × 2 (number of
objects: 2, 4) × 2 (linking period: 1s, 5s) × 2 (OR condition: SO, DO) orthogonal statistical design, ignoring object-reviewing NM cells in the experimental
design. This data, along with the following formula, was passed to R’s aov
function (thus constituting a repeated-measures ANOVA):
2 Interpretation

of these results can be found in Section 6.2.2.
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Experiment
Static
Motion

Linking period
1s
5s
1s
5s

OR condition, Mean (Std.
SO
DO
688ms (23.76) 722ms (26.5)
673ms (26.29) 715ms (27.29)
570ms (23.14) 613ms (28.64)
602ms (27.61) 600ms (27.87)

Error)
OSPA
34ms∗∗∗
42ms∗∗∗
43ms∗∗∗
−2ms

∗ ∗ ∗ Significant at p < 0.001
Table D.1: Means in each cell of the significant interaction between experiment, linking period, and OR condition in Experiment 1

rtime
~ experiment * nobjects * lperiod * orcondition
+ Error( subject
/ ( experiment * nobjects * lperiod * orcondition )
)

Grand mean was 648ms.
The “experiment” term was statistically significant (F (1, 19) = 33.56, p <
0.001), with mean response times of 700ms and 596ms in the static and motion
experiments respectively.
The “number of objects” term was also statistically significant (F (1, 19) =
106.7, p < 0.001), with mean response times of 614ms and 682ms with 2 and
4 objects respectively.
The “OR condition” term was also statistically significant (F (1, 19) =
37.64, p < 0.001), with mean response times of 633ms and 662ms in the SO
and DO conditions respectively (OSPA = 29ms).
Finally, the “linking period” term was not statistically significant (F (1, 19) =
0.02, p = 0.89), with mean response times of 648ms and 647ms at the 1s and
5s linking periods respectively.
The term for the interaction between “experiment,” “linking period,”
and “OR condition” was statistically significant (F (1, 19) = 5.55, p = 0.029);
means can be seen in Table D.1. Statistical power to detect a 30ms OSPA in
the motion experiment at the 5s linking period was 92%.
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Number of objects
2
4

Linking period
1s
5s
1s
5s

OR condition, Mean (Std. Error)
SO
DO
OSPA
656ms (20.7)
693ms (28.7)
37ms∗
642ms (26.52) 668ms (24.21) 26ms
720ms (27.89) 751ms (25.85) 31ms∗∗
705ms (28.89) 762ms (35.76) 57ms∗∗

∗∗ Significant at p < 0.01
∗ Significant at p < 0.05
Table D.2: Means for individual cells in Experiment 1a

Experiment 1a
A smaller 2 (number of objects: 2, 4) × 2 (linking period: 1s, 5s) × 2 (OR
condition: SO, DO) statistical design was considered in which the level of the
experiment factor fixed at “static” (i.e. using data from Experiment 1a only).
In this analysis, subjects were 92.3% accurate.
After discarding outlier responses (leaving 98.1% of trials),subject medians were taken in each cell of a 2 (number of objects: 2, 4) × 2 (linking period:
1s, 5s) × 2 (OR condition: SO, DO) orthogonal statistical design, ignoring
object-reviewing NM cells in the experimental design. This data, along with
the following formula, was passed to R’s aov function (thus constituting a
repeated-measures ANOVA):
rtime
~ nobjects * lperiod * orcondition
+ Error( subject
/ ( nobjects * lperiod * orcondition )
)

Grand mean was 700ms. Table D.2 shows means, standard error, and
OSPA values for each cell in the statistical design.
The “number of objects” term was statistically significant (F (1, 19) =
53.82, p < 0.001), with mean response times of 665ms and 734ms with 2 and
4 objects respectively.
The “OR condition” term was also statistically significant (F (1, 19) =
27.03, p < 0.001), with mean response times of 681ms and 718ms in the SO
and DO conditions respectively (OSPA = 38ms).
Finally, the “linking period” term was not statistically significant (F (1, 19) =
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Number of objects
2
4

Linking period
1s
5s
1s
5s

OR condition, Mean (Std. Error)
SO
DO
OSPA
536ms (21.6) 569ms (25.55) 33ms∗∗
569ms (29.16) 577ms (28.77)
8ms
605ms (25.94) 657ms (33.02) 53ms∗∗
634ms (26.73) 622ms (28.81) −12ms

∗∗ Significant at p < 0.01
Table D.3: Means for individual cells in Experiment 1b

1.21, p = 0.28), with mean response times of 705ms and 694ms at the 1s and
5s linking periods respectively.
No interactions were statistically significant.
The 26ms OSPA found at the 2 object, 1s linking period cell did not reach
significance, and power to detect a 30ms OSPA was only 37%. In the light
of this, and of the finding of significant OSPA in every other cell, this is put
down to experimental error.
Experiment 1b
Finally, a 2 × 2 × 2 statistical design complementary to that just reported,
in which the level of experiment was fixed at “motion” (i.e. using data from
Experiment 1b only), was considered.
In this analysis, subjects were 92.2% accurate.
After discarding outlier responses (leaving 99.3% of trials),subject medians were taken in each cell of a 2 (number of objects: 2, 4) × 2 (linking period:
1s, 5s) × 2 (OR condition: SO, DO) orthogonal statistical design, ignoring
object-reviewing NM cells in the experimental design. This data, along with
the following formula, was passed to R’s aov function (thus constituting a
repeated-measures ANOVA):
rtime
~ nobjects * lperiod * orcondition
+ Error( subject
/ ( nobjects * lperiod * orcondition )
)

Grand mean was 596ms. Table D.3 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
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OR condition
SO

DO

640

Response time (ms)

620

600

−2ms

43ms
t(19) = 3.87
p = 0.001

580

560

1s

5s

Linking period

Figure D.2 Significant interaction between linking period and OR condition in
Experiment 1b

a 30ms OSPA with 2 objects at the 5s linking period was 92% and 60% with 4
objects at the 5s linking period.
The “number of objects” term was statistically significant (F (1, 19) =
107.8, p < 0.001), with mean response times of 563ms and 630ms with 2 and
4 objects respectively.
The “OR condition” term was also statistically significant (F (1, 19) =
8.51, p = 0.009), with mean response times of 586ms and 606ms in the SO
and DO conditions respectively (OSPA = 20ms).
Finally, the “linking period” term was not statistically significant (F (1, 19) =
0.82, p = 0.38), with mean response times of 592ms and 601ms at the 1s and
5s linking periods respectively.
The term for the interaction between “linking period” and “OR condition”
was statistically significant (F (1, 19) = 8.63, p = 0.008); this is shown graphically in Figure D.2. Statistical power to detect a 30ms OSPA at the 5s linking
period was 92%.
No other interactions were statistically significant.
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D.3

Experiment 2

D.3.1

Subjects

31 subjects took part in this experiment. Data from 8 of these was discarded
due to too high an error rate (see Appendix D.1.6 for definition). This left
data from a total of 23 subjects, of which 11 were female. Response keys were
balanced across subjects, to the extent that 12 had the ‘←’ key as the “yes”
key.

D.3.2

Experimental design

Experiment 2 was a first implementation of the MOTOR paradigm (see Section 6.3), with a match/no-match reviewing response and a probe-tracked/
untracked MOT response on a random 25% of trials. There was a factor of
linking period having three levels (1s, 3s, and 5s). There was also the factor
of MOTOR condition: T-SO, T-DO, T-NM, U-DO, U-NM.

D.3.3

Stimuli

Stimuli and motion (where applicable) were as described in Appendix D.1.4.
There were always four balls in every trial, but only two ever contained
preview letters. The MOTr cue consisted of a black ‘?’ character (16 × 23
pixels) on a white rectangle (41 × 43 pixels) appearing at the center of the
patch.

D.3.4

Procedure

The 3 × 5 experimental design described above leads to 15 different trial
types. Of these 9 are object-reviewing “match” trials (sum of the number
of T-SO, T-DO, and U-DO trials), and 6 are “no-match” trials (sum of TNM and U-NM trials). At the same time, 9 are MOT “probe-tracked” trials
(sum of the T-SO, T-DO, and T-NM trials), and 6 are “probe-untracked”
trials (the sum of U-DO and U-NM trials). The trial type ratio used was:
T-SO : T-DO : T-NM : U-DO : U-NM = 4 : 4 : 6 : 5 : 5. This meant that the
object-reviewing “match” to “non-match” trial type ratio was 13 : 11, and
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the MOT “tracked” to “untracked” trial type ratio was 7 : 53 .
Each subject sat five blocks of 72 trials in total. This is essentially the
above ratios crossed with the three linking periods. The first of these was
considered a practice block. In total each subject provided 16 responses in
each T-SO and T-DO cell of the experimental design.
Trials proceeded similarly as for Experiment 1b (see Appendix D.2.4).
The main exceptions were that four balls were always displayed, and only
two ever contained preview letters. Subjects were required to remember
these two letters and track the two balls that had contained them through the
ensuing motion (which all trials contained). The motion phase was the same
as for Experiment 1b, with the addition of the 3s linking period (containing
2520ms of motion—a total of 63 frames, in which each ball moved a distance
of 315 pixels). At the onset of the target letter, subject were required indicate
as quickly and accurately as possible, yes or no (by key-press), whether that
letter was one that was previewed in that trial or not. On a random 25% of
trials (approximately), after 520ms a black ‘?’ appeared inside a small white
box at the center of the display. On such trials subjects were also required
to indicate as accurately as possible (they were explicitly told not to rush
this response), yes or no (using the same keys as for the object-reviewing
response), whether the ball that the target letter appeared is was a tracking
target or not.

D.3.5

Results4

Overall subjects were 97.3% accurate at the object-reviewing response, and
97.2% in the MOT response (measured from trials in which this response
was required). Tracking false-positive rate (proportion of non-tracking trials
where a “probe-tracked” response was made) was 4.8%, and false-negative
rate was 1.6% (t(22) = 2.34, p = 0.029). Incorrect MOTr trials were not
eliminated, as they only occurred on 25% of occasions, and this would have
3 These ratios were actually the result of an error noticed only after testing,

and the actual
intention was to have match/no-match and tracked/untracked ratios perfectly balanced.
However there are two mitigating factors here: firstly, the ratio of two trial types that are
actually of interest (T-SO and T-DO) were perfectly balanced; and secondly the imbalance
across all trial types is not so large that any subjects likely noticed any pattern. In fact in
experiments 4 and 5 a much larger imbalance was purposefully used, and subjects were
asked explicitly, post test, if they noticed any patterns. None reported noticing this. See
Sections 6.8 and 6.9 for more details.
4 Interpretation of these results can be found in Section 6.4.2.
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Linking period
1s
3s
5s

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
569ms (22.86) 605ms (24.24) 35ms∗∗∗
576ms (27.49) 593ms (23.75)
17ms
578ms (23.42) 598ms (25.04)
19ms·

∗ ∗ ∗ Significant at p < 0.001
· Significant at p < 0.1
Table D.4: Means for individual cells in Experiment 2

represented an unfair bias.
After discarding outlier responses (leaving 99.2% of trials),subject medians were taken in each cell of a 3 (linking period: 1s, 3s, 5s) × 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring object-reviewing
NM and probe-untracked cells in the experimental design. This data, along
with the following formula, was passed to R’s aov function (thus constituting
a repeated-measures ANOVA):
rtime
~ lperiod * motorcondition
+ Error( subject
/ ( lperiod * motorcondition )
)

Grand mean was 587ms. Table D.4 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA at the 3s linking period was 69% and 79% at the 5s linking
period.
The “MOTOR condition” term was statistically significant (F (1, 22) =
13.58, p = 0.001), with mean response times of 575ms and 599ms at the T-SO
and T-DO conditions respectively (OSPA = 24ms).
The “linking period” term was also not statistically significant (F (2, 44) =
0.1, p = 0.9), with mean response times of 587ms, 585ms, and 588ms at the 1s,
3s, and 5s linking periods respectively.
The term for the interaction between “linking period” and “MOTOR
condition” was not statistically significant (F (2, 44) = 0.67, p = 0.52); this is
shown graphically in Figure D.3 (and means can be seen in Table D.4).
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MOTOR condition
T−SO

T−DO

Response time (ms)

620

600

580

35ms
t(22) = 3.7
p = 0.001

17ms

19ms
t(22) = 1.63
p = 0.059

560

1s

3s

5s

Linking period

Figure D.3 Non-significant interaction between linking period and MOTOR
condition in Experiment 2

D.4

Experiment 3

D.4.1

Subjects

30 subjects took part in this experiment. Data from 1 of these was discarded
due to too high an error rate (see Appendix D.1.6). This left data from a total
of 29 subjects, of which 17 were female. Response keys were balanced across
subjects, to the extent that 14 had the ‘←’ key as the “yes” key.

D.4.2

Experimental design

Experiment 3 had the same experimental design as Experiment 2 (see Appendix D.3).
In particular as there exist the same set of relations between filled and
empty preview balls, and the target ball, the same MOTOR paradigm terminology is employed. That is the main factor is referred MOTOR condition
rather than OR condition, and tracked and untracked object-reviewing conditions are distinguished between (see also Section 6.5.2), though perhaps
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terminology like “probe-previewed” and “probe-not-previewed” would be
more accurate.

D.4.3

Procedure

As the experimental design was the same as for Experiment 2 so was the
number of trial types, and ratios. Additionally subjects received the same
number of blocks, and trials in each T-SO and T-DO cell.
Trials also proceeded identically as in Experiment 2, with the exception
that subjects were neither required to track nor to make the MOT response
(although they were not explicitly told to not track, for fear of putting such a
strategy in mind).

D.4.4

Results5

Overall subjects were 95.4% accurate.
After discarding outlier responses (leaving 99.4% of trials),subject medians were taken in each cell of a 3 (linking period: 1s, 3s, 5s) × 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring object-reviewing
NM and probe-untracked cells in the experimental design. This data, along
with the following formula, was passed to R’s aov function (thus constituting
a repeated-measures ANOVA):
rtime
~ lperiod * motorcondition
+ Error( subject
/ ( lperiod * motorcondition )
)

Grand mean was 556ms. Table D.5 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA at the 3s linking period was 75%.
The “MOTOR condition” term was statistically significant (F (1, 28) =
10.47, p = 0.003), with mean response times of 547ms and 565ms at the T-SO
and T-DO conditions respectively (OSPA = 17ms).
The “linking period” term was also almost statistically significant (F (2, 56) =
2.98, p = 0.059), with mean response times of 547ms, 555ms, and 565ms at
5 Interpretation

of these results can be found in Section 6.5.2.
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Linking period
1s
3s
5s

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
529ms (15.4) 565ms (16.22) 36ms∗∗∗
554ms (17.59) 557ms (15.85)
4ms
559ms (16.59) 572ms (13.11) 13ms∗

∗ ∗ ∗ Significant at p < 0.001
∗ Significant at p < 0.05
Table D.5: Means for individual cells in Experiment 3

MOTOR condition
T−SO

T−DO

Response time (ms)

580

13ms
t(28) = 1.73
p = 0.047

560

4ms

540

36ms
t(28) = 4.33
p < 0.001

520

1s

3s

5s

Linking period

Figure D.4 Almost significant interaction between linking period and MOTOR
condition in Experiment 3

the 1s, 3s, and 5s linking periods respectively.
The term for the interaction between “linking period” and “MOTOR
condition” was almost statistically significant (F (2, 56) = 2.79, p = 0.07); this
is shown graphically in Figure D.4 (and means can be seen in Table D.5).
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D.5

Comparison of Experiments 2 and 3

An additional analysis comparing data from Experiments 2 and 3 was performed. This was done by performing an ANOVA analogous to the two used
in the individual experiments, but with the addition of a between-subjects
factor of “experiment.” However there was an imbalance between the number of subjects used in the two experiments (23 in Experiment 2 and 29 in
Experiment 3). Balance was restored in this case by simply disregarding the
data of the final 6 subjects from Experiment 3.
The combined data, along with the following formula, was passed to R’s
aov function (thus constituting a mixed-effects ANOVA):
rtime
~ experiment
* lperiod * motorcondition
+ Error( subject
/ ( lperiod * motorcondition )
)

The “MOTOR condition” term was statistically significant (F (1, 44) =
19.65, p < 0.001), with mean response times of 560ms and 580ms at the T-SO
and T-DO conditions respectively (OSPA = 20ms).
No other main effects or interactions were statistically significant.
The term for the interaction between “experiment,” “linking period,” and
“MOTOR condition” was also not statistically significant (F (2, 88) = 0.04, p =
0.96).

D.6

Experiment 4

D.6.1

Subjects

30 subjects took part in this experiment. Data from 6 of these was discarded
(three of these were for too high an error rate, two were for using explicit
identity tracking, and one was for not completing the final block). This left
data from a total of 24 subjects, of which 15 were female. Response keys were
balanced across subjects, to the extent that 13 had the ‘←’ key as the “yes”
key.
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D.6.2

Experimental design

Experiment 4 was a redesign of the active-tracking MOTOR paradigm used
in Experiment 2. The same five possible levels in the MOTOR condition
factor remained: T-SO, T-DO, T-NM, U-DO, U-NM.
A modification in the experiment was that the 3s linking period was
removed, leaving only two levels in a “complexity” factor, labelled “simple”
and “complex” respectively.

D.6.3

Stimuli

Stimuli were the same as for other experiments. In particular displays were
the same as for experiments 2 and 3 (see Appendix D.3.3, on page 270).
Motion was constrained in this experiment, depending on the level of
the complexity factor. Specifically only motion sequences with no “linecrossings” were allowed at the simple level. At the complex level, sequences
were required to have exactly four line-crossings and an “accumulated sides”
measure of at least 0.5. Both of these metrics are defined in Section 6.7.1.

D.6.4

Procedure

The 2 × 5 experimental design described above leads to 10 different trial
types. Of these 6 are object-reviewing “match” trials (sum of the number
of T-SO, T-DO, and U-DO trials), and 4 are “no-match” trials (sum of TNM and U-NM trials). At the same time, 6 are MOT “probe-tracked” trials
(sum of the T-SO, T-DO, and T-NM trials), and 4 are “probe-untracked”
trials (the sum of U-DO and U-NM trials). The trial type ratio used was:
T-SO : T-DO : T-NM : U-DO : U-NM = 5 : 5 : 6 : 2 : 2. This meant that the
object-reviewing “match” to “non-match” trial type ratio was 3 : 2 (or 5 : 3
within the MOT tracked condition), and the MOT “tracked” to “untracked”
trial type ratio was 4 : 1. These ratios were an explicit attempt to increase the
trial counts in the T-SO and T-DO conditions.
Each subject sat five blocks in total. The first was a practice block of 40
trials. The remaining four blocks contained 120 trials each. This is essentially
the above ratios crossed with the two linking periods. In total each subject
provided 60 responses in each T-SO and T-DO cell of the experimental design.
Trials proceeded similarly to in Experiment 2 (see Appendix D.3.4, on
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page 270). A minor difference was in the duration that the preview letters
were visible (1s here as opposed to 2s in Experiment 2). This was part of
an attempt at reducing overall trial length (see Section 6.8). However the
main exceptions were the motion sequences and the constraints placed on
them (see above), and the response stage. Upon the onset of the target letter,
subjects’ responses were to depend on whether the target letter appeared
in a tracked ball or not. If it did, they were required indicate as quickly and
accurately as possible, yes or no (by key-press), whether that letter was one
that was previewed in that trial or not. However if not, they were simply
required to press the space-bar to “go on to the next trial.” It was explained
to subjects that their main task was to prepare a response for the tracked case,
and that they were not to rush their response for the untracked case.
After their testing session, subjects were asked whether they noticed any
particular patterns in the experiment, and about any particular strategies
that they had employed in performing the task.

D.6.5

Results6

Overall subjects were 97.1% accurate at the object-reviewing response, and
99% in the MOT response. (MOT accuracy was measured based on whether
a yes/no response—either was deemed to be a “probe-tracked” response
regardless of whether it was the correct object-reviewing response or not—
or space-bar response was given for tracked or untracked trials respectively.) Tracking false-positive rate (proportion of non-tracking trials where
a “probe-tracked” response was made) was 3.4%, and false-negative rate
was 0.5% (t(23) = 4.65, p < 0.001). False-positive rate in the simple and
complex motion conditions individually was 3.8% and 3% respectively
(t(23) = 0.77, p = 0.45).
After discarding outlier responses (leaving 99.5% of trials),subject medians were taken in each cell of a 2 (complexity: simple, complex) × 2
(MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring
object-reviewing NM and probe-untracked cells in the experimental design.
This data, along with the following formula, was passed to R’s aov function
(thus constituting a repeated-measures ANOVA):
6 Interpretation

of these results can be found in Section 6.8.2.
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Complexity
Simple
Complex

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
522ms (18.53) 562ms (19.16) 40ms∗∗∗
556ms (20)
566ms (19.47)
9ms·

∗ ∗ ∗ Significant at p < 0.001
· Significant at p < 0.1
Table D.6: Means for individual cells in Experiment 4

rtime
~ complexity * motorcondition
+ Error( subject
/ ( complexity * motorcondition )
)

Grand mean was 551ms. Table D.6 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA at the complex motion level was 100%.
The “MOTOR condition” term was statistically significant (F (1, 23) =
45.31, p < 0.001), with mean response times of 539ms and 564ms at the T-SO
and T-DO conditions respectively (OSPA = 25ms).
The “complexity” term was also statistically significant (F (1, 23) = 13.52, p =
0.001), with mean response times of 542ms and 561ms at the simple and complex motion levels respectively.
The term for the interaction between “complexity” and “MOTOR condition” was statistically significant (F (1, 23) = 10.67, p = 0.003); this is shown
graphically in Figure D.5 (and means can be seen in Table D.6).

D.7

Experiment 5

D.7.1

Subjects

28 subjects took part in this experiment. Data from 5 of these was discarded
(two of these were due to too high and error rate, and three were because,
in their post test questioning, they claimed to employ active-tracking). This
left data from a total of 23 subjects, of which 12 were female. Response keys
were balanced across subjects, to the extent that 11 had the ‘←’ key as the
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MOTOR condition
T−SO

T−DO

Response time (ms)

580

9ms
t(23) = 1.68
p = 0.053

560

40ms
t(23) = 6.41
p < 0.001

540

520

500
Simple

Complex

Complexity

Figure D.5 Significant interaction between complexity and MOTOR condition
in Experiment 4

“yes” key.

D.7.2

Experimental design

Experiment 5 had the exact same experimental design as Experiment 4 (see
Appendix D.6).

D.7.3

Stimuli

Stimuli, and in particular motion sequences were the same as for Experiment
4.

D.7.4

Procedure

As the experimental design was the same as for Experiment 4 so was the
number of trial types, and ratios. Additionally subjects received the same
number of blocks, and trials in each T-SO and T-DO cell.
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Complexity
Simple
Complex

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
507ms (12.6) 536ms (13.26) 29ms∗∗∗
539ms (14.61) 545ms (14.28)
6ms

∗ ∗ ∗ Significant at p < 0.001
Table D.7: Means for individual cells in Experiment 5

Trials also proceeded identically to in Experiment 4, with the exception
that subjects were not required to track, nor was their response to be conditioned on the tracked status of the probe (i.e. they simply always gave an
object-reviewing match/no-match response).

D.7.5

Results7

Overall subjects were 95.8% accurate.
After discarding outlier responses (leaving 99.8% of trials),subject medians were taken in each cell of a 2 (complexity: simple, complex) × 2
(MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring
object-reviewing NM and probe-untracked cells in the experimental design.
This data, along with the following formula, was passed to R’s aov function
(thus constituting a repeated-measures ANOVA):
rtime
~ complexity * motorcondition
+ Error( subject
/ ( complexity * motorcondition )
)

Grand mean was 532ms. Table D.7 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA at the complex motion level was 100%.
The “MOTOR condition” term was statistically significant (F (1, 22) =
17.45, p < 0.001), with mean response times of 523ms and 541ms at the T-SO
and T-DO conditions respectively (OSPA = 17ms).
The “complexity” term was also statistically significant (F (1, 22) = 11.66, p =
0.002), with mean response times of 521ms and 542ms at the simple and com7 Interpretation

of these results can be found in Section 6.9.2.
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MOTOR condition
T−SO

T−DO

Response time (ms)

560

6ms

540

520

29ms
t(22) = 4.53
p < 0.001

500

Simple

Complex

Complexity

Figure D.6 Significant interaction between complexity and MOTOR condition
in Experiment 5

plex motion levels respectively.
The term for the interaction between “complexity” and “MOTOR condition” was statistically significant (F (1, 22) = 8.88, p = 0.007); this is shown
graphically in Figure D.6 (and means can be seen in Table D.7).

D.8

Comparison of Experiments 4 and 5

An additional analysis comparing data from experiments Experiments 4 and
5 was performed. This was done by performing an ANOVA analogous to the
two used in the individual experiments, but with the addition of a betweensubjects factor of “experiment.” However there was an imbalance between
the number of subjects used in the two experiments (24 in Experiment 4 and
23 in Experiment 5). Balance was restored in this case by simply disregarding
the data of the final subject from Experiment 4.
The combined data, along with the following formula, was passed to R’s
aov function (thus constituting a mixed-effects ANOVA):
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rtime
~ experiment
* complexity * motorcondition
+ Error( subject
/ ( complexity * motorcondition )
)

The “complexity” term was statistically significant (F (1, 44) = 24.2, p <
0.001), with mean response times of 527ms and 547ms at the simple and
complex motion levels respectively.
The “MOTOR condition” term was also statistically significant (F (1, 44) =
54.46, p < 0.001), with mean response times of 527ms and 547ms at the T-SO
and T-DO conditions respectively (OSPA = 21ms).
The term for the interaction between “complexity” and “MOTOR condition” was statistically significant (F (1, 44) = 17.7, p < 0.001).
No other main effects or interactions were statistically significant.
Finally, the term for the interaction between “experiment,” “complexity,”
and “MOTOR condition” was not statistically significant (F (1, 44) = 0.22, p =
0.64).

D.9

Further review of Experiments 4 and 5

An number of further analyses of retrospective measures of motion complexity within complex trials were described in Section 6.11. The details of those
analyses are given here.

D.9.1

General methods

For each complex, T-SO and T-DO trial of the relevant experiment, the value
of each metric in that trial was determined by retrospectively examining its
motion sequence. Then for each metric, a histogram was generated over trials
(these are shown throughout Section 6.11). By examining these histograms
and considering some theoretical aspects of the metric (described below), a
set of cut points were chosen. These cut points in turn defined a set of bins,
into which each trial was assigned. These bins defined a categorical factor
which was combined with the factor of MOTOR condition and analysed as a
2-way repeated-measures ANOVA, in the same way as for all the standard
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≤ 2 ∈ (2, 4] ∈ (4, 6]
T-SO: 259
687
377
T-DO: 284
688
345
Total: 543
1375
722
Table D.8: Bins used and trial counts for the final linear displacement
analysis in Experiment 4

analyses presented so far.
In cases where any subjects didn’t receive trials in a specific bin, no
summary measure could be computed for that cell of the design, and thus
the design became unbalanced. Such bins only ever occurred at the extremes
of each metric, and balance was restored simply by excluding those bins (i.e.
levels of the binned factor) from analysis.
In the following sections the individual analyses, and their results are
described in full.

D.9.2

Final linear displacement of the probe8

Final linear displacement of the probe was measured as the Euclidean distance in pixels between the center of the probe at the beginning and end of
the motion sequence. This measure was then converted to a (not necessarily
whole) multiple of ball diameter (i.e. it was divided by 40 pixels). This provided for simpler setting of cut points and interpretation of their meaning.
The lowest theoretical final linear displacement possible is 0 balls, and the
highest less than 12.5 balls (the distance between opposite corners of the
patch).
Cut points were set at 2, 4, and 6 balls. These values were deemed
to provide good coverage of the data, and being whole multiples of balls
diameter, have fairly straight-forward theoretical interpretation.
Experiment 4
The lowest measured final linear displacement value was 0.13 balls, the
highest was 8.6, and the average was 3.3 balls; standard-deviation was 1.4
balls.
8 Interpretation

of these results can be found in Section 6.11.1.
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Final linear displacement of probe
≤2
∈ (2, 4]
∈ (4, 6]

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
552ms (22.43) 580ms (25.26) 28ms∗
555ms (20.78) 567ms (19.47) 12ms·
568ms (21.04) 564ms (17.89) −4ms

∗ Significant at p < 0.05
· Significant at p < 0.1
Table D.9: Means for individual cells in the binned final linear displacement
analysis for Experiment 4

Bins used and the trial counts therein are shown in Table D.8.
After assigning each trial to one of the bins, subject medians were taken
in each cell of a 3 (final linear displacement of probe: ≤ 2, ∈ (2, 4], ∈ (4, 6])
× 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring
object-reviewing NM and probe-untracked cells in the experimental design.
This data, along with the following formula, was passed to R’s aov function
(thus constituting a repeated-measures ANOVA):

rtime
~ fldisplacement * motorcondition
+ Error( subject
/ ( fldisplacement * motorcondition )
)

Grand mean was 564ms. Table D.9 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA in the ∈ (2, 4] bin was 93% and 89% in the ∈ (4, 6] bin.
The “MOTOR condition” term was almost statistically significant (F (1, 23) =
4.09, p = 0.055), with mean response times of 558ms and 570ms at the T-SO
and T-DO conditions respectively (OSPA = 12ms).
The term for the interaction between “final linear displacement of probe”
and “MOTOR condition” was not statistically significant (F (2, 46) = 1.89, p =
0.16); this is shown graphically in Figure D.7 (and means can be seen in
Table D.9).
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MOTOR condition
T−SO

T−DO

Response time (ms)

600

580

560

28ms
t(23) = 2.02
p = 0.028

12ms
t(23) = 1.33
p = 0.099

−4ms

in (2, 4]

in (4, 6]

540

<= 2

Final linear displacement of probe (ball diameters)

Figure D.7 Non-significant interaction between final linear displacement of
probe and MOTOR condition in Experiment 4

≤ 2 ∈ (2, 4] ∈ (4, 6]
T-SO: 249
692
341
T-DO: 249
689
328
Total: 498
1381
669
Table D.10: Bins used and trial counts for the final linear displacement
analysis in Experiment 5

Experiment 5
The lowest measured final linear displacement value was 0.027 balls, the
highest was 8.3, and the average was 3.3 balls; standard-deviation was 1.4
balls.
Bins used and the trial counts therein are shown in Table D.10.
After assigning each trial to one of the bins, subject medians were taken
in each cell of a 3 (final linear displacement of probe: ≤ 2, ∈ (2, 4], ∈ (4, 6])
× 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring
object-reviewing NM and probe-untracked cells in the experimental design.
This data, along with the following formula, was passed to R’s aov function
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Final linear displacement of probe
≤2
∈ (2, 4]
∈ (4, 6]

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
541ms (16.92) 549ms (19.77)
9ms
538ms (15.09) 548ms (15.69) 10ms·
562ms (17.75) 537ms (14.04) −25ms

· Significant at p < 0.1
Table D.11: Means for individual cells in the binned final linear displacement analysis for Experiment 5

(thus constituting a repeated-measures ANOVA):
rtime
~ fldisplacement * motorcondition
+ Error( subject
/ ( fldisplacement * motorcondition )
)

Grand mean was 546ms. Table D.11 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA in the ≤ 2 bin was 84%, 99% in the ∈ (2, 4] bin, and 88% in the
∈ (4, 6] bin.
No main effects were statistically significant.
The term for the interaction between “final linear displacement of probe”
and “MOTOR condition” was statistically significant (F (2, 44) = 3.67, p =
0.033); this is shown graphically in Figure D.8 (and means can be seen in
Table D.11).

Combined analysis
Metric statistics, bin details, and descriptive statistics can be read from the
individual experiments.
The combined data, along with the following formula, was passed to R’s
aov function (thus constituting a mixed-effects ANOVA):
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MOTOR condition
T−SO

T−DO

580

Response time (ms)

570

560

550

9ms

10ms

−25ms
t(22) = 2.4
p = 0.99

540

530

520
<= 2

in (2, 4]

in (4, 6]

Final linear displacement of probe (ball diameters)

Figure D.8 Significant interaction between final linear displacement of probe
and MOTOR condition in Experiment 5

rtime
~ experiment
* fldisplacement * motorcondition
+ Error( subject
/ ( fldisplacement * motorcondition )
)

No main effects were statistically significant.
The term for the interaction between “final linear displacement of probe”
and “MOTOR condition” was statistically significant (F (2, 88) = 4.42, p =
0.015).
The term for the interaction between “experiment” and “MOTOR condition” was also almost statistically significant (F (1, 44) = 3.02, p = 0.089).
Finally, the term for the interaction between “experiment,” “final linear displacement of probe,” and “MOTOR condition” was not statistically
significant (F (2, 88) = 0.36, p = 0.7).
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∈ (2, 4] ∈ (4, 6]
T-SO:
534
733
T-DO:
602
656
Total:
1136
1389
Table D.12: Bins used and trial counts for the maximum linear displacement
analysis in Experiment 4

D.9.3

Maximum linear displacement of the probe9

Maximum linear displacement was measured in units of ball diameters, as
for final linear displacement. It is simply the maximum Euclidean distance
measured at any point in the motion sequence of the probe’s center position
in that frame from that at the beginning. Cut points were also the same as
for final linear displacement.
Experiment 4
The lowest measured maximum linear displacement value was 1.5 balls, the
highest was 8.6, and the average was 4.3 balls; standard-deviation was 1.1
balls.
Bins used and the trial counts therein are shown in Table D.12.
After assigning each trial to one of the bins, subject medians were taken
in each cell of a 2 (maximum linear displacement of probe: ∈ (2, 4], ∈ (4, 6])
× 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring
object-reviewing NM and probe-untracked cells in the experimental design.
This data, along with the following formula, was passed to R’s aov function
(thus constituting a repeated-measures ANOVA):
rtime
~ mldisplacement * motorcondition
+ Error( subject
/ ( mldisplacement * motorcondition )
)

Grand mean was 564ms. Table D.13 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA in the ∈ (2, 4] bin was 92% and 93% in the ∈ (4, 6] bin.
9 Interpretation

of these results can be found in Section 6.11.1.
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Max. linear displacement of probe
∈ (2, 4]
∈ (4, 6]

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
559ms (21.16) 571ms (21.61) 12ms·
557ms (20.36) 569ms (18.7)
12ms·

· Significant at p < 0.1
Table D.13: Means for individual cells in the binned maximum linear displacement analysis for Experiment 4

MOTOR condition
T−SO

T−DO

590

Response time (ms)

580

570

12ms
560

12ms
t(23) = 1.34
p = 0.097

550

540

in (2, 4]

in (4, 6]

Max. linear displacement of probe (ball diameters)

Figure D.9 Non-significant interaction between maximum linear displacement
of probe and MOTOR condition in Experiment 4

The “MOTOR condition” term was statistically significant (F (1, 23) =
4.88, p = 0.037), with mean response times of 558ms and 570ms at the T-SO
and T-DO conditions respectively (OSPA = 12ms).
The term for the interaction between “maximum linear displacement of
probe” and “MOTOR condition” was not statistically significant (F (1, 23) =
0, p = 1); this is shown graphically in Figure D.9 (and means can be seen in
Table D.13).
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∈ (2, 4] ∈ (4, 6]
T-SO:
546
683
T-DO:
546
675
Total:
1092
1358
Table D.14: Bins used and trial counts for the maximum linear displacement
analysis in Experiment 5

Max. linear displacement of probe
∈ (2, 4]
∈ (4, 6]

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
534ms (13.72) 556ms (14.75) 21ms∗∗
547ms (15.88) 536ms (13.76) −11ms

∗∗ Significant at p < 0.01
Table D.15: Means for individual cells in the binned maximum linear displacement analysis for Experiment 5

Experiment 5
The lowest measured maximum linear displacement value was 1.5 balls, the
highest was 8.9, and the average was 4.3 balls; standard-deviation was 1.1
balls.
Bins used and the trial counts therein are shown in Table D.14.
After assigning each trial to one of the bins, subject medians were taken
in each cell of a 2 (maximum linear displacement of probe: ∈ (2, 4], ∈ (4, 6])
× 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring
object-reviewing NM and probe-untracked cells in the experimental design.
This data, along with the following formula, was passed to R’s aov function
(thus constituting a repeated-measures ANOVA):
rtime
~ mldisplacement * motorcondition
+ Error( subject
/ ( mldisplacement * motorcondition )
)

Grand mean was 543ms. Table D.15 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA in the ∈ (4, 6] bin was 100%.
No main effects were statistically significant.
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MOTOR condition
T−SO

T−DO

570

Response time (ms)

560

550

540

21ms
t(22) = 2.56
p = 0.009

−11ms
t(22) = 1.7
p = 0.95

530

520

in (2, 4]

in (4, 6]

Max. linear displacement of probe (ball diameters)

Figure D.10 Significant interaction between maximum linear displacement of
probe and MOTOR condition in Experiment 5

The term for the interaction between “maximum linear displacement
of probe” and “MOTOR condition” was statistically significant (F (1, 22) =
7.96, p = 0.01); this is shown graphically in Figure D.10 (and means can be
seen in Table D.15).

Combined analysis
Metric statistics, bin details, and descriptive statistics can be read from the
individual experiments.
The combined data, along with the following formula, was passed to R’s
aov function (thus constituting a mixed-effects ANOVA):
rtime
~ experiment
* mldisplacement * motorcondition
+ Error( subject
/ ( mldisplacement * motorcondition )
)
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≤ 60 ∈ (60, 120] ∈ (120, 240]
T-SO:
565
366
435
T-DO: 595
375
393
Total: 1160
741
828
Table D.16: Bins used and trial counts for the final angular displacement
analysis in Experiment 4

The “MOTOR condition” term was statistically significant (F (1, 44) =
5.4, p = 0.025), with mean response times of 545ms and 553ms at the T-SO
and T-DO conditions respectively (OSPA = 9ms).
The term for the interaction between “experiment,” “maximum linear
displacement of probe,” and “MOTOR condition” was almost statistically
significant (F (1, 44) = 2.92, p = 0.095).

D.9.4

Final angular displacement between tracking targets10

Angular displacement between the tracking targets was measured incrementally over the course of a trial. Specifically, at each frame of motion the line
between the two targets was compared to that in the previous frame. Any
signed change in angle (e.g. −ve for clockwise rotation +ve for anti-clockwise)
was accumulated. At the end of the sequence the absolute value of this accumulated change was taken and called the final angular displacement. The
lowest theoretical final angular displacement possible is 0◦ , and the highest
is only practically bounded by motion duration.
Cut points were set at 60, 120, and 240 degrees. These values were chosen
to delineate three stages in a configurational swap of the two targets. The
first effectively represents no swap at all; the second a partial swap, and the
final a full swap.
Experiment 4
The lowest measured final angular displacement value was 0.15 degrees, the
highest was 290, and the average was 87 degrees; standard-deviation was 64
degrees.
Bins used and the trial counts therein are shown in Table D.16.
10 Interpretation

of these results can be found in Section 6.11.2.
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Final angular displacement of targets
≤ 60
∈ (60, 120]
∈ (120, 240]

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
552ms (19.66) 573ms (18.34) 21ms∗∗
576ms (22.03) 571ms (22.93) −4ms
556ms (19.88) 554ms (19.69) −3ms

∗∗ Significant at p < 0.01
Table D.17: Means for individual cells in the binned final angular displacement analysis for Experiment 4

After assigning each trial to one of the bins, subject medians were taken
in each cell of a 3 (final angular displacement of targets: ≤ 60, ∈ (60, 120],
∈ (120, 240]) × 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical
design, ignoring object-reviewing NM and probe-untracked cells in the
experimental design. This data, along with the following formula, was
passed to R’s aov function (thus constituting a repeated-measures ANOVA):
rtime
~ fadisplacement * motorcondition
+ Error( subject
/ ( fadisplacement * motorcondition )
)

Grand mean was 564ms. Table D.17 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA in the ∈ (60, 120] bin was 92% and 81% in the ∈ (120, 240] bin.
The “final angular displacement of targets” term was statistically significant (F (2, 46) = 3.74, p = 0.031), with mean response times of 562ms, 573ms,
and 555ms in the ≤ 60, ∈ (60, 120], and ∈ (120, 240] bins respectively.
The term for the interaction between “final angular displacement of
targets” and “MOTOR condition” was not statistically significant (F (2, 46) =
2.06, p = 0.14); this is shown graphically in Figure D.11 (and means can be
seen in Table D.17).
Experiment 5
The lowest measured final angular displacement value was 0.013 degrees,
the highest was 300, and the average was 84 degrees; standard-deviation
was 63 degrees.
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MOTOR condition
T−SO

T−DO

Response time (ms)

600

580

−4ms

560

21ms
t(23) = 2.62
p = 0.008
−3ms

540

<= 60

in (60, 120]

in (120, 240]

Final angular displacement of targets (degrees)

Figure D.11 Non-significant interaction between final angular displacement of
targets and MOTOR condition in Experiment 4

≤ 60 ∈ (60, 120] ∈ (120, 240]
T-SO:
577
364
375
T-DO: 584
349
352
Total: 1161
713
727
Table D.18: Bins used and trial counts for the final angular displacement
analysis in Experiment 5
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Final angular displacement of targets
≤ 60
∈ (60, 120]
∈ (120, 240]

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
541ms (14.86) 559ms (16.34) 18ms∗
530ms (15.6) 546ms (15.57) 16ms·
565ms (18.54) 538ms (15.17) −27ms

∗ Significant at p < 0.05
· Significant at p < 0.1
Table D.19: Means for individual cells in the binned final angular displacement analysis for Experiment 5

Bins used and the trial counts therein are shown in Table D.18.
After assigning each trial to one of the bins, subject medians were taken
in each cell of a 3 (final angular displacement of targets: ≤ 60, ∈ (60, 120],
∈ (120, 240]) × 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical
design, ignoring object-reviewing NM and probe-untracked cells in the
experimental design. This data, along with the following formula, was
passed to R’s aov function (thus constituting a repeated-measures ANOVA):
rtime
~ fadisplacement * motorcondition
+ Error( subject
/ ( fadisplacement * motorcondition )
)

Grand mean was 546ms. Table D.19 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA in the ∈ (60, 120] bin was 75% and 85% in the ∈ (120, 240] bin.
No main effects were statistically significant.
The term for the interaction between “final angular displacement of
targets” and “MOTOR condition” was statistically significant (F (2, 44) =
5.7, p = 0.006); this is shown graphically in Figure D.12 (and means can be
seen in Table D.19).
Combined analysis
Metric statistics, bin details, and descriptive statistics can be read from the
individual experiments.
The combined data, along with the following formula, was passed to R’s
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MOTOR condition
T−SO

T−DO

Response time (ms)

580

560

−27ms
t(22) = 2.53
p = 0.99

18ms
t(22) = 2.06
p = 0.026
540

16ms

520

<= 60

in (60, 120]

in (120, 240]

Final angular displacement of targets (degrees)

Figure D.12 Significant interaction between final angular displacement of
targets and MOTOR condition in Experiment 5

aov function (thus constituting a mixed-effects ANOVA):
rtime
~ experiment
* fadisplacement * motorcondition
+ Error( subject
/ ( fadisplacement * motorcondition )
)

No main effects were statistically significant.
The term for the interaction between “experiment” and “final angular
displacement of targets” was statistically significant (F (2, 88) = 4.28, p =
0.017).
The term for the interaction between “final angular displacement of
targets” and “MOTOR condition” was also statistically significant (F (2, 88) =
5.92, p = 0.004).
Finally, the term for the interaction between “experiment,” “final angular displacement of targets,” and “MOTOR condition” was not statistically
significant (F (2, 88) = 2.3, p = 0.11).
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≤ 60 ∈ (60, 120] ∈ (120, 240]
T-SO:
388
485
492
T-DO: 386
525
451
Total:
774
1010
943
Table D.20: Bins used and trial counts for the maximum angular displacement analysis in Experiment 4

D.9.5

Maximum angular displacement between tracking targets11

Maximum angular displacement was taken to be the maximum absolute
value taken on by the value accumulated for final angular displacement. The
same principles regarding the direction of the angular change and the values
ascribed to rotation past 180◦ apply. Cut points were the same as for final
angular displacement.
Experiment 4
The lowest measured maximum angular displacement value was 7.1 degrees,
the highest was 290, and the average was 100 degrees; standard-deviation
was 56 degrees.
Bins used and the trial counts therein are shown in Table D.20.
After assigning each trial to one of the bins, subject medians were taken in
each cell of a 3 (maximum angular displacement of targets: ≤ 60, ∈ (60, 120],
∈ (120, 240]) × 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical
design, ignoring object-reviewing NM and probe-untracked cells in the
experimental design. This data, along with the following formula, was
passed to R’s aov function (thus constituting a repeated-measures ANOVA):
rtime
~ madisplacement * motorcondition
+ Error( subject
/ ( madisplacement * motorcondition )
)

Grand mean was 563ms. Table D.21 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
11 Interpretation

of these results can be found in Section 6.11.2.
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Max. angular displacement of targets
≤ 60
∈ (60, 120]
∈ (120, 240]

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
559ms (19.32) 573ms (17.55) 14ms·
556ms (22.39) 573ms (22.07) 17ms∗
563ms (21.02) 558ms (20.37) −5ms

∗ Significant at p < 0.05
· Significant at p < 0.1
Table D.21: Means for individual cells in the binned maximum angular
displacement analysis for Experiment 4

MOTOR condition
T−SO

T−DO

Response time (ms)

580

560

14ms
t(23) = 1.5
p = 0.073

17ms
t(23) = 1.82
p = 0.041

−5ms

in (60, 120]

in (120, 240]

540

<= 60

Max. angular displacement of targets (degrees)

Figure D.13 Non-significant interaction between maximum angular displacement of targets and MOTOR condition in Experiment 4

a 30ms OSPA in the ≤ 60 bin was 92% and 84% in the ∈ (120, 240] bin.
No main effects were statistically significant.
The term for the interaction between “maximum angular displacement of
targets” and “MOTOR condition” was not statistically significant (F (2, 46) =
1.68, p = 0.2); this is shown graphically in Figure D.13 (and means can be
seen in Table D.21).
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≤ 60 ∈ (60, 120] ∈ (120, 240]
T-SO:
399
482
434
T-DO: 391
479
413
Total:
790
961
847
Table D.22: Bins used and trial counts for the maximum angular displacement analysis in Experiment 5

Max. angular displacement of targets
≤ 60
∈ (60, 120]
∈ (120, 240]

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
542ms (14.8) 558ms (15.11) 16ms·
529ms (15.37)
552ms (16)
23ms∗∗
563ms (16.78) 538ms (15.39) −25ms

∗∗ Significant at p < 0.01
· Significant at p < 0.1
Table D.23: Means for individual cells in the binned maximum angular
displacement analysis for Experiment 5

Experiment 5
The lowest measured maximum angular displacement value was 9.3 degrees,
the highest was 300, and the average was 100 degrees; standard-deviation
was 57 degrees.
Bins used and the trial counts therein are shown in Table D.22.
After assigning each trial to one of the bins, subject medians were taken in
each cell of a 3 (maximum angular displacement of targets: ≤ 60, ∈ (60, 120],
∈ (120, 240]) × 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical
design, ignoring object-reviewing NM and probe-untracked cells in the
experimental design. This data, along with the following formula, was
passed to R’s aov function (thus constituting a repeated-measures ANOVA):
rtime
~ madisplacement * motorcondition
+ Error( subject
/ ( madisplacement * motorcondition )
)

Grand mean was 547ms. Table D.23 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
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MOTOR condition
T−SO

T−DO

Response time (ms)

580

560

16ms
t(22) = 1.58
p = 0.065
540

23ms
t(22) = 2.85
p = 0.005

−25ms
t(22) = 2.3
p = 0.98

520

<= 60

in (60, 120]

in (120, 240]

Max. angular displacement of targets (degrees)

Figure D.14 Significant interaction between maximum angular displacement
of targets and MOTOR condition in Experiment 5

a 30ms OSPA in the ≤ 60 bin was 89% and 85% in the ∈ (120, 240] bin.
No main effects were statistically significant.
The term for the interaction between “maximum angular displacement
of targets” and “MOTOR condition” was statistically significant (F (2, 44) =
6.37, p = 0.004); this is shown graphically in Figure D.14 (and means can be
seen in Table D.23).

Combined analysis
Metric statistics, bin details, and descriptive statistics can be read from the
individual experiments.
The combined data, along with the following formula, was passed to R’s
aov function (thus constituting a mixed-effects ANOVA):

302

rtime
~ experiment
* madisplacement * motorcondition
+ Error( subject
/ ( madisplacement * motorcondition )
)

No main effects were statistically significant.
The term for the interaction between “maximum angular displacement
of targets” and “MOTOR condition” was statistically significant (F (2, 88) =
7.83, p = 0.001).
The term for the interaction between “experiment,” “maximum angular
displacement of targets,” and “MOTOR condition” was also not statistically
significant (F (2, 88) = 0.84, p = 0.43).

D.9.6

Final separation of tracking targets12

Separation of targets was defined in terms of “closeness” of the targets,
measured in the (possibly not whole) number of balls that could fit between
them. That is it was measured from the balls edges and not their centers. Thus
a value of 0 would indicate that the targets were touching, and a value of 1
would mean that there was a whole ball’s-width between them. The lowest
theoretical final separation possible is 0 balls, and the highest is bounded by
the size of the patch (12.5 balls).
Cut points were set at 1, 3, and 5 balls.
Experiment 4
The lowest measured final separation value was 0.31 balls, the highest was
8.1, and the average was 3.5 balls; standard-deviation was 1.5 balls.
Bins used and the trial counts therein are shown in Table D.24.
After assigning each trial to one of the bins, subject medians were taken
in each cell of a 3 (final separation of targets: ∈ (1, 3], ∈ (3, 5], > 5) × 2
(MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring
object-reviewing NM and probe-untracked cells in the experimental design.
This data, along with the following formula, was passed to R’s aov function
(thus constituting a repeated-measures ANOVA):
12 Interpretation

of these results can be found in Section 6.11.3.
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∈ (1, 3] ∈ (3, 5] > 5
T-SO:
537
551
258
T-DO:
524
533
266
Total:
1061
1084
524
Table D.24: Bins used and trial counts for the final separation analysis in
Experiment 4

Final separation of targets
∈ (1, 3]
∈ (3, 5]
>5

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
551ms (18.69) 564ms (23.26)
14ms
562ms (22.73) 572ms (17.99)
10ms
578ms (21.18) 566ms (19.44) −13ms

Table D.25: Means for individual cells in the binned final separation analysis for Experiment 4

rtime
~ fsepar * motorcondition
+ Error( subject
/ ( fsepar * motorcondition )
)

Grand mean was 565ms. Table D.25 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA in the ∈ (1, 3] bin was 83%, 73% in the ∈ (3, 5] bin, and 70% in
the > 5 bin.
The “final separation of targets” term was almost statistically significant
(F (2, 46) = 2.4, p = 0.1), with mean response times of 557ms, 567ms, and
572ms in the ∈ (1, 3], ∈ (3, 5], and > 5 bins respectively.
The term for the interaction between “final separation of targets” and
“MOTOR condition” was not statistically significant (F (2, 46) = 1.23, p =
0.3); this is shown graphically in Figure D.15 (and means can be seen in
Table D.25).

Experiment 5
The lowest measured final separation value was 0.4 balls, the highest was
7.7, and the average was 3.5 balls; standard-deviation was 1.5 balls.

304

MOTOR condition
T−SO

T−DO

Response time (ms)

600

580

−13ms
10ms
560

14ms

540

in (1, 3]

in (3, 5]

>5

Final separation of targets (ball diameters)

Figure D.15 Non-significant interaction between final separation of targets
and MOTOR condition in Experiment 4

∈ (1, 3] ∈ (3, 5] > 5
T-SO:
498
547
253
T-DO:
489
526
252
Total:
987
1073
505
Table D.26: Bins used and trial counts for the final separation analysis in
Experiment 5
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Final separation of targets
∈ (1, 3]
∈ (3, 5]
>5

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
535ms (15.19) 532ms (15.46) −2ms
544ms (15.03) 544ms (14.61)
0ms
552ms (13.1) 598ms (20.67) 47ms∗∗

∗∗ Significant at p < 0.01
Table D.27: Means for individual cells in the binned final separation analysis for Experiment 5

Bins used and the trial counts therein are shown in Table D.26.
After assigning each trial to one of the bins, subject medians were taken
in each cell of a 3 (final separation of targets: ∈ (1, 3], ∈ (3, 5], > 5) × 2
(MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring
object-reviewing NM and probe-untracked cells in the experimental design.
This data, along with the following formula, was passed to R’s aov function
(thus constituting a repeated-measures ANOVA):
rtime
~ fsepar * motorcondition
+ Error( subject
/ ( fsepar * motorcondition )
)

Grand mean was 551ms. Table D.27 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA in the ∈ (1, 3] bin was 97% and 98% in the ∈ (3, 5] bin.
The “final separation of targets” term was statistically significant (F (2, 44) =
13.76, p < 0.001), with mean response times of 533ms, 544ms, and 575ms in
the ∈ (1, 3], ∈ (3, 5], and > 5 bins respectively.
The “MOTOR condition” term was also statistically significant (F (1, 22) =
7.02, p = 0.015), with mean response times of 543ms and 558ms at the T-SO
and T-DO conditions respectively (OSPA = 15ms).
The term for the interaction between “final separation of targets” and
“MOTOR condition” was statistically significant (F (2, 44) = 4.9, p = 0.012);
this is shown graphically in Figure D.16 (and means can be seen in Table D.27).
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MOTOR condition
T−SO

T−DO

620

Response time (ms)

600

47ms
t(22) = 2.79
p = 0.005

580

560

0ms

540

−2ms
520

in (1, 3]

in (3, 5]

>5

Final separation of targets (ball diameters)

Figure D.16 Significant interaction between final separation of targets and
MOTOR condition in Experiment 5

Combined analysis
Metric statistics, bin details, and descriptive statistics can be read from the
individual experiments.
The combined data, along with the following formula, was passed to R’s
aov function (thus constituting a mixed-effects ANOVA):
rtime
~ experiment
* fsepar * motorcondition
+ Error( subject
/ ( fsepar * motorcondition )
)

The “final separation of targets” term was statistically significant (F (2, 88) =
13.65, p < 0.001), with mean response times of 541ms, 551ms, and 569ms in
the ∈ (1, 3], ∈ (3, 5], and > 5 bins respectively.
The “MOTOR condition” term was also almost statistically significant
(F (1, 44) = 4.04, p = 0.051), with mean response times of 549ms and 558ms
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≤ 1 ∈ (1, 3]
T-SO: 676
626
T-DO: 696
606
Total: 1372
1232
Table D.28: Bins used and trial counts for the minimum separation analysis
in Experiment 4

at the T-SO and T-DO conditions respectively (OSPA = 9ms).
The term for the interaction between “experiment” and “final separation
of targets” was statistically significant (F (2, 88) = 4.11, p = 0.02).
The term for the interaction between “experiment,” “final separation of
targets,” and “MOTOR condition” was also statistically significant (F (2, 88) =
5.16, p = 0.008).

D.9.7

Minimum separation of tracking targets13

Minimum separation of targets was defined simply as the closest that the
two targets came to each other in a given trial. Cut points were the same as
for final separation.
Experiment 4
The lowest measured minimum separation value was 0.19 balls, the highest
was 5.1, and the average was 1.3 balls; standard-deviation was 0.81 balls.
Bins used and the trial counts therein are shown in Table D.28.
After assigning each trial to one of the bins, subject medians were taken
in each cell of a 2 (minimum separation of targets: ≤ 1, ∈ (1, 3]) × 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring objectreviewing NM and probe-untracked cells in the experimental design. This
data, along with the following formula, was passed to R’s aov function (thus
constituting a repeated-measures ANOVA):
rtime
~ msepar * motorcondition
+ Error( subject
/ ( msepar * motorcondition )
)
13 Interpretation

of these results can be found in Section 6.11.3.
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Min. separation of targets
≤1
∈ (1, 3]

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
555ms (20.49) 562ms (18.97)
8ms
558ms (21.08) 567ms (21.06)
9ms

Table D.29: Means for individual cells in the binned minimum separation
analysis for Experiment 4

MOTOR condition
T−SO

T−DO

590

Response time (ms)

580

570

9ms
560

8ms

550

540

530
<= 1

in (1, 3]

Min. separation of targets (ball diameters)

Figure D.17 Non-significant interaction between minimum separation of targets and MOTOR condition in Experiment 4

Grand mean was 561ms. Table D.29 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA in the ≤ 1 bin was 99% and 88% in the ∈ (1, 3] bin.
No main effects were statistically significant.
The term for the interaction between “minimum separation of targets”
and “MOTOR condition” was not statistically significant (F (1, 23) = 0.02, p =
0.88); this is shown graphically in Figure D.17 (and means can be seen in
Table D.29).
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≤ 1 ∈ (1, 3]
T-SO: 651
605
T-DO: 642
583
Total: 1293
1188
Table D.30: Bins used and trial counts for the minimum separation analysis
in Experiment 5

Min. separation of targets
≤1
∈ (1, 3]

MOTOR condition, Mean (Std. Error)
T-SO
T-DO
OSPA
538ms (14.15) 548ms (16.37)
10ms
543ms (15.07) 544ms (13.13)
1ms

Table D.31: Means for individual cells in the binned minimum separation
analysis for Experiment 5

Experiment 5
The lowest measured minimum separation value was 0.15 balls, the highest
was 5, and the average was 1.3 balls; standard-deviation was 0.82 balls.
Bins used and the trial counts therein are shown in Table D.30.
After assigning each trial to one of the bins, subject medians were taken
in each cell of a 2 (minimum separation of targets: ≤ 1, ∈ (1, 3]) × 2 (MOTOR condition: T-SO, T-DO) orthogonal statistical design, ignoring objectreviewing NM and probe-untracked cells in the experimental design. This
data, along with the following formula, was passed to R’s aov function (thus
constituting a repeated-measures ANOVA):
rtime
~ msepar * motorcondition
+ Error( subject
/ ( msepar * motorcondition )
)

Grand mean was 543ms. Table D.31 shows means, standard error, and
OSPA values for each cell in the statistical design. Statistical power to detect
a 30ms OSPA in the ≤ 1 bin was 96% and 99% in the ∈ (1, 3] bin.
No main effects were statistically significant.
The term for the interaction between “minimum separation of targets”
and “MOTOR condition” was not statistically significant (F (1, 22) = 0.56, p =
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MOTOR condition
T−SO

T−DO

Response time (ms)

560

550

10ms

1ms

540

530

<= 1

in (1, 3]

Min. separation of targets (ball diameters)

Figure D.18 Non-significant interaction between minimum separation of targets and MOTOR condition in Experiment 5

0.46); this is shown graphically in Figure D.18 (and means can be seen in
Table D.31).
Combined analysis
Metric statistics, bin details, and descriptive statistics can be read from the
individual experiments.
The combined data, along with the following formula, was passed to R’s
aov function (thus constituting a mixed-effects ANOVA):
rtime
~ experiment
* msepar * motorcondition
+ Error( subject
/ ( msepar * motorcondition )
)

No main effects or interactions were significant.
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Glossary
Accumulated sides: (MOTOR) A metric used in categorising the compexity
of a motion sequence, based on the relative proportion of a motion
sequence that an object spends on either side of an imaginary line
between two other objects.
Action potential: (Neuroscience) An electrical pulse that originates in the
body of a neuron and, through electrochemical means, proceeds
along that neuron’s axon(s) to its axon buttons where it is transmitted to other neurons.
Activation function: (Neural networks) A function applied to a pooled input
value (or net input) in a FRE model to yield a neuron’s activation
value. See also pooling function.
Angular displacement between tracking targets: (MOTOR) A metric used
in categorising the compexity of a motion sequence, based on the
rotation of an imaginary line connecting the tracking targets.
Apparent motion: (Psychology) Perceived movement of an object when it
is seen to disappear from one position and reappear a short time
later and a short distance away.
Artificial neural network: (Neural networks) A collection of simple computational units, based on some computational neuron model,
interconnected to simulate processing and representation in the
brain.
Association relay: (Neural networks) A proposed interneuron circuit for
registering and storing the co-activation of a pair neurons, persistently representing their association without the need for synaptic
modulation.
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Attention: (Attention) A processing adaptation that manages the allocation
of mental resources to specific sensory input, motor output, or
cognitive acts, often to the neglect of that which is not attended to.
Attentional cue: (Attention) Some sort of signal that draws attention to
some particular target.
Attentional processing: (Attention) Neural processing that is dependent
on attentional deployment; cf. preattentive processing and extraattentive processing.
Attentional shift: (Attention) A change the target of focal attention.
Axon:

(Neuroscience) An efferent process from a neuron’s body, that along
which action potentials travel to other neurons.

Axon button: (Neuroscience) A terminus of an axon from which neurotransmitter is released upon the arrival of an action potential.
Binding problem: (Psychology) Any of a collection of problems stemming
from a need to somehow determine which neurally activity information originates from which sensory stimuli.
Brain stem: (Neuroanatomy) The group of neural structures that connect the
spinal cord to the forebrain.
Cascade rate: (Neural networks) The proportion of a cascaded neuron’s current input that determines its net input.
Cascaded neuron activation: (Neural networks) A method for “smoothing”
changes in an FRE neuron’s activation over a number of timesteps. A cascaded neuron’s net input is computed as a proportion
of its current input values and its net input from the previous
time-step.
Central executive: (Psychology) The part of the multiple-component model
responsible for representing current behavioural goals, directing
attention, and mediating between the other components of the
model.
Central nervous system: (Neuroanatomy) The brain and spinal cord of a
vertebrate.
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Centre-surround: (Vision) A pattern of connectivity in which a neuron receives antagonistic input from each of a central and surrounding
topographic region. Such a neuron becomes most active (or inactive) when receiving contrasting input from each of its centre and
surround.
Cerebral cortex: (Neuroanatomy) The undulated outer covering of the cerebrum, consisting mostly of grey-matter.
Cerebral hemisphere: (Neuroanatomy) Either of the two halves of the cerebrum.
Cerebrum: (Neuroanatomy) The largest part of the brain, divided into two
cerebral hemispheres, each consisting of grey-matter cerebral cortex and white-matter. Each cerebral hemisphere is itself divided
into four lobes: the frontal lobe, the parietal lobe, the temporal
lobe, and the occipital lobe.
Change blindness: (Psychology) An apparent inability to detect significant
changes in an environment when they are accompanied by a
globally-salient, attention-disrupting event.
Chunking: (Psychology) A proposed mechanism for the way that the brain
represents hierarchically defined information.
Computational neuron model: (Neural networks) A computational abstraction of biological neural mechanisms.
Cone:

(Vision) A photoreceptor that is most sensitive to light of a specific
wavelength.

Congruent reviewing condition: (Object-reviewing) An object-reviewing
condition in which currently visible information about an object
is in agreement with that stored in its object-file; cf. incongruent
condition. See also same-object condition.
Congruent reviewing effect: (Object-reviewing) A hypothesises facilitatory
component of response time in a congruent reviewing condition
due to consistency of currently visible information for an object
and that stored in its object-file. See also incongruent reviewing
effect.
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Conjunction search: (Attention) A visual search task that requires the detection of a target stimulus amongst distractor stimuli with each
of which it shares at least one primitive feature (i.e. the target is
defined by a unique conjunction of features); cf. feature search.
Contralateral: (Anatomy) Being on the opposite side.
Cornea:

(Vision) The transparent dome on the front of the eye that refracts
incoming light so that it may pass through the iris.

Covert attention: (Attention) Attentional deployment without changes in
fixation; cf. overt attention.
Dendrite:

(Neuroscience) An afferent process to a neuron’s body, along
which response potentials from other neurons travel.

Different-object condition: (Object-reviewing) The incongruent condition
in which the target stimulus was present in the preview display,
but appeared in a different object.
Discrete-Reference Principle: (MOT) The idea that an object’s unique identity can only be represented in the brain for as long as it’s history
can be traced.
Divided attention: (Attention) An attentional state brought about by a task
that requires simultaneous attention to more than one stimulus
(cf. focused attention).
DO condition: see different-object condition.
Dorsal:

(Anatomy) Being on the upper surface of an organ.

Dorsal-prefrontal loop: (Attention) A hypothetical neural processing system conceived to be involved in the management of and deployment of attention.
Dorsal stream: (Vision) A distinct pathway of neural projections that can
be traced from PVC through to posterior parietal cortex.
DRP:

see Discrete-Reference Principle.
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Early selection: (Attention) Any model of perception in which attentional
modulation affects processing at its “early”, or “preconceptual”,
stages, such that unattended stimuli are not represented at higher
cognitive levels.
Endogenous attentional cue: (Attention) An attentional cue that is driven
by internal, behavioural factors; cf. exogenous attentional cue.
Episodic buffer: (Psychology) The part of the multiple-component model
responsible for representing non-verbal and non-spatial aspects
of an environment, such as hierarchical information, in a way that
abstracts from representations in any particular sensory modality
or output system.
Excitatory postsynaptic potential: (Neuroscience) A response potential that
moves a neuron’s membrane potential closer to its threshold of
excitation.
Exogenous attentional cue: (Attention) An attentional cue that is driven by
external, environmental factors (cf. endogenous attentional cue).
Extra-attentive processing: (Attention) Neural processing that runs along
side attentional deployment (i.e. in parallel across the visual field),
whose purpose is primarily to maintain representations established by previous attentional deployments; cf. attentional processing and preattentive processing.
Extrastriate: (Vision) A collective term for a number of brain areas which
are anatomically peripheral to PVC.
Feature cluster: (Vision) A conceptual and grouping of primitive features
present in a localised retinal region.
Feature conjunction: (Attention) Any number primitive features all present
on a single stimulus or in a single feature cluster.
Feature Integration Theory: (Attention) A highly influential model of selective visual attention that defines the purpose of attention as
being to localise primitive feature conjunctions.
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Feature map: (Vision) A retinotopic map whose contents indicate the presence, or otherwise, of a particular primitive feature on the retinal
image.
Feature search: (Attention) A visual search task that requires the detection
of a target stimulus amongst distractor stimuli none of which have
a particular feature exhibited by the target; cf. conjunction search.
FEF:

see frontal eye field.

Field-of-view: see visual field.
Final angular displacement between tracking targets: (MOTOR) The angular distance between the imaginary line between the tracking
targets at the start and finish of a motion sequence.
Final linear displacement of the probe: (MOTOR) The linear distance between the probe’s starting and finishing positions in a motion
sequence.
Final separation of tracking targets: (MOTOR) The linear distance between
the tracking targets at the end of a motion sequence.
Finger of INSTantiation: (Psychology) A hypothetical mental pointer, like
an imaginary finger, that can transiently represent in the brain the
unique identity of an object in the world.
FINST:

see Finger of INSTantiation.

Firing-rate-encoding neuron: (Neural networks) A computational component in a FRE model, synonymous with a biological neuron. An
FRE neuron’s activity is often computed by pooling a set of input
values, and applying some non-linear function. See also pooling
function and activation function.
Firing-rate-encoding neuron model: (Neural networks) A type of computational neuron model that represents neuron firing rates as temporal spike-count averages rather than spike trains.
FIT:

see Feature Integration Theory.

Fixation: (Vision) The position of the eyes in their orbit.
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fMRI:

see functional magnetic resonance imaging.

Focal attention: (Attention) An attentional state brought about by a task
that requires exerted concentration on a single stimulus (cf. divided attention).
Forebrain: (Neuroanatomy) Consisting of the thalamus and the cerebrum.
Fovea:

(Vision) The small, high acuity, central region of the retina characterised by a high density of photo-receptive cones.

FRE model: see firing-rate-encoding neuron model.
Frontal eye field: (Vision) A brain area within PFC believed to be involved
in the preparation of saccades, and which possibly contains a
representation of a retinotopic saliency map.
Frontal lobe: (Neuroanatomy) The fore-most cerebral lobe.
Functional magnetic resonance imaging: (Neuroscience) A kind of neuroimaging in which activity can be recorded across the entire brain,
and localised to a relatively high degree of spatial accuracy.
Geniculostriate pathway: (Vision) The neural pathway proceeding from
the LGN through PVC.
Hemifield: (Psychology) One half of a sensory field.
Iconic-memory: (Psychology) Very short-term memory for a stimulus arising from its latent representation in the sensory organs.
Illusionary conjunction: (Attention) In a visual search task, the erroneous
detection and reporting of a feature conjunction that is not actually
present in the search display.
Incongruent condition: (Object-reviewing) An object-reviewing condition
in which currently visible information about an object is in conflict
with that stored in its object-file; cf. incongruent condition. See also
different-object condition and NM condition.
Incongruent reviewing effect: (Object-reviewing) A hypothesises slowing
component of response time in an object-reviewing incongruent
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condition due to inconsistency of currently visible information
for an object and that stored in its object-file. See also congruent
reviewing effect.
Inferotemporal cortex: (Vision) A brain area occupying the lower part of
the temporal lobe, thought to be the endpoint of the ventral stream,
and involved in neural representation of visual information for
object recognition.
Inhibitory postsynaptic potential: (Neuroscience) A response potential that
moves a neuron’s membrane potential further from its threshold
of excitation.
Instantiation: (Psychology) Bringing about the neural representation of an
object or entity in the world.
Inter-object binding problem: (Attention) The binding problem that relates to how representations in the ventral stream are bound to
those in the dorsal stream.
Interneuron: (Neuroscience) A neuron that mediates activity between other
neurons, but itself isn’t necessarily involved in neural representation.
Intra-object binding problem: (Attention) The binding problem that relates to how representations in either the ventral or dorsal streams
are bound within those streams.
Ion:

(Physics) An electrically charged atom or molecule.

Ion channel: (Neuroscience) A pore in a neuron’s membrane that allows
the directional transmission of a particular ion, either raising or
lowering its membrane potential.
Ipsilateral: (Anatomy) Being on the same side.
Iris:

(Vision) The coloured part of the eye that controls the size of the
pupil.

IT:

see inferotemporal cortex.
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Late selection: (Attention) Any model of perception in which attentional
modulation affects processing only at its “late” stages, such that
unattended stimuli are represented at higher cognitive levels, but
attention must select amongst those representations in order to
respond to only one of them.
Lateral geniculate nucleus: (Neuroanatomy) Part of the thalamus to which
the optic nerve projects.
Lateral inhibition: (Neuroscience) A pattern of connectivity whereby neurons in particular spatial arrangement project inhibitively to their
nearest neighbours.
Lens:

(Vision) The soft transparent material that can be stretched to
refract incoming light in order to focus it onto the retina.

LGN:

see lateral geniculate nucleus.

Line crossing: (MOTOR) A metric used in categorising the compexity of a
motion sequence, based on the number of times an object passes
across an imaginary line between two other objects.
Linear displacement of the probe: (MOTOR) A metric used in categorising the compexity of a motion sequence, based on the linear distance between the probe ball’s position at a particular time and its
starting position.
Location cue: (Attention) An exogenous attentional cue intended to draw
visual attention to a particular location in the visual field.
Long-term depression: (Neuroscience) Chemical and structural changes in
the brain through which rarely-used synaptic pathways are weakened.
Long-term memory: (Psychology) The forming of long-term neural representations of past experience, mostly through structural and chemical changes in synaptic efficacy (LTP and LTD).
Long-term potentiation: (Neuroscience) Chemical and structural changes
in the brain through which often-used synaptic pathways are
strengthened.
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LTD:

see long-term depression.

LTM:

see long-term memory.

LTP:

see long-term potentiation.

Maximum angular displacement between tracking targets: (MOTOR) The
maximum angle through which the line between the two tracking
targets rotated during a motion sequence.
Maximum linear displacement of the probe: (MOTOR) The maximum linear distance from its starting position that the probe reached in a
motion sequence.
Membrane: (Biology) The thin layer of tissue covering the surface of a
biological cell.
Membrane potential: (Neuroscience) The potential difference that exists
across the membrane of a neuron.
Midbrain: (Neuroanatomy) A part of the brain stem that contains the superior colliculus.
Minimum separation of tracking targets: (MOTOR) The closest that the
tracking targets came to each other during a motion sequence.
MIT:

see multiple-identity tracking.

MOT:

see multiple object tracking.

MOT response: (MOTOR) The MOTOR paradigm response intended to
determine if an object was successfully tracked or not.
MOTOR: see multiple-object-tracking/object-reviewing.
MOTOR condition: (MOTOR) Any one of the main conditions in the MOTOR paradigm; i.e. one of the T-SO, T-DO, T-NM, U-DO, or U-NM
conditions.
Motor field: (Neuroscience) Relating to the spatial control properties of a
motor neuron.
MOTr:

see MOT response.
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Multiple-component model of working-memory: (Psychology) A workingmemory model which proposes four main components: the phonological loop; the visuospatial sketchpad; the episodic buffer; and
the central executive.
Multiple-identity tracking: (Attention) A task requiring subjects to track
a set of multiple identical stimuli as they move about amongst
identical distractor stimuli, and to also remember an identity label
assigned to each one.
Multiple object tracking: (Attention) A task requiring subjects to track a set
of multiple identical stimuli as they move about amongst identical
distractor stimuli.
Multiple-object-tracking/object-reviewing: (MOTOR) A hybrid paradigm
combining MOT and object-reviewing tasks, meaning to investigate the effects of tracking on the representation of token objects.
Negative prime: (Psychology) A reverse priming effect characterised by
suppression of response to some stimulus that has previously
been perceived but was required to be ignored.
Nervous system: (Neuroanatomy) The nerves and central nervous system
of a vertebrate.
Net input: (Neural networks) The pooled input value computed by a FRE
neuron. See also pooling function.
Neural code: (Neuroscience) A pattern of neural activity that can be interpreted as representing some kind of information.
Neural network: see artificial neural network.
Neurotransmitter: (Neuroscience) A chemical released through a presynaptic neuron’s axon button into a synaptic cleft.
Neurotransmitter receptor: (Neuroscience) A molecule embedded in the
dendritic surface of a neuron that when exposed to a particular
neurotransmitter either opens or closes a particular ion channel.
NM condition: see no-match condition.
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No-match condition: (Object-reviewing) The incongruent condition in which
the target stimulus was not present in the preview display.
Nonspecific preview effect: (Object-reviewing) The difference in response
times between the DO and the NM conditions.
NSPE:

see nonspecific preview effect.

Object-based attention: (Attention) A medium of attention in which the
primary units of perception are visual objects.
Object-based representation: (Attention) Object-based attention driven by
neural codes for a stimuli that represent unitary visual objects;
cf.obasedrep.
Object-based selection: (Attention) Object-based attention driven by selection of objects by preattentive processes; cf.obasedrep.
Object-based unilateral neglect: (Attention) A specific form of unilateral
spatial neglect in which the neglect appears to be defined in an
object-centred reference frame.
Object-file: (Attention) A hypothesised temporary repository for the accumulation of visual information about a particular object across
attentional shifts.
Object-file correspondence: (Object-files) The hypothetical operation which
maintains a mapping between visual objects and object-files.
Object-file impletion: (Object-files) The hypothetical operation by which a
object having an object-file induces a percept of a spatiotemporal
transformation that it has undergone.
Object-file reviewing: (Object-files) The hypothetical operation by which
new information is integrated with existing information in an
object-file.
Object-hood: (Psychology) The properties of wholeness, completeness, and
unique persistence in time that every object can be argued to
possess.
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Object-reviewing: (Object-reviewing) An experimental paradigm in which
subjects are required to make responses to previously perceived
objects.
Object-reviewing condition: (Object-reviewing) Any one of the main experimental conditions in the object-reviewing paradigm; i.e. one of
the SO, DO, or NM (or T-SO, T-DO, T-NM, U-DO, or U-NM in the
MOTr paradigm).
Object-reviewing response: (MOTOR) The MOTOR paradigm response
intended to probe the effect of reperceiving an object, as in the
object-reviewing paradigm.
Object-specific preview advantage: (Object-reviewing) The difference in response time between the SO and the DO conditions.
Object type: (Psychology) A abstract description of a particular “kind” of
object, based on similar appearance, behaviour, or other properties.
Occipital lobe: (Neuroanatomy) The hind-most cerebral lobe.
Optic chiasm: (Neuroanatomy) The point at which the optic nerves from
each eye cross, projecting information from each half of the visual
field to the contralateral cerebral hemisphere.
Optic nerve: (Neuroanatomy) The nerve fibres exiting each eye-ball, consisting of the axons of retinal ganglion cells.
OR condition: see object-reviewing condition.
ORr:

see object-reviewing response.

OSPA:

see object-specific preview advantage.

Overt attention: (Attention) Attentional deployment involving a change in
fixation; cf. covert attention.
Parallel search: see feature search.
Parietal lobe: (Neuroanatomy) The top-most cerebral lobe.
PFC:

see prefrontal cortex.
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Φ:

see accumulated sides.

Phonological loop: (Psychology) The part the multiple-component model
responsible for storing and recalling sequences of verbal information.
Photoreceptor: (Vision) Light sensitive neurons that comprise the bottom
layer (closest to the wall of the eye-ball) of the retina. Photoreceptors encode light intensity information into electrical pulses so
that they may be processed by the brain.
Pooling function: (Neural networks) A function applied to a set of inputs in
a FRE model to yield a neuron’s net input value. See also activation
function.
Pop-out: (Attention) The percept experienced when viewing a scene containing a particularly salient stimulus, such as a red tie amongst
black suits.
Posterior parietal cortex: (Vision) A brain area within the parietal lobe,
thought to be the endpoint of the dorsal stream, and involved in
neural representation of sensory information for the preparation
of actions.
Postsynaptic neuron: (Neuroscience) The neuron to which the dendritic
surface at a synapse belongs.
Potential difference: (Physics) The difference in electrical charge between
two points.
Preattentive processing: (Attention) Neural processing that runs along side
attentional deployment (i.e. in parallel across the visual field),
whose purpose is primarily to guide subsequent attentional shifts;
cf. attentional processing and extra-attentive processing.
Prefrontal cortex: (Neuroanatomy) A brain area occupying the foremost part
of the frontal lobe, believed to be heavily involved in attentional
and cognitive control.
Prestriate:

see extrastriate.
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Presynaptic neuron: (Neuroscience) The neuron to which the axon button
at a synapse belongs.
Primary visual cortex: (Vision) A brain area located within the calcarine
fissure in the occipital lobe that is the first cortical area to receive
visual sensory input. It is thought to mainly consist of retinotopic
feature maps.
Prime:

(Psychology) Prior activation of a stimulus’s neural representation
leading to enhancement of subsequent perception of that stimulus
or other similar stimuli.

Primitive feature: (Vision) The most simple, generic, kind of visual feature
such as a colour or an orientation.
Proto-object: (Vision) A preattentional representation of a object. See also
feature cluster.
Psychophysics: (Psychology) The study of the effects of physical stimuli on
psychological response and behaviour.
Pulvinar: (Neuroanatomy) Part of the thalamus thought to relay activation
of the superior colliculus to a number of cortical areas.
Pupil:

(Vision) The hole in the front of the eye-ball through which light
must pass in order to be projected onto the retina.

PVC:

see primary visual cortex.

Receptive field: (Vision) For a neuron in a retinotopically organised area,
the retinal region within which a stimulus evokes some response.
Reentrant connection: (Neuroscience) A neural projection to a target brain
area originating in some other area to which the target area itself
projects (possibly via intermediate areas).
Response potential: (Neuroscience) The change in a postsynaptic neuron’s
membrane potential that occurs immediately after the opening of
one of its ion channels by a neurotransmitter receptor.
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Retina:

(Vision) The three layers of neural tissue covering the back of
the eye-ball by which light is encoded into electrical activity and
transmitted to the brain.

Retinal ganglion cell: (Vision) Neurons that comprise the top (nearest to
the centre of the eye-ball) layer of the retina, receiving centresurround-style input from the photoreceptors.
Retinal image: (Vision) The two-dimensional image that is projected onto
the retina.
Retinal region: (Vision) A region on the retinal image.
Retinotopic: (Vision) Of being organised topographically and in direct correlation to the spatial arrangement of the retina.
Saccade: (Vision) A fast, ballistic eye movement, resulting in a change in
fixation.
Saliency detection: (Attention) A hypothesised preattentive process in which
the retinal image is examined for regions of high contrast or
saliency.
Saliency map: (Vision) A retinotopic map whose activity represents retinal
regions of interest.
Same-object advantage: (Attention) A response advantage that occurs when
a subject is required to respond to characteristics of a single object
rather than characteristics spread across multiple objects.
Same-object condition: (Object-reviewing) The congruent condition in the
object-reviewing paradigm in which a previewed stimulus reappears in the same object in the target display.
Scene segmentation: (Attention) A hypothesised preattentive process in
which the retinal image is divided into discrete units so that each
unit can be attended to separately.
Selective looking: (Attention) An apparent ability to focus attention on
one of two superimposed images or motion sequences, and be
seemingly unaware of the other.
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Selective visual attention: (Attention) Attention as applied to the visual
modality, emphasising its “selective” nature.
Semantic assembly: (Neural networks) The particular pattern of neural activity invoked in semantic memory when a specific kind of object
is attended to.
Semantic memory: (Psychology) A broadly defined memory area representing and storing associative, semantic properties of different kinds
of objects.
Semantic prime: (Psychology) A prime that appears to confer its benefit not
only to the priming stimulus, but also to those that are semantically similar to the priming stimulus.
Semantic property: (Psychology) Any non-inherent aspect of a stimulus,
derived through its common occurrence with other stimuli.
Sensory modality: (Psychology) Any of the modes of sensation from which
an organism can receive information about its environment.
Separation of tracking targets: (MOTOR) A metric used in categorising
the compexity of a motion sequence, based on the linear distance
between the tracking targets.
Serial search: see conjunction search.
Short-term memory: (Psychology) Neural representations of current or very
recent experience, often expressed through electrical neural activity.
Sigmoid function: (Neural networks) An ‘S’-shaped function often used as
an activation function in FRE neurons.
Sigmoid gain: (Neural networks) A parameter that controls the gradient of
a sigmoid function around its threshold.
Sigmoid threshold: (Neural networks) A parameter that controls the net
input value around which the value of a sigmoid function will
change from low to high.
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Single-cell recording: (Neuroscience) A neural observation technique in
which the activity of single neuron—or small groups—is measured by electrodes inserted directly into the brain.
Size invariant: (Vision) A characteristic of a visually responsive neuron by
which it responds to the presence of its preferred stimulus at a
range of different spatial scales.
SO condition: see same-object condition.
Spatially invariant: (Vision) A characteristic of a visually responsive neuron by which it responds to the presence of its preferred stimulus
over a large retinal area.
Spike train: (Neuroscience) A sequence of action potentials generated by a
single neuron over some time period.
Spinal cord: (Neuroanatomy) The collection of nerve fibres in a vertebrate,
proceeding through the spine, that allows communication between the brain and the muscles and organs.
Spotlight model: (Attention) A model of selective visual attention in which
attention is thought of a spotlight that moves across the retinal image allowing only that which falls under its light to be processed.
Stimulus similarity model: (Attention) A model of selective visual attention that suggests that attentional selection is driven primarily by
textural similarity and contrasts in the visual field.
STM:

see short-term memory.

Striate cortex: see primary visual cortex.
Superior colliculus: (Neuroanatomy) A part of the midbrain that is believed
to be involved in the execution of saccadic eye movements.
Synapse: (Neuroscience) A meeting of one neuron’s axon button and another’s dendritic surface.
Synaptic cleft: (Neuroscience) At a synapse, the very thin region between
the axon button of one neuron and the dendritic surface of another.
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T-DO condition: see tracked-different-object condition.
T-NM condition: see tracked-no-match condition.
T-SO condition: see tracked-same-object condition.
Temporal correlation hypothesis: (Neuroscience) A model of neural binding that proposes that synchronise neural firing or oscillating can
signal the representation of a common stimulus.
Temporal lobe: (Neuroanatomy) The bottom-most cerebral lobe.
Thalamus: (Neuroanatomy) A part of the forebrain located immediately
above the spinal cord, believed to be mostly involved in relaying
sensory information to cerebral cortex.
Threshold of excitation: (Neuroscience) The membrane potential reached
by a neuron that triggers the generation of an action potential.
Time-step: (Neural network) A discretisation of time used in a computer
simulation.
Token:

(Psychology) A single unique object whose unity is constant throughout space and time, or a representation of this constant.

Tracked-different-object condition: (MOTOR) The tracked incongruent
condition in the MOTOR paradigm, in which the target stimulus was previewed, but appears in a different object in the target
display, which itself was tracked through the motion period (or,
in a non-tracking experiment, one which previously contained a
preview letter).
Tracked-no-match condition: (MOTOR) The tracked incongruent condition in the MOTOR paradigm, in which the target stimulus was not
previewed, but appears in an object which was tracked through
the motion period (or, in a non-tracking experiment, one which
previously contained a preview letter).
Tracked-same-object condition: (MOTOR) The tracked congruent condition in the MOTOR paradigm, in which the target stimulus was
previewed, and appears in the same object in the target display,
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which itself was tracked through the motion period (or, in a nontracking experiment, one which previously contained a preview
letter).
Tracking target: (Attention) In an MOT task, any one of the objects required
to be tracked.
U-DO condition: see untracked-different-object condition.
U-NM condition: see untracked-no-match condition.
Unilateral spatial neglect: (Psychology) An affliction of patients with posterior parietal cortex lesions, in which an entire half of the visual
field is poorly perceived, if at all.
Untracked-different-object condition: (MOTOR) The untracked incongruent condition in the MOTOR paradigm, in which the target stimulus was previewed, but appears in a different object in the target
display, which was not tracked through the motion period (or, in a
non-tracking experiment, one which had previously not contained
a preview letter).
Untracked-no-match condition: (MOTOR) The untracked incongruent condition in the MOTOR paradigm, in which the target stimulus was
not previewed, and appears in an object which was not tracked
through the motion period (or, in a non-tracking experiment, one
which had previously not contained a preview letter).
Ventral:

(Anatomy) Being on the lower surface of an organ.

Ventral stream: (Vision) A distinct pathway of neural projections that can
be traced from PVC through to IT.
Verbal code: (Psychology) A representation of a particular sound or sequence of phonemes.
View:

(Vision) A particular combination of visual features projected onto
the retina by a stimulus observed from a particular angle.

View invariant: (Vision) A characteristic of a visually responsive neuron by
which it responds to the presence of its preferred stimulus from a
range of different viewing angles.
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Visual attention: see selective visual attention.
Visual feature: (Vision) Any inherent visual aspect of a stimulus, such as a
particular shape, colour, or texture.
Visual field: (Vision) The area which is sensed by the retina for a given
head position and fixation.
Visual index: see Finger of INSTantiation.
Visual search: (Attention) A task in which a subject is required to detect
the presence, or otherwise, of some target stimulus amongst a
number of distracting stimuli.
Visual type: (Vision) A representation of the collection of all possible views
that a particular kind of object can present.
Visuospatial sketchpad: (Psychology) The part of the multiple-component
model responsible for spatial representation and reasoning.
“What” pathway: see ventral stream.
“Where” pathway: see dorsal stream.
Winner-take-all: (Neural network) A pattern of neural processing by which
the most active of a particular group of neurons non-linearly
increases in activity, while suppressing the activity of others in
the group.
Working-memory: (Psychology) A specialised aspect of STM thought to be
involved in online control of behaviour, and execution of complex
tasks.
WTA:

see winner-take-all.

Zoom lens model: (Attention) An adaption of the spotlight model of selective visual attention in which the attentional window is allowed
to expand and contract in order to filter larger or smaller retinal
regions.
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