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Abstract
The computer vision problem of face detection has over the years become
a common high-requirements benchmark for machine learning methods. In
the last decade, highly efficient face detection systems have been developed
that extensively use the nature of the image domain to achieve accurate
real-time performance. However, the effectiveness of such systems would
not be possible without the progress in the underlying machine learning
and classification methods.
Support vector machine learning is a relatively recent method that offers
a good generalisation performance. As with other methods, SVM learning
has been applied to the task of face detection, where the drawbacks of the
technique became evident. Research focusing on accuracy found that competitive performance is possible but training on adequately large datasets
is hard. Others tackled the speed issue and while various approximation
methods made interactive response times possible, those generally came at
a price of reduced accuracy.
This thesis holds the position that SVM learning can be extended in ways
that make it an adequate approach to high-requirements problems such
as face detection. An SVM-based face detection system is described that
uses the three main contributions of the research: a combination of a novel
dataset upscale method and an improved large training algorithm to obtain highly accurate SVM classifiers and a new strategy to produce highly
efficient classifier cascades.
The resulting face detection system is shown to achieve competitive results
both accuracy and speed-wise, and the new methods are demonstrated to be
more generally applicable to other computer vision problems—a system for
mouth state estimation in video sequences is presented that demonstrates
real-time performance at a 94% classification rate.
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Chapter 1
Introduction
One of the promises of artificial intelligence is the ability to build computer systems
that would be able to make decisions based on generic sensory inputs by processing
them in a similar fashion to humans. Vision and hearing have traditionally been the
most targeted systems, both because they are highly utilised by humans for interaction
with the environment and because visual and audio information is straightforward to
digitise by computer hardware.
The field of computer vision deals with the task of processing visual input in order to
extract semantic information that would enable decision making, its problems ranging
from detection of a known object’s presence in an image to tracking the motion of
a human subject in a video stream to reconstructing a 3D model of an object from
2D views. Due to both the desirability for computer vision solutions and the complex
high-dimensional nature of the challenges that the vision problems pose, computer
vision is to this day a highly active field of research, driving also a significant amount
of innovation in the closely related fields of image processing and machine learning.
Face detection and recognition is a specific instance of the object recognition problem that deals with finding and identifying appearances of human faces in digital images
or video frames. Historically, face detection and recognition has been the focus of the
leading object recognition research due to its wide applicability. Biometric systems can
benefit from identifying the user’s face, security applications can detect intruders, digital cameras can automatically focus on the faces in the frame, interactive systems can
be controlled by head movement, users can search their digital photography archives
for all images of a specific person—all these use scenarios are already possible today
with the help of face detection and recognition algorithms.
That is not to say that face detection and recognition is a ‘solved’ problem—while

1

good performance has been achieved for many applications, a fine-print notice generally remains: ‘depending on conditions, performance may vary’. Application specific
fine-tuning therefore remains a major focus when engineering systems that use face detection and recognition, while research work continues in order to improve the generic
underlying methods and algorithms to make them faster and more accurate.
At the heart of every face detection system lies a machine learning algorithm. In
order to distinguish faces from background it is necessary to be able to classify a fragment of image data as a face, and it can be done using virtually every machine learning
method out there. Classifiers work as decision functions that are based on rules or
models which are formed during the process of learning. The most prominent machine
learning methods traditionally include neural networks, statistical modelling methods
such as principal components analysis, and more recently, support vector machines.
After its introduction in the early 1990s, the support vector machine learning technique was quick to gain a large following. Offering an easy to understand geometric
interpretation of the learning process, in contrast to typically more ‘black-box’ neural
networks whose inner state is generally hard to interpret, for a while SVMs were a
favoured method and got adopted in a number of research areas. However, since the
interest peak the novelty of the technique seems to have faded and its drawbacks became evident, driving the researchers to look for the ‘silver bullet’ machine learning
method elsewhere.
It is the complexity of large and high-dimensional problems like face detection
that makes them a good stress-test for the practical aspects of new machine learning
methods. The original formulation of the support vector machine learning algorithm
required O(N 3 ) training time that made it infeasible to practically use with large
sets of high-dimensional image data, while the resulting classifiers that contained the
conveniently interpretable solution were too slow for interactive applications.
In more recent years, significant improvements have been made to address the
downsides of the support vector machine learning. The research presented in this
thesis joins in to defend the position that the support vector machine learning
method can be extended in ways that make it an adequate approach for
high requirements problems such as face detection.

2

1.1

Goal and Objectives

The goal of the research presented here is to demonstrate that support vector machine
learning method is a viable approach to the problem of human face detection in photographic images. To achieve that, the shortcomings of the SVM learning that become
evident in the context of the face detection problem will be investigated and addressed,
comparing the suggested approaches and algorithms to best known alternatives. The
goal can be split into the following objectives:
• Detection speed. In their original form, the SVM classifiers that perform the
detection are expensive to evaluate. The best known approach to this issue is
approximating the SVM classifiers with cascades of smaller classifiers, which has
led to significant improvements in the evaluation cost with little to no penalty to
the accuracy. The objective is to show that such cascaded approximation can be
further extended to explicitly optimise the time-cost and to demonstrate a measurable improvement in the detection time, making it acceptable for interactive
applications.
• Training time on large datasets. The state of the art exact SVM training algorithms have a complexity of roughly O(N 2 ) and require unacceptably
long training times when applied to large amounts of high-dimensional image
data required for the face detection problem. The objective is to introduce new
approximate training algorithms and to demonstrate that the benefits of the possibility to train on very large datasets outweigh the penalties of the approximate
aspects of training.
• Training data reinforcement. While the amounts of training data used for
the face detection problem may be large from the machine learning perspective, it
typically presents only a tiny portion of all the possible inputs that can represent
a valid human face. A common approach to the sparseness issue is to augment
the datasets with synthetically generated examples of faces. The objective is
to construct a dataset augmentation technique that reinforces the face/non-face
decision boundary of a given training set and in combination with SVM learning
shows a measurable improvement in classification accuracy without an increase
in the classifier complexity.
• A competitive face detection system. Finally, to demonstrate the applicability and effectiveness of the new methods, the objective is to build a face
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detection system and evaluate its performance on known face detection benchmark databases.

1.2

Contributions

The main contribution of this thesis is a set of methods and techniques that enable
successful use of the SVM learning in realistic computer vision problem scenarios. All of
the main stages involved in constructing a face detection system using the SVM learning
technique are covered, from dealing with the training data to applying the classifiers
on target images. Specifically, the following original contributions are introduced:
• Subset Optimisation algorithm that extends known methods for cascading
the SVM classifiers by exploiting the properties of SVM approximation, to achieve
improvement in the average speed of detection.
• Incremental Validating approximate training algorithm, a method to
train approximate weakly equivalent SVM classifiers on very large datasets backed
by a theoretical framework to compare similar subset training methods.
• Local Linear Neighbourhood dataset augmentation algorithm that augments training sets by reinforcing the subspace of the object class patterns, leading to improved classification accuracy without an increase in the classifier complexity.
The improved methods from these contributions are put together in an object recognition framework that is successfully used in two different applications—a face detection
system and a specialised application for mouth state estimation in video sequences.

1.3

Outline

The rest of this thesis is structured as follows. Chapter 2 contains an overview of
computational approaches to face detection and recognition, to provide a context of
the earlier development of methods in the field and their relation to the ongoing research
of human vision. Chapter 3 then goes into detail describing the relevant parts of the
support vector machine learning theory that is the basis for all the contributions in
this thesis.
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Chapter 4 discusses the cascading approach that is used to address the speed issue
of SVM classifiers and the new approach that further improves the cascade performance. Chapter 5 deals with the issue of infeasibly long training times by presenting
a theoretical framework for approximate subset training evaluation and introducing
improved approximate large training algorithms. Chapter 6 then shows how the large
training algorithms can be used in combination with dataset augmentation methods to
achieve improved classification accuracy and introduced a new dataset augmentation
method that works well with SVM learning.
Finally, Chapter 7 puts the new methods together to show their applicability to real
world computer vision tasks: a face detection system and an application for mouth state
estimation in video sequences. Chapter 8 revisits the results demonstrated throughout
the thesis and offers final conclusions.
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Chapter 2
Computational Approaches to
Face Detection and Recognition
The scientific discipline of computer vision deals with a large variety of problems and
one of its main concerns is computationally achieving performance comparable to that
of biological vision. Human vision in particular has historically been getting significant
attention, and while our colleagues in neuroscience strive to get a better understanding
of the particulars of how the visual perception mechanisms work in our brains, computer
scientists try to build artificial vision systems that would at least approximate the
abilities an average person takes for granted.
One particular visual task which humans excel at, that of identifying and recognizing faces, has over the years become a sort of a Holy Grail of computer vision. A significant amount of research in the field is attacking this specific problem, fuelled partly by
the challenge posed by the impressive human ability to recognize faces, partly by a high
applicability and demand for computer systems that can detect and recognize faces,
sought after in different fields ranging from security to human-computer interaction. In
recent years, with the boom of digital photography, face detection and recognition has
become a ‘must have’ highly marketable feature for newest photo-capable electronic
gadgets and imaging software. Yet the fine-print in the product descriptions keeps
stating that ‘depending on conditions face detection performance may vary’, and we
are yet to see an artificial vision system that can be used in an unconstrained setting
and match the performance of human vision.
This thesis describes an attempt to improve the state of the art of face detection,
although the impact of results is broader and the suggested approaches are more universally applicable to object recognition tasks, and in some cases machine learning in
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general. This chapter does however start with an overview of the relevant knowledge
of the human visual system in the context of face detection and recognition, and some
of the more successful attempts to develop an artificial equivalent.

2.1

Lessons from the Human Visual System

Neuroscientists have identified a region in the human brain, the fusiform face area
(FFA), that is highly active during the process of recognizing faces. There is still a
strong ongoing debate around whether it is dedicated to solely processing faces (McKone, Kanwisher, and Duchaine (2007), Grill-Spector, Knouf, and Kanwisher (2004))
or is a more general categorization expertise module (Diamond and Carey (1986),
Gauthier and Bukach (2007)), and while the outcome of the argument might have its
implications for computer vision, some findings in the research of the neural face recognition mechanisms (Sinha, Balas, Ostrovsky, and Russell (2007) have a wider survey
of recent results) already suggest a few important considerations for computational
approaches.

2.1.1

What Visual Information Is Important?

Somewhat surprisingly, humans are not very good at recognizing faces from contour
information alone (Davies, Ellis, and Shepherd (1978)), at least not from computer
generated low level edge maps. Human produced line drawings such as caricatures
are on the other hand much more recognisable (Pearson and Robinson (1985)) and it
has been argued that such drawings indeed containing a lot of the needed photometric
information (Bruce, Hanna, Dench, Healey, and Burton (1992)), skilfully put there
by the artist. In computer vision, the tasks of edge detection and contour matching
play an important role and have their areas of application, however the study of human
vision suggests that low frequency information alone is not sufficient for accurate object
recognition, and colour, shading, texture all carry important cues as well.
Face surface appearance (pigmentation) has been shown to be as useful for recognition as shape—human subjects were able to similarly well recognize artificial faces
generated by mapping different face textures on identically shaped models and different
3D-scanned head shapes with an identical face texture applied (Russell, Biederman,
Nederhouser, and Sinha (2007)).
Colour information seems to play an important supporting role in the human face
recognition system. While luminance of face images alone is generally sufficient for
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human subjects to correctly recognize faces, and even artificially coloured faces do
not pose a significant identification problem (Kemp, Pike, White, and Musselman
(1996)), colour cues are very helpful when shape information is degraded (e.g. in low
resolution images). Yip and Sinha (2002) suggest that in such cases colour may contain
individual-specific cues, for example the particular hue of hair or skin. Furthermore,
colour information helps with lower level image processing tasks such as segmentation,
allowing to determine where the different regions in the image start.
Fortunately, typical input for artificial vision systems consists of photographic or
video image data containing all this information of interest in often over-abundant
resolution. And even though it is possible to build a face detection system using just
the edge information or colour segments information, most successful systems to date
start with at least an entire luminance image. But how much information is sufficient
for vision tasks?

2.1.2

Generalisation and Specificity

Results reported by Quiroga, Reddy, Kreiman, Koch, and Fried (2005) suggest that in
human visual processing there is a trend to move from generic representations of an
object using a population of neurons responding to individual features (enabling many
different combinations to encode the same type object), to increasingly sparse encodings
using selective neurons that respond to highly specific combinations of features. Such
encodings can become sparse to the point of a single neuron being sufficient to have an
invariant representation of a particular person’s face, while not responding to any other
faces. In computer vision systems this is reflected mainly by the need to precisely define
the scope of the particular learning problem—for example, it is common to detect only
frontal faces, as including head tilts and rotations would significantly widen the valid
inputs. Having different stages for face detection and identification is another example
of moving from generic to specific classifiers, however a more complex system involving
many levels of object representations could be developed.

2.1.3

Resolution of Visual Information

Arguably a finding with the most encouraging hint for the efficiency of computer vision
systems is the fact that humans are very good at recognising faces presented at low
resolutions. In a study by Harmon and Julesz (1973) human subjects were able to
recognise familiar faces from 16 × 16 averaged blocks, while another study by Yip and
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Sinha (2002) showed an over 50% recognition rate at a resolution as low as 7 × 10
pixels.
These results do not give much insight into what effective resolution is needed to
learn a face model and store it in the brain, and merely show that a very low resolution
is sufficient to establish a positive match for a previously learned face. It does suggest
however that a computational face recognition system should be able to run with a low
operating resolution, a very important assumption considering that a real-time artificial
vision system might have to deal with hundreds of thousands of candidate-faces per
second.
Many of the pattern recognition based face detection and recognition systems have
the learning resolution equal to the operating resolution, usually fairly low. Often this
is dictated by the key idea behind the learning algorithm that assumes the training
examples and the later queries to be of a fixed size (common sizes used by researchers
include 16 × 16, 20 × 20 and 24 × 24 pixel windows). There have been attempts to build
scale-invariant systems, but more commonly dealing with different sizes is left outside
of the detection/recognition module as a pre-processing step. As a typical approach, a
‘pyramid’ of images at different scales is pre-calculated, and each image in the pyramid
is processed with a fixed-size window separately.

2.1.4

Representation: Templates vs. Models

Another ongoing debate in the human vision research concerns the representation of
objects. The first algorithmic model of vision suggested by Marr (1982) proposed
three stages of visual processing that progress from extraction of fundamental 2D features (components, edges, etc.), to 2.5D representation that acknowledges textures,
shades and motion, to a full 3D model of the scene being observed. There seems to be
evidence supporting both a two-dimensional view-based templates hypothesis (Riesenhuber and Poggio (1999); Serre, Wolf, Bileschi, Riesenhuber, and Poggio (2007)) and
three-dimensional object models based on simple geometric components (blocks, cylinders, wedges, cones) and their relations—the Recognition-By-Components (RBC) theory, pioneered by Biederman (1987, 2000). This resulted in a split in the computational
approaches as well: pattern recognition approaches generally deal with 2D data for both
representation and input, while model-based recognition methods consider 3D representations of objects and aim to utilise 3D input data (such as depth information) during
matching if available.
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2.1.5

Face-space

Research in human vision has developed the concept of face-space—an idea that the
brain holds representations of faces in a multi-dimensional space, different dimensions
representing different discriminative features of faces. Valentine (2001) suggests that
the centre of the face-space must contain the ‘average’, or typical faces, useful for ‘detection’, while distinctive faces would be stored further along the dimensions of certain
features, giving an assumption that faces form a normal distribution on each dimension. The idea of a face-space is supported by experiments where human participants
recognise distinctive individual faces better (and falsely identify unfamiliar but distinctive faces less) than typical ones (Light, Kayra-Stuart, and Hollander, 1979). In
a classification study where participants had to decide whether a presented stimulus
image is a face or a ‘jumbled face’ response times were lower for typical faces than for
distinctive ones (Valentine and Bruce, 1986).
Statistical approaches in computer vision too adopted the concept of the facespace—sets of face images can be considered as distributions of points in some input
space, where individual dimensions can correspond to different pixels in the images, or
some other low-level features extracted from images. The assumption is then that the
face points lie on some subspace of the entire input space, and the goal is to describe
that subspace in order to classify unknown points (see for example Subsection 2.4.1 on
how this is achieved with PCA).

2.2

Face Recognition Workflow

The task of an artificial face recognition system is as follows: given an input image
determine if it contains human faces and whether those faces belong to particular
persons that are known by the system in advance. A typical face recognition process
(Figure 2.1) can be split into a few broad stages:
• Background Separation
• Face Detection
• Identification
Not all of the stages must be present to have functional face recognition, but generally each of these stages is considered an important problem in computer vision, and
can be approached with a variety of techniques.
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2.2.1

Background Separation

The optional stage of background removal aims to ‘cheaply’ discard as much of the
image as possible if those parts are unlikely to contain human faces. Such an approach
is highly applicable in controlled environments where the appearance of background is
known in advance or can be easily learned.
In video sequences in particular background segmentation can be achieved using
motion detection (Kanatani (2001), Bouthemy and Francois (1993)). In still images,
where motion information is not available, segmentation can be achieved using colour
cues, where a common approach is to build skin colour models (Greenspan, Goldberger,
and Eshet (2001), Kawato and Ohya (2000)).

2.2.2

Face Detection

The task of face detection seeks to identify regions in the image that match a previously
learned generic human face. Two classes of detection approaches can be employed:
• Model-based detection methods match the input to a 3D model of human
face or head and can utilise depth data if it is available in the image (obtained,
for example, from stereo image capture). An overview of model-based methods
is given in Section 2.3.
• Pattern classification methods match the input image based on its similarity
to known images. Commonly the sliding window technique is employed where

“Alice”

“Bob”

Original Image

Background Removal

Face Detection

Recognition

Figure 2.1: Face recognition workflow. Typical stages of a face recognition system include background removal, face detection and face
identification.

11

rectangular regions of predefined width-to-height ratio in all possible locations
and scales are considered, and even with majority of image discarded as background, this can be an expensive task. Some of the more popular techniques are
reviewed in Section 2.4.

2.2.3

Identification

Once the locations of faces in the image are known, establishing of identities can take
place. Typically this involves matching each candidate face image patch against a
database of known face models. While the recognition stage can be handled independently from the rest of the workflow, it is common in existing systems to use the
same or related machine learning technique to do both detection and recognition: detection classifier learns the inter-class differences (face vs. non-face) while recognition
classifiers learn the intra-class differences (face 1 vs. face 2 . . . vs. face N).

2.3

Model-based Face Detection

The task of face detection is to find all instances of human faces in an image, in the
general case without assumptions about the number of faces, their sizes or positions.
Hjelmås and Low (2001) present a wider survey of face detection approaches; this
chapter reviews the two most common approaches—model-based and pattern-based
detection, with the latter being the focus of this thesis.
Model-based object detection considers 3D object representations and possibly 3D
input (e.g. images containing depth information). One of the main benefits of the 3D
approach is its robustness with regard to rotation of the object. For face detection,
either a frontal model of a human face, or a model of an entire head is used, and
models can be based on 3D scans of humans, or artificially created. Perhaps due to a
lack of potential applications, face detection in 3D input images is much less explored,
however 3D face models have been very successfully used to obtain large amounts of
view-based data.
In what can be considered a hybrid approach, Huang, Heisele, and Blanz (2003)
mapped face images of human subjects onto 3D morphable models of faces and used
such models to generate synthetic images that represent views under varying pose and
lighting conditions. Face component features were then extracted from the images
and their detection is pattern-based, resulting in highly-accurate pose and illumination
invariant face detection.
12

More recently, Colombo, Cusano, and Schettini (2006) suggested a fully threedimensional method of face detection in depth data obtained by laser range scanners
using surface curvature analysis. Possible face triangle (eyes and nose) regions are extracted and Principal Component Analysis (PCA) is used for a compact representation
and classification between faces and non-faces.
Another argument explaining the lack of interest in such 3D approaches is in the
fact that human vision can cope very well with the absence of depth data—our ability
to recognise faces in photographs seems to match the recognition of live subjects.
Three-dimensional modelling of human faces is thus commonly restricted to the data
acquisition and training stages of the face detection problem, and the search in the 2D
image space is usually performed using pattern classification methods.

2.4

Face Detection with Pattern Classification

In contrast to the model-based approach, pattern classification methods generally only
consider 2D view-based representations of faces. A binary image classifier that incorporates such representation of the face can be applied to an image patch to classify it
as either a face or non-face. A sliding window technique is used to test every position
in the image at every scale.
This group of approaches commonly deals with fixed-size images, treating them
as points/vectors in an appropriate image space. As an example, 20 × 20 pixel image
patches can be treated as 400-dimensional vectors where each dimension corresponds to
an intensity of an image pixel. A classifier then attempts to either learn some decision
boundary that would separate points representing faces from points representing nonfaces (discriminative approach), or a representation of the subspace containing the face
points (generative approach).
Apart from the more popular approaches presented below, virtually every classification and machine learning technique is eventually tested on the problem of face
detection, including such interesting methods as Hidden Markov Models (Nefian and
Hayes (1998) and Nefian (1999)) or feature selection for decision trees using Genetic
Programming (Bala, DeJong, Huang, Vafaie, and Wechsler (1996)).

2.4.1

Eigenfaces and Fisherfaces

Given an image space of fixed dimension, points corresponding to face images lie on a
subspace in that space. One way to represent this subspace is by means of multivariate
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statistical analysis methods, such as the Principal Components Analysis (PCA).
Sirovich and Kirby (1987) first suggested a technique to efficiently represent human
faces using this idea: eigenvectors extracted from a covariance matrix of a given distribution of face images can be used as a basis to express every face in the set by the
weights for those basis vectors. By taking only some of the largest eigenvectors (the
ones with the largest corresponding eigenvalues, in other words, the ones representing
directions of the most variance in the distribution), faces can be successfully approximated. When visualised, the largest eigenvectors look like averaged-out faces and have
therefore been named eigenfaces.
Turk and Pentland (1991) used this representation of faces to suggest a recognition system where a candidate image is projected onto the face space defined by the
selected eigenfaces. If the distance from the resulting weight vector (coordinates of
the candidate image within the face space) to a weight vector of a known face was
within a permitted threshold, the candidate image was considered belonging to the
same person. A ‘faceness’ measure was also defined as a distance between the original image and its approximation when projected back into the image space. This
‘distance-from-face-space’ can be used for face/non-face classification.
While PCA is a straightforward and intuitive method for building a representation
of a linear subspace of objects, it may not be the optimal solution for faces, as it
captures only pair-wise relationships between pixels in images, ignoring any higherorder statistics, which a complex class such as faces might have. Bartlett, Movellan,
and Sejnowski (2002) show for example that Independent Component Analysis (ICA),
which can be thought of as a generalisation of the PCA approach, outperforms the
latter in a face recognition scenario.
Linear Discriminant Analysis (LDA) is a dimensionality reduction technique similar to PCA, but aimed at discrimination, i.e. it attempts to find vectors that best
separate given classes rather than represent them. When applied to face images, the
technique is referred to as fisherfaces (LDA is Fisher’s linear discriminant under certain assumptions), and was shown to be superior to eigenfaces for face recognition by
Belhumeur, Hespanha, and Kriegman (1997) and further improved by Yu and Yang
(2001).

2.4.2

Neural Networks

Neural Networks (NN) have been widely applied for various pattern classification tasks,
including face detection and recognition. The Multi-layer Perceptron (MLP) model was
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used for the first applications, such as the face detection systems by Vaillant, Monrocq,
and Le Cun (1993), Burel and Carel (1994) and Juell and Marsh (1996).
Rowley, Baluja, and Kanade (1998a) suggested a more advanced system that employed a neural network to learn from 20 × 20 pixel image patches using a hidden
layer with 26 units with retinal (spatially related) connections to smaller subregions
(10 × 10, 5 × 5 and 20 × 5 pixels) of the image patch. The system also employed
heuristics to cope with overlapping detections and multiple networks were combined
using an arbitration strategy for improved performance. Rowley, Baluja, and Kanade
(1998b) further improved their system to deal with faces rotated on the image plane.
Raphaël, Olivier, and Daniel (1997) introduced a neural network classifier based
on the Constrained Generative Model (CGM) that attempts to build a non-linear description of the face distribution, constrained by non-faces obtained from an iterative
bootstrap training algorithm (where false positives from previous iterations become
non-face training data for the following iterations). Similar to the PCA/eigenface
technique, classification of a candidate image is based on the reconstruction error of
the CGM.
Another learning architecture, known as SNoW (Sparse Network of Winnows), came
from the domain of natural language processing and was first applied to face detection
by Yang, Roth, and Ahuja (2000). SNoW architecture is tailored to work with large
numbers of features and consists of a sparse network of linear functions, where the target class labels are represented as linear functions over a common feature space. Yang
et al. defined a binary feature space, where every index represents a unique location
and pixel intensity combination: for 20 × 20 images with 256 possible pixel intensities,
there are 400 × 256 = 102400 different features. Naturally, in any given image only
400 of those features will be active, and this sparseness ensures the efficiency of the
algorithm. Two linear threshold units representing faces and non-faces respectively
were trained with a simple Winnow update rule that promotes and demotes weights
according to a mistake-driven policy.

2.4.3

AdaBoost

AdaBoost, an Adaptive Boosting machine learning technique is considered one of the
most successful object detection methods in computer vision. Introduced by Freund
and Schapire (1995), AdaBoost is an improvement on the many previous boosting
approaches. It is a meta-algorithm in a way that it uses some other weak classification algorithm to build a series of classifiers and combine them in a way to achieve
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strong classification. The series of weak classifiers is constructed in such a way that
misclassified training examples are given more weight in the subsequent steps. Each
classifier in the series also gets an importance weight based on how accurate it is. The
final AdaBoost classifier is then an importance-weighted majority vote of the weak
classifiers. AdaBoost has been successfully used to boost different classifiers, including perceptrons, PCA and LDA based classifiers, linear support vector machines and
others.
Viola and Jones (2002) successfully applied AdaBoost to the object detection problem, combining it with a number of other refined techniques to achieve real-time performance in a face detection example application. Firstly, instead of dealing with pixel
intensities in images directly, they used Haar-like features—differences between the
sum of pixels in adjacent rectangular sub-areas of an image. Such features can be very
rapidly calculated at different scales from an integral image, an array of sums of all
pixel intensities to the top and to the left of a given pixel.
While the number of potential Haar-like features in an image window is potentially
very large (over 45K different features in the example 24 × 24 pixel window with 4
defined configurations of adjacent subregions), a very small set of such features is
chosen to build the classifier using AdaBoost. The weak classifier for AdaBoost is
a simple decision rule that finds a single feature and a threshold for its value that
performs classification on the entire training set. The resulting series of classifiers then
contain the most discriminative features, and as few as 200 features where sufficient
for a classifier with 95% accuracy.
Furthermore, Viola and Jones employed a classifier cascade technique to further
reduce the run-time complexity of their method. Classifier cascading is an effective
technique for object detection that targets the imbalance between the amount of object and non-object candidate images in a typical application, where an absolute majority of image windows contain background. A sequence of less accurate but more
efficient classifiers are biased to have high confidence in discarding the non-object images, passing only the potential object windows to the next level. This way, most of
background windows in a candidate image can be cheaply discarded, saving time for
the hard candidate windows that reach the full classifier at the end of the cascade.

2.4.4

Support Vector Machines

First introduced by Vapnik, Boser, and Guyon (1992), support vector machines (SVM)
quickly became a widely used machine learning technique. It is the pioneering and
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arguably the most popular of the kernel methods, the class of algorithms that map data
points into very high-dimensional feature spaces, where even complex object classes
become highly separable. Direct operation on the mapped images of data points is
avoided by the use of kernel functions that represent the dot-product operator in the
feature space. This kernel trick can be used with different statistical methods; good
examples are kernel PCA and kernel LDA.
The core idea of SVMs is intuitive and simple: given a set of points belonging to
two linearly separable classes, find a separating hyper-plane such that the margin (the
distance from data points to the hyper-plane) is maximised. The kernel trick is then
applied to this linear classifier: the points being linearly separated are actually images
of original data points in the high-dimensional feature space. The motivation for this
is the fact that while a set of N points can’t generally be linearly separated in less than
N dimensions, it can usually be separated if the number of dimensions is larger than
N.
Since with kernel methods little is usually known about the target space apart
from the kernel function that induces it, arbitrary points cannot be calculated in this
target space. Therefore the SVM algorithm limits the search for the best separating
hyper-plane (whose orientation is defined by a vector in the target space) to only the
linear combinations of the images of original data points. In other words, it finds a
separating hyper-plane expressed in terms of the weighted combination of data point
images it separates. Due to the non-linearity of the mapping, in the original data space
the separating boundary can take a complex form to fit between the two classes of data
points.
Osuna, Freund, and Girosi (1997b) were first to apply the SVM technique to face
detection. They used 19 × 19 pixel image patches containing faces and non-faces and a
second degree polynomial kernel function to train SVM classifiers to achieve accuracies
marginally exceeding performance of top systems at the time, with significant 30 fold
increase in run-time speed achieved by a SVM approximation technique suggested by
Burges (1996).
More recently SVMs saw further improvements in attempts to improve their efficiency. Romdhani, Torr, and Schölkopf (2001, 2004) built upon Burges (1996) approximation method to build efficient SVM classifier cascades using 20×20 pixel images and
the Gaussian Radial Basis Function (RBF) kernel. This approach gained another 30
fold speed improvement and was comparably accurate even without any normalisation
of images.
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In the light of the very efficient AdaBoost face detection system of Viola and Jones,
Rätsch, Romdhani, and Vetter (2004) attempted to further improve the SVM cascaded
classifier. The run-time bottle-neck being the large 20 × 20 pixel vectors that the
decision functions performed dot-product operations on, the new approach was to
employ the integral image technique and force the approximated support vectors in the
classifier cascade to have a Haar-like rectangular structure that allowed for fast dotproduct calculation and avoided the need for an image pyramid to deal with different
scales. Overal, the Haar-like feature SVM cascade was 6 times faster than the raw
pixel one and remains one of the state of the art face detection systems to date.

2.5

Strengths and Weaknesses of
SVM Classifiers

In the context of pattern recognition based face detection and recognition, support
vector machines are an attractive classification technique:
• Non-linearity of the classifier. The kernel approach of SVMs allows for arbitrary complex decision boundaries between face and non-face examples, resulting
in high accuracy rates.
• Resistance to over-training. The maximum-margin guarantee makes SVMs
resistant to overstraining and critical forgetting, and to some extent deals with
outlier problems.
• Human interpretative learning process. The intuitive geometric interpretation of the SVM as a hyper-plane separating two classes of points helps to argue
about the behaviour of the classifiers, while the concept of support vectors gives
insight into what examples in the training set are good representatives of the
object class.
• Effective approximation methods. The geometric nature of the SVM algorithm allows the development of effective approximation techniques that can be
used to obtain very efficient classifiers.
However, the support vectors machine learning raises a few concerns about possible drawbacks when it comes to practical high-performance applications such as face
detection:
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• Expensive training stage. Training full SVMs on realistically large sets of
high-dimensional training image data is a hard task, requiring infeasible amounts
of time and memory resources. Chapter 5 introduces refined approximate SVM
training techniques that make complex classifier training more practical.
• Expensive decision function. To achieve interactive detection performance,
the evaluation of the classifier must be very efficient. Classifier cascading has
been employed to speed-up SVMs in practical applications, and Chapter 4 shows
how SVM cascades can be improved even further.
• Small Sample Size (SSS) problems. While SVMs have a good generalisation performance, for complex objects such as face images they suffer from the
SSS problems like most other classification techniques—when available training
data is very sparse, 100% accuracy is unattainable. Chapter 6 suggests data set
augmentation techniques that work well for SVMs, increasing accuracies of the
resulting classifiers.
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Chapter 3
Support Vector Machine Classifiers
In the last two decades support vector machines (SVMs) have become a widely studied and applied machine learning and classification technique. Some of its attractive
properties—maximum margin separation, good generalisation performance, resistance
to overtraining—have made the SVM classifier a useful machine learning tool in many
fields, including text categorization, speech recognition, computational biology (this
field in particular has a lot of interesting SVM applications, Noble (2004) has a recent
overview) and many others.
Computer vision research drove a significant part of the advancement of support
vector machine learning, a few of the very first applications of the method being object
detection solutions and human face detection systems in particular. The transparent
nature of the SVM learning process introduced an attractive ability to interpret the
resulting classifiers and make deductions about what training pattern examples are
important and contribute more to the learned decision functions. However before
the application of support vector machines to pattern recognition problems can be
discussed, some core parts of SVM theory need to be presented as they will be essential
to the work presented.
This chapter starts with a brief overview of the history of the development of the
support vector machine algorithm. Next, the relevant definitions related to SVM learning are discussed and presented in the form they are used throughout the remaining
chapters. Finally a number of experiments are presented that illustrate the use of
the support vector machine learning algorithm with image data to achieve pattern
recognition and explore the SVM parameters and their influence on the properties and
performance of the resulting classifiers.
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3.1

Brief History of SVM Development

Although the introduction of the support vector machine learning algorithm by Vapnik
et al. (1992) can still be considered fairly recent, it connected and built upon important
earlier research from a number of directions. The concepts of linear classification,
kernel spaces, generalisation theory and optimisation theory were all essential to the
development of this powerful machine learning method. The following sections give a
brief overview of the important milestones in the relevant areas.

3.1.1

Classification by Geometrical Separation

The idea of classifying data by geometrically separating two classes of points with a
hyperplane was around for a number of decades. Fisher (1936) originated the theory
of linear discriminants, and Rosenblatt (1958) introduced the perceptron, a simple
neural network based linear classifier, while Vapnik and Lerner (1963) developed the
Generalized Portrait algorithm, an early version of the maximum-margin separating
hyperplane approach. The support vector machine learning algorithm is a non-linear
generalisation of such geometrically inspired methods.
In related fields, Cover (1965) explored different separating surfaces beyond hyperplanes, e.g. polynomial surfaces that give spherical and quadratic separation. More
importantly, Smith (1968) introduced the concept of slack variables to linear classifiers,
a method that is utilised at the core of the soft-margin SVM learning algorithm to deal
with outliers and inseparable data by providing explicit control over the amount of
training errors the learning process produces.
While some of the more recent research proposes to link the SVM algorithm to
other geometric models, such as enclosing spheres (Tsang, Kwok, and Cheung, 2006)
or convex hulls (Mavroforakis, Sdralis, and Theodoridis, 2006), due to the original
formulation, at its core the SVM algorithm holds the idea that is as simple as drawing
a line between two sets of points.

3.1.2

Reproducing Kernels

Even with the concept of slack variables that solves non-separable cases, linear classifiers prove to be weak when applied to complex high-dimensional problems. Decision
boundaries that are more complex than linear separation are desired, and to achieve
such non-linear separation, the support vector machine algorithm uses a form of map-
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ping to place the data points into an alternative space, where they are usually expected
to become separable.
The theory of reproducing kernels, first introduced by Aronszajn (1950) and with
significant contributions from Wahba and colleagues (1971, 1974, 1990) and Poggio
and Girosi (1990), enables such alternative spaces to be implicitly defined by the use of
special kernel functions, operators defined in the original input space that represent the
dot-product in the target high-dimensional space. By the use of such kernel functions,
the support vector machine algorithm can perform linear separation in convenient highdimensional spaces without the input data having to be explicitly put there, saving the
possibly expensive effort needed for such mapping transformation.

3.1.3

Generalisation Theory

One of the pitfalls in machine learning is the fact that more complex classifiers are more
likely to overfit the training data, resulting in poor generalisation. Vapnik and Chervonenkis (1974) started the field of statistical learning theory and introduced concepts
such as the Vapnik-Chervonenkis dimension (VC dimension). VC theory provided
bounds on the number of errors that SVM classifiers can make, guaranteeing that the
use of more complex high-dimensional feature spaces will not result in overfitting and
poor generalisation.
Put another way, VC theory provides the proof that support vector machine learning, assuming the available data points are sampled from a larger problem, attempts
to optimise the solution class boundary for that larger problem. For practical machine
learning purposes this presents a much needed reassurance that high accuracies of classifiers can be achieved even from fairly small and sparse datasets. As will be discussed
later in this thesis, pattern recognition problems in particular have to deal with severely
limited numbers of examples, making SVM learning an attractive solution.

3.1.4

Optimisation Algorithms

To obtain a classifier, the formulation of the SVM learning algorithm requires optimisation of a quadratic objective function. In the original paper Vapnik et al. used
a generic optimisation solver, but with the wave of interest generated by the support
vector machine learning technique, Quadratic Programming (QP) algorithms tailored
specifically for the SVM were soon suggested. Joachims (1999) developed the SVM
Light package which was a specialized QP solver, while Platt (1999) introduced the
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Sequential Minimal Optimisation (SMO) algorithm, which to this day is behind the
most commonly used SVM implementations (Weka, LIBSVM).
An alternative to the above batch training algorithms is the incremental training
approach where a valid intermediate solution is updated for every added data point, as
introduced by Cauwenberghs and Poggio (2000) and refined by Laskov, Gehl, Kruger,
and Muller (2006). The ability to incrementally update an existing classifier without
full retraining is a desirable functionality in many learning scenarios, but unfortunately,
this incremental SVM approach has yet to see any wider adoption in the field, possibly
due to complexity of the algorithm and a lack of an efficient and open implementation.

3.2

Support Vector Machine Theory

This section provides the essential parts of the support vector machine learning theory,
from the concept of linear separation to the SVM optimisation problem that provides
the resulting classifiers. For details beyond those needed for the purposes of this theses,
a good in-depth description of support vector machine learning can be found in Cristianini and Shawe-Taylor (2000), including the bounds of generalisation theory and a
more detailed discussion of the kernel methods.

3.2.1

Linear Maximum Margin Classifier

Let’s consider the task of linear binary classification: given two sets of data points
corresponding to two classes, how do we ‘draw a line’ between the two sets to separate
them? Figure 3.1 illustrates the problem.
Definition 3.1. Input space, X: the domain of the input data of interest, normally
X ⊆ Rn . In the binary case of two classes, the output domain (the class labels) is
denoted Y = {−1, 1}.
Definition 3.2. Training set, S: a collection of data points and their corresponding
labels, S = ((x1 , y1 ), ..., (xN , yN )) ⊆ (X × Y )N .
Definition 3.3. Separating hyperplane, (w, b): a hyperplane in X defined by its surface
normal vector w ∈ X and the offset b in the equation hw · xi + b = 0 is said to separate
the training set S if:
sgn(hw · xi i + b) = yi , for every 1 ≤ i ≤ N.
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Definition 3.4. Decision function, f (x): the classifier function based on a separating
hyperplane (w, b):
f (x) = hw · xi + b,
and the class of x is sgn(f (x)).
Definition 3.5. Functional margin, γ: the sign-adjusted value of the linear decision
function:
γi = yi f (xi ) = yi (hw · xi i + b).
Given a margin γ = min{γi } with respect to a training set S, the hyperplane is said to
separate S by a margin γ.
Definition 3.6. Geometrical margin: the Euclidean distance between a data point and
the hyperplane. To obtain the geometrical margin, w needs to be normalised: for a
w
b
hyperplane ( ||w||
, ||w||
), the geometrical margin is equal to the functional margin, and in

the general case for a hyperplane (w, b) the geometrical margin is

γ
.
||w||

Definition 3.7. Maximum margin hyperplane: the hyperplane which maximises the
geometrical margin by which a given training set S can be separated.
As an example, the Perceptron (Rosenblatt (1958)) algorithm learns the separating
hyperplane (w, b) by repeatedly checking all the points xi , and updating w and b if xi
is misclassified. By starting with zero w and following the update rule, the resulting w
is a linear combination of data points xi . Such alternative expression of w, known as
the dual form, plays a very important role in the SVM algorithm.
Definition 3.8. Dual form: expressing the separating hyperplane in terms of the data
points it is separating.
w=

N
X

α i y i xi ,

i=1

and the weight vector α = (α1 , ..., αN ) can be thought of as a representation of the hyperplane in dual coordinates. Importantly, the decision function in dual form becomes:
f (x) = hw · xi + b =

N
X

αi yi hxi · xi + b.

i=1

While for a particular w its dual coordinates α are not unique, due to the way the
training algorithm updates w, α can have intuitive meaning—higher αi value indicates
that data point xi was harder to classify. αi can be referred to as the embedding strength
of xi , or, alternatively, the information content of xi .
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3.2.2

The Kernel Trick

For arbitrary data, the discriminative power of linear classifiers is weak. To increase
their separating ability, kernel representations were suggested.
The idea is straightforward—data points can be mapped into a ‘more convenient’
space, where the sets will become linearly separable, and a linear learning algorithm
can be applied to separate the images of original data points.
Definition 3.9. Feature space, F: an alternative space F = {ϕ(x) | x ∈ X} to represent the data, defined by the mapping function ϕ:
x = (x1 , ..., xn ) 7→ ϕ(x) = (ϕ1 (x), ..., ϕd (x))
One strategy of such mapping is known as feature extraction, where individual
dimensions of F , known as features, correspond to particular properties of the data

f(x) = -1.0
2

f(x) = -1.9

f(x) = 2.0
5

4

f(x) = -2.2

f(x) = 1.0
1

f(x) = -1.0

6

3

Figure 3.1: Linear soft-margin classifier f (x) = hw · xi + b separating two sets of points (circles vs. squares) with a hyperplane (w, b).
Points 1, 2 and 3 are supporting samples that lie within the functional margin of 1 from the hyperplane (γi = 1). Points 5 and 6 are
non-supporting samples (γi > 1), while Point 4 is an outlier and is
misclassified, although it still contributes to the hyperplane. In terms
of the soft-margin optimisation problem, 0 < αi < C for i = 1, 2, 3,
α4 = C and α5 = α6 = 0.
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points. Typically the feature space F is then of lower dimensionality than the input
space X (d < n), and such mapping process is called dimensionality reduction.
The SVM approach is taking the opposite direction—the goal is to increase the
number of dimensions so that images of data points become separable, while avoiding the increased complexity of the high-dimensional space by performing the needed
operations in that space implicitly, with the help of a kernel function.
Definition 3.10. Kernel function, K(x, z): a function that represents the dot product
operation in feature space F , such that:
K(x, z) = hϕ(x) · ϕ(z)i, for every x, z ∈ X.
Keeping in mind the dual form of a linear decision function in feature space F ,
f (x) =

N
X

αi yi hϕ(xi ) · ϕ(x)i + b =

i=1

N
X

αi yi K(xi , x) + b,

(3.1)

i=1

we can see the computational attractiveness that the kernel functions have—the complexity depends on the dimensionality of input space X, but not dimensionality of F ,
which can therefore be much larger.
Definition 3.11. SVM decision function: the decision function in feature space F ,
using some kernel function K(x, z):
f (x) =

N
X

αi yi K(xi , x) + b.

i=1

The computational shortcut provided by kernel functions is so attractive, that the
search for ‘convenient’ feature spaces can be replaced by the search for ‘good’ kernel
functions, which define the feature spaces implicitly.
The theory of reproducing kernels investigates the necessary properties of functions
K(x, z) that make them kernel functions. For finite input spaces X = {x1 , ..., xN },
a sufficient and necessary condition is that the kernel matrix K = (K(xi , xj ))N
i,j=1 is
positive semi-definite.
While finding a kernel function that allows the best possible separation of a training
set S is an interesting task in itself, commonly universal kernel functions are used that
are known to perform well and evaluate cheaply. Two most common kernel functions
in the context of SVMs are the polynomial kernel and the Gaussian kernel.
Definition 3.12. Polynomial kernel, K(x, z) = (hx · zi)d , where d is a parameter
specifying the degree of the polynomials generated by this kernel function.
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2

Definition 3.13. Gaussian kernel, K(x, z) = exp(− ||x−z||
), based on the Gaussian
σ2
Radial Basis Function (RBF), where σ is the Gaussian width parameter.

3.2.3

Maximum Margin Optimisation

The task of finding a linear maximum-margin classifier for a training set S can be
stated as an optimisation problem—we want to maximise the geometrical margin with
respect to S. Keeping in mind that the pair of parameters w and b can be freely
scaled and still represent the same hyperplane, that is (w, b) is the same hyperplane as
(λw, λb) for λ > 0, we can conveniently restrict the search to hyperplanes that have
the functional margin γ = 1.
For a hyperplane (w, b) to have a functional margin of γ = 1 on a training set S,
it must be true that yi (hw · xi i + b) ≥ 1 for every 1 ≤ i ≤ N . We want a hyperplane
with the maximum geometrical margin,

γ
||w||
2

=

equivalently and for later convenience, 12 ||w|| =

1
,
||w||
1
hw ·
2

thus we will minimise ||w||, or
wi.

Definition 3.14. Primal form of maximum-margin hyperplane optimisation:
1
minimise(w,b) : hw · wi
2
subject to : yi (hw · xi i + b) ≥ 1, 1 ≤ i ≤ N.
The Lagrangian function of the above optimisation problem is
N

X
1
L(w, b, α) = hw · wi −
αi [yi (hw · xi i + b) − 1],
2
i=1

(3.2)

where αi are the Lagrange multipliers. To require stationarity of the solution (w, b) we
take partial derivatives ∂L(w,b,α)
= 0, ∂L(w,b,α)
= 0 and replace the resulting relations
∂w
∂b
PN
PN
(w = i=1 yi αi xi and 0 = i=1 yi αi ) into the Lagrangian function and obtain the dual
form:
L(w, b, α) =

N
X
i=1

N
1X
αi −
yi yj αi αj hxi · xj i.
2 i,j=1

Definition 3.15. Dual form of maximum-margin optimisation problem:
maximiseα :

N
X
i=1

subject to :

N
X

N
1X
αi −
yi yj αi αj hxi · xj i
2 i,j=1

yi αi = 0,

i=1

αi ≥ 0, 1 ≤ i ≤ N.
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(3.3)

(a) σ = 50: lower confidence, more support vectors.

(b) σ = 150: higher confidence, fewer support vectors.

Figure 3.2: The effect of the Gaussian kernel width parameter. Larger
σ values increase the influence of individual data points in the decision
function, resulting in more confident (white areas represent points
classified with γi > 1) classifiers with potentially fewer supporting
examples (outlined) needed.
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Having a solution α to the above problem gives us the maximum-margin hyperplane
P
1
w= N
i=1 yi αi xi with a geometrical margin ||w|| . Bias b has to be calculated so that
the distance from the hyperplane to the nearest point from each of the classes is equal:
b=−


1
max (hw · xi i) + min(hw · xi i)
yi =1
2 yi =−1

(3.4)

Kuhn-Tucker theorem, applied to such optimisation problem, states that for a solution (w, b, α) the following conditions, known as the Karush-Kuhn-Tucker conditions
(KKT conditions), will be met:
Definition 3.16. KKT conditions of the maximum margin optimisation problem: a
set of equalities that must be met in order for (w, b, α) to be a solution to the maximum
margin optimisation problem:
αi [yi (hw · xi i + b) − 1] = 0, for every 1 ≤ i ≤ N.
The interpretation of the KKT conditions suggests that only data points xi which
are exactly within the desired margin distance (γi = 1) can have a non-zero weight
αi . Since w is a linear combination of xi with weights αi , the data points on the
margin alone are sufficient to express the separating hyperplane. These data points
have therefore been named support vectors.
The kernel trick can be straightforwardly applied to the dual optimisation problem,
to find a maximum-margin hyperplane in a kernel function induced feature space.
Definition 3.17. Maximum-margin SVM optimisation problem: given a kernel function K(x, z):
maximiseα :

N
X
i=1

subject to :

N
X

αi −

N
1X
yi yj αi αj K(xi , xj )
2 i,j=1

yi αi = 0,

i=1

αi ≥ 0, 1 ≤ i ≤ N.
The solution vector α to the above problem can be directly used in a SVM classifier
(Definition 3.11).

3.2.4

Soft Margin Support Vector Machines

Definition 3.17 represents the original definition of the SVM by Vapnik et al. (1992).
One important limitation of this initial approach was the assumption of linear separa29

bility in the feature space F—if the images of data points are non-separable, a solution
to the optimisation problem does not exist.
To overcome this, the idea of slack variables was incorporated into the maximum
margin algorithm, allowing the solution to misclassify the erroneous outlier points, as
suggested in Cortes and Vapnik (1995).
Definition 3.18. Slack variable, ξ: a measure of how much a data point fails to have
a given functional margin γ from a hyperplane (w, b):
ξi = max(0, γ − yi (hw · xi i + b)),
and having ξi > γ means that xi is misclassified by the hyperplane.
Given a training set S, the slack variable distribution ξ = (ξ1 , ..., ξN ) is a measure of
how much the training set is failing to have a margin γ. Allowing the points to miss the
margin changes the constraints of the primary optimisation problem to yi (hw ·xi i+b) ≥
1 − ξi , and we want to minimise the slack variables together with ||w||. Generalisation
theory suggests a few alternatives (minimising the Euclidean 2-norm ||ξ|| for instance),
P
but the most common approach for SVMs is to minimise the 1-norm ||ξ||1 = i ξi ,
known as the box constraint optimisation.
Definition 3.19. Primary soft-margin optimisation problem:
N

X
1
minimisew,b,ξ : hw · wi + C
ξi
2
i=1
subject to : yi (hw · xi i + b) ≥ 1 − ξi ,
ξi ≥ 0, 1 ≤ i ≤ N,
where C is a parameter for the trade-off between margin maximization and training
error minimization (see Figure 3.4).
Similar to the hard margin case, the Lagrangian function is constructed:
N

N

N

X
X
X
1
L(w, b, ξ, α, r) = hw · wi + C
ξi −
αi [yi (hw · xi i + b) − 1 + ξi ] −
ri ξi
2
i=1
i=1
i=1
(3.5)
(with Lagrangian variables αi and ri ). By imposing stationarity with partial ∂w, ∂b, ∂ξi
P
derivatives having to be equal to zero, relations w = N
i=1 yi αi xi , C = αi + ri and
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PN

i=1

yi αi = 0 are obtained, and the Lagrangian function can be transformed to its

dual form:
L(w, b, ξ, α, r) =

N
X
i=1

N
1X
αi −
yi yj αi αj hxi · xj i,
2 i,j=1

(3.6)

which is conveniently the same expression as in the hard margin case, and therefore the
soft-margin dual optimisation problem only differs by the imposed constraints (since
C = αi + ri and ri ≥ 0, it is required that αi ≤ C).
Definition 3.20. Dual soft-margin optimisation problem:
maximiseα :

N
X
i=1

subject to :

N
X

N
1X
αi −
yi yj αi αj hxi · xj i
2 i,j=1

yi αi = 0,

i=1

C ≥ αi ≥ 0, 1 ≤ i ≤ N.
KKT conditions of the above optimisation problem require that for a solution
(w, b, α, ξ) the following equations hold:
Definition 3.21. KKT conditions for the soft-margin optimisation problem:
αi [yi (hw · xi i + b) − 1 + ξi ] = 0, 1 ≤ i ≤ N
ξi (C − αi ) = 0, 1 ≤ i ≤ N,
meaning that non-zero slack variables ξi can only occur for points with αi = C.
Those points xi can be considered errors as their functional margin is less than desired
γi < 1, while points with C ≥ αi ≥ 0 are the support vectors with the target margin of
γi = 1 and the rest of points with αi = 0 have the margin larger than 1 (see Figure 3.1).
The (1-norm) soft-margin SVM optimisation problem is again obtained by replacing
the dot-product with a kernel function:
Definition 3.22. Soft-margin (1-norm) SVM optimisation problem: given a kernel
function K(x, z) and a generalisation/training error trade-off parameter C:
maximiseα :

N
X
i=1

subject to :

N
X

N
1X
αi −
yi yj αi αj K(xi , xj )
2 i,j=1

yi αi = 0,

i=1

C ≥ αi ≥ 0, 1 ≤ i ≤ N.
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3.3

Support Vector Machines for Patterns
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Figure 3.3: Classifier accuracy for different C values. For a fixed value
of σ = 1000, C is varied between 1 and 50.

3.3.1

SVM Parameters

In order to train an SVM classifier for a given training set S, a choice of a kernel
function K and a regularisation parameter C is needed. While constructing a kernel
that would exploit known properties of the data in question is an interesting task, for
many machine learning applications it is an objective of secondary importance, and
instead a generic kernel that is known to give sufficiently good performance is chosen.
One of the most widely adopted and universally used kernels is the Gaussian kernel
2

K(x, z) = exp(− ||x−z||
), which has a single width parameter σ. Using this kernel, opσ2
timal values of σ and C need to be found for the particular training set in question. For
situations with more than two parameters, Chapelle, Vapnik, Bousquet, and Mukherjee (2002) suggested an SVM training algorithm that optimises the parameter values
together with the margin of the classifier, by iteratively first optimising the margin and
then using a gradient method to find best parameters for the current hypothesis.
When there are however only one or two parameters, it is still common to find
their optimal values using empirical search, as for a new training set it is a one-off task
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and often good candidate parameter values can be chosen from similar problems in the
field—there is a large amount of research that explores different heuristic approaches
to parameter selection in various fields, such as a genetic programming algorithm used
by Mao, Zhou, Pi, Sun, and Wong (2005) in a gene classification task.
Keerthi and Lin (2003) analysed the behaviour of SVM classifiers at the extreme
values of parameters σ and C and their results help interpret and guide empirical
search. The performance of a classifier under different parameter values is typically
measured either by having a validation set, where part of the training set is omitted
from training and is used to measure the validation error, or by calculating the leaveone-out error, where for each data point it is determined whether a classifier trained
without that data point classifies that data point correctly.
1000
α=C

Data samples

800
0<α<C
600
α=0
400

200 boundsamples
supportsamples
non-supportsamples
0
5

10

15

20

25

Regularisation parameter, C

Figure 3.4: The effect of the regularisation parameter C. For larger
C values, penalty for errors in the optimisation objective function
increases and more data points are forced to be on the boundary
(γi = 1 and 0 < αi < C) in a trade off for a smaller separating
margin

3.3.2

1
.
||w||

Pattern Recognition Parameter Experiments

To demonstrate the use of support vector machine learning with image patterns and to
explore the effects of SVM parameters on the resulting pattern classifiers, the following
33

Table 3.1: SVM parameter influence on classifier accuracy. The table
shows the first rough parameter value grid for σ and C, and the
properties of corresponding SVM classifiers. The numbers suggest
that optimal values, giving highest accuracy on the evaluation set,
are likely to be found in ranges 1000 < σ < 10000 and 5 < C < 50.

σ

C

#SVs, C > αi > 0 #Bound, αi = C

100

0.5

528

398

331

0.519

100

5

913

0

0

0.522

100

50

913

0

0

0.522

100

500

913

0

0

0.522

1000

0.5

81

383

76

0.911

1000

5

316

80

16

0.939

1000

50

369

0

0

0.939

1000

500

369

0

0

0.939

10000 0.5

3

606

220

0.577

10000 5

10

507

167

0.718

10000 50

40

365

83

0.921

10000 500

132

171

46

0.923
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#Err, yi f (xi ) < 0 Accuracy

experiments were conducted that present a typical object detection scenario.
SVM classifiers to detect human eyes were trained with varying parameter values.
Image patches of 20×20 pixels were considered the example data points, giving an input
space X ⊆ R400 , each dimension representing the intensity values of corresponding
individual pixels. The examples are flattened into 400-dimensional vectors and the
support vector machine learning algorithm makes no distinction of the two-dimensional
nature of the image patterns. The Gaussian RBF kernel function is based on a distance
measure between two examples, which when calculated on pattern vectors represents
a simple pixel-by-pixel difference.
An important assumption here is that treating each pixel as an independent dimension and ignoring their 2D relations is sufficient to achieve correct classification. As
the following results show, this assumption is largely true, and will be held throughout
the remainder of this thesis.
Datasets
For the training set, a selection of 500 image patches containing a centred human eye
each were given the positive class label yi = 1, while 500 ‘hard’ background images,
chosen by a bootstrapping process that selects errors produced by earlier versions of
the classifier, were assigned the negative class, yi = −1, giving a total of N = 1000
training data points.
The validation set contained a different set of 801 eye images and 16020 random
background image patches that were used as a validation set to measure the accuracies
of resulting SVM classifiers. The accuracy of a classifier was considered the average
between the percentage of correct classifications over the positive set (eyes) and the
percentage of correct classifications over the negative set (background patches).
Experimental Results
The accuracy of classifiers with different parameters when applied to the evaluation
set is shown in Table 3.1. The empirical search for optimal parameter values typically
narrows the ranges until values with satisfactory performance are found. Figure 3.3
shows how accuracy on the evaluation set varies with value of C for a fixed chosen
optimal value of σ = 1000, while Figure 3.4 shows how C influences the numbers of
non-supporting, supporting and bound data points.
The experiments confirm the following assumptions about relationships between
the SVM parameters and the properties of the classifiers:
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• As C value is increased, the separation margin in feature space decreases,
but fewer training errors are made and more samples meet the desired functional
margin (yi ≥ 1). The accuracy when measured on ‘unseen’ data points is optimal somewhere in between the extremes of maximum margin and perfect fit to
training data (in other words, setting C too high will overfit the training set).
Higher C values also tend to slow down the training, as the algorithm performs
most of optimisation steps with data points that are unbound (αi < C).
• As σ value is increased, the performance of the classifier shifts from low confidence and overfitting (Figure 3.2(a): only narrow regions around the data points
are classified as having higher than desired margin γi ≥ 1) to high confidence and
underfitting (Figure 3.2(b)). Keerthi and Lin (2003) show that if C is allowed to
grow together with σ, the SVM approaches a linear classifier.

3.4

Discussion

The support vector machine algorithm described in this chapter is a powerful yet intuitive machine learning method that is capable of producing highly accurate classifiers.
SVM learning can be directly applied to complex problems such as pattern recognition
by treating image patterns as high-dimensional vectors, as shown in the experiments
earlier. The technique implicitly deals with some common sources of practical machine
learning issues, and the following observations of its performance can be made:
• High-dimensionality of image data does not pose any additional challenges to use the algorithm other than influencing learning and evaluation times.
• Arbitrarily complex decision boundaries can be learned by the algorithm, provided an appropriate kernel function is used. The Gaussian RBF
kernel is claimed to offer the most universal performance, as long as meaningful
and consistent distance measure between the example data points is used.
• Sparse data overfitting is generally not an issue, as the primary goal of
the SVM classifier is maximising the separation margin rather than minimising
training error. This strategy ensures that overfitting is avoided. Furthermore,
a single parameter (C) can be used to control the trade-off between the margin
maximisation and the training error minimisation.
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Perhaps most importantly, the support vector machine learning algorithm can be
used on any data making few assumptions about the properties of said data. Many
machine learning methods involve a step of feature extraction, where expert knowledge
is used to form rules that transform the data and are supposed to help the learning
algorithm. While SVMs too can benefit from such pre-processing, in general it is
not required in order to achieve high levels of classification accuracy. In the context
of computer vision, raw pixel intensity values can be used to achieve accurate object
detection with support vector machines, where other methods might employ techniques
like pixel weighting or edge detection to signify which parts of the pattern supposedly
carry the significant information.
Furthermore, the SVM algorithm with a Gaussian RBF kernel has only two straightforward control parameters, saving potentially significant fine-tuning efforts as simple
empirical search for the values that give satisfactory performance is possible. In combination, the qualities discussed above make SVM learning an attractive technique that
requires very little initial effort to achieve functional results.
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Chapter 4
Efficient SVM Cascades
The previous chapter introduced the support vector machine learning algorithm and
some of its properties. An SVM classifier represents a decision hyperplane with a maximal margin between the two classes of data points, and one of its essential properties
is that this hyperplane is expressed in terms of some of the data points it was trained
to separate. While this representation is typically sparse in the sense that it uses
only a small part of the training set, for large problems the resulting decision function
(Definition 3.11) can be computationally complex.
In the field of object detection, thousands of high-dimensional data points are typically needed to define a reasonably accurate SVM. Such a decision function then has
to be evaluated hundreds of thousands of times on a single image in the process of
searching for matching patches. A single evaluation of the SVM decision function
involves at least one expensive operation, such as calculating the Euclidean distance
between a query object vector and each support vector in the machine, usually in a
high-dimensional input space. It is thus natural to aim to reduce the complexity of the
decision functions by using as few vectors as possible.
This chapter reviews the technique of classifier cascading as applied to the SVM
classifiers, for the purpose of improving their run-time efficiency. A given SVM classifier
of acceptable accuracy is assumed, and fast cascades are built by constructing a series
of SVM approximations, known as the reduced set vector machines (RSVM or RSM).
Strategies for building such cascades are analysed and compared, and a new approach
is introduced that for some cases can further improve the efficiency of the RSV cascade.
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4.1

SVM Cascades Background

Development of the cascaded SVM was enabled by two lines of research—firstly, methods to reduce the complexity of SVM classifiers by computing approximations of desired size; secondly, classifier cascading suggests a way to model visual attention with
hierarchies of classifiers of increasing complexity.
Visual attention in human vision is an important mechanism that focuses on processing those parts of visual input that are most likely to yield positive matches of
whatever objects are being looked for. In other words, attention acts to optimise visual search by reducing the number of candidate sub-images processed and features
considered for matching (Tsotsos, Culhane, Winky, Lai, Davis, and Nuflo (1995)),
making general purpose vision tractable.
Itti and Koch (2001) review key aspects of computational modelling of visual attention. The essential requirements for a bottom-up attention mechanism are that the
regions of visual input that are identified as carrying no interest should not be processed
repeatedly, and that such discarding of irrelevant regions should be done as efficiently
and as early in the process as possible. In the context of image processing, attention
can be thought of as background removal with multiple stages of complexity—initially,
the entire image is processed to remove what is most easily identified as background.
The remaining regions are then passed on to the next stages, where more complex
decision rules are employed to discard harder cases of no interest regions. Such multistage approach is often referred to as hierarchical classification, and typically different
stages can employ very different methods of classification, starting for example with
a saliency map and ending with a complex statistical classifier. For instance, Heisele,
Serre, Prentice, and Poggio (2003) built a hierarchical face detection system where the
first levels consist of low-dimensional (3 × 3, 4 × 4) linear classifiers, while the last stage
is a complex polynomial SVM classifier of target size (19 × 19). In contrast, Le and
Satoh (2004) initially use a larger window (36 × 36) with a classifier that contains all
possible translations of the target 24 × 24 sub-window, effectively being able to discard
a 12 × 12 pixel area with a single classification instead of 144.
Classifier cascades typically refer to hierarchies where the same type of classifier is
used in every stage. Classifier complexity normally grows with the level in the cascade,
and often the current classifier is dependent on the preceding ones, by reusing the
computations already performed in previous stages for evaluation.
Romdhani et al. (2001) suggested a very efficient SVM classifier cascade in which
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every level performs only a single expensive operation (kernel function evaluation) and
reuses the computations of all the previous levels. Viola and Jones (2002) constructed
a very similar cascade using the AdaBoost algorithm. Rätsch et al. (2004) further
improved the SVM cascade by simplifying the individual classifiers using efficient Haarlike features introduced by Viola and Jones. The incremental nature of these cascade
methods makes them extremely efficient and they remain to be considered state of the
art in computer vision.
To be able to build cascades of SVM classifiers, firstly a method to control their
complexity is needed. Burges (1996) introduced the idea of SVM approximation, known
as the reduced set vector machine (RSVM), further researched by Schölkopf, Mika,
Burges, Knirsch, Müller, Rätsch, and Smola (1999). The RSV approach approximates
a given SVM classifier by a chosen number of optimally computed vectors, which in
turn enables construction of efficient RSV classifier cascades.

4.2

Reduced Set Vector Theory

While the dual form of an SVM classifier is essential during the learning process, during
the application stage where the decision function needs to be evaluated for query points
as efficiently as possible, the dual form is the source of computational complexity—an
evaluation of the kernel function K(x, z) for every support vector is required, which
typically involves calculating the Euclidean distance between the query point and the
support vector.
Alternative representations of the decision function are therefore desired; for example, with linear classifiers the primal form f (x) = hw · xi + b is much faster to evaluate
because the normal vector w of the separating hyperplane belongs to the input space
X and can be calculated once and stored. For the kernel based SVMs such approach in
P
general case is not possible, since calculating w = N
i=1 yi αi ϕ(xi ) requires the mapping
function ϕ which may not be known, or in some cases (as with the Gaussian kernel
2

K(x, z) = exp(− ||x−z||
)) the feature space F in which w lies is an infinite-dimensional
σ2
Hilbert space. An alternative approach is to find the pre-image of w, some zw ∈ X such
that ϕ(zw ) = w, which again is not applicable in the general case as such point zw may
simply not exist (Schölkopf et al. (1999)).
Burges (1996) suggested a generic approach where w can be approximated in its
dual form by finding an alternative set of vectors (z1 , ..., zM ), zi ∈ X and their weights
P
(β1 , ..., βM ), such that the distance between w̄ = M
i=1 βi ϕ(zi ) and the original w is
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minimised:
Definition 4.1. Reduced Set Vectors optimisation problem: given an SVM decision
P
function f (x) = N
i=1 yi αi K(xi , x) + b:

minimisez,β : p2 = ||w − w̄||2 =||w||2 + ||w̄||2 − 2hw · w̄i
=

N
X

yi yj αi αj K(xi , xj ) +

i,j=1

−2

M
X

βi βj K(zi , zj )

i,j=1
N X
M
X

yi αi βj K(xi , zj ).

i=1 j=1

Like the SVM training problem, the above optimisation problem can be solved in
the implicit feature space by using any kernel function K(x, z). The solution w̄ is then
used to form the RSV decision function in the same fashion as with w:

f¯(x) =

M
X

βi K(zi , x) + b̄,

(4.1)

i=1

where the new bias b̄ needs to be calculated using the training set, see Definition 3.4.
By choosing M  N , RSV approximations of desired low complexity can be constructed. Since zi are not constrained to the original training set S, non-trivial exact
solutions might exist such that ||w − w̄|| = 0 with M < N , however in the general case
M needs to be selected by measuring the accuracy of the resulting classifier to keep it
acceptable.
Burges used a two phase numerical solver for this optimisation, based on the conjugate gradient algorithm (as found in Press, Teukolsky, Vetterling, and Flannery (1992)).
The optimisation has its challenges—numerical instabilities occur if βi approaches zero
(making the gradient ∂zi zero), while the solutions w̄ might represent local minima.
These issues have led to alternative approaches to the optimisation, for instance Differential Evolution as applied by Tang and Mazzoni (2006). The Burges algorithm,
which needs to be run a number of times to choose the best from the (local) minima
found, and prevents the weights βi to get close to zero by fixing them during gradient
steps and solving for them analytically, is shown in Algorithm 4.1.
Phase 1 of the algorithm needs to be repeated a few times and a solution that
provides the lowest value of objective p2 is kept. The βi values can be solved analytically
as follows:
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Algorithm 4.1 Original Burges RSV algorithm
Phase 1: Incrementally build z1 , . . . , zM
Initialise: zi ← Random Vector(n), βi ← 0
for i ← 1, M do
Fix: z1 . . . zi−1
while Conjugate Gradient Step(zi ) makes progress do
[β1 . . . βi ] ← Solve Beta(z1 , . . . , zi )

// β1 . . . βi can be found analytically

end while
end for
Phase 2: Optimise z1 , . . . , zM together
while Conjugate Gradient Step(z1 , . . . , zM ) makes progress do
[β1 . . . βM ] ← Solve Beta(z1 , . . . , zM )
end while
Definition 4.2. Analytical solution for optimal values of β = [β1 . . . βM ]: given a
reduced set of vectors z1 , . . . , zM , optimal weights β that minimise the original SVM
objective function are found by:

−1
β = αyKxz Kzz
,

where α = [α1 . . . αN ] and y = [y1 . . . yN ] are weight and label vectors of the original
SVM classifier, while matrices {Kxz }ij = K(xi , zj ) and {Kzz }ij = K(zi , zj ) contain
values of the kernel function (see Schölkopf et al. (1999) for a detailed proof ).
Curiously, the origin of the RSV approximation idea comes from the pre-image
problem of finding a single zw whose image ϕ(zw ) is equal to, or at least approximates
w. Phase 1 of the Burges algorithm effectively uses this single vector approximation in
an incremental fashion, rather than doing simultaneous optimisation of random starting
vectors in Phase 2. Following the Phase 1 of the algorithm, first z1 and β1 are found
that approximate w:

minimisez1 ,β1 : ||w − β1 ϕ(z1 )||2 .
Then z1 is fixed and z2 is computed:
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(4.2)

minimisez2 ,β2 : ||w − (β1 ϕ(z1 ) + β2 ϕ(z2 ))||2 .

(4.3)

Since z1 is fixed, we can denote ŵ2 = w − β1 ϕ(z1 ) and the optimisation above turns
into a single vector approximation too, minimising p2 = ||ŵ2 − β2 ϕ(z2 )||2 . This repeats
Pi−1
in the next step for z3 and can be generalised: if we set ŵi = j=1
βj ϕ(zj ), then zi is
found by optimising

minimisezi ,βi : ||ŵi − βi ϕ(zi )||2 .

(4.4)

Figure 4.1: Approximation in feature space. When a preimage of w
does not exist in the input space X, the closest point of single vector
approximation β1 ϕ(z1 ) can be found using the projection of w onto
span(z) method (Schölkopf et al. (1999)). However, if multiple z are
allowed to vary during optimisation (Phase 2 in Burges (1996)), a
better solution can be found, w = β2 ϕ(z2 ) + β3 ϕ(z3 ).

Schölkopf et al. (1999) developed an alternative method for single vector approximation. Instead of minimising the distance ||w − βϕ(z)||2 directly, w is projected onto
the linear span of ϕ(z), and the distance from w to the projection is minimised (see
Figure 4.1):
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Definition 4.3. Single vector approximation of w using projection:

minimisez :

hw · ϕ(z)i
ϕ(z) − w
hϕ(z) · ϕ(z)i

2

= kwk2 −

hw · ϕ(z)i2
,
hϕ(z) · ϕ(z)i

and β that minimises the original objective ||w − βϕ(z)||2 can then be found by

β=

hw · ϕ(z)i
.
hϕ(z) · ϕ(z)i

This alternative problem of finding z independent of β avoids the numerical instabilities in the Burges algorithm. Schölkopf et al. further show how a fixed-point
iteration method can be used to compute z when the kernel used is the Gaussian
2

kernel K(x, z) = exp(− kx−zk
).
σ2
Firstly, the problem in Definition 4.3 is solved by maximising

hw·ϕ(z)i2
.
hϕ(z)·ϕ(z)i

Since for

the Gaussian kernel hϕ(z) · ϕ(z)i = K(z, z) = 1, the problem is reduced to maximising
hw · ϕ(z)i2 . To find the extremum, we look for the gradient ∂z to be zero:

0 = ∂z hw · ϕ(z)i2 = 2hw · ϕ(z)i∂z hw · ϕ(z)i,

(4.5)

and take the sufficient condition

∂z hw · ϕ(z)i = 0.
Expanding w to its dual form

∂z

N
X

PN

i=1

(4.6)

αi yi ϕ(xi ), we obtain

αi yi hϕ(xi ) · ϕ(z)i =

i=1

N
X

αi yi ∂z K(xi , z) = 0,

(4.7)

i=1

which for a distance-based kernel function K(x, z) = K(kx − zk2 ) can be transformed
to

N
X

αi yi K 0 (kxi − zk2 ) · 2(xi − z) = 0.

i=1

From the above condition, we can express z as
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(4.8)

PN

z = Pi=1
N

αi yi K 0 (kxi − zk2 )xi

0
2
i=1 αi yi K (kxi − zk )

,

(4.9)

which gives us the fixed point iteration:
PN

zk+1 = Pi=1
N

αi yi K 0 (kxi − zk k2 )xi

i=1

αi yi K 0 (kxi − zk k2 )

,

(4.10)
2

or, specifically for the Gaussian kernel, K 0 (kx − zk2 ) = exp(− kx−zk
)(−σ −2 ):
σ2
PN
zk+1 =

αi yi exp(−kxi − zk k2 /σ 2 )(−σ −2 )xi
Pi=1
N
2
2
−2
i=1 αi yi exp(−kxi − zk k /σ )(−σ )

PN

= Pi=1
N

αi yi K(xi , zk )xi

i=1 αi yi K(xi , zk )

,

(4.11)

Definition 4.4. Fixed point iteration for single vector approximation:
PN
given w =
i=1 αi yi ϕ(xi ) and the Gaussian kernel function K(x, z), the sequence
z0 , z1 , . . . , zk , . . . computed by
PN

zk+1 = Pi=1
N

αi yi K(xi , zk )xi

i=1

αi yi K(xi , zk )

will converge to z that minimises the distance between w and the projection of w
onto the linear span of ϕ(z), as described in Definition 4.3.
The denominator of the fixed point iteration above actually converges to hw · ϕ(z)i
that will not be zero unless the extremum itself is zero, meaning that projection of w
onto the linear span of entire ϕ(X) is zero and approximation is pointless (Schölkopf
et al. (1999)). In normal cases, the denominator will not be zero in the neighbourhood
of the extremum and iteration will converge; if for some zk denominator hw · ϕ(zk )i
gets too close to zero, the iteration can be restarted with a different starting z0 . In
practice, randomly chosen xi are good candidate starting points for z0 .

4.3

RSV Cascades

The methods described in the previous section enable performing the following steps
with a given SVM classifier f (x) = hw · ϕ(x)i + b in mind:
• Approximate f with a classifier f¯ of chosen size M , by minimising the
distance measure between normal vectors of corresponding hyperplanes in the
feature space, kw − w̄k2 .
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• For any given set of vectors z1 , . . . , zM , calculate optimal weights β1 , . . . , βM
P
so that hyperplane defined by w̄ = M
i=1 βi ϕ(zi ) is as close to w of f as possible.
• Given f¯ of size M , compute zM +1 that will approximate the remainder vector (w − w̄) and can be added to w̄ to drive it closer to w.
These tools are sufficient to build RSV cascades that meet the goals of the desired
visual attention model—in the process of classification, as many queries containing
background data should be discarded as early and as cheaply as possible.

4.3.1

Full Burges Approximation Cascade

Although in the original publication Burges (1996) does not mention the possibility of
using RSV machines in a hierarchical scenario and the idea is developed later (Romdhani et al. (2001)), the approximation methods introduced are fully sufficient to build
a hierarchical classification system, as suggested below.

Figure 4.2: RSV classifier cascade. A sequence of classifier functions
f¯i , arranged so that x can be discarded (classified as background) by
using as few reduced set vectors z as possible.
Consider a series of RSV approximated classifiers f¯1 , . . . , f¯M , where

f¯i (x) =

i
X

βij K(zij , x) + b̄i ,

j=1
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(4.12)

Pi

βij ϕ(zij ) minimises the distance kw − w̄i k2 to the hyperplane
w of a given SVM classifier f . In other words, f¯i represent a sequence of optimal
and every w̄i =

j=1

approximations of f , arranged by increasing complexity (and, presumably, accuracy).
The classifiers in the sequence can then be biased to only classify queries as negative
(background) if such a decision would be very confident. This can be achieved by
appropriately setting offsets b̄i , for example so that every f¯i classifies all of the known
positive samples xj (with yj = 1) correctly.
The cascade is then used as follows: incoming query x is classified by f¯1 , if the
resulting class is negative, x is discarded as background, otherwise it is passed on to
f¯2 . The process continues (see Figure 4.2) until x is either discarded or it reaches f¯M
and is classified positive, at which point it can either be considered a match, or further
verified by the full function f .
How efficient is such a cascade in achieving the goal to classify as many queries as
cheaply as possible? In a typical ‘sliding window’ object detection scenario with SVM
classifiers, the most computationally expensive part of the loop is the kernel function
evaluation, which involves computing kx−zk2 for high-dimensional image vectors. The
goal hence can be considered to make as few average kernel evaluations per query as
possible. Since the ratio of background image patches to object image patches can be
100000 : 1 or even higher, only the ‘negative’ background queries can be considered.
The following measure of complexity can thus be proposed:
Definition 4.5. The complexity of a RSV classifier cascade, Ccascade : the average
number of kernel evaluations per query, given by:

Ccascade = c1 + c2 τ1 + c3 τ2 + . . . + cM τM −1 ,
where τi = τ (f¯1 , . . . , f¯i ), τi ∈ [0; 1] ⊂ R is the false-positive rate (the amount of background samples misclassified) of the first i levels of the cascade, while ci is the complexity of the i-th level of the cascade in terms kernel evaluations needed (or, equally,
the number of support vectors in that level of the cascade).
For well constructed cascades, τi will be getting smaller as the complexity and
accuracy of the level i grows, and given a sufficiently large M should approach the
false-positive rate of the original classifier f that is being approximated. The size of
the cascade, M , can be chosen by observing τM , which is the false-positive rate of the
entire cascade. The cascade will be effective if τM is close to τ (f ) when M  N .
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The complexity of the suggested Burges approximation cascade is then:

CBurges = 1 + 2τ1 + 3τ2 + 4τ3 + . . . + M τM −1 ,

(4.13)

since we required that the classifier at i-th level, f¯i , consists of i reduced set vectors.

4.3.2

Romdhani RSV Cascade

The RSV cascade introduced by Romdhani et al. (2001, 2004) reduces the complexity
by only performing a single kernel evaluation at every level. Increasing accuracy is
achieved by reusing approximated vectors from the preceding levels of the cascade, for
which the value of the kernel function was already evaluated.
The cascade is closely related to Phase 1 of the Burges approximation (Algorithm 4.1), where each new vector in the approximation is chosen to best cover the
remainder that is left by the set computed so far. In the cascade, this new vector is
added to the classifier consisting of preceding set of vectors to increase the accuracy.
The Romdhani cascade can be defined as follows. Consider the set of vectors
z1 , . . . zM that were computed by iteratively solving the approximation problem (4.4),
Pi−1
βi−1,j ϕ(zj )), together with corresponding weights
i.e. zi approximates ŵi = (w − j=1
βi,j such that for given i, βi,1 , . . . , βi,i are optimal weights for the set of vectors z1 , . . . , zi
as described in Definition 4.2. The sequence of classifiers f¯1 , . . . , f¯M defined as

f¯i (x) =

i
X

βi,j K(zi , x) + b¯i

(4.14)

j=1

then forms the Romdhani cascade. As discussed previously, biases b̄i should be set
so that any known positive samples successfully pass through the cascade (Romdhani
et al. (2001) alternatively suggest a way to set b̄i to model a desired false-positive rate
of the entire cascade, τM ).
Like in the Burges approximation cascade suggested previously, the i-th level is an
RSV classifier with i reduced set vectors. The difference is in the fact that z1 , . . . , zi−1
are reused from preceding levels, and kernel evaluations for those vectors were already
computed, leaving the single needed computation of K(zi , x). The complexity of the
Romdhani cascade is therefore

CRomdhani = 1 + τ1 + τ2 + . . . + τM −1 .
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(4.15)

The approach makes intuitive sense: by approximating the given support vector
machine f with a single vector z1 we can already form a classifier f¯1 which is (assumingly) as accurate as possible with a single vector and will give the lowest false-positive
rate τ1 , discarding as much background as possible. Having fixed z1 we can find z2
which makes most progress in further approximating f , and best improvement in the
accuracy (and the false-positive rate) when used in the classifier f¯2 together with z1 .
When this strategy is applied iteratively we obtain the Romdhani cascade, which makes
the best possible progress with each level of the cascade.
The following section discusses how the strategy outlined above is ‘greedy’ and can
in some cases be improved.

4.4

A New Approach

The RSV classifier cascade built following the method of Romdhani et al. can be very
efficient and is fairly straightforward to implement. Is it the most efficient hierarchy
that can be built using RSV approximations of a single SVM classifier? Upon investigation, the Romdhani cascade has two potential drawbacks—the joint optimisation
of reduced set vectors is not performed, and the false-positive rates inside the cascade
are not observed. By combining both of these elements, RSV cascades with improved
efficiency can be constructed.
This section describes several alternatives to the Romdhani cascade and shows
that under certain conditions they could be more efficient. Experimental results of the
performance of different cascades confirm the proposed benefits and are presented later
in the chapter.

4.4.1

Single Vector vs. Joint Optimisation

The first observation that motivates further research into RSV cascades is the fact that
Phase 2 of the original Burges approximation algorithm can drive the M-approximation
hyperplane vector w̄ much closer (as much as by a factor of 2 as stated in the original
paper by Burges (1996)) to w of the original classifier when the entire reduced set
z1 , . . . , zM is allowed to vary in the unconstrained optimisation (Definition 4.1). Figure 4.3 shows the gap between objective function p in Phase 1 (greedy optimisation)
and Phase 2 (optimal/global optimisation) for a varying value of M .
The motivation for the RSV cascades is the assumption that the accuracy of the
approximate classifier grows together with the number of vectors in the approximation,
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making the false-positive rate τi drop. In practice however the relationship between
the size of the approximate classifier and its false-positive rate can only be measured
empirically. The question posed in this chapter is the following one — if joint optimisation of the reduced set of vectors (Phase 2) leads to better approximation, higher
accuracy and lower false-positive rate, can this method be used to build more efficient
cascades than the one suggested by Romdhani et al.?

4.4.2

The Full Burges Cascade

Is the Romdhani cascade necessarily more efficient than the cascade built from independent fully optimal RSV approximations (as described in Section 4.3.1)?
Considering the complexity function as in Definition 4.5, the strength of the Romdhani cascade is in the fact that the cost of every level ci is equal to 1, in contrast to
the growing cost ci = i of unrelated classifiers in the Burges approximation cascade.
However it is not clear that the false-positive rates τi cannot be sufficiently lower in
the Burges cascade to compensate for the increasing costs.
Consider the average cost of evaluating the Burges and Romdhani cascades of size
M . The case M = 1 is trivial as all samples need to pass through the first level,



Phase 1
Phase 2





















Size of approximation, M

Figure 4.3: RSV approximation: Phase 1 vs. Phase 2. The joint optimisation of the reduced set vectors further reduces the approximation
objective.
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CBurges,1 = CRomdhani,1 = 1. For M = 2, CBurges,2 = 1 + 2τB,1 while CRomdhani,2 =
1 + τR,2 , and τB,1 = τR,1 since in both cascades the first level is an optimal single vector
approximation, making the Burges cascade necessarily more expensive. For the case
M = 3:

CB,3 = CBurges,3 = 1 + 2τB,1 + 3τB,2

(4.16)

CR,3 = CRomdhani,3 = 1 + τR,1 + τR,2 ,

(4.17)

and we have τB,1 = τR,1 . Sufficient condition for the Burges cascade to be cheaper
(CR,3 − CB,3 > 0) would then be:

−τR,1 + τR,2 − 3τB,2 > 0
1
(τR,2 − τR,1 ) > τB,2 ,
3
which is not possible since (τR,2 − τR,1 ) ≤ 0 (the false-positive rate can only become
lower in higher levels of the cascade) but τB,2 cannot be negative.
However for cascades of size M = 4 attainable conditions exist. Given

CB,4 = CBurges,4 = 1 + 2τB,1 + 3τB,2 + 4τB,3
CR,4 = CRomdhani,4 = 1 + τR,1 + τR,2 + τR,3
we require

CR,4 − CB,4 = −τB,1 + (τR,2 − 3τB,2 ) + (τR,3 − 4τB,3 ) > 0
(τR,2 − 3τB,2 ) + (τR,3 − 4τB,3 ) > τB,1 = τR,1 .

(4.18)
(4.19)

Sufficient conditions for the above to hold are for example
1
1
τR,2 − 3τB,2 > τR,1 and τR,3 − 4τB,3 > τR,1 ,
2
2

(4.20)

1
1
τB,2 < (2τR,2 − τR,1 ) and τB,3 < (2τR,3 − τR,1 ),
6
8

(4.21)

giving the relations
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which are feasible with the constraint of τB,i ∈ [0; 1] and τR,i ∈ [0; 1].
The possible existence of a Burges cascade that is more efficient than the Romdhani
cascade can be generalised as follows:
Proposition 4.1 (Better Burges cascade). Given a fixed size for the cascades M ≥ 4,
sufficient conditions for the full Burges cascade to be more efficient than the Romdhani
cascade are:

τB,i <

(M − 2)τR,i − τR,1
for every 2 ≤ i ≤ M − 1.
(i + 1)(M − 2)

Proof. As before, τR,1 = τB,1 since single vector classifiers are identical in both cascades.
Then, similar to case M = 4, the condition can be expressed as

CR,M − CB,M = −τB,1 + (τR,2 − 3τB,2 ) + . . . + (τR,M −1 − M τB,M −1 ) > 0
(τR,2 − 3τB,2 ) + . . . + (τR,M −1 − M τB,M −1 ) > τB,1 = τR,1 .
Sufficient stricter conditions can be obtained by splitting the inequality into M − 2
parts and requiring

(τR,i − (i + 1)τB,i ) >

τR,1
for every 2 ≤ i ≤ M − 1.
M −2

The relations between τB,i and τR,i follow immediately from the above and are
feasible with the constraints τB,i ∈ [0; 1], τR,i ∈ [0; 1], 1 ≤ i ≤ M − 1.
Unfortunately, the proposed relations between the false-positive rates of the two
cascade types provide no constructive insight into the situations when the Burges
cascade would actually be more efficient. Proposition 4.1 merely states that the higher
cost of classifiers in the Burges cascade does not automatically make the entire cascade
more expensive.
In practice, computing the empirical complexity Ccascade is very straightforward, as
it is the average number of kernel evaluations for a (negative) sample. With a large
number L of background samples v1 , . . . , vL from the evaluation set, the number of
kernel evaluations κi as each sample vi passes through the cascade can be recorded,
P
and Ccascade = L1 Li=1 κi .
Furthermore, for a fair comparison, different types of cascades need not be of the
same length M —the cascade only needs to be long enough to approach the target
52

false-positive rate, usually in the neighbourhood of the false-positive rate of the original
classifier, τ (f ). As the approximation in the Burges cascade converges towards w faster,
fewer levels may be needed to reach a target false-positive rate, providing another
reason to test the full Burges approximation cascade in practice.

4.4.3

Optimal Set Cascade

Upon further consideration, an alternative use of the improved approximation provided
by joint optimisation of the reduced set vectors (Phase 2 in the Burges Algorithm 4.1)
is possible.
Take a set of vectors z1 , . . . , zM that are the output of the full RSV optimisation,
P
2
i.e. with some weights β1 , . . . , βM , the RSV objective kw− M
i=1 βi ϕ(zi )k is minimised.
To use them in a cascade, first we want to sort them into an order that will minimise
the cost of the cascade, for example by putting the vectors that give the greatest
improvement in the accuracy in the front of the cascade. Let’s denote this order by a
pivot s : i 7→ s(i) for every 1 ≤ i ≤ M . The sequence zs(1) , . . . , zs(M ) can then be used
to construct a cascade in the same fashion as the Romdhani cascade.
Definition 4.6. Optimal Set Cascade: Given the optimal approximation set z1 , . . . , zM ,
a sorting s : i 7→ s(i) and optimal weights βi,j such that for given i, βi,1 , . . . , βi,i are
optimal weights for the set of vectors zs(1) , . . . , zs(i) as described in Definition 4.2, the
sequence of classifiers f¯1 , . . . , f¯M defined as

f¯i (x) =

i
X

βi,j K(zs(j) , x) + b¯i

j=1

form an Optimal Set cascade.
Like the Romdhani cascade, the Optimal Set cascade only uses one new vector in
every level of the cascade, making the cost of each level ci = 1. The complexity of the
entire cascade is

COptimalSet = 1 + τ1 + τ2 + . . . + τM −1 .

(4.22)

It is worth noting that if we consider all possible cascades of the type that use only
M vectors to build M levels, the Optimal Set cascade is expected to have the lowest
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overall false-positive rate τM , since the last classifier in the cascade, f¯M is the best
possible approximation of f with M reduced set vectors.
The efficiency of the cascade depends on how rapidly the false-positive rates τi drop,
hence the need for the sorting s. In the Romdhani case the reduced set vectors are
considered to be in the optimal order due to the way they were computed (‘greedy’ best
progress strategy). Since the Optimal Set vectors are optimised jointly, their optimal
order of appearance in the cascade needs to be established separately. If exhaustively
testing all permutations is too expensive computationally due to large M , a similarly
greedy approach can be taken where zs(i) are chosen in the order that maximises the
improvement in the false-positive rate τi .
Can the Optimal Set cascade be more efficient than the Romdhani cascade? We
have τR,1 ≤ τO,1 since τR,1 is the lowest false-positive rate attainable with a single
vector, but τR,M ≥ τO,M since τO,M is the lowest attainable with M vectors. Since both
sequences τR,i and τO,i can be assumed to be monotonically decreasing, there must
exist a position t, 1 ≤ t ≤ M such that τR,i < τO,i for i < t and τR,i ≥ τO,i for i ≥ t.
Proposition 4.2 (Better Optimal Set cascade). The condition for the Optimal Set
cascade to be more efficient than the Romdhani cascade is
t−1
M
X
X
(τO,i − τR,i ) <
(τR,i − τO,i ),
i=1

i=t

where t is the level at which the accuracy of the Optimal Set cascade overtakes that of
the Romdhani cascade.

4.4.4

Pair Optimisation Cascade

The initial results of the research presented in this chapter were published in Kukenys
and McCane (2008), demonstrating how a Pair Optimisation cascade can outperform
the Romdhani cascade.
Observe that joint optimisation need not to be applied to all of the vectors in the
cascade. Consider a set of M = 2k vectors z1 , z2 , . . . , z2i−1 , z2i , . . . , zM −1 , zM where
each pair z2i−1 , z2i jointly optimises the remainder of the hyperplane vector, ŵ2i−1 =
P2i−2
j=1 βj ϕ(zj ):

minimisez2i−1 ,z2i : ||ŵ2i−1 − (β2i−1 ϕ(z2i−1 ) + β2i ϕ(z2i ))||2 .
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(4.23)

In other words, with every pair we make the best progress in the approximation
that is possible by adding two new reduced set vectors.
Definition 4.7. Pair Optimisation cascade: given a set of M = 2k pairwise optimal
vectors z2l−1 , z2l , 1 ≤ l ≤ k and their optimal weights βi,j , the Pair Optimisation cascade
is formed using classifiers

f¯i (x) =

i
X

βi,j K(zj , x) + b̄.

j=1

As with all cascades constructed from M vectors, the complexity is:

CP = CP airOptimisation = 1 + τP,1 + . . . + τP,M −1 .

(4.24)

A pair of vectors optimised jointly will make better progress in the approximation
(see Figure 4.1) of w than two vectors approximating the remainder individually. From
this argument we consider all even τP,2i < τR,2i . However, the odd levels in the Pair
Cascade are not necessarily as accurate, as the first (odd) vector of the next pair
may result in little improvement when first added to the cascade alone, therefore it is
possible that τP,2i−1 > τR,2i−1 .
Proposition 4.3 (Better Pair Optimisation cascade). Sufficient condition for the Pair
Optimisation cascade of size M = 2k to be more efficient than the Romdhani cascade:

τR,2i − τP,2i > τP,2i−1 − τR,2i−1 for every 1 ≤ i ≤ k.
It should be noted that in practice the order in which the members of each pair of
vectors (z2i−1 , z2i ) are added to the cascade may influence the odd false-positive rates
and both configurations should be tried to choose the one that results in lower τ2i−1 .

4.4.5

Subset Optimisation Cascade

To generalise the approach behind the Romdhani, Optimal Set and Pair Optimisation
cascades, a following method can be suggested.
Consider a set Z = {z1 . . . zM } that is split into a sequence of subsets Z1 , . . . , ZL ,
TL
i=1 Zi = Z and
i=1 Zi = ∅ where every set Zi is a group of reduced set vectors

SL
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Algorithm 4.2 Incremental Subset Optimisation Cascade algorithm
initialise: i ← 0, k ← 0, l ← 0
repeat
i←i+1
zi ← Single Vector Approximation(ŵi )

// Definition 4.4

l←k
for j ← i − 1, k + 1 do
[z̄j . . . z̄i ] ← Joint Approximation(ŵj )

// Phase 2 in Algorithm 4.1

[z̄j . . . z̄i ] ← Optimal Order([z̄j . . . z̄i ])

// Minimise sum(τ̄j . . . τ̄i )

if sum(τ̄j . . . τ̄i ) < sum(τj . . . τi ) then
[zj . . . zi ] ← [z̄j . . . z̄i ]
l←i
end if
end for
k←l
until τi − τ (f ) < ε
jointly optimising the remainder of the hyperplane approximation achieved by preceding subsets. Let

Ẑi =

i−1
[

X

Zj and ŵi = (w −

j=1

βj ϕ(zj )),

j:zj ∈Ẑi

then vectors in Zi are optimised according to:

minimisez∈Zi : kŵi −

X

βj ϕ(zj )k2 .

(4.25)

j:zj ∈Zi

Definition 4.8. Subset Optimisation cascade: given the set of subset optimised vectors
z1 , . . . , zM , their optimal weights βi,j and an optimal ordering pivot s : i 7→ s(i) that
minimises the cost of the cascade, the Subset Optimisation cascade is formed using the
sequence of classifiers

f¯i (x) =

i
X

βi,j K(zs(j) , x) + b̄.

j=1
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Notice that the Romdhani cascade is a special case with |Zi | = 1, Optimal Set
cascade has Z1 = Z and for the Pair Optimisation cascade |Zi | = 2. To find the truly
optimal cascade one would need to test all possible divisions of Z and then all possible
permutations of the ordering s. For large values of M this is computationally infeasible,
but an incremental algorithm can be suggested instead.
The Incremental Subset Optimisation (Algorithm 4.2) builds the sequence of single
vector subsets, and whenever it is beneficial to merge them into larger subsets, does so,
but only attempts to merge single vectors produced since the last merged subset. If the
last vector that has triggered merging was at position k and the current single vector
approximation is produced for position i > k, the algorithm tests candidate subsets
from {zk+1 . . . zi } to {zi−1 . . . zi }. The best improvement in terms of the cascade cost
CSubset , if any, overwrites the previously computed vectors.

4.5

Experimental Results

The performance of the different cascades was tested experimentally, with the setup
described below.
The Original SVM Classifier
The SVM classifier f (x) was trained on |S+ | = 1000 eye image patches (20 × 20 pixels
each) and |S− | = 1000 ‘hard’ background patches chosen by a bootstrapping process.
The Gaussian kernel was used with the width parameter σ = 1000 and regularisation
parameter was set to C = 13. The resulting SVM had 635 support vectors.
The Bias Calibration Set
The same 1000 eye samples from the training set were used as a calibration set to
establish the bias b̄ for every RSV classifier produced. Since f (x) classified all of S+
correctly, the minimum functional margin was noted as γmin = minx∈S+ f (x). For
every RSV classifier f¯(x) it was conservatively required that minx∈S+ f¯(x) = γmin ,
thus guaranteeing that the positive samples are never misclassified by the cascade.
The Evaluation Set
The evaluation of the cascades was performed using L = 10000 background patches
randomly extracted from the images containing the training data. The false-positive
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rate of the original classifier f (x) on this evaluation set was τ (f ) = 0.02 (2% of
background patches were misclassified as eye objects).
Results
The false-positive rates of the different cascades are shown in Figure 4.4.
A surprising result is in the fact that the fully optimal Burges cascade fails to
produce classifiers with lower false-positive rates, even when they are better approximations in terms of the objective function.
The joint optimisation strategies do prove beneficial for both the Pair Optimisation
and Optimal Set cascades. The Incremental Subset Optimisation cascade built with
the incremental algorithm explicitly minimises the false-positive rates and shows the
expected best result.
The computed complexity in the form of average number of kernel evaluations per

Romdhani
Burges
Pair Optimisation
Optimal Set
Subset Optimisation

False-positive rate, τ

.

.

.

.
















Size of approximation, M

Figure 4.4: False-positive rates of different cascades. Somewhat surprisingly, the Burges cascade, which is guaranteed to have the best
approximation objective at each level of the cascade, is doing poorly,
and suggests that the relation between approximation objective and
the false-positive rate is not strict. The Subset Optimisation cascade explicitly minimises the false-positive rate and is a clear winner,
achieving the target τ = 0.02 before the size limit M = 150.
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query is presented in Figure 4.5. The Burges cascade is not presented as it turns out to
be an order of magnitude more costly, due to higher than expected false-positive rates
and increasing number of vectors in each level of the cascade. Overall, the following
observations can be made from the experimental results:
• The relation that exists between the approximation objective and the
false-positive rate is not simple. There is no guarantee that given two RSV
classifiers, with one being a slightly better approximation of f , that it will also
have a lower false-positive rate.
• The results depend on the choice of the evaluation set. Since the complexity of the different cascades can only be measured empirically, different data
sets may result in different relations between the cascade efficiencies.

.


.

.

.
Subset



OptimalSet



PairOptimisation



Romdhani

Average kernel evaluations per example





Cascade

Figure 4.5: Cost-per-sample of different cascades. The complexity
of the Burges cascade is an order of magnitude higher due to using
increasing number of vectors at each level (ci = i), therefore not
shown here. Both Pair Optimisation and Optimal Set cascades show
improvement over the Romdhani cascade, supporting the assumption
that joint optimisation can be beneficial. The Subset Optimisation
cascade, which explicitly minimises the false-positive rate, shows 3
fold improvement in the average number of kernel evaluations needed.
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• Regardless of the evaluation set, the Subset Optimisation cascade is guaranteed to have efficiency that is not worse than the Romdhani, Optimal
Set, and Pair Optimisation cascades. The Incremental Subset Optimisation algorithm does not necessarily find the best possible subsets, but will generally show
improvement over the Romdhani cascade, and is useful when the evaluation set
is representative of the negative samples in the problem domain.
• Biasing has a big effect on the false-positive rates of the cascades. With the
very conservative biasing used (every known positive sample must pass through
the cascade with a target functional margin), the false-positive rates are fairly
high, compared to original results of Romdhani et al. (2001) which claimed an
average efficiency of 2.8 evaluations per sample (compared to 43.43 achieved in
experiments here), using a biasing technique that allowed for a controlled amount
of false-negatives (objects misclassified as background). This suggests that using
a less conservative biasing, the improvement achieved by the Subset Optimisation
cascade might not be as significant.
The final conclusion can be made that the practical experiments confirm the theoretical reasoning behind the new methods discussed earlier. Other things being equal, the
Incremental Subset Optimisation algorithm should be the preferred choice for building
the cascades of RSV approximations.

4.6

Future Work

To further reduce the computational complexity of the RSV cascades, Rätsch et al.
(2004) showed how the reduced set vectors can be restricted to a limited form of Haarlike features, making the kernel evaluations significantly cheaper. Since the cascade
used is essentially the Romdhani one, the Subset Optimisation algorithm should be
able to further improve the efficiency as would have to be confirmed by future research
in this area.
Taking the approach suggested here even further, ideally the classifier cascades
should be constructed with the minimum cost as a primary rather than secondary
objective. At the very least, a deeper analysis of the relation between the approximation objective and the accuracy of resulting classifiers is needed, as well as a better
understanding of the false-positive rates of biased classifiers.
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It seems plausible to imagine a cascade or another structure of very simple and efficient classifiers that individually have very little relation to the full decision boundary
of a complex support vector machine and only as a group closely approximate it in an
incremental fashion. Optimised jointly to reject as large a portion of the background
examples as possible with each evaluation, such structures would perhaps be better
suited to achieve the goal of modelling efficient visual attention.

4.7

Discussion

The techniques described in this chapter apply accurate but computationally complex
support vector machine classifiers to pattern recognition problems in computer vision.
Where the full SVM decision function may take thousands of expensive kernel evaluations to compute, the cleverly constructed cascades of reduced set approximations
achieve classification in just a few kernel evaluations per query on average. Such cascades can thus be used to detect objects in images at interactive speeds, classifying
hundreds of thousands of query image patches per second.
To improve the existing cascading approaches, an aim was set to model visual
attention that is present in biological vision systems. In order to minimise the time
needed to reject the majority of background patches, it was shown how properties of
different SVM approximation methods can be exploited to make explicit minimisation
of false-positive rates possible, directly effecting the efficiency of the cascades.
The suggested Subset Optimisation improvement to the standard cascade approach
of Romdhani et al. attempts to address two of its drawbacks:
• Not using the improvement of approximation with joint optimisation. The
alternative Incremental Subset Optimisation algorithm is based on the idea that
joint optimisation should be used when it is beneficial to do so, i.e. when the
resulting false-positive rate of the cascade drops faster.
• Not attempting to explicitly minimise the average cost of the cascade. While
in practice only the empirical average cost may be observed, in some situations
it might still be beneficial to minimise it. The Incremental Subset Optimisation
algorithm uses the cost of the cascade as the criterion for employing the joint
optimisation, as well as to find the optimal order of reduced set vectors in the
cascade.
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While the contributions of this chapter are specifically targeted at the object detection problem, at least theoretically the suggested approaches could be applied to other
domains where the concept of ‘attention’ is a useful metaphor for fast classification of
a vastly larger majority class.
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Chapter 5
Approximate Large SVM Training
A successful object detection classifier must exhibit two essential properties—speed and
accuracy of classification. While the speed of the Support Vector Machine classifiers
can be greatly improved with techniques discussed in Chapter 4, the goal of achieving
high rates of classification accuracy has its own challenges.
In essence, the accuracy of an object-detecting classifier depends on two factors:
the generalisation ability of the learning technique, and the representativeness of the
training dataset with regard to the entire classification problem at hand. While SVMs
provide excellent theoretically proven generalisation, in many applications the available
training data is less than ideal and prevents the achievement of 100% accuracy. For
computer vision problems most commonly this is due to the fact that the object in
question has a huge number of possible representations in the high-dimensional image
input space—for example, consider all possible 20 × 20 pixel images that can be said
to display a human face. Yet obtaining such training data is an asymmetrically hard
task: while extracting background patterns from images not containing the object is
trivial, each instance of the object has to be human-selected or validated.
One common way to address the issue of limited available data is dataset augmentation. Backed by an observation by Vapnik (1998) that small linear transformations
on data points will not generally change their class, additional image data for training object detection classifiers has been generated in a variety of ways, ranging from
simple transformations like rotations and shifts to artificially applied lighting to renders of 3D models with varying appearance (a comparison and analysis of some of the
augmentation techniques is presented in Chapter 6).
Combining just a few simple transformations to augment the training data can
easily result in several orders of magnitude increase in the number of data points.
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To train classifiers using such large amounts of data, adequate methods are needed,
as traditional SVM algorithms are challenged by the time and space requirements
of the extremely large sets. This chapter discusses some of the methods that deal
with training SVMs on large datasets and suggests approximate training methods that
provide control over the time and space requirements of large dataset training.

5.1
5.1.1

SVM Training Background
Training Algorithms

Recall the optimisation problem (Definition 3.22) that needs to be solved in order to
obtain a SVM classifier. While this Quadratic Programming (QP) problem can be
approached using generic solvers (e.g. MINOS by Murtagh and Saunders (1978)) as
was done in the original work of Vapnik et al. (1992), growing popularity of the SVM
methodology sparked interest in developing efficient specialised SVM algorithms.
The strategies of SVM training algorithms revolve around the Karush-Kuhn-Tucker
(KKT) optimality conditions (Definition 3.21) that need to be satisfied for all data
points in the training set. As a basic example, a naı̈ve training algorithm based on gradient ascent (Cristianini and Shawe-Taylor (2000)) can repeatedly adjust the variables
along the gradient direction until the KKT conditions for all examples are met.
The de facto standard in SVM training is the Sequential Minimal Optimisation
(SMO) algorithm by Platt (1999). In SMO, the solution is obtained by performing
optimisation on pairs of data points: weights for two candidate points are solved analytically within the constraints to achieve the best improvement in the objective.
More recently, an exact incremental training algorithm was suggested (Cauwenberghs and Poggio (2000), Laskov et al. (2006)) that is based on the idea of adding
(or removing) a single data point to an existing SVM solution. This again is done by
making sure that the KKT conditions for all previously learned points hold after the
update. Unfortunately this algorithm hasn’t yet gotten sufficient attention and to this
date no efficient implementation seems to be available.

5.1.2

Complexity of SVM Training

Time complexity of generic QP solvers is typically O(N 3 ), where N is the number of
training examples, while SMO is as efficient as O(N Nsv ) where Nsv is the number of
support vectors in the solution (Dong, Krzyzak, and Suen (2002)), with the worst case
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being Nsv = N . In all flavours of the SVM training algorithms a significant amount
of time is spent checking the KKT conditions, which involves evaluating the current
SVM function on the data points, f (xi ), which in turn requires many evaluations of
the kernel function K(xi , xj ). To improve performance, values of f (xi ) can be cached
and updated only when the solution changes, adding a memory requirement of O(N ).
Even more efficiency can be achieved by caching the entire kernel matrix containing
the values K(xi , xj ) for all pairs of data points, however that is much more expensive,
requiring O(N 2 ) of memory.
In more practical terms, most of the SVM training algorithms perform at their
best when the entire training set and its kernel matrix is cached for fast access. Still,
with a straightforward setup, a moderate size problem of ten thousand 400-dimensional
examples takes up over 800 Megabytes of RAM to cache (assuming 8 byte double values
for K(xi , xj )) and a single training run even on a modern machine can take hours.
For object detection problems, the set of positive examples is usually quite large
with at least 10000 examples for modern applications, and the set of negative examples is often extremely large (at least 100000), and if faster training algorithms were
available, could easily be made larger still.

5.1.3

Exact Approaches to Large Training

The applicability of the SVM technique to complex high-dimensional problems soon
after its introduction drove the need to use it with large datasets. One common idea
that was reused in several forms is to allow the optimisation algorithm to work only on
a subset of training data at a time. Introduced as Decomposition Algorithm by Osuna
et al.(1997b, 1997a) and referred to as Chunking by Vapnik (1998), a version of the
approach can be described as follows:
1. Take a manageable chunk of training data.
2. Perform the smaller SVM optimisation for the chunk of data using some solver.
3. Check the KKT conditions for data points not in the chunk; swap the points that
fail the conditions with some points in the chunk; repeat step 2.
The steps should be repeated until the optimality conditions hold for all the points
in the dataset.
In a sense the SMO algorithm is also performing chunking, with the smallest possible
chunk of just 2 data points. The benefit of chunking however is in the fact that only the
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current chunk of data needs to be kept in memory, potentially allowing to process very
large sets with a solver of limited capacity. In the case of SMO, this can be achieved
by keeping a working set of data in memory for the optimisation pairs to be chosen
from. Once the working set is optimised, it can be swapped with data points not yet
matching the optimality conditions (Joachims, 1999).

5.1.4

Approximate Decomposing Methods

All of the above methods strive to find the exact solution for the SVM optimisation
problem using the entire training set, and scale poorly as they try to guarantee the KKT
optimality conditions for all of the training points. A different flavour of approaches
skip the explicit checking of the optimality conditions and accept the possibility that
for some points the conditions may not hold, or reason why the untested points should
match the conditions regardless of the resulting solution.
The first method to skip the optimality checking was introduced by Syed, Liu, and
Sung (1999) and is closely related to the chunking method discussed earlier:
1. Take a training subset of M data points.
2. Perform SVM optimisation on the subset.
3. Remove and forget the non-supporting points from the training subset; add another subset of M data points to the remaining support vectors; repeat step 2.
The difference between the above algorithm and chunking lies in the fact that some
data points are removed from the training process, and the optimality conditions are
not checked for those points after the solution is updated. The rationale behind this
is that all the points are ‘given a chance’ to become support vectors, and if they do
not, they must be sufficiently far from the separating hyperplane and can therefore be
safely ignored.
Looking more closely at the geometric interpretation of the SVM training, points
that are not supporting the hyperplane for a subset might still become support vectors
once more points are considered and the hyperplane tilts. Such reasoning leads to
different ways of choosing which points should enter the training subset, or which
points can be safely removed from training.
Cauwenberghs and Poggio (2000) suggested only removing points from training if
they have a margin larger than a chosen threshold. Katagiri and Abe (2006) introduced
a more elaborate approach where in the feature space images of each class of the
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training data are fitted in a hypersphere. The data points close to the surface of the
hyperspheres are then expected to become support vectors, while the points closer to
the centres can be removed from training. The results of this approach are comparable
to exact training, however the size of the ‘safe’ radius still needs to be controlled
manually.

5.1.5

Alternative Geometric Approaches

More recently, alternative geometric approaches have been suggested that are more
efficient and can deal with larger datasets while providing approximate solutions to
the SVM optimisation problem.
With Core Vector Machines and even more efficient Ball Vector Machine expansion Tsang et al. (2006, 2007) show that the QP problem of finding the separating
hyperplane in the kernel induced feature space is equivalent to finding a Minimum Enclosing Ball (MEB) that contains the training data. A very efficient approximate MEB
algorithm is then used to obtain solutions that are guaranteed to well approximate the
exact SVM solution.
Another approach by Mavroforakis et al. (2006) shows that finding the separating
hyperplane is equivalent to finding the closest points between the convex hulls containing the mapped points of the two classes in the feature space. The inseparable case is
solved using Reduced Convex Hulls and the optimisation problem is reduced to a Nearest Point Problem which can be solved more efficiently than the SVM optimisation
problem.

5.2

A New Approach

The geometric alternatives to SVM training are very promising, however to this day
widely spread implementations of SVM algorithms normally only include some exact
chunking optimisation at best and are quite limited in the amounts of data they can
successfully be used on. This fact makes approximate decomposing approaches still
attractive: by considering the limited SVM implementation as a basic ‘black-box’ tool
that can summarise small parts of the training data, one can attempt to build different
training schemes that try to extract the best possible classifiers within the limitations.
Parts of the following research on such algorithms were first published in Kukenys,
McCane, and Neumegen (2010).

67

5.2.1

Exact vs. Approximate Training

Definition 5.1. Exact SVM training algorithm: any training algorithm that ensures
the KKT conditions for every data point xi in the training set S. For the resulting
SVM classifier f (x), the KKT conditions are:
αi [yi f (xi ) − 1 + ξi ] = 0, 1 ≤ i ≤ N
ξi (C − αi ) = 0, 1 ≤ i ≤ N.
As discussed in Chapter 3, the KKT conditions split the training set S into three
subsets:
1. Non-supporting points, αi = 0 and yi f (xi ) ≥ 1. These points do not contribute
to the expression of the separating hyperplane and lie further than the separation
margin from the hyperplane.
2. Supporting unbound points, 0 < αi < C and yi f (xi ) = 1. These points lie exactly
within the margin distance from the separating hyperplane and contribute to its
dual expression.
3. Supporting bound points, αi = C and ξi > 0. These points are considered
training errors as they fail to have the separating margin (have a non-zero slack
variable ξi ). These points nevertheless contribute to the expression of the separating hyperplane and are not necessarily misclassified by the decision function.
Some common interpretations of the SVM algorithm state that it summarises the
data, selects the important data points or describes/models the dataset using only some
of the data points. Such interpretations are based on the fact that the first type of
non-supporting points does not contribute to the expression of the decision boundary.
In fact, if the SVM classifier were re-trained on just the supporting points (type 2 and
3), the resulting classifier would be identical to the one trained on the full set. The
supporting points are sufficient to define the maximum-margin separating hyperplane.
This property, combined with the fact that in datasets where good generalisation
is attainable the majority of data points are actually non-supporting, opens one line of
reasoning for approximate training. If there was a good and cheap way to tell which
points will not become support vectors, using those points in the expensive training
process could be avoided. However, if any of the points removed from the training
would have become support vectors, the KKT conditions for those points may be
violated, resulting in a different solution than the exact full training.
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Definition 5.2. Approximate SVM training algorithm: any training algorithm that
may fail to ensure the KKT conditions for some data points in the training set S.
In practice, for typical large and high-dimensional problems, removing some supporting points generally does not result in large penalty in the accuracy of the SVM
classifier. There seems to be an effect of diminishing returns as the number of would-be
supporting points kept in the training set increases.
The margin concept of the SVM algorithm also leaves room for approximate solutions to be weakly equivalent: it is possible to train an approximate SVM classifier that
fails to meet the KKT conditions for some of the points, yet classifies the training set
identically:
Definition 5.3. Weakly equivalent SVM classifier: given a training set S and its
optimal SVM classifier f (x), a weakly equivalent classifier f˜(x) makes the same classification of S:
sgn(f˜(xi )) = sgn(f (xi )), for every 1 ≤ i ≤ N.
Weakly equivalent classifiers include tilts of the separating hyperplane that give a
less than maximal geometrical margin, and in special cases identical hyperplanes with
larger margins based on points that are further away from the opposite class.
A variety of approximate training algorithms can be constructed using different
criteria for including or excluding data points from training. In the research presented
here, the focus was on subset training, where only a part of training data is optimised
at a time, and the criteria for excluding or including data points in the training is
based on some intermediate classifier.

5.2.2

Properties of Subset Trained SVMs

This section attempts to introduce a framework for reasoning about the accuracy of
training schemes built using SVMs of limited size. Later in the chapter, two algorithms are presented with those assumptions in mind: an incremental scheme which
is similar in spirit to chunking algorithms and attempts to optimise classifier accuracy
by extracting as many support vectors as possible while validating that the remaining
points are classified correctly; and a reduction scheme which aims at fast shrinking
of the training set by removal of data points that are less likely to become support
vectors.
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Let us consider the case where an implementation of an exact SVM training algorithm can be run on at most Mmax  N data points in an acceptable time. Properties
of different subset selection methods which will motivate the proposed algorithms can
be derived as follows.
Definition 5.4. svm(A): used to indicate the SVM classifier resulting from using an
exact SVM training algorithm on input set A. Additionally, consider the size of an
SVM, |svm(A)| to be the number of support vectors in the machine.
Definition 5.5. sv(A): used to indicate the support vectors of an SVM trained on
input set A. By definition, sv(A) ⊆ A.
Definition 5.6. r(svm(A)): the theoretical accuracy of an SVM trained on input set
A, 0 ≤ r ≤ 1, with 1 indicating a perfect classifier.
Definition 5.7. r̂(svm(A)): the estimated accuracy of an SVM trained on input set
A.
Definition 5.8. r̄(svm(A)): the expected accuracy of an SVM trained on a random
subset A ⊆ S, with |A| = M . r̄ could be computed as the average r̂ over all subsets.
For the following propositions, let’s assume that any SVM training algorithm will
obey Axiom 5.1, which expresses the belief that for a learning problem, using less than
the available training data will generally result in reduced accuracy of the classifier:
Axiom 5.1.
r(svm(A)) ≤ r(svm(B)), if A ⊆ B
Proposition 5.1 (Smaller is worse).
r̄(svm(A)) ≤ r̄(svm(B)), A, B ⊆ S, if |A| ≤ |B|.
Proof. Recall that r̄(svm(A)) is the expected accuracy of an SVM computed over all
possible subsets of size |A|, and since |Ai | ≤ |Bj |, it follows that for any i there exists
j such that Ai ⊆ Bj , and for any j there exists i such that Bj ⊇ Ai . From Axiom 5.1,
it follows that for each subset Ai , there exists Bj such that r̂(svm(Ai )) ≤ r̂(svm(Bj )).
Conversely, for each subset Bj , there exists Ai such that r̂(svm(Bj )) ≥ r̂(svm(Ai )).
Therefore it follows that r̄(svm(A)) ≤ r̄(svm(B)).
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Proposition 5.1 confirms the intuitive belief that to maximise the expected accuracy
of an approximate SVM training scheme the largest possible subset should be chosen.
The following three propositions seek to establish an ordering for different training
data decomposition schemes.
Proposition 5.2 (Reduction).
r̄(svm(sv(A) ∪ sv(B))) ≤ r̄(svm(A ∪ B))
Proof. From sv(A) ⊆ A, sv(B) ⊆ B, it follows that:
sv(A) ∪ sv(B) ⊆ A ∪ B,
and the proposition follows from Proposition 5.1.
Proposition 5.3 (Incremental).
r̄(svm(sv(A) ∪ B)) ≤ r̄(svm(A ∪ B))
Proof.
sv(A) ⊆ A
sv(A) ∪ B ⊆ A ∪ B

and the proposition follows from Proposition 5.1.
Proposition 5.4 (Reduction versus Incremental).
r̄(svm(sv(A) ∪ sv(B))) ≤ r̄(svm(sv(A) ∪ B))
Proof.
sv(A) ∪ sv(B) ⊆ sv(A) ∪ B

and the proposition follows from Proposition 5.1.
Notice that these decomposition schemes can be applied recursively, which leads to
the decomposition algorithms outlined in the following section. For splitting the data
into two subsets, the following ordering from the above propositions is evident:
r̄(svm(sv(A) ∪ sv(B))) ≤ r̄(svm(sv(A) ∪ B)) ≤ r̄(svm(A ∪ B)).
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(5.1)

If the data were split into three subsets, the following ordering would result (stated
without proof, but straightforward to prove):
r̄(svm(sv(A) ∪ sv(B) ∪ sv(C))) ≤ r̄(svm(sv(A ∪ B) ∪ sv(C)))

(5.2)

r̄(svm(sv(A ∪ B) ∪ sv(C))) ≤ r̄(svm(sv(A ∪ B) ∪ C))
r̄(svm(sv(A ∪ B) ∪ C)) ≤ r̄(svm(sv(A) ∪ B ∪ C))
r̄(svm(sv(A) ∪ B ∪ C)) ≤ r̄(svm(A ∪ B ∪ C))
To interpret, the above relations suggest that the incremental approach should result in
higher accuracy than the reduction approach. And in general, for approximate training
schemes that base their inclusion/exclusion criteria on intermediate classifiers, higher
accuracy is suggested (but not guaranteed) where these classifiers have ‘seen’ more
supporting data points.

5.2.3

Reduction Training Scheme

The following algorithm can be suggested, based on the idea of iteratively dividing the
training set. The training data is recursively replaced by support vectors obtained by
applying the reduction method with a small size M̄ on the current remaining dataset,
until the dataset either becomes smaller than the target manageable size M , or further
reduction steps fail to remove any more data points (see Algorithm 5.1).
Algorithm 5.1 Reduction training algorithm
input: training set S, training size M , reduction size M̄
initialise: j ← 1, S 1 ← S
repeat
Dj = {dji |dji ⊂ S j , |dji | = M̄ , dji ∩ djk = ∅}
// split S j into chunks of size M̄
S
S j+1 = i sv(dji )
// train on chunks, merge support vectors
j ←j+1
until (|S j | ≤ M ) or (|S j | = |S j−1 |)
if |S j | ≤ M then
return svm(S j )
else
S̄ ← Get Random Subset(S j , M )
return svm(S̄)
end if
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// take a random subset of size M

Graphically the reduction algorithm can be represented as in Figure 5.1. Each
round in the loop of training removes some data from the training set, using a simple
criterion of data points not becoming support vectors during that round. According to
Proposition 5.2 this results in worse accuracy than full training, however the speed of
reduction can be controlled with the reduction size parameter M̄ , with M̄ = M being
the slowest and most accurate approximation.
A similar decomposition structure is used by Graf, Cosatto, Bottou, Dourdanovic,

Chunks of training data

S
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S

S

S

S

S

S
Figure 5.1: Reduction scheme. SVM solvers ([S] boxes) act as filters, only letting supporting points to the next round of training set
division.
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and Vapnik (2005) in an attempt to parallelise SVM training. There an outer iterative
feedback loop is added to the hierarchical training cascade that adds the support vectors
of the final round to each chunk in the first round of the next iteration, guaranteeing
eventual convergence to an exact solution.
In practice, when dealing with very large datasets it is not uncommon that they
are not reducible to manageable size M . The simplest approach is to reduce the set as
much as possible and take a random |M | subset (or best of several) to obtain a working
classifier that will perform much better than a random subset of the entire training set
S. Alternatively, the reduction algorithm can be used as the first step before employing
exact chunking or other approaches.

5.2.4

Incremental Validating Scheme

Proposition 5.3 can be applied in a straightforward manner to implement the algorithm
proposed by Syed et al. (1999) that was shown to produce classifiers with minimum to
no penalty in accuracy for a variety of datasets. In this approach the support vectors
from the previous training step (the current model) are merged with the next chunk
of data to train the next classifier. The limitation of this algorithm is that there is no
simple way to limit the size of the training set a priori, which can lead to unacceptably
long training times or exceed the capabilities of the SVM implementation at hand.
A revised version of the algorithm can be proposed that uses the incremental approach, with three main differences:
• The size of the training subset is kept constant, so it does not exceed the
maximum capability of the SVM implementation.
• When choosing the data for the next iteration of training, the data points
are validated with the current classifier to only pick the ones that are
misclassified.
• No data points are completely removed from training: if at some stage in
the algorithm a previously ignored data point is misclassified, it will re-enter the
optimisation set.
Algorithm 5.2 is partly inspired by the bootstrapping approach that is often used
to obtain ‘hard’ non-object (background) data in object detection problems, where the
negative examples that the current solution fails to discard are added to the training
set to improve the classifier. It can be also though of as a chunking algorithm for
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weakly equivalent SVM classifiers: instead of using a working chunk to ensure the
KKT conditions for the entire training set it uses a working chunk to ensure correct
classification of the entire training set.
The benefit of this approach is that a potentially large number of training points
are never directly used in the training steps, yet are validated to classify correctly. The
algorithm will terminate with one of the two cases:

Chunks of training data

non-supporting points

S

S

S

S

S

Figure 5.2: Incremental scheme. After each round of training the
support vectors remain in the training subset while non-supporting
data points are put back into the training set.
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Algorithm 5.2 Incremental validating training algorithm
input: training set S, training size M
initialise: j ← 1, S 1 ← Get Random Subset(S, M )
S ← S \ S1
f 1 = svm(S 1 )
repeat
S ← S ∪ S j \ sv(S j )
S j+1 ← sv(S j )

// put non-support points back into S
// take support vectors of previous iteration

i←1
while (|S j+1 | < M ) and (i < |S|) do
(x, y) ← S[i]

// fill up S j+1 with misclassified points
// take next data point in S

j

if sgn(f (x)) 6= y then
S j+1 ← S j+1 ∪ {(x, y)}
S ← S \ {(x, y)}
end if
i←i+1
end while
f j+1 ← svm(S j+1 )
j ←j+1
until (|f j | = M ) or (|S j | = |f j−1 |)

// loop until the buffer is full or all remaining

points are classified correctly
return f j
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• If M is larger than needed for an exact solution, M > |svm(S)|, the
algorithm will produce a classifier of similar complexity as the exact solution and
will correctly classify all the data points that are not support vectors.
• Otherwise, a set of M support vectors will emerge that define a reasonable
classifier for size M .
The incremental algorithm can be roughly represented by Figure 5.2. Proposition 5.4 suggests that the incremental algorithm will produce more accurate classifiers
than the reduction approach, giving the following ordering:
r̄(fReduction ) ≤ r̄(fIncremental ) ≤ r̄(svm(S))

(5.3)

Moreover, the validation part that picks the data points for the next iteration explicitly strives towards a weakly equivalent solution that classifies the entire training set
correctly.

5.2.5

Relation to Other Approximate Methods

The reduction and the incremental validating algorithms use very simple criteria to
determine which data points are included/excluded from the training. The reduction
algorithm removes data points if they are not support vectors for the chunk they were
assigned to, while the incremental algorithm only trains on the data points that are
misclassified by the current hypothesis function.
Both of the algorithms could be further improved using more complex criteria suggested in other SVM training approaches. A controllable threshold could be applied to
the function value f (x) in order to keep data points that are not support vectors but
are close to the margin (as suggested in Cauwenberghs and Poggio (2000)) or to select
candidate points that are further away from the current hyperplane.
The hypersphere approach of Katagiri and Abe (2006) or the reduced convex hull
method of Mavroforakis et al. (2006) could alternatively be adapted for both of the
algorithms to select the data points near the surface of each class in the feature space
as potential training points.
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5.3

Experimental Results

5.3.1

Algorithm Comparison

Dataset
To compare the different training schemes, image data from a face detection project
was used. 20 × 20 pixel patches of images containing human eyes were used as positive
examples and random background image patches were used as negative examples. The
following experiments were ran using a set of 1407 images containing 2456 eye objects.
The data set was augmented with variations of every eye object, where one pixel
shifts of the object window in 8 directions were added, resulting in 22104 positive
examples of the eye object. The same number of random background patches from the
same images were used as the negative examples, giving a moderately large training
set of 44208 examples.
Experiments
To measure the accuracy of the resulting classifiers they were evaluated on the entire
training set, denoting by r̂ the percentage of examples in the training set that a given
decision function classifies correctly. We ran the training schemes varying the subset
size parameter M between 500 and 5000 data points, a practical limit of available
hardware resources. SVM training parameters for the Gaussian kernel width (σ = 6.3
for normalised data) and constraint bound C = 10 were assumed to be problem specific
and were fixed at values known to work well for the dataset. For every resulting decision
function the overall time taken and the accuracy r̂ were recorded. Furthermore, for
the reduction algorithm the value of M̄ = 0.1M was used.
Figure 5.3 shows the accuracies of the classifiers obtained using the different algorithms with varying subset size M . The results are consistent with the expected order
(Equation 5.3)—the reduction scheme is less accurate, while the incremental scheme
reaches peak accuracy earlier. The conclusion is that the largest possible training
subset size M should be used where maximising the accuracy is desired.
Figure 5.4 shows the complexity of the resulting classifiers in terms of the number
of support vectors. Notably there seems to be a limit to how complex the solutions
for the given training set can get when using the incremental method. If this method
indeed picks ‘better’ support vectors, it could indicate how complex an exact solution
for the given large problem might be. These results illustrate the scenario where the
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capacity of the available SVM training algorithm is larger than the number of support
vectors needed to find a solution to the SVM optimisation problem over the entire
training set, resulting in good performance on the separate evaluation set.
The algorithm comparison experiments produce encouraging results—reasonably
accurate classifiers can be obtained from a moderately large dataset in acceptable time.
The largest and most accurate classifiers with the subset size of M = 5000 took under
2 hours for the reduction algorithm and under 5 hours for the incremental validating
algorithm to train on a conventional desktop computer. In comparison, obtaining an
exact solution using chunking/working set methods would be expected to take weeks.
However, 50K training examples is still only a moderately sized dataset. The true
goal is to use the algorithms in a scenario with a very large or virtually unlimited
amounts of data. The next section describes a scenario with one million training
examples.
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Figure 5.3: Accuracy of classifiers obtained using different training
schemes. As expected, the incremental validating algorithm outperforms the reduction algorithm. Both training schemes produce usefully accurate classifiers.
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5.3.2

A Million Sample Dataset

Dataset
To further test the capabilities of approximate training, an experiment was designed
that attempts to utilise a training set of one million examples, a task hardly feasible if
using exact SVM training.
For the training set 1571 images of frontal human faces were used (multiple image
sources, around 1000 different human subjects, varying lighting conditions), containing
a total of 2500 eye objects (obstructed or closed eyes not included). The eye dataset
was then augmented by adding shifts of the object window in four directions (×5),
two slightly smaller and one slightly larger crop for each location (×4), and nine image
rotations between −20◦ and 20◦ at each position (×10), resulting in 500K examples of
an eye object. Next, 500K random background patches were extracted from the same
images, resulting in a training set of one million examples.
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Figure 5.4: Complexity of classifiers obtained using different training
schemes, in terms of the number of support vectors. The incremental
validating algorithm seems to approaches a limit of support vectors
needed to correctly classify the entire training set. The reduction
algorithm fails to select the optimal set of support vectors and ends
up using more points to define the boundary.
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For the evaluation set, a different set of 505 images containing 801 eye objects
were chosen to be used as positive evaluation examples, together with 16020 random
background patches from the same images for the negative examples.
Experiments
To have a baseline, an exact SVM classifier was trained using just the original 2500
positive examples and bootstrapping for negative examples over the 500K set of background patches. The overall training time was 3.5 hours and the resulting decision
function had 1598 support vectors.
A classifier was then trained using the incremental validating scheme, using the
buffer size of M = 5000. 16 iterations of training took a total of 17.5 hours and
processed (validating or training) 350K of the examples before saturating the training
buffer with support vectors, resulting in a decision function with 5000 support vectors.
The reduction scheme with M̄ = 500 on the other hand took only 10.5 hours and
discarded 957K examples. A decision function trained on a random subset of 5000
from the remaining 43K had 3896 support vectors.
1
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Figure 5.5: ROC curves of the one million dataset classifiers. The approximate incremental validating classifier trained on the augmented
dataset outperforms the exact SVM trained on the smaller original
dataset.
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0.2

Figure 5.5 shows the Receiver Operating Characteristic (ROC) curves for the two
augmented set functions compared to the exact support vector machine classifier of
the original dataset, calculated over the evaluation set. The approximate incremental
function trained on the augmented set shows a better characteristic than the original
SVM.
To further support the result, the classifiers were ran as eye-detecting scanners over
the evaluation images. The conventional classifier found 93.5% percent of known eyes
in the images, while the incremental classifier from the augmented set found 98.8%
percent.

5.4

Discussion

When faced with a large learning problem and a support vector machine algorithm
implementation of limited capabilities, approximate training strategies can be used
to obtain an approximate solution. The reduction scheme can provide a quick feel
of the redundancy in the problem data, checking if the data can be reduced to a
manageable size, while the incremental validating scheme can extract a classifier of
maximum complexity dictated by the available computing resources.
The approximate decomposition approaches to SVM training enabled quick training of approximate decision functions over very large sets of data. The two suggested
schemes can use any available SVM implementation as its basic component. Furthermore, the trade-off between the training time and the resulting accuracy for both
algorithms can be controlled using the subset size parameter. Particularly the incremental validating algorithm has two attractive properties, making it a useful tool in
training classifiers for object detection:
• For large and complex problems it will maximise the number of support
vectors extracted from the dataset, limited only by the computational capacity
given by the training subset size M .
• For large but well generalisable problems the algorithm will result in weakly
equivalent classifier, correctly classifying the entire training set.
Having a fast way to train SVM classifiers on large sets of data enables looking into
ways to increase the accuracy of object-detecting classifiers. Chapter 6 discusses the
use of the Incremental Validating algorithm to successfully compare different dataset
augmentation approaches, resulting in overall improvements in classification accuracy.
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Furthermore, as becomes evident in Chapter 7, large selections of random background patches as used in experiments here may not be sufficient to achieve competitive face detection performance. A method known as bootstrapping is commonly used
to select ‘hard’ background examples. The Incremental Validating algorithm will be
shown to support such processes by selecting background examples for training from
the errors of intermediate object detectors rather than a pre-generated pool of random
examples, to further boost the performance of resulting classifiers.
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Chapter 6
Dataset Augmentation Methods
The dependence that machine learning algorithms have on the quality of training data
is possibly one of the hardest obstacles for the success of the applications of those methods. Particularly for complex high-dimensional problems, the input domain may be so
large that all possible inputs can hardly be considered. The potentially very complex
decision boundaries between the different classes of objects in the input domain have
therefore to be learnt from a very limited set of available examples. The generalisation
theory is attempting to address this issue by suggesting algorithms that are guaranteed
to learn generic rules based on small subsets of example data, and the support vector
machine learning algorithm excels at this task. However, like any good learning system
it is expected to perform better when used with more example data that is relevant to
the problem, and for practical purposes this opportunity of performance improvement
should not be dismissed.
Computer vision problems in particular are greatly affected by the typically small
training sets. For object detection, it is not uncommon to have datasets of a few
thousand example images of the target object. Even for very small resolutions that is
just a tiny fraction of all possible different views/variations of the object. The primary
reason for the small datasets is the tedious manual labour required to accurately acquire
and label the data; however until recently learning from much larger datasets was a
hard problem anyway, due to the curse of dimensionality. The methods introduced
in Chapter 5 enable dealing with orders of magnitude larger datasets; obtaining such
amounts of relevant data is a different problem altogether.
The goal however is not to have a training set with every possible representation
of an object—with a well generalising technique such as the SVM algorithm, the need
is rather to have a sufficient number of diverse examples so that an accurate class
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boundary can be learnt. This chapter uses the approximate SVM training methods
introduced in Chapter 5 to compare different dataset augmentation techniques, with a
goal to produce more accurate object detection classifiers.

6.1

Overview of Common Augmentation Methods

The earlier object detection approaches typically moved in an opposite direction and
instead of growing the datasets attempted to shrink the input domain by applying
various normalisation methods. The trends to normalise image data for brightness and
contrast or to align the object examples on the image plane continue to this date. It
must be observed that while such steps can simplify learning, they also may require
additional effort during the application stage, where for example each query image
will have to be normalised using the same steps. Consider instead a classifier that
was trained using artificially generated variations in brightness and contrast of the
examples—at the very least it should have comparable accuracy without the need to
pre-process the query images.
Recent developments in machine learning methods enable the training of such classifiers. A counter-example to the object image alignment is the approach of Le and
Satoh (2004), where a larger 36 × 36 pixel classifier containing all possible translations
of the target 24 × 24 object was used for rapid background removal.
The face detection problem has seen a number of methods creating variations of
face images for detection learning. Vapnik (1998) suggested that small linear transformations should generally not change the class of the image. For example, Tsang
et al. (2006) use small transformations (blurring, flipping, rotating) to obtain very large
training sets.
Synthetic face image generation based on three-dimensional models is another common approach. Huang et al. (2003) and Heisele, Serre, and Poggio (2007) map human
face images onto transformable 3D face models, enabling fast generation of synthetic
images of varying facial expressions, viewing angles and lighting conditions.
The majority of the dataset augmentation methods used by face detection and
recognition researchers seem to be necessity driven, as the available datasets are few
and limited, and have not been systematically compared. The experiments presented
in this chapter attempt to test a number of different transformation and statistics based
methods and evaluate them based on the accuracy of resulting SVM classifiers.
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6.2

Dataset Augmentation Techniques

This section describes the different dataset augmentation techniques compared. While
the experiments are performed using human face data, these augmentation techniques
are generic for any object detection problem and should be applicable in any patternbased object detection scenario.

6.2.1

Outliers in the Training Data

Figure 6.1: Training set outliers. Amongst the training errors of a
2500 example eye set there is a number of examples of underrepresented types: rotated eyes and low contrast/brightness examples are
not typical for the dataset and become outliers.
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One way to get insight into the ways a dataset could be improved is to examine its
outliers or training errors. A good guess can often be made as to what types of object
views are underrepresented in the training set. Attempts can then be made to improve
the dataset by adding more relevant examples of the particular lacking types.
For example, Figure 6.1 shows the outliers of a 2500 eye example dataset. While
for some error examples the reason for misclassification is unclear, others are clearly
examples of images that are not typical to the training set, for instance rotations of
eyes on the image plane (due to subject head tilt) or images with low brightness or
contrast.
To improve the performance, a decision could be made to include more examples
of rotated objects or examples with more variation in brightness and contrast. When
such types of additional data is generated synthetically from existing examples, the
process can be referred to as augmentation by image transformation.

6.2.2

Image Transformations

Image transformations can be considered a class of domain-specific augmentation methods, as they typically follow an observation or intuition that adding certain modified
versions of known examples to the training set should improve the classification performance.
A number of transformations can be applied to image data in order to upscale the
dataset, with some of the more common approaches presented below.
Reflection
Perhaps the most trivial type of augmentation is reflection. For objects that have a
reflection-invariance axis, the number of examples can be instantly doubled: following
the human eye detection scenario, if the classifier is to treat both left and right eyes
as valid matches, every left eye can be mirrored across the y-axis to obtain a possible
right eye, and vice versa.
Translation and Scale
For most images, especially images of photographic nature, nudging the object window
by a few pixels in some direction is very unlikely to obstruct a large enough part of
the object so that recognition would become impossible. Even though the objects are
typically centred inside the object window, in human annotated datasets a translation
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error of a few pixels is to be expected. While for some objects it is possible to perform
further alignment of the examples, e.g. by minimising some distance measure between
the images, it is generally accepted that some minor variance in the position of the
object within the window may exist.
The issues associated with such position variance are evident when object detection
is performed on an entire image using the sliding window method. If every possible
pixel is used as a starting point for the detection window, in practice it is very likely
that multiple matches of the same object in neighbouring windows will be detected.
Depending on the position accuracy requirements of the intended application, different
result merging solutions can be applied, e.g. picking the highest scoring match out of
every overlapping group. It is also expected that alignment of the training data should
result in fewer such neighbouring matches.
Consider a training set where for every example all of its possible translations by up
to one pixel in both directions horizontally and vertically are also included. It would
be reasonable to expect that the sliding window of the resulting detection classifier
only needs to be applied every 3 pixels on the target image to detect the same objects
as the classifier of the original set would. This nine-fold improvement in the number
of positions to test comes of course at the trade-off for a possibly much more complex
classifier.
In practice, not only does including translations of the object windows into the
training set enable larger steps for the sliding detection window, but also improves classification of previously discarded patches. As expected from all augmentation methods,
by saturating the training set with more examples, a more complex decision boundary
is learned that can help to classify unseen examples.
The arguments above apply to scaling of the object window as well. As the object
instances are commonly annotated at higher resolution than the learning and detection
stages require, using slightly larger or smaller windows to mark an object instance may
result in only sub-pixel level differences as the image is scaled down to the training
example size.
Rotation
Another straightforward transformation that can be applied to training examples is
rotation. Unlike with translation, it is not common to test different rotations of the
sliding window during the detection process, meaning that even just slightly rotated
instances of the object in the query image may be missed.
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The need to match (or ignore) rotated instances of the object may very well depend
on the requirements of the application. With face detection, some interactive systems
may treat head tilts as a type of control input and would specifically need to estimate
the angle of image plane rotation, consequently treating different levels of tilt as separate classes of the object. For applications that are only concerned with the presence
of the object in the frame however it is common to include rotations in the training
set. For face detection, it is typical to add image plane rotations of faces by up to
45◦ − 60◦ .
Out of plane rotation is hard to synthesize using just the 2D data, although for
some objects window skewing might have a positive effect. For face detection, the
preferred approach seems to be the use of 3D face models, however such approaches
are out of scope for this comparison.
Other Transformations
Other transformations that have been used to augment the training sets include blur
and brightness adjustment, however they were not tested in the experiments described
later in this chapter in the favour of covering alternative methods described below.

6.2.3

PCA Model of Training Data

An alternative to domain-aware methods are purely statistical methods that treat the
data points according to the assumptions about their distribution or subspace structure.
Principal Component Analysis (PCA) is an effective dimensionality reduction and
data modelling tool that also saw its use in computer vision applications. Sirovich and
Kirby (1987) proposed the idea to encode human faces with alternative coordinates
provided by the basis of the principal components, which led to the eigenfaces method
of face detection (Turk and Pentland, 1991). The idea here is to use the principal
component model of the training data to generate new random examples from the
same space that would fit the model.
Given a set of n-dimensional data points, the goal of PCA is to find an alternative coordinate system, where data variance along each axis is independent from the
other axes. The new axes are orthogonal and ordered according to the respective data
variance. A normal distribution of the data points is assumed by the PCA method,
and the new axes are found by decomposing the covariance matrix of the data and
finding its eigenvectors. More formally, a PCA model of training data can be defined
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as follows:
Definition 6.1. PCA model: given a set of data points S+ = {x1 . . . xN }, its PCA
model can be computed as follows:

N
1 X
x̄ =
xi
N i=1

is the mean of all the examples and

S = [(x1 − x̄) . . . (xN − x̄)]
is a matrix containing mean-adjusted examples as column vectors. A covariance
matrix of S can be then found by:

C = cov(S T ) = SS T
so that Ci,j contains the covariance value between the i-th and the j-th dimensions
of the training examples, over the entire training set. C can then be decomposed into
an eigenvector matrix V and a diagonal eigenvalue matrix D:

V , D = eig(C) so that CV = V D.
The matrices V and D can then be sorted in the decreasing order of the eigenvalues
in the diagonal of D and represent the PCA model of the training set S+ . The eigenvectors are the columns of V and form the basis for the PCA coordinate system, while
the values in the diagonal of D show the variance in each corresponding coordinate
when the training set is mapped into the alternative coordinate system.
The de-correlation of the axes achieved by PCA suggests a straightforward method
to generate random data points. Since under the Gaussian distribution assumption
the axes are independent, a coordinate for each axis can be generated individually
by simply picking a random value from a normal distribution with a corresponding
standard deviation (the axes are chosen to have zero mean).
One of the results of PCA is a linear transformation matrix V T that can be used to
map the data points from their original coordinates to the principal components space.
90

By using the inverse of this transformation V , the randomly generated coordinates in
the PCA space can be mapped back into the input space, where they will represent a
new training sample that conforms to the model of the data:
Definition 6.2. PCA example synthesis: given a PCA model in the form of eigenvectors V and eigenvalues D, new random examples can be generated. Let

t = (t1 , . . . , tn )
represent coordinates in the PCA coordinate system, generated so that ti is a random
p
value from a normal distribution with a standard deviation of D i,i , or in other words,
with variance equal to the i-th eigenvalue. A new example is then obtained by projecting
t into the original input space and adding the mean of the examples:

xt = V t + x̄.
Figure 6.2 shows random eye examples generated using a PCA model obtained
from a training set of 2500 examples. Visually, most of the randomly generated eye
images can unmistakably be identified as eyes, suggesting that this is a feasible way to
augment the datasets.
One parameter for the PCA model is the number of principal components to be
used—since the axes are ordered by decreasing variance, dimensionality reduction can
be achieved by only taking into consideration the first l < n dimensions. Commonly, l
is chosen to account for 90% or 95% of the overall variance in the dataset.

6.3

A New Approach

The PCA model is known to be sub-optimal for complex problems due to its assumptions of linearity and normal distribution. This section attempts to suggest a novel
augmentation approach that is generally applicable to complex problem subspaces.

6.3.1

History of Locally Linear Methods

One area in machine learning that is getting a lot of interest in the recent years is
subspace and manifold learning. The observation that in the high-dimensional space
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of 2D images, views of a particular object are spatially related and tend to form lowerdimensional subspaces fits well with the face-space hypothesis in the study of human
vision (Valentine, 2001) and has sparked a number of approaches that attempt to learn
or model such subspaces.
A good example of the subspace behaviour is the result of Basri and Jacobs (2003)
that proved the images of a convex Lambertian object under arbitrary distant lighting
to lie close to a nine-dimensional (9D) subspace. Similar behaviour can be observed

Figure 6.2: Random eye examples generated using PCA. Only the
first 100 of the 400 components were used, which accounted for over
95% of variance in the original dataset.
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when considering for example views of all possible rotations of a 3D object, or various
out of plane rotation angles of a human head.
The property of local linearity that such manifolds of object views exhibit led to
new methods of modelling and learning. Local Linear Embedding (Roweis and Saul
(2000) and Saul and Roweis (2003)) was suggested as a neighbourhood preserving
dimensionality reduction alternative to PCA, and its improved results suggested that
the non-linear subspace of human faces can be better approximated by the locally linear
approach. LLE considers every data point as a weighted average of its neighbours and
preserves this relationship in the dimension-reducing mapping.
Zhang, Li, and Wang (2004) use LLE as a starting point for their Manifold Learning
Algorithm (MLA) and suggest a Nearest Manifold classification approach that shows
improvement in human face recognition accuracy. He, Yan, Hu, Niyogi, and Zhang
(2005) introduced an alternative Locality Preserving Projection (LPP) algorithm that
achieves dimensionality reduction better suited for classification purposes.
Finally, Chen, Chang, and Liu (2005) suggest a Local Discriminant Embedding
(LDE) method that takes into account not only the neighbour relationships of data
points but also their class memberships, improving the classification performance. The
kernel expansion of LDE was shown to further improve the discrimination ability, and
was successfully used for face recognition.

6.3.2

Local Linear Neighbourhoods

Algorithm 6.1 Local Linear Neighbourhood augmentation algorithm
input: dataset S+ = {x1 . . . xN }, neighbourhood size k, augmentation factor M
initialise: SA = ∅
for i ← 1, N do
T ← KNN(S+ , xi , k − 1)
T ← T ∪ {xi }

// find k − 1 nearest neighbours of xi
// include xi in the neighbourhood so that |T | = k

for M times do
[t1 . . . tk ] ← Rand Fix Sum(k, [0, 1], 1)
P
zt ← kj=1 tj T [j]

// random coordinates in the LLN
// linear combination

SA ← SA ∪ {zt }
end for
end for
S+ ← S+ ∪ SA

// add new points to the dataset
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The assumption of local linearity that all of the above methods share can be used
to suggest a novel dataset augmentation technique. Considering a neighbourhood of
known data points as a local coordinate system basis, new points can be generated
that are linear combinations of the basis vectors:
Definition 6.3. Local Linear Neighbourhood (LLN): given a set of data points T =
{x1 . . . xk }, the LLN of T is considered to be:
(
LLN (T ) =

zt |zt =

k
X

ti xi , 0 ≤ ti ≤ 1,

i=1

k
X

)
ti = 1 .

i=1

Observe that LLN (T ) consists of all the points inside the convex hull of T .
A dataset augmentation method (Algorithm 6.1) for a given dataset S+ can then
be suggested that considers small groups of k Nearest Neighbours (KNN) in S+ and
generates new random points in the local linear neighbourhoods of those groups. The
algorithm uses the RandFixSum method (Stafford, 2006) to generate random coordinates in the LLN that are uniformly distributed.
Figure 6.3 shows eye examples generated using the LLN method. Notice that from
the class learning perspective, LLN does not add any points that would sit outside the
limits (the convex hull) set by the known data points, nor does it assume linearity in
the entire dataset, as is the case with PCA modelling.
The goal of LLN augmentation is to enforce the boundaries of the object class by
having a denser representation. In particular, it is expected that underrepresented
regions in the subspace will be prevented from becoming outliers during training.

6.4

Experimental Results

To evaluate the different augmentation methods, the following empirical tests were
performed. A dataset of human eye images was upscaled using the different methods
and approximate SVM classifiers were trained on the resulting datasets. The accuracy
performance of the classifiers was then compared in the form of ROC curves.
Datasets
The starting training set was obtained from 1571 images of frontal human faces, producing a total of 2500 eye examples. For each augmentation technique a 20 fold upscale
of the initial set was performed, resulting in 50K examples in each positive training
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set. For negative examples, a set of 500K random background patches were extracted
from the above images and the same negative set was used for every positive set.
Translation and scale set. The translation and scale dataset was augmented
using 1 pixel shifts of the object window in 4 directions (×5) and by then scaling the
object window by −1, +1 and +2 pixels for each position (×4).
Rotation set. The rotation dataset was augmented by adding 19 image plane
rotations at even steps between −30◦ and 30◦ (×20).
PCA-100 set. For the PCA dataset, a PCA model was built using the original
2500 examples, and 47500 additional examples were randomly generated using the first
100 principal components, responsible for over 95% of variation in the dataset.
Local Linear Neighbourhoods sets. The LLN datasets were constructed by
adding M = 19 new data points from the k-sized neighbourhoods of every original
point. k was varied between 10 and 100 and the best performing classifier was chosen

Figure 6.3: Random eye examples generated using LLN. Each row
shows random eyes generated in the k = 20 neighbourhood of the
left-most eye (the neighbourhood centre).
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for comparison with other methods.
Evaluation set. To test and evaluate the classifiers, a different set of 505 images
containing 801 eye objects were chosen to be used as positive evaluation examples,
together with 16020 random background patches for the negative examples.
Experiments
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Figure 6.4: ROC curves of LLN augmentations. LLN-augmented sets
consistently yielded improved classifiers. The curves shown are the
best from 5 separate rounds of training, although the algorithm did
not show significant variation in performance. A neighbourhood size
of k = 40 examples resulted in the best classifier.

To have a baseline, an exact SVM classifier was trained using just the original
2500 positive examples and bootstrapping for negative examples over the 500K set of
background patches.
Figure 6.4 shows the accuracy performance of classifiers trained on LLN-augmented
datasets with a varying neighbourhood size. All the tested neighbourhood sizes k in the
range 10 . . . 100 consistently resulted in improved classifiers compared to the original
non-augmented set. A classifier with neighbourhoods of k = 40 examples was selected
as the best one to compare against the other augmentation techniques.
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As expected, all of the augmentation methods improve the classification performance over the original small set (Figure 6.5). The improved classification however
comes at different prices—Figure 6.6 displays the complexity of resulting classifiers in
terms of the number of support vectors. As expected, image plane transformations
extend the problem subset, making the learning problem harder, making the approximate training reach the pre-set capacity of 5000 support vectors. PCA too increases the
problem complexity, but the lower accuracy gain for a fairly big increase in complexity
suggests that the linear model that PCA considers is not the best representation of the
data.
The positive and somewhat surprising outcome is that LLN augmentation helps
not only to retain the original complexity, but actually can reduce it while offering
improved classification performance. The interpretation of this result ties to the fact
that LLN augmentation avoids extending the boundaries of the subspace represented
by the training set. By definition, all the new data points generated using local linear
neighbourhoods lie inside the convex hull of the entire training set; moreover, by being
local the augmentation aims to support the existing possibly non-convex surface, and
in general will attempt to place new points inside it. This strategy results in a surface
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Figure 6.5: ROC curves of the different augmentation methods.
Added rotations resulted in the best accuracy improvement, while
PCA augmentation showed the least improvement.
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to be learnt that is close to the original one, but has a much denser representation in
terms of data points, meaning that ‘better’ supporting examples can be chosen by the
approximate SVM training algorithm, resulting in a more compact solution.
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Original

Number of support vectors

6000

0
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Figure 6.6: Classifier complexity for different augmentation methods. Image plane transformations seem to make the learning problem
harder than the available training capacity. PCA also increases the
subset complexity, while LLN seems to offer a solution with fewer
support vectors.

Results
The empirical experiments performed above suggest the following observations:
• Expanding the class subspace can improve classification performance,
but the complexity of resulting classifiers should be expected to increase. Object
window translations and rotations are examples of such augmentations.
• As noted elsewhere, for complex problems the linearity and normal distribution assumptions that PCA makes may not be valid, explaining why
PCA-based augmentation resulted in the least improvement in performance at
still a fairly high classifier complexity cost.
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• Reinforcing the class subspace by increasing the density of data points
can also increase classification accuracy, without necessarily making the
classifiers more complex.

6.5

Future Work

The recent popularity of the linear embedding methods in different research fields
suggests that local linearity assumption may be valid for a larger variety of data. An
important objective for follow-up research will be to test the LLN augmentation method
with a larger variety of datasets from different fields.
Future work on the LLN approach could include heuristics to selectively apply
augmentation to regions in the subspace with lower data density, avoiding the addition
of unnecessary examples. To take this idea further, it may be possible to achieve a closer
integration of such an approach with SVM learning, so that local linear neighbours are
generated during the training process. The support vector machine learning algorithm
could search for candidate ‘better’ supporting examples, for instance to minimise the
complexity of the resulting classifier.
Furthermore, the convex hull constraint of LLN could be relaxed to extend the
neighbourhoods by a controlled amount. Presumably, by selecting examples from such
an Extended Linear Neighbourhood, the subspace in question could be gradually expanded, while at the same time keeping its general structure unchanged. The expectation with such approach would be that by adding more examples to the margin area
between the classes, further reinforcement of the decision boundary in favour of the
minority class could be achieved.

6.6

Discussion

Even for machine learning techniques with guaranteed generalisation, in practice the
attainable classification accuracy depends to a large extent on the quality of available
training data. This chapter considered the issue of small datasets and reviewed some
methods of dataset augmentation commonly applied in the context of the object detection problem. The known approaches were compared with a novel Local Linear
Neighbourhood augmentation method, which proved to be effective at improving the
accuracy of SVM classifiers without increasing their complexity.
Depending on the circumstances, two approaches to improving classification perfor99

mance with the available training data can be taken. Firstly, domain-specific transformations that are known to retain the class of the points can be applied to augment the
dataset. Secondly, generic statistical methods can be applied that generate new data
points according to assumptions about the data distribution and subspace structure.
The suggested LLN augmentation algorithm is of the second variety and demonstrates the following properties:
• The structure of the class subspace at the global level is generally
preserved and the complexity of the decision surface does not need to grow.
• At the local level linear relationships between data points are reinforced,
making the class representation denser. The approximate training algorithms of
Chapter 5 applied to such data can extract weakly equivalent SVM classifiers
with improved accuracy and possibly lower complexity.
• The augmentation locality factor can be controlled by the neighbourhood size parameter and tailored for the particular dataset to maximise the
accuracy gains.
In a sense, LLN augmentation is a ‘safe’ method in a way that it avoids extending
the existing class boundary established by the available data but rather reinforces it.
No guesses about the global structure of the class subspace are made as the method
operates solely under the local linearity assumption, supported by current subspace
and manifold method trends in machine learning. In combination with the large approximate training methods, LLN augmentation is a useful tool for training accurate
object detection classifiers.
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Chapter 7
An Improved
Face Detection System
The new approaches presented in this thesis were developed as a part of an attempt to
build an improved face detection system, capable of doing accurate face detection at
interactive speeds. The extensibility of the support vector machine learning technique,
which is at least partly due to the intuitiveness of its geometrical interpretation, enabled
the construction of the improved training and classification methods, so that the good
generalisation performance of the SVMs can be applied to the complex problem of face
detection.
Even with the choice of a particular machine learning technique, the problem of
face detection has a number of aspects that need consideration in order to achieve
acceptable performance. The core of this thesis addresses three of these aspects typically encountered when attempting to use SVM learning for face detection: speed of
classification during detection, speed of large scale learning and accuracy constraints
posed by sparse training sets.
Chapters 4, 5 and 6 introduced the individual contributions that suggest improved
methods for solving those issues, while this chapter attempts to place all of the new
approaches in the context of real world face detection systems. First, a pattern recognition based face detection system is described that demonstrates the applicability of
the newly developed approaches to achieve competitive performance as measured using a popular benchmark dataset. Then a component based extension of the system is
discussed, and finally a different problem of mouth state estimation is shown to benefit
from the methods introduced.
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7.1

Face Detection Assumptions

The task of the face detection system described here is, given a single photographic
image, to determine the position and size of human faces present in that
image. No assumptions about the human subjects or the source of the image are to be
made. Furthermore, the appearance and orientation of faces in the image are not to
be considered limited to any particular scenario. And finally, the speed of the system
should be maximised and suitable for interactive applications.
Every non-trivial system has assumptions that limiting decisions are based on, and
even where the most generally applicable functionality is desired, such assumptions
have to be made in order to make the scope of the required work feasible. With the
above goal in mind, a number of assumptions were made that the face detection system
described here will observe.
• Only pixel intensity values will be used in both learning and detection.
While colour information can be used to further improve the performance, lack
of it should not significantly impair a vision system. Operating on the grey-scale
values on the other hand result in complexity reduction during both learning and
detection.
• No image normalisation will be performed for either learning or detection.
To maximise the detection speed, raw image data should be used during classification, which in turn suggests that no normalisation should be applied to training
data.

7.2

Face Detection with Face Patterns

Frontal face detection by pattern recognition is a common approach and has received a
considerable amount of attention from the computer vision research community. Over
the years, a number of training and evaluation datasets have been suggested that help
to compare the different face detection methods. The following sections show how the
novel techniques suggested in this thesis can be combined to produce a competitive
face detection system by evaluating the performance on a popular benchmark dataset.
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7.2.1

Datasets

To both maximise the resulting accuracy and demonstrate the application of large
training algorithms, a number of available face databases were combined to serve as
the training set for the proposed face detection system. To have a unified example
size, the lowest dimensions of 19 × 19 pixels were chosen, and examples from datasets
of larger resolution were cropped and/or scaled accordingly.
• CBCL Face Database #1 (MIT Center For Biological and Computation Learning, 2000), contains face and non-face pattern examples as 19×19 pixel grey-scale
image patches. The ‘training’ subset contains 2429 faces that were added to the
training set.
• CMU Training Set (Schneiderman, 2004) provides example faces as 25 × 25
pixel patterns. 2752 face examples from this dataset were added to the training
set after cropping the central 19 × 19 pixel sub-window.
• Stirling Faces Dataset (University of Stirling, 2007) contains example images
of a small number of human subjects with different facial expressions shot at
different angles. 207 of the frontal and near-frontal images were cropped to
contain the face and scaled down to 19 × 19 pixels.
• Sheffield (UMIST) Dataset (University of Sheffield, 2007) also provides im-

Figure 7.1: Example faces from the CBCL face database.
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ages of a small number of subjects at a number of viewing angles. 1012 faces
were cropped and scaled to the target size in order to be added to the training
set.
• Viola and Jones Training Set (Viola and Jones, 2002) provides 4916 face
examples as 24 × 24 pixel images. These were cropped to the central 19 × 19
pixels as they cover more of the area around the face.
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Figure 7.2: ROC curves of the different face classifiers. The proposed
classifier that utilises a dataset of over a million examples shows significant improvement over a conventional SVM trained on the CBCL
dataset.

By combining the above datasets together, a training set containing a total of 11316
example faces was obtained, which constitutes a reasonable amount of example faces
for a useful face detection system. Some of the larger datasets that were included
have previously been individually used to achieve good detection performance, and the
expectation here is that combining them together will result in further improvements.
The CBCL Face Database #1 also contains a separate ‘testing’ subset, consisting
of 472 faces and 23573 non-faces that was used as an evaluation set to obtain the ROC
curve of the resulting classifier.
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7.2.2

Classifier Training

As discussed in detail in Chapter 6, there are a number of ways to further augment
datasets so that the accuracy of resulting classifiers is improved. For the suggested
face detection system, two types of augmentation were used.
Firstly, image transformations were used to add domain-specific variations to the
data. From the dataset augmentation experiments it was determined that image plane
rotations and translations of the pattern window result in the biggest performance
improvement. Pattern window translations were chosen as a common way to augment
the training set. For the datasets where the original examples are provided in resolution
larger than the target 19 × 19 pixels (all except the CBCL Face Database), one pixel
shifts of the object window in four directions (×5) were sampled as additional examples,
resulting in a total of 46864 face patterns.
Secondly, the Local Linear Neighbourhood (LLN) augmentation technique (see Section 6.3.2) was used to further increase the number of examples and reinforce the face
subspace, scaling the dataset to the total of 515504 examples by adding 10 random examples from the local linear neighbourhood of each example, using the neighbourhood
size parameter k = 50.
For the initial set of non-face examples, 500K random background patches were
extracted from 300 photographic images not containing faces. Overall, the resulting
training set contained over a million training examples, and training a SVM classifier
using conventional methods on such a dataset would be an infeasible task.
The Incremental Validating training algorithm (Section 5.2.4) was used to train an
approximate SVM classifier on the resulting large dataset. SVM parameters σ = 1000
(equivalent of σ = 3.9 if the image data were normalised to have pixel intensity values
in the range 0 . . . 1) and C = 20 were set to values known to work well with the training
set. A training buffer of a maximum of 12K slots was used during training, dictated
by the hardware resource limitations, yet ensuring that a reasonably complex classifier
could be extracted.
Figure 7.2 shows the advantage of the ability to perform large scale support vector
machine learning. ROC curves of two SVM classifiers are shown, obtained by evaluating
them on the CBCL Face Database ‘testing’ set:
• CBCL+SVM, a conventional SVM classifier trained using the CBCL Face
Database ‘training’ set that contains 6960 examples (2429 face patterns and
4531 non-face patterns). A similar result using the same datasets was shown
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by Heisele, Poggio, and Pontil (2000).
• Proposed system, an approximate SVM classifier, trained on a dataset of over
a million training examples, obtained starting with 11K original face patterns.
The ability to include large numbers of training examples, both face and non-face,
enables construction of classifiers of significantly higher accuracy. For example, at a
fixed false-positive rate of F P = 1%, the accuracies of the two classifiers are 30% and
65% respectively.

7.2.3

Bootstrapping

While the classifier presented in the previous section shows a significant improvement
by utilising a large training set, to achieve competitive face detection performance the
accuracy needs to be pushed much further. More specifically, assuming that significant
improvement in the true-positive rate is not possible without obtaining more original
face examples, the strategy is then to reduce the false-positive rate by learning from
many more background examples.
At a desirable detection accuracy of e.g. T P = 90%, the classifier described above
would have a false match rate of F P = 10%, which in the detection scenario is unacceptable. In practice, considering that during the detection process in just a single
image, anywhere between 10K and 100K of mostly non-face patches will have to be
classified, an acceptable false-positive rate should be less than F P = 0.1% to have a
low number of false matches per image. Even assuming that post-classification heuristics will be used to suppress some of the false hits, those may not be effective if the
false-positive rate is too high.
A common way to achieve reduced false-positive rates is known as bootstrapping. In
its original form, bootstrapping simply means restarting the classifier training process
with a ‘harder’ selection of examples, commonly chosen by applying a previous version
of the classifier to a large source of data. In the object detection scenario this suggests
that an intermediate classifier could be used to detect objects in a set of images, and
any false hits would replace the non-object examples in the training set.
The main reason for the bootstrapping process described above is the fact that in
many earlier machine learning approaches the algorithm implementation had a practical capacity limit, allowing only a certain number of examples to be used during
training. There was therefore a need to pre-select ‘hard’ examples in order to maximise the resulting accuracy. Some of the known face detection systems repeat the
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Table 7.1: Results of classifier bootstrapping. Notably, the bootstrapping process filled the training buffer with support vectors, indicating
that further improvement would be possible if the computational resources permitted increasing the training buffer size.

Classifier

Face/Non-face examples

CBCL+SVM

2429/4548

628

38%

Proposed classifier

515K/500K

8412

10%

12K

0.5%

Bootstrapped classifier 515K/∼100M

#SVs Error rate (T P = 90%)

bootstrapping process five to ten times in order to achieve competitive performance.
How does the ability to train SVM classifiers on very large datasets change the bootstrapping strategy?
Consider the Incremental Validating training algorithm introduced in Chapter 5.
The algorithm uses an intermediate classifier as a decision function to validate large
pools of training examples and only includes the misclassified examples in the next
round of training. In its essence, the algorithm already performs bootstrapping, only
by selecting ‘hard’ examples from the limited large pools that are provided as a training
set. In terms of support vector machine learning, the ‘hard’ examples are the ones
that most violate the optimality conditions of the SVM optimisation problem (see
Section 3.2.4 for details).
A straightforward modification of the Incremental Validating algorithm can use a
detection process to obtain the ‘hard’ non-face examples instead of taking examples
from a pre-generated training set. The modified main loop of the algorithm could be
based on the following steps:
1. Train an intermediate classifier.
2. Select misclassified face examples from the training set for the next round.
3. Apply the intermediate classifier on the background images not containing faces.
4. Select misclassified background patches for the next round.
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Such a training process would be equivalent to using the algorithm with an extremely large non-face dataset, containing as many examples as the number of unique
window positions that the detection process would consider in the target images.
To further improve the proposed face detection classifier, it was trained using the
above method to find false hits in the 300 background images with no faces by applying the sliding window detection process, considering more than 100 million unique
background patches. Naturally, the vast majority of these patches were never used by
the optimisation subroutine directly, however this extensive validation of all possible
examples gives a much better result than random background sampling.
Table 7.1 shows the effects of performing the bootstrapping. Since the algorithm
selected ‘hard’ examples from a very large pool, the training buffer limit of 12K was
exceeded and the algorithm had to terminate, meaning that the learning process could
continue if resources for a larger buffer were available. The achieved error rate of
F P = 0.5% is on the other hand reasonable when combined with post-classification
error suppression heuristics as discussed in later sections.

7.2.4

SVM Cascades

The next step in building the proposed face detection system is to ensure an acceptable speed performance that would be suitable for interactive use. To evaluate the
bootstrapped classifier of 12K support vectors on each possible location in the target
image would take minutes even on a fast processor.
To obtain a classifier with acceptable evaluation time performance, an approximation cascade was built using the Subset Optimisation algorithm (Section 4.4.5). The
cascade of size M = 150 was biased to have a high true-positive rate of T P = 95%
and the false-positive rates in the cascade were minimised using the 23K background
examples from the CBCL ‘testing’ dataset.
The cascade showed an overall false-positive rate of F P = 2% when evaluated on
the CBCL ‘testing’ set. The slightly higher false-positive rate was countered by placing
the full classifier at the end of the cascade, ensuring that any false hits not picked out
by the cascade would be discarded. The cascade discarded non-face examples using 21
vectors on average.
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Figure 7.3: Face detection examples from the CMU-MIT benchmark
database.
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7.2.5

Sliding Window Technique

The object detection process using a pattern recognition classifier is best known as
the sliding window technique. A virtual window corresponding to the dimensions of
the classifier is slid over the image at different scales, covering all possible locations
and sizes of the object window. For each such position, the decision function of the
classifier is invoked to determine if the position matches the pattern of the object.
For the proposed implementation of the sliding window ‘scanner’ a vertical and
horizontal step of 2 pixels and scale step factor of 1.2 were chosen, similar to other
known implementations. In such configuration, over a 320×240 pixel image the 19×19
pixel window has to make over 30K unique classifications, only a few of which will
possibly contain a human face.

7.2.6

Post-classification Heuristics

Being real-valued decision functions, SVM classifiers have a bias variable that enables
the control of the trade-off between the false-positive and true-positive rates, effectively
making it possible to choose any point on the corresponding ROC curve. When used
in object detection scenarios, this classifier bias requires individual consideration. Depending on the desired outcome, it is possible to set the bias to have a high effective
true-positive rate, suffering at the same time from a possibly high false-positive rate,
or fixing an acceptably low false-positive rate and dealing the fact that the number of
correct detections may be suboptimal.
While the bias of the classifier would directly impact its perceived accuracy, commonly object detection systems include an additional post-classification stage to refine
the results. The typical goal of such a stage is to merge overlapping match windows,
however more complex heuristics can be employed that for example discard matches
that are not supported by other neighbouring matches (Heisele et al. (2000)). Utilising
the fact that instances of the object in the image are likely to get multiple hits by
neighbouring (in position and scale) sliding window positions, a non-zero false-positive
bias can be set on the classifier and filtering out of standalone hits that are more likely
to be false-positives.
The following heuristic rules were used in the proposed system to group the matches
and filter out standalone hits:
• Any two windows overlapping by more than 25% of their areas were merged into
a mean window, and the process was repeated until no more windows could be
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merged.
• Only windows that resulted in merging of 4 or more original matches were included in the final output.
The combination of the above rules and the effective false-positive rate of F P =
0.5% resulted in less than one false hit per image on average.

7.2.7

Face Detection Performance

The CMU-MIT Frontal Face Images database (CMU-MIT, 2000) is one of the most
popular face detection benchmark databases. Put together in Rowley et al. (1998a)
it includes test datasets from Osuna et al. (1997b) and Sung and Poggio (1998) and
contains 130 images with a total of 507 faces, with ground truth positions of the faces
available.
Table 7.2 shows the comparison of results achieved by the proposed detection system
with a number of different results reported by face detection researchers. It has to be
noted that the CMU-MIT database contains a few images with hand-drawn rather than
photographic faces, and some systems, including the proposed one, choose to exclude
those images from the evaluation.
The proposed system performed slightly worse than the best known systems, although naturally the comparison is somewhat complicated by the different training
datasets being used as well as the differences in pre-processing of the images and postprocessing of the potential face matches. In practice however, all of the mentioned
systems achieve practically usable performance—some of the results from the CMUMIT test as detected by the proposed system are presented in Figure 7.3 and Figure 7.4
(see also the CD-ROM in Appendix A for the complete set of outputs).
The speed of detection is even harder to compare due to the changes in processor
hardware and therefore the results are rarely reported in a consistent and comparable
manner. With that in mind, some straightforward comparisons can be made. The state
of the art face detector of Viola and Jones (2002) was capable of scanning a 384 × 288
image in 67ms on a 700Mhz processor. The speed-oriented SVM cascade of Romdhani
et al. (2004) processed a 320 × 240 image in 10.4 seconds on a 500Mhz processor. The
proposed system processes a 320 × 256 image in 755ms on a 2Ghz processor.
The overall conclusion from the CMU-MIT benchmark test is that SVM learning
remains a competitive technique. More specifically, with the help of the new methods, a
system was built that combines the ability of the SVMs to represent complex, accurate
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Table 7.2: Face detection performance on the CMU-MIT database

System
Yang et al. (2000),

Faces found False hits Comment
94.8%

SNoW
Viola and Jones (2002),

78 Photographic images
only

90.8%

95 -

89.9%

75 Photographic images

Adaboost cascade
Heisele et al. (2000),
SVM
Proposed System,

only
86.5%

SVM cascade
Rowley et al. (1998a),

105 Photographic images
only

84.4%

79 -

80.7%

0.001% -

Neural network
Romdhani et al. (2004),
SVM cascade
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Figure 7.4: Examples of face detection errors. Some faces remain
undetected (false-negatives) while some background patches are misclassified as faces (false-positives).
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solutions as achieved by Heisele et al. (2000), with a fast method of evaluating SVM
classifiers on images, as shown by Romdhani et al. (2004).

7.3

Component-based Face Detection

The face detection system described in the previous section showed all of the core concepts and stages involved in a typical face detection application. The single pattern
recognition approach could be taken further, increasing the accuracy by adding more
training data, further bootstrapping the classifiers and developing more advanced postclassification heuristics. This section briefly discusses an alternative approach which
has received significant attention in face detection research—detection by facial components.
The component-based approach has multiple motivations behind it, including the
evidence that human vision employs both template (pattern) and model matching
systems. From the computational point of view the most common argument is based
on the observation that 2D patterns of complex objects like the human face exhibit
significant levels of transformation when the object is for example rotated out of plane.
Views of individual components of the face, such as eyes, on the other hand change
less, as do the spatial relations between the different components. An argument can
be made that less complex pattern classifiers would be needed to detect individual
components, and a final decision about the presence of a face could be made based
on a known model of relations between the facial components. Such component-based
systems have been shown to outperform single pattern face detection systems in recent
work (Heisele, Ho, Wu, and Poggio (2003) and Heisele et al. (2007)).
On the other hand, the use of individual components poses an additional requirement for image resolution. For example, one of the criticisms for the popular CMU-MIT
face detection benchmark discussed earlier is that being over a decade old it presents a
significant focus on images of low resolution and otherwise poor quality. In a number
of CMU-MIT benchmark images, individual facial components are so small that they
could hardly be said to present a distinct pattern. Early research on component-based
detection conducted by Heisele et al. (2000) concluded that small facial feature patterns
extracted from the 19 × 19 face images performed worse in the CMU-MIT benchmark.
Therefore, to successfully use facial components for detection, sufficient resolution in
both training and query images is needed so that meaningful facial component patterns
can be learned and detected.
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To use the component-based detection and to further improve the face detection
performance, three additional assumptions need to be introduced:
• To achieve generally applicable performance, highly varied training data
should be used. In the ideal situation, training data would come from the
same source as the future queries. For arbitrary queries however the source of
the training data should be as varied as possible. The face detection system could
therefore be trained on images randomly sampled from the internet, picking images that contain human faces but imposing no further selection criteria.
• Human faces will be detected by a set of predefined components, such
as eyebrows, eyes, nostrils and mouth. The component-based approach does
introduce additional complexity, but helps solve a number of issues such as partial
occlusion and out of plane rotation.
• Sufficient image resolution is needed in order to learn and detect component
patterns. Specifically, this assumption posses a limitation on the quality of images
the system would be expected to successfully process.
The following sections show how a pattern based face detection system can be
extended to use a component model. The development of a competitive componentbased detection system is an ongoing work in progress and only some preliminary
results can be shown.

7.3.1

Data Acquisition

Having the system goals in mind, the selection of the data to work with can be considered the most important step—decisions made at this stage are likely to affect all
the other stages, possibly in a significant way. The process of data acquisition involves
deciding on the face model to be used, selecting a sufficient number of images from a
chosen source, annotating the images and extracting the relevant parts of image data.

7.3.2

Face Component Model

For the face detection system described here, a component-based face model was chosen
similar to the one proposed by Heisele et al. (2007). Compared to a global approach
that considers the pattern of the entire face, a component-based approach first detects
individual facial features, and then compares the matches found to a known component
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model. The main motivation to use a component model is its flexibility with regard to
varying head poses—while the global pattern of the face can change a lot with out of
plane rotation, individual facial features and their spatial relations vary less. Furthermore, detecting the components individually effectively overcomes partial occlusion:
even if some of the features are not detected, a face can still be matched.
Eight facial components were chosen for the face model (see also Figure 7.5):

Figure 7.5: Examples of face component data. Each image in the data
is annotated with the positions of 8 facial components: eyebrows, eyes,
nostrils and lip corners.
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• Eyebrows. A rectangular window containing the entire eyebrow is represented
by a 30 × 10 pixel pattern.
• Eyes. A square window containing each eye is represented by a 20 × 20 pixel
pattern.
• Nostrils. A square window containing each nostril, represented by a 20 × 20
pixel pattern.
• Lip corners. A rectangular window containing a part of lips such that the left or
right lip corner sits on the corresponding window edge, represented by a 20 × 15
pixel pattern.
The manually chosen set of components consists of facial features that are both
intuitively prominent in most face images as well are identified in human vision research
as features of significant importance (Sinha et al., 2007). In some recent face detection
approaches automatic facial feature selection is suggested that picks parts of the face
window based on their discriminative power. While on a particular dataset selecting
features that explicitly maximise the detection rate may outperform the manually
chosen components, for a general system it may be preferable to have the human
identifiable components annotated, if only for the benefits of analysis and comparison
of performance.

7.3.3

Source of Images

To meet the goal of general applicability, image sharing websites were chosen as a
source of face images. Performing an image search query for a tag ‘face’ on a large
photography site (Flickr, 2010) yields millions of images taken by photographers all
over the world, using virtually all possible kinds of photographic equipment, shot under
a wide variety of conditions. Importantly, a large number of images are published under
a Creative Commons license, allowing the use of works without getting the author’s
permission in advance.

7.3.4

Image Annotation

To annotate the images, each of the eight facial components has to be manually identified and outlined. It is a tedious task and as a part of the face detection system an
annotation tool (see Figure 7.6) was built that enables fast image annotation with a
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minimal effort. By choosing efficient controls that minimise the amount of user input
needed, the tool can be used to mark-up a face image in under a minute on average.
One of the goals during training data acquisition is to obtain data with sufficient
variety, and an incremental approach was taken, where a current version of the face
detector was integrated with the annotation tool. This way if the face in a new image
is automatically detected, only minor changes to the positions of individual features
might be needed before the new data can be saved.
After a sufficient amount of data is obtained and the face detection classifier becomes reasonably accurate, it may be acceptable to ignore the correctly detected face
images altogether, and for further improvement focus only on the errors that the classifier makes.

Figure 7.6: Face component annotation tool.
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Using the model and tools described above, a database of face component data is
being collected and will be used in future research in this area. The preliminary results
presented next use an early portion of the database.

7.3.5

Component Classifiers

In general, each facial component can be treated as an individual class of patterns
to be learned and detected. Following the steps outlined earlier in this chapter when
dealing with whole face patterns, efficient classifiers that detect the components can
be obtained. Dataset augmentation and large training methods can be used to boost
the accuracy, while the cascaded approximation enables fast application.
It is important to note that with an incremental approach to system training there
is an option to adapt the augmentation strategy and the scaled dataset size as the
number of available ‘real’ examples increases. For example, it may be beneficial to
shift from mostly using image transformations for the early small dataset to mostly
using the reinforcing LLN augmentation which tends to not increase the resulting
classifier complexity as much.
Experimental results confirm the intuition that learning classifiers for individual
components may require less training data. Consider the classifiers trained to detect a
human eye (Figure 6.5) and the classifiers trained to detect the whole face (Figure 7.2).
Both tasks use similar resolution (20 × 20 vs. 19 × 19 pixels) and the face classifier
was trained on four times more original patterns, yet the accuracy of eye detector is
higher. At a fixed false-positive rate of F P = 3%, the augmented face classifier (prior
to bootstrapping) would detect 75% of faces while a similar classifier for eyes would
find over 90% of them. While some of the difference may be explained by different
testing sets, it is reasonable to conclude that the eye subspace is easier to learn than
the face subspace.

7.3.6

Face Model Matching

The component-based approach essentially adds another step to the detection process—
the outputs of the component classifiers need to be combined to make the final decision
about the locations of the faces. This task can be approached in a number of ways,
from geometric relation based heuristics to an additional dedicated classifier that makes
the decision based on the outputs of the component classifiers.
A common way to use the component detectors is to apply them at relative coor119

dinates inside a larger sliding window that represents the entire face. An alternative
to this is performing the component detection over the entire image, and then sliding
a virtual window over the resulting matches. For the preliminary results presented
in the next section, the latter method was chosen and a ‘majority vote’ system was
established where any virtual window that contains 4 or more of the 8 different facial
components is classified as a face (and the component matches are removed from the
intermediate result set).

7.3.7

Preliminary Results

To demonstrate the improvements that component-based detection offers, 1360 images
from the acquired database, containing one human face each, were used to train face
component classifiers. Image plane rotations and translations as well as LLN augmentation were used to boost the accuracy of the classifiers, and 100 background images
with no faces were used as a source of negative examples for the bootstrapping. The
Incremental Validating algorithm was used to extract approximate SVM classifiers of
3000 support vectors each.
A classifier cascade of size M = 100 was then built for each component, biased
to have a low false-positive rate of F P = 1% while the true-positive rates of the
different classifiers ranged between 75% and 85%. As with face patterns, the accuracy of
component classifiers could be bootstrapped further by allowing a larger training buffer,
however with the component approach the lower detection rates can be compensated
by the majority vote system where not all of the components need to be present to
successfully detect a face.
A separate evaluation set of 126 images containing one face each were randomly chosen from the acquired database and the component-based majority vote classifier was
applied to the images. The detection accuracy was 90.5% and only 5 false-positive faces
were reported. For comparison, the single pattern face detection classifier discussed
earlier found 92.1% of the faces but produced 117 false positives. The componentbased detector was approximately 8 times slower as it effectively evaluates 8 different
classifier cascades of similar complexity for each window position in the image, taking
8.9 seconds to process an average image of 500 × 400 pixels. Figure 7.7 shows some
examples of component-based detection in action.
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Figure 7.7: Examples of component-based detection. The outputs
of individual component detectors (left) are combined using majority
vote to produce face matches (right).
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7.3.8

Future Work

The proof of concept component-based face detection system described here confirms
the assumption that a model approach has its benefits over the single pattern classification. The relationships between the components of the model, even when utilised
in a straightforward manner such as performing presence majority vote, enable significantly reduced false-positive rates and provide the possibility to detect faces from less
than the entire face pattern. The suggested component-based system itself however
needs to be extended further before it could be considered a universal face detection
solution—particularly, more training data needs to be acquired, more accurate component classifiers need to be trained and better face model matching methods need to be
researched. A truly robust face detection system should combine the component and
single pattern based approaches, to be able to perform in low-resolution cases as well,
so it could be fairly evaluated on benchmark databases like the CMU-MIT set.
Training a separate classifier for each facial component naturally incurs an overhead
as far as the detection speed is concerned. Even with fast SVM cascades, the simple
face model suggested above means up to 8-fold increase in the time needed to process
a single image. Significant improvements could be achieved if the cascades could be
forced to share some of the approximating vectors.
The precise selection of the components for the face model also remains a question—
even assuming that manually picked and identifiable components are desired, as opposed to automatically selected features that offer the best discrimination, is human
expert annotation of said components the optimal data for the desired model? Example work in this area includes automatic feature selection using manually defined
starting points, and related approaches.

7.4

Mouth State Estimation in Video Sequences

A part of the work done in the scope of research presented in this thesis was a collaboration with Weta Digital, a New Zealand company specialising in motion picture
special effects. The computer vision solution that was built using the novel techniques
and data provided by Weta Digital presents a significantly different application of the
suggested approaches and serves as an example of the wide applicability of those approaches to other pattern recognition problems.
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7.4.1

Problem Description

One of the areas that Weta Digital specialises in is ‘virtual acting’—a highly innovative
method of movie production where animated 3D characters are controlled by human
actors by the means of motion capture. Motion actors wear a number of markers that
are tracked as they move around the shooting stage, and the positions of the markers
are mapped onto models of virtual characters to make them act out the movements in
the virtual world. This mapping takes place in real-time, allowing instant preview of
the resulting animation sequences.
Furthermore, the capture is not limited to the body of the actor—Weta Digital
have developed technology to capture face movement data as well, allowing the actors
to make the virtual characters act out complex facial expressions. The overall result
enables actors to act out entire sequences of animation, including movement, expressions and speech, giving more authentic movement of the virtual characters and saving
a lot of effort of the 3D animators.
Face data capture is achieved by placing paint markers on the actor’s face (see
Figure 7.8). The actor then wears a special lightweight helmet that has a small video
camera attached in front of the face, enabling the capture and streaming of the face
images. During the processing, the face point model is tracked using a technique
based on the Active Appearance Model (AAM) and can be mapped onto faces of the
virtual characters, making them mimic the facial expression encoded by the facial point
configuration.
One weakness of the marker tracking approach is the limitations of where the markers can and cannot be placed. An actor’s mouth in particular poses a significant
problem, as using the marker model very little can be determined about the ‘mouth
pose’—consider examples where the actor is showing their teeth vs. sticking out their
tongue. Since there is no possibility to place markers inside the actor’s mouth, the
information available to animate the character’s mouth is severely limited.
The collaboration with Weta Digital was therefore established in order to evaluate the possibility of using pattern recognition based classifiers to perform accurate
real-time mouth pose estimation. The base task of the project was to accurately
distinguish between two distinct mouth poses in a live video stream using
just the image data in the video frames.
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7.4.2

Classifier Training

The problem of mouth pose estimation differs from the traditional detection problems
in a number of important ways. On the one hand, the position of the mouth in the
frame is fixed and there is no need to process the entire image separating the face
from the background. Having in mind that the image subspaces of mouth pattern
classes being distinguished are expected to be much more compact than the subspace
of background patterns, the training and the classification should be easier. On the
other hand, the estimation has to happen in real-time, requiring very fast classification.
To test the feasibility of the approach, a base problem of distinguishing between an
open and a closed mouth was solved using efficient SVM classifiers. The data source
consisted of 4 video sequences showing a face of the same motion actor:
• SEQ1-BEARD: actor wearing a short beard, no markers
• SEQ2-NOBEARD: actor cleanly shaven, no markers
• SEQ3-MARKERS: actor cleanly shaven, with markers
• SEQ4-MARKERS2: actor cleanly shaven, with markers (different take)
Multiple frames from each video sequence were extracted and manually annotated
with ground truth using custom built tools, to form the following datasets:
• Training set: 100 open mouth vs. 100 closed mouth images

Figure 7.8: Example images of face data capture.
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• Testing set: 50 open mouth vs. 50 closed mouth images
Image data from each video frame was extracted at the predetermined position
and resized down to 20 × 18 pixels to obtain 360-dimensional vectors. The training
set was then augmented using the local linear neighbourhoods of size k = 10 to have
10000 positive (mouth open) and 10000 negative (mouth closed) examples. The choice
of LLN for augmentation is important as it improves the classification accuracy without increasing the classifier complexity, an important property for a problem where a
cascaded approximation for classification speed is not effective as there is no majority
class.
An SVM classifier was then trained using the Incremental Validating approximate
training algorithm and empirically selected SVM learning parameters of σ = 1600
and C = 10. The classifier consisting of 84 support vectors was offset to have equal
bias for both of the two classes and had the accuracy of 94% over the testing set of
100 examples. It is important to note that despite a fairly small training set, high
classification accuracy is achieved, confirming the expectation that two object patterns
are easier to distinguish between than separating object and background patterns.

7.4.3

Classification in a Video Sequence

The binary mouth state classifier was set up as a video codec, gaining access to raw pixel
data of a video stream. Since the general position of the mouth in the frame is fixed
due to the way the helmet is constructed, the classification only needs to be performed
in a predefined window. This combined with the fact that the SVM classifier only
had 84 support vectors permitted the evaluation of the full classifier on every frame,
without turning to approximation which in the equal bias case would likely decrease
the accuracy. On a conventional desktop machine the classification had no problems
keeping up with the video speed of 15 frames per second. Figure 7.9 shows example
classified frames captured from the video output stream (see also the CD-ROM in
Appendix A for full example videos).

7.4.4

Future Work

While the raw classification output was reasonably accurate, similar to the postclassification heuristics discussed earlier for face detection, the video domain can also
benefit from an additional step of filtering. For example, the output of the classifier can
be easily ‘smoothed’, discarding occasional standalone errors. If the classifier is set to
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Figure 7.9: Example frames from mouth state estimation video
streams.
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only register a change in mouth state after a small number of subsequent frames with
the new state, occasional misclassification spikes can be almost completely avoided,
resulting in very smooth and usable mouth state information.
To truly utilise the mouth state estimation system, more distinct states will have
to be added, converting the binary ‘open/closed’ problem into a multi-class one. Additional states such as ‘teeth visible’ and ‘tongue visible’ would have to be learned by
‘one-vs-all’ classifiers, where the patterns of one particular state are separated from the
patterns of all the other known states.
In addition to the visible state of the mouth area, classification of the lip positions
can also be performed, for example to distinguish between the 8 primary cardinal
vowels, which could aid the animation of character lips during speech.

7.5

Discussion

To put the novel methods in the context of realistic computer vision applications, this
chapter described two example systems that successfully utilise the new approaches to
achieve performance adequate for real-world applications. The support vector machine
learning technique proved to yield highly capable classifiers that with a help of the
cascaded expansion can be used for face detection and other pattern recognition tasks
at interactive speeds.
While the results achieved with the use of the new methods can be considered successful, the attempt to build real world computer vision systems inevitably showed that
a solid machine learning and classification approach is just one component of the larger
task at hand. The need for high-quality training data, extensive bootstrapping and
post-classification result refinement heuristics are just a few of the examples issues that
in most cases would be encountered regardless of the classification technique chosen.
With the above issues in mind, the following conclusions can be made about SVM
learning in the context of face detection and other computer vision problems.
• Adequately large amounts of original training data are generally needed to achieve
high levels of accuracy. Dataset augmentation methods are able to boost
the accuracy, even though their effectiveness is limited and can not generally
replace real data.
• Training classifiers on said data must be feasible, and the SVM technique
succeeds at large scale learning with the help of new training methods,
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such as the approximate training algorithms.
• Bootstrapping is an essential process when training detection classifiers and can
be easily incorporated into approximate SVM training. Extremely large numbers
of background examples are needed to achieve good detection performance and
are typically obtained by considering all possible detection window positions in
background images.
• While the complexity of the classifiers tends to grow with their accuracy, the
cascaded expansion of the SVMs can solve the speed issue with small
efficient approximations.
• When post-classification heuristics are used to further optimise the performance,
SVMs enable fine-tuning of the classifier output by providing the falsepositive/true-positive bias variable.
An overall conclusion can be made that support vector machine learning is an
adequate choice for high requirements problems like face detection, as demonstrated
by the example face detection systems discussed in this chapter. SVM learning can
be extended in multiple directions to address the apparent drawbacks of the required
training time and classifier complexity. A strong impression from the attempt to use
SVMs for face detection is that future breakthroughs in computer vision are more likely
to come from new ways of dealing with the properties and nature of 2D image data
rather than improved ‘pure’ machine learning methods that in themselves do not make
such distinctions.
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Chapter 8
Conclusions
The computer vision problem of face detection to this date remains a high-requirements
benchmark for machine learning methods. The high-dimensionality of the image domain combined with very low tolerance for detection errors and the desire for interactive
application speeds push the capabilities of machine learning techniques to their limits.
State of the art face detection systems such as the one developed by Viola and Jones
(2002) had to invent a number of problem-specific novel approaches such as classifier
cascades, boosting, efficient rectangular Haar-like features and integral images, to be
combined with the traditional and universally applicable machine learning methods in
order to achieve good performance in terms of both accuracy and speed.
The support vector machine learning technique is a relatively new approach that
pioneered the adoption of kernel-based methods and during the last two decades caused
a significant impact in the research community. Praised for the universal applicability
and excellent generalisation performance as well as resistance to overtraining, SVMs
were applied to virtually every machine learning problem, including that of face detection.
The results suggested that SVMs are capable of learning the complex and accurate
classifiers required for face detection (Heisele et al., 2000) as well as applicable to the
cascade methods needed to achieve fast detection speeds (Romdhani et al., 2004). However, the drawbacks of the technique became evident as well—learning from the large
amounts of data needed for face detection was slow and complicated, requiring exhaustive time and memory resources, while the approximation methods used to construct
the cascades were able to address the issue of visual attention and early background
discarding only to some extent.
The premise of the research presented in this thesis was that support vector machine
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learning is nevertheless an adequate approach for the task of face detection and a goal
was established to demonstrate it by building an improved face detection system that
addresses the issues associated with SVM learning. The objectives to achieve the goal
were approached using the three main contributions of this thesis.
• Detection speed. Earlier applications of the cascading technique to SVM learning did not fully exploit the properties of the reduced set approximations used to
build the cascade. This thesis suggested a novel Subset Optimisation cascading method that explicitly optimises the early background discarding in SVM
cascades, improving their efficiency in the application stage up to three times.
• Training time on large datasets. For large problems such as face detection,
extremely large amounts of training data need to be processed in the learning
process, and training exact SVM classifiers is infeasible, leading to various approximate methods such as data chunking or bootstrapping. This thesis proposed a
unified way to analyse and compare subset-trained SVMs and introduced an improved approximate Incremental Validating training algorithm, which
enables SVM learning from very large datasets with limited computational resources and incorporates the idea of classifier bootstrapping into the training
process. The algorithm was demonstrated to extract accurate SVM classifiers
from datasets of a million high-dimensional image examples and larger.
• Training data reinforcement. To augment the typically sparse image datasets
with additional examples, a new Local Linear Neighbourhood dataset augmentation method was suggested that adds synthetic examples to the training
set to reinforce the face subspace and helps producing more accurate classifiers.
The method was demonstrated to improve the accuracy of face detection classifiers without increasing their complexity.
• A competitive face detection system. Finally, to demonstrate how the contributions make SVM learning adequate for face detection, the new approaches
were used to build a face detection system that is comparable to other known systems when evaluated on a well known benchmark face database. Furthermore,
to show the wider applicability of the methods, they were applied to a different problem of mouth state estimation in video sequences, achieving real-time
performance at a 94% classification rate.

130

8.1

Applicability of the Contributions

The intention for the contributions of the research presented here is to be of wider
applicability beyond the problem of face detection. The LLN augmentation technique
suggested in Chapter 6 that builds on related locally linear methods makes no assumptions about the nature of the data it is working with. The method can therefore be used
with any data where the local linearity assumption is reasonable, including datasets
outside of the image domain. One of the goals of the follow-up research is to test the
LLN augmentation method on a larger variety of datasets, with an expectation to see
similar improvements in resulting classifiers.
The approximate Incremental Validating algorithm and related methods described
in Chapter 5 are well suited for dealing with large amounts of data that computer
vision problems require but are generic as well and can be used with any data where
the numbers of examples make exact conventional SVM training infeasible.
Finally, while the improved SVM cascading methods presented in Chapter 4 are
specific to the problem of object detection, the concept of attention they attempt to
model is universal and it would be worthwhile to apply it to problems outside computer
vision, where large amounts of input data need to be processed rapidly, focusing on
the most ‘promising’ parts of the data.

8.2

Future Work

One important assumption that was held throughout the work presented here is that
instances of image data are to be treated like any other generic high-dimensional data
points by simply flattening the pixel intensity values into one long vector. In fact it
is this single assumption that permits the conveniently straightforward use of SVMs
for image classification and makes the suggested contributions generally applicable to
other types of data as well. Any subtleties in the significance of certain pixel positions
in the pattern, relationships between different positions or indeed similarity of two
patterns other than their pixel-by-pixel ‘distance’ can be quietly ignored and be left
for the powerful kernel method of SVM learning to take care of.
In the light of recent methods in face detection and other object detection systems,
such ‘purist’ application of SVM learning may not be sufficient to achieve truly competitive performance. Examples of image domain specific extensions to SVMs include
for example the adoption of Haar-like rectangular features similar to those used by
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Viola and Jones (Rätsch et al., 2004) and automatic feature pixel selection in image
examples for SVM learning (Nguyen and de la Torre, 2010).
Following the trends in recent methods for object detection, the work for improved
use of SVMs needs to continue in two directions. Firstly, the training process needs
to be explicitly adapted for the image domain, making use of image feature selection
methods and similarity measures in order to obtain highly accurate classifiers that are
able to better capture the complex image pattern models. The original idea of the
SVM makes it arguably the best suitable structure to hold such complex models in
a fashion that is human interpretable and retains the links to original data used for
training. As was discussed in detail in this thesis, the same structure makes the SVM
a very slow classifier to be used directly. Therefore secondly, more efficient ensembles
of cheaper classifiers need to be developed that incrementally process the target image
comparing it to the full learned model. Individually, these cheap classifiers only need
to retain a very weak link with the full SVM classifier, but used as a group have to be
(almost) equivalent in terms of the decision boundary they represent.
Finally, if the intuitions gained while performing the research presented here were to
be expressed, an impression forms that major future improvements in the performance
of computer vision systems would have to come from machine learning approaches
that make the use of image domain properties a more integral part of the process.
Machine learning methods are needed that are not only able to compare and distinguish
patterns, but can be made aware of the contexts in which the patterns appear. The
supervised training of pattern-based vision systems needs to shift from a ‘this is a
pattern’ approach towards a ‘there is a pattern here’ approach, so that the systems are
forced to learn not only what the patterns are but also how to find them in the context
of an image. The ability to do this would bring the artificial systems a significant step
closer to the capabilities of human vision, a goal that computer vision research aspires
to achieve.
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Appendix A
Face Detection Outputs
Please see the attached CD-ROM for example outputs of the face detection systems
described in Chapter 7. The disc contains the following directories:
• CMU MIT, contains all the outputs the face detection system (Section 7.2)
produced on the CMU-MIT benchmark database.
• WETA MOUTH, contains four example video sequences of mouth state estimation (Section 7.4).
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