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Abstract
This research project develops a mathematical and numerical framework for
representing static fluid interfaces as embedded manifolds. A variational
principle is developed for the embedding function of a smooth manifold,
along with the necessary boundary and gauge conditions. The variational
problem is solved by a combination of Finite Elements, constrained optimisation techniques, and original algorithms. The approach is applied to
problems inspired by modern technological and scientific applications of
static fluid interfaces, and the results are compared to exact solutions, experimental data, or other numerical methods, where possible. The impact
of the numerical methods on the quality of the solution is discussed in detail, with reference to the boundary conditions, the gauge conditions, and
the constraints.
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Chapter 1
Introduction
The study of static fluid interfaces has been of interest to physicists, chemists, biochemists, engineers, and mathematicians for over two centuries. The phenomenon of
surface tension is a fundamental and intuitive concept, one which is familiar to any
child who has seen an insect walk across the surface of a pond, and its mathematical conception can be both simple and elegant when the correct conditions prevail.
However, many of the most interesting and useful examples of this phenomenon occur in physical conditions that are more complex than a pond, and with this physical
complexity comes a host of mathematical quandaries.
In pursuit of a universally applicable, elegant, and numerically robust model of
static fluid interfaces, this project takes mathematical techniques traditionally used in
such relatively unrelated areas of physics as general relativity and the study of elastic
bodies, and applies them to more complex fluid interfaces, such as those found in
many different avenues of scientific research, as well as many industrial processes and
consumer technologies.
In general, we are concerned with the interface between two fluids, or one fluid and
one gas, in a static or equilibrium state, and with the triple intersection between them
and a solid body. In this introductory chapter, we first explore some of the various
applications of static fluid interfaces, both to give context to the mathematical and
numerical content to follow, and to establish the currency and relevance of the project.
In section 1.2, we introduce the classical description of static fluid interfaces, and
the associated partial differential equation (PDE) that is in common use today. This
section also contains some introductory material on the Finite Element Method (FEM),
which forms the core of the numerical scheme used in this project.
Section 1.3 brings these components together by presenting a recent example from
1

the literature, in which the aforementioned PDE is solved using finite elements for an
interface attached to the salvinia leaf described in section 1.1.1. Using this example,
we describe some of the shortcomings of the height function formalism. We then
present the objective and raison d’être of this project; an analytical formalism and a
numerical method for analysing static fluid interfaces, without the drawbacks of the
height function approach.
Thesis Structure and Claim to Originality
Before we begin, we briefly mention the structure of the thesis, and make clear which
parts of the project are original work. Chapter 1 consists of introductory material
based on published works.
In chapter 2, we derive the equations that we will later use for the numerical experiments. We also discuss the gauge and boundary conditions necessary to find a unique
solution, and compare our approach to others published in the literature. These equations and conditions were developed in consultation with Professor Jörg Frauendiener,
and relied on his unpublished notes as source material.
In addition to presenting the results of our numerical experiments, chapter 3 discusses the numerical scheme used to produce them. In particular, we present a wellknown method for imposing constraints, and two entirely original algorithms for imposing boundary conditions. The results themselves are original work.
Chapter 4 consists of an extended discussion of the numerical results, and exposes
some interesting behaviour of the numerical scheme. We examine the impact of the
constrained optimisation method on the quality of the solution, and the ways in which
it interacts with the gauge and boundary conditions. The work in this section consists
entirely of original insight. In light of this discussion, chapter 5 measures the results
of the project against its stated aims.

1.1

Motivating Examples

Examples of the effects of surface tension are ubiquitous in the sciences, industry,
and everyday life. Just as the rise of liquids in tubes motivated the physical study of
capillarity, and the geometrical complexity of soap bubbles motivated the mathematical
development of minimal surface theory, a range of new technologies in biochemistry,
materials science, and biomimetic design has motivated this project. In this section,
we describe a few of these developments.
2

1.1.1

Salvinia

Salviniaceae is family of floating ferns found in many parts of South America, possessed of the unusual property that it retains a stable and persistent air layer about it
when immersed in water. Figure 1.1 shows a specimen of the salvinia natans variety.
Salvinia’s surface is covered with a lattice of pillar-like structures, called trichomes,
which possess certain material and geometrical properties that allow the air layer to
exist. Specifically, the tips of the trichomes act as anchor points for the water, which
remains suspended above the surface of the leaf due to surface tension. This is known
interchangeably as the Cassie or Cassie-Baxter configuration (see [12]). The effect of
the droplet sitting on top of the posts is sometimes referred to as the “fakir effect”,
so-named because the droplets sit atop the posts like fakirs on a bed of nails (see [40]),
and sometimes as the “lotus effect”, from the flower of the same name. Figure 1.2a
shows a digram of a droplet in the Cassie regime.
The Cassie regime is of great interest to those wishing to design biomimetic, superhydrophobic substrates. Droplets resting on a locally flat surface often appear to be
“sticky”, in the sense that if the surface is angled, the force of gravity is resisted. This
is due to imperfections in the surface, which have a pinning effect on the leading edge
of the droplet, causing the angle of contact between the leading edge of the droplet and
the substrate to be larger than the angle for the opposite edge. The curvature caused
by this discrepancy induces a pressure gradient that resists the force of gravity, causing
the droplet to “stick”. Droplets in the Cassie regime exhibit very different behaviour,
rolling easily along the substrate (see [51]). This also has the effect of allowing debris to
be picked up by the freely-rolling droplets, effectively cleaning the surface. Figure 1.2b
shows an artist’s interpretation of the effect. This useful property has contributed to
salvinia’s “success” in becoming a pan-tropical invasive species. Biomimetic substrates
modelled on salvinia are an active area of research (see, for example, [6]).

3

Figure 1.1: Salvinia natans, a member of the salviniaceae family of floating ferns.
Reprinted under the GNU Free Documentation license.

(a)

(b)

Figure 1.2: (a) A droplet in the Cassie regime. (b) An artist’s conception of the
beading and self-cleaning behaviour of salvinia-type substrates. Original image by
William Thielicke. Reprinted under the Creative Commons Attribution ShareAlike
license.
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1.1.2

Technological Applications

Science and Industry
While salvinia was the original inspiration for this project, the practical applications
of static fluid interfaces extend far beyond plant biology and the biomimetic design
principles derived from it. The following examples from the peer-reviewed literature
are but a small selection of the many scientific and industrial applications of fluid
interfaces. These examples, as well as others, can be found in [7].
The use of fluid interfaces in chemical and biochemical research is extensive, and
rapidly increasing. This is primarily through the use of microdroplets and microfluidic
systems. In extremely small droplets, surface tension effects dominate, which forces
chemicals to collect at the interface. This allows experiments to be performed using
much smaller amounts of these expensive reagents (see [44]).
For one example, polymerase chain reaction (PCR) is a widely used method for
replicating DNA from a small sample, in order to perform various genetic tests. By
using microdroplets, not only are fewer replications needed to perform the same tests
(see [5]), but the process can be automated (see [50]).
A second example involves “translation”, the biological process of protein synthesis.
Although the amino acid sequence of a protein chain can be determined through DNA
sequencing, the exact structure of the protein cannot be predicted. In order for their
structure to be determined, the proteins must crystallise. The time required for this
process to occur is a major bottleneck in the data collection process. Using microfluidic
systems, the speed of crystallisation can be dramatically increased, and the process
automated, as in [53].
Static fluid interfaces are also having an impact on assembly techniques outside
of the chemical and biochemical sciences. Materials scientists are using a technique
known as capillary force assembly to assemble nano-scale gold colloidal dimers for use
in optics (see [30]). Precision engineers are investigating methods for using surface
tension to assemble 3D-microelectronics, as in [43].
These various applications share a common feature: the use of surface tension forces
to accumulate various kinds of particles, chemicals, and other micro and nanoscale
objects, thereby reducing the expense and complexity of otherwise difficult industrial
and scientific processes.
5

An Application in Depth
To further contextualise the research presented in later chapters, it will be instructive
to consider a more detailed example. The field of parasitology often involves the
quantitative and qualitative analysis of parasite eggs in human or animal stool samples.
The common practice is to pipette a stool solution into the chamber of a flat microscope
slide of known volume, known as a McMaster slide. A scientist then examines the
sample and counts the number and type of parasite eggs.
This process is slow, expensive, comes with a large risk of human error, and is
difficult for a single microscopist to perform over long periods of time. If this process
could be automated, a large amount of time and expense could be saved, allowing
parasite microscopy to be undertaken far more cheaply. Such a result would have
an impact not only on first world scientific research, but on parasite analysis in the
third world, where trained microscopists are in short supply. In addition, as this process
forms a bottleneck for the entire sequence of processes necessary to obtain the analysis,
automation would create an incentive to invest the resources necessary to automate
other parts of the sequence.
Sowerby et al. have created a device to fill this need for automation (see [45]). The
device uses buoyancy and capillary forces to collect particles into a common field of
view, allowing the particles to be rapidly imaged by an electronic microscope. These
images can then be digitally analysed. This method has the potential to be fast and
inexpensive to use, making it ideal for use in areas without access to extensive laboratory equipment and skilled technicians. For this reason, the project has attracted
funding from the Bill and Melinda Gates Foundation. The device consists of a fluid
well, with a central hydrophilic rod to induce capillary rise. Originally tipped with a
hemispherical dome, the device now uses a conical cap (see [15]). Figure 1.3 shows a
diagram of the device.
The fluid mixture for analysis is poured into the well, and a stable meniscus forms
between the lip of the well on the outside, and the cone on the inside. Buoyancy forces
push the particles upwards in the fluid until they contact the interface. Due to the
capillary rise up the central cone, the particles float into the fluid wedge formed by
the cone and the meniscus, and beach themselves on the cone according to their size.
The cone, which is transparent, is them illuminated from below, and an electronic
microscope captures an image of the particles.
The geometry of the meniscus is of particular interest in this application, as it
greatly impacts the shape of the fluid wedge, and hence the critical beaching effect that
6

allows the image capture. Fluid wedges that are narrow allow only smaller particles
to beach, and provide greater radial separation between particles. The gradient of the
meniscus affects the velocity of particle accumulation, and the capillary rise height
impacts the area of the cone left unwetted; essentially waste area, that could otherwise
contain particles for imaging. The length of the meniscus determines the extent to
which gravity reduces the gradient of the meniscus near the well lip, which is important
for particle accumulation.

Figure 1.3: The Sowerby microscopy device, which consists of a transparent cone immersed in a fluid well. Particles accumulate between the meniscus and the cone, where
they can then be imaged by a digital microscope.
In order to improve the design, it is useful to be able to test different geometrical
and material properties, without having to build a new prototype each time. For this
reason, this new technology is an ideal representative of the kind of problem in which
we are interested.

1.2

Preliminaries

The preliminary material contained in this section is necessary as both a basis for
the material to follow, and as a contrast to it. Section 1.2.1 sets out the classical
development of theory of static fluid interfaces. The purpose of this is twofold. Firstly,
7

it leads directly to the development of the partial differential equation (PDE) in section
1.2.2. Secondly, it provides a programme for analysing the energies of the system, of
which we shall make use in the chapters to come. Section 1.2.3 covers the basics of
the Finite Element Method, which forms a key component of the numerical scheme
presented in this thesis.

1.2.1

Classical Work

Any discussion of fluid interfaces must begin with the pioneering work of Thomas
Young (see [52]) and Pierre-Simon de Laplace (see [28]). In this section, we shall briefly
examine the physical principles that govern static fluid interfaces, particularly droplets
on the micro to nano scales, leading naturally to the laws of Young and Laplace.
We then follow the method of Karl Friedrich Gauss in [19], using the principle of
virtual work to derive these laws. The governing differential equation and its boundary
conditions appear naturally in the process.
In order to understand Gauss’ work, it is important to familiarise ourselves with the
basics of variational calculus. The general procedure is to write a functional involving
the configuration of the system, expressed as an integral over a relevant domain, which
describes the energy of the system. The configuration that minimises the functional
is one which, when we perturb it by an arbitrary variation τ ζ, always results in an
increase in the energy. The critical values of the functional can be found by setting the
variation of the functional to zero.
Let M be a smooth manifold, and let X(ui ), ui ∈ M be a function on M , which

describes the configuration of the system. In our case, this will be the position of the
fluid interface. Let F [X(ui )] : M → R be a functional. In this functional is contained

all the information about the energy of the system that we want to minimise. We define
ζ(ui ) to be an arbitrary function of the coordinates ui . The variation of F , denoted
δF , is given by
δF =

Z

d
δF
ζdui =
F [X + τ ζ]τ =0 .
δX
dτ

(1.1)

The function ζ is an arbitrary change in the configuration. We can thus write
δX = ζ,

(1.2)

and describe the whole system in terms of X, its variation δX, and their derivatives.
The δ symbol can be thought of as the variational derivative operator, and respects
the usual properties that we expect from such an operator. The fundamental lemma
8

of the calculus of variations is that, for a function f (x) and an arbitrary function g(x),
both defined over a domain Ω,
Z
f (x)g(x) dx = 0 ∀g(x) =⇒ f (x) = 0 on Ω.

(1.3)

Ω

Applying this lemma to equation (1.1), we note that δX is an arbitrary function. With
δF
δX

in place of f (x), the lemma becomes
Z
δF
δF
δXdui = 0 =⇒
= 0.
δF =
δX
δX

We refer to

δF
δX

(1.4)

as the variational derivative, or functional derivative, of F . The useful-

ness of this lemma is immediately apparent when we consider the analogy of ordinary
derivatives. For a function f (x), the solution of the equation

df
dx

= 0 yields the crit-

ical points of the function. By setting δF = 0, we can find the critical points of the
functional F , given by

δF
δX

= 0, by applying the fundamental lemma.

With this in mind, we can now discuss the physics of the system. The first physical
principle to note is the relationship between pressure and curvature; put simply, the
greater the pressure difference between one side of an interface and the other, the more
that interface curves [7]. Surface tension can be thought of in two equivalent ways; as
either a force per unit of length, or as energy per unit of area. Taking, for the moment,
the first definition, it is intuitive to see that the force induced by this tension will resist
the stretching of the interface as the curvature increases, by envisioning a rubber band
anchored at two points on the surface. As the surface between the anchors bends, the
band is forced to stretch, thereby creating an opposing force to the curvature of the
surface. This resistive force is surface tension.
Surface tension arises because of the asymmetrical nature of the intermolecular
forces at the interface. The tendency of molecules to be attracted to other molecules of
the same substance, the cohesive force, is stronger than the tendency of those molecules
to be attracted to molecules of a different substance, the adhesive force. A molecule
of fluid at the interface experiences cohesive forces into the body, and tangent to the
interface, due to the presence of other fluid molecules. In the direction normal to the
interface, it experiences the weaker adhesive force. Molecules at the interface are thus
pulled inward into the fluid, creating an internal pressure. The system is in equilibrium
when the surface tension balances the force created by the pressure difference across
the interface.
One way to measure the curvature of a surface is to take two perpendicular directions on the surface, and find the osculating circles to the surface in these directions.
9

Labelling the radii of these circles R1 and R2 , we can form the curvature scalars κ1 =
and κ2 =

1
,
R2

1
R1

and taking the mean of these, we arrive at the scalar mean curvature
1
1
H = (κ1 + κ2 ) =
2
2



1
1
+
R1 R2



.

(1.5)

The pressure difference across the interface ∆P , the surface tension γLG between the
liquid and the gas, and the scalar mean curvature H are then related by the equation
∆P = γLG



1
1
+
R1 R2



= 2HγLG .

(1.6)

Equation (1.6) is known interchangeably as Laplace’s Law, or the Young-Laplace
equation. We will use the first term here, in order to distinguish this equation from the
differential equation for the interface, which will be introduced later. At equilibrium,
the distribution of pressure along the interface is equal at all points. This fact, coupled
with equation (1.6), then leads to the conclusion that the mean curvature must be
constant across all points of the interface. Such surfaces are imaginatively known as
“constant mean curvature surfaces”.
Let us now use Gauss’ method to derive Laplace’s law. Suppose we have a droplet
of fluid floating in zero-gravity, with air surrounding it. To compute the mechanical
equilibrium of the system, we consider the work required for the droplet to expand.
For a reversible process in a closed system, pressure-volume work is given by
δWV = P δV,

(1.7)

where δWV and δV are infinitesimal increments of work and volume respectively.
If the interior of the droplet has a pressure P0 , and the surrounding air has pressure
P1 , then the pressure-volume work done to the system associated with an infinitesimal
increase in the volume of the droplet is
δWV = P1 δV − P0 δV = −∆P δV.

(1.8)

Taking the second definition of surface tension referred to above, namely, that surface
tension is the energy per unit area of the interface, we can write down the work done
by the surface, denoted by Σ, as the droplet expands:
δWΣ = γLG δA,

(1.9)

where δA is an infinitesimal change in the surface area of the droplet. Combining (1.8)
and (1.9), we obtain the total work,
10

δW = δWV + δWΣ = −∆P δV + γLG δA.

(1.10)

Taking a point p on the surface of the droplet, let ds1 and ds2 be arc-length line elements
in the principal directions of curvature, corresponding to the principal radii of curvature
R1 and R2 respectively. The principal directions of curvature are orthogonal, and so
we can take the area element on the surface to be
dA = ds1 ds2 .

(1.11)

We now take an infinitesimal variation of the surface Σ, by defining a vector field ζ
at every point of the surface. We restrict this vector field to variations normal to the
surface, so that we may write
ζ = ζ n̂Σ ,

(1.12)

where n̂Σ is the unit normal vector to Σ. We will denote the surface created by this
variation as Σ̃. We can describe the extra volume created by ζ as an integral over Σ:
Z
ζ dA.
(1.13)
δV =
Σ

The increase in area between Σ and Σ̃ can also be described in terms of ζ. The area
˜ can be written as
element on Σ̃, which we denote dA,
˜ = ds
˜ 1 ds
˜ 2.
dA

(1.14)

˜ 1 and ds
˜ 2 are the arc-length line elements associated with Σ̃’s principal radii of
ds
curvature, R̃1 and R̃2 . Using the relation
˜ = dA + δA,
dA

(1.15)

we can find an expression for δA in terms of the variation ζ. Referring to diagram X, we
can see that the angle generated by rotating a vector of length R1 through an infinitesimal distance ds1 is the same as the angle generated by rotating a vector of length R̃1
˜ 1 , since s1 and s̃1 are arc-length parameters, and
through an infinitesimal distance ds
the variation ζ ≡ ζ n̂Σ is normal to the surface. Using this, we note that
˜1
ds1
ds
=
R1
R̃1
˜ 1 = R̃1 ds1
⇒ ds
R1
R
˜ 1 = 1 + ζ ds1 .
⇒ ds
R1
11

(1.16)

Figure 1.4: The principal radius of curvature R1 and its associated arc-length line
element ds1 are translated to the new surface created by the variation ζ. The new
˜ 1.
surface has a principal radius of curvature R̃1 , and an arc-length line element ds

12

˜ 2 . We can therefore write
An equivalent expression holds for ds
˜ = ds
˜ 1 ds
˜2
dA






ζ
R2 + ζ
ζ
R1 + ζ
=
ds1
ds2 ∼
ds1 ds2
+
= 1+
R1
R2
R1 R2


1
1
= dA + ζ
dA.
+
R1 R2
˜ = dA + δA, we have
Recalling that dA

Z 
1
1
dA.
+
δA =
ζ
R1 R2
Σ
Substituting this expression into equation (1.10) yields


Z
Z
1
1
−∆P ζ dA + γLG
δW =
ζ dA
+
R1 R2
Σ
Σ


Z 
1
1
ζ dA.
+
=
−∆P + γLG
R1 R2
Σ

(1.17)

(1.18)

(1.19)

Setting δW = 0, and applying the fundamental lemma of the calculus of variations, we
conclude that
∆P = γLG



1
1
+
R1 R2



.

(1.20)

This is the classical statement of the Young-Laplace equation. In the absence of gravity,
spherical shapes are energy-minimising (see [41]). For a spherical droplet of radius R,
we have R1 = R2 = R, and thus the equation becomes
2
∆P = γLG .
R

(1.21)

Laplace’s law is sufficient to determine the shape of a freely floating drop of liquid.
However, when we consider surfaces attached to solid geometries, there is an additional
energetic contribution from the adhesion of the fluids to the solid. At the triple line
where the three substances meet, the force balance is determined by the relative attraction of each fluid to the solid. In the context of a water-air interface, the tendency
of the surface to repel water is known as hydrophobicity, while a surface’s tendency to
repel nonpolar substances is known as lipophobicity.
Consider a sessile drop of water, resting on a flat substrate. As with the free surface,
we can consider the relative tensions between the materials. We denote the liquid-solid
and solid-gas tensions by γLS and γSG respectively. The force vectors corresponding
to γLS and γSG lie in the plane, with opposite senses. The force vector corresponding
to γLG is tangent to the interface at the point of the triple intersection, which makes
13

Figure 1.5: Diagram of the force vectors corresponding to γLS , γSG , and γLG , and the
contact angle θ.
an angle θ with the horizontal. By projecting this vector onto the horizontal, we can
relate the three tensions to the contact angle θ by the relation
γSG − γLS = γLG cos θ.

(1.22)

This equation is known as Young’s law. This equation demonstrates a key component of simple static fluid systems: the contact angle between three materials depends
solely on the properties of those materials, and not on their geometry. It is important
to note at this juncture that Young’s law applies even in situations where the apparent
contact angle is harder to define, such as the Cassie or Wenzel regimes [7]. This is only
a problem of resolution; at sufficiently fine scales, Young’s equation always applies. It
is these scales with which we concern ourselves in this thesis.
To derive Young’s law from Gauss’ perspective of energy minimisation, we make use
of the excellent summary in [49]. We assume that the contact angle θ is less than π2 , and
note that the droplet forms a spherical cap. Extrapolating this cap to a sphere, we can
describe the cap using coordinates r, ψ, and φ. Noting that the droplet is rotationally
symmetric allows us to drop one dimension, and we observe by basic trigonometry that
the droplet is described by varying the angle of elevation φ over a range of 2θ. Taking
these observations together, we can compute the surface area of the droplet
S = 2πr2 (1 − cos θ)
14

(1.23)

and its volume

π 3
r (1 − cos θ)2 (2 + cos θ)
(1.24)
3
If the drop were to wet one unit of area of the substrate, then the system would gain
V =

energy proportional to the relative tension γLS between the solid and the liquid, and
lose energy proportional to the relative tension γSG between the solid and the gas. The
base radius of the drop is given by r sin θ, so the energy associated with the wetted
area can be written
WW = (γLS − γSG )π(r sin θ)2 .

(1.25)

We now make the principal assumption of this procedure; that the volume of the drop
remains constant with respect to small changes in the contact angle. We can therefore
write the energy in the system as
W = γLG S + (γLS − γSG )π(r sin θ)2 .

(1.26)

Rewriting equation (1.24) to give
r=



3V
π(1 − cos θ)2 (2 + cos θ)

 31

,

(1.27)

we then substitute equation (1.27) into equation (1.23) to give
S=2



9V π
(1 − cos θ)(2 + cos θ)2

 31

,

(1.28)

and then substitute equations (1.27) and (1.28) into equation (1.26) to give a formulation of the Gibbs free energy that is dependent only upon the contact angle θ;
W =



9πV 2
(1 − cos θ)(2 + cos θ)2

 13

(2γLG − (γLS − γSG )(1 + cos θ)) .

Mechanical equilibrium occurs when
dW
=
dθ



9πV 2
(1 − cos θ)4 (2 + cos θ)5

 31

dE
dθ

(1.29)

= 0;

2 ((γLS − γSG ) − γLG cos θ) sin θ = 0.

(1.30)

Since V 6= 0 and θ 6= 2nπ, n ∈ N, we must have
2 ((γLS − γSG ) − γLG cos θ) = 0,
which implies Young’s law:
γLS − γSG = γLG cos θ.
15

(1.31)

1.2.2

The Height Function Formulation

In this section, we write the position of the surface in the height function formalism,
which is to say as the graph of a function over a domain. We will demonstrate the
relationship between the laws of Laplace and Young by showing that Laplace’s law gives
rise to a weak-form partial differential equation, whose natural boundary condition is
Young’s law.
We have already noted that Laplace’s law (equation (1.6)) requires a constant mean
curvature when the pressure difference across the interface is constant. Let us suppose
that the position of the interface Σ is given by a function z = f (x, y) : Ω ⊂ R2 → R,

where Ω is the section of the x–y plane over which the surface exists. We can write
the unit normal vector to this surface as
∇f
n̂Σ = p
1 − |∇f |2

(1.32)

so that the mean curvature equation becomes

∇f
2HγLG = γLG ∇ · p
,
1 − |∇f |2

(1.33)

where the surface tension constant γLG has been added for later convenience. This is
a second-order, nonlinear partial differential equation for the position of the surface.
Thus far, however, we have seen only Laplace’s law. To find Young’s law, we must
compute the weak form of this equation. We can multiply the equation by an arbitrary
test function g(x, y) : Ω ⊂ R2 → R, and integrate the function over the domain Ω.
This gives the functional
2

F [f, ∇f, ∇ f, g] = γLG

Z

∇f

Ω

− 2H
∇· p
1 − |∇f |2

!

g dx dy = 0.

(1.34)

Applying fundamental lemma of the calculus of variations to this functional, we can
see that F = 0 implies that ∇ · √ ∇f 2 − 2H = 0. Finding an f such that F = 0
1−|∇f |

therefore solves equation (1.33). Integrating equation (1.34) by parts yields
!
Z
Z
−∇f
∇f
p
p
F = γLG
· ∇g − 2Hg dx dy + γLG
· n̂Ω gds, (1.35)
2
1 − |∇f |
1 − |∇f |2
Ω
∂Ω

where ∂Ω is the boundary of Ω, and n̂Ω is the unit normal vector to ∂Ω. This is the
weak form of equation (1.33). If we extract the boundary term, we notice that
Z
Z
∇f
p
n̂Σ · n̂Ω gds.
(1.36)
· n̂Ω gds = γLG
γLG
1 − |∇f |2
∂Ω
∂Ω
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Since n̂Σ and n̂Ω are unit vectors,
γLG n̂Σ · n̂Ω = γLG cos θ

(1.37)

where θ is the contact angle determined by
γLG cos θ = γLS − γSG ,

(1.38)

which is precisely Young’s law. Thus, Young’s law arises as a natural boundary condition to the partial differential equation posed by Laplace’s law.
Before moving on, it is important to note that the process of deriving the weak
form of the partial differential equation is equivalent to computing the variation of
the action functional that describes the total energy (see [20]). This useful fact will
become important in two respects. Firstly, it will allow us to compare the weak form
developed here with the embedding formalism developed in chapter 2. Secondly, it
will allow us to better understand justify the use of the Finite Element Method as a
numerical scheme for attacking problems of this kind.
Returning to the strong form of the equation, and indicating partial derivatives by
subscripts, we can rewrite equation (1.33) in components;
2H =

(1 + fx2 )fyy − 2fx fy fxy + (1 + fy2 )fxx
3

(1 + fx2 + fy2 ) 2

.

(1.39)

Equation (1.39) is known as the Young-Laplace equation. In later chapters, we shall
also refer to this as the ‘height function formulation’ of the Young-Laplace equation,
in order to differentiate between this formulation and the embedding formulation.

1.2.3

Introductory Finite Elements

The Finite Element Method is a robust numerical scheme for solving a wide variety of
PDEs. At its most basic level, the method consists of computing a discrete approximation to the continuous solution to a PDE by breaking the domain over which the
function is defined into a collection of subdomains called “elements”. The solution
is then approximated piecewise over each subdomain, with the requirement that the
solutions on neighbouring subdomains should match with some order of smoothness.
Entire books and doctoral theses can be, and have been, written on seemingly minor
details of this method, and so this section will cover only the most essential theory, up
to the point necessary to support the numerical scheme described in chapter 3. For a
complete exposition of the method, see [14], [46], and [54]. The material in this section
17

is adapted from [23], and thus follows the Galerkin procedure for developing the Finite
Element formalism. The classical approach of Rayleigh and Ritz follows more closely
the variational approach, but is less useful for understanding the practical implementation of the method. For elliptic problems, the two procedures are mathematically
equivalent.
Like many other interesting steady-state problems, the Young-Laplace equation is
an elliptic partial differential equation, which lends itself naturally to an implementation by Finite Elements. However, Young-Laplace is highly nonlinear, and is therefore
not ideal as a candidate problem for exploring the basics of the method. Instead, we
will begin our discussion of FEM with the one-dimensional form of Poisson’s equation,
one of the canonical linear elliptic equations.
The Poisson equation in two dimensions can be written
∆f (x, y) = g(x, y), for x, y ∈ Ω

(1.40)

where ∆ is the Laplace operator, and f and g are functions over some domain Ω. The
one dimensional analogue of this equation is
d2 f (x)
= g(x), for 0 < x < a.
dx2

(1.41)

For this problem, we can prescribe compatible Dirichlet or Neumann boundary conditions. A function pinned at one end, and governed by a flux condition at the other,
would have boundary conditions as follows:
df
= b at x = 0,
dx
f = c at x = a,

(1.42)
(1.43)

for b, c ∈ R. Equation (1.41) with boundary conditions (1.42) and (1.43) can be solved
exactly by integration:

f (x) = c + b(a − x) +

Z

a
x

Z

y



g(z)dz dy.
0

(1.44)

If g(x) = g0 is a constant, then f has the closed-form expression
f (x) = c + b(a − x) + (a2 − x2 )g0 .

(1.45)

Most equations of interest do not have closed-form solutions. Instead, we must
somehow approximate the true solution by a function f¯(x) ≈ f (x). Let us choose this

approximation to be the linear combination

f¯(x) = Σi αi φi (x), for i ∈ I
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(1.46)

where the φi (x) are a set of known functions, called shape functions, the αi are a set
of unknown constants, and I = {0, 1, ...., n}. n is a positive integer, whose value is

related to the accuracy of the approximation in the sense discussed below. We do not

expect such an approximation to satisfy equation (1.41) exactly; there is a “leftover”
component, called the residual. The residual function R(f¯, x) can be written as
R(f¯, x) =

d2 f¯(x)
− g0 .
dx2

(1.47)

A perfect approximation would give R(f¯, x) = 0 for all x ∈ [0, a], however if such an

approximation were possible, we would have no need of it in the first place. However,
by weighting R(f¯, x) using functions Wi (x) : i ∈ I, called weighting functions, we can

satisfy equation (1.41) in an “average” sense. This is done by requiring the weighted
integral to vanish:
Z

a

Wi (x)R(f¯, x) dx = 0.

(1.48)

0

This is known as the method of weighted residuals. The idea behind the Galerkin
procedure is to set the weighting functions Wi (x) equal to the shape functions φi (x).
Inserting Wi (x) = φi (x) into equation (1.48), we can generate a linear system for the
unknown parameters αi . Solving this system then yields the approximation we seek.
One important factor in the accuracy of the approximation is the domain over which
the shape functions φi (x) are defined. Taking the very simple example of approximating
the function f (x) = sin x over the domain [0, 2π] by a straight line, it is clear that the
linear function φ(x) = 0x does not give a very good approximation of the behaviour
of the function, even though its value agrees with sin x at the boundaries x = 0 and
x = 2π. However, a much better approximation is given by dividing the domain into
smaller subdomains, and approximating f (x) = sin x over each segment by a linear
function that agrees with sin x on the boundaries of each subdomain.
Returning to the general problem, we divide the interval [0, a] into m sub-intervals
ek : k = 0, 1, ..., m − 1, defined by
ek = {x : xk ≤ x ≤ xk+1 }.

(1.49)

These sub-intervals, together with the shape functions defined upon them, are the
“elements”, and their endpoints xk are “nodes”. The elements do not have to be of
equal size, and the number of elements into which a given domain can be divided
has no theoretical restriction, although there are practical limitations imposed by the
computer hardware upon which the method is implemented. It is from these elements
that the Finite Element Method takes its name.
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Figure 1.6: Two approximations of f (x) = sin x, one by a single linear function, the
other by seven linear functions.

The choice of shape functions φi (x) depends on the requirements of the problem
we wish to solve. The accuracy of the approximation, the order of differentiability, the
ease of implementation, the time complexity of the solution process, and the available
computer hardware are just a few of the many factors that go into deciding which
functions to use. The use of piecewise continuous Lagrange interpolating polynomials
was introduced by Courant in [16], and are a popular choice for many applications, as
they strike a convenient balance between computational complexity and approximation
accuracy.

For simplicity, we will choose piecewise linear functions as our shape functions for
this section; higher order elements make hand computations difficult. Such functions
are advantageous computationally, but present a problem for the second derivative
term in equation (1.41); the second derivative of a linear shape function vanishes in the
interior of the element. The problem is alleviated on the interior of the element through
the use of higher-order shape functions, such as quadratic polynomials, however the
derivative at the nodes is still discontinuous. This quandary can be resolved through
computation of the weak form of the equation. Integrating equation (1.48) by parts,
and substituting Wi (x) = φi (x), yields
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d2 f¯(x)
− φ(x)g0 dx
φi (x)
dx2
0


a
Z a 
df¯(x)
dφi (x) df¯(x)
.
+ φi (x)g0 dx + φi (x)
−
dx
dx
dx 0
0
Z

=

a



(1.50)

Recalling from equation (1.46) that the approximation can be written as the discrete
sum f¯(x) = Σni=0 αi φi (x), the right hand side of equation (1.50) can be rewritten
 ¯ a
Z a
Z a
dφi (x) dφj (x)
df (x)
n
φi (x)g0 dx + φi (x)
−Σj=0 αj
dx −
=0
(1.51)
dx
dx
dx 0
0
0
and set equation to zero, for each i = 0, 1, ..., n. At this stage, it is already possible to
discern the essence
h of the
i method. The only unknown quantities in equation (1.51) are
the αi ; g(x) and

df¯(x)
dx

a
0

are given, and the φi (x) are chosen during the discretisation

process. Once the integrals are evaluated, the approximation can be computed by
solving a matrix equation for the weights αi .
A simple, two-element discretisation demonstrates this. We divide the interval [0, a]
into two equal halves, using three equally-spaced nodes {xj } = {x0 , x1 , x2 }, such that

x0 = 0, x1 = a2 , and x2 = a. The shape functions φi (x) are piecewise linear, and we

can choose them cleverly, such that
φi (xj ) =


1,

0,

if i = j

(1.52)

otherwise.

A suitable choice of shape functions would be
xi+1 − x
xi+1 − xi
x − xi
,
φi+1 (x) =
xi+1 − xi
φi (x) =

(1.53)

which have derivatives
dφi (x)
−1
=
dx
xi+1 − xi
1
dφi+1 (x)
=
.
dx
xi+1 − xi

(1.54)

Because there is only one nonzero shape function at each node, the value of the approximation at x = xi is
f¯(xi ) = αi φi (xi ) = αi ,

(1.55)

and in the interior of the element ei , the approximation is given by
f¯(x) = αi φi (x) + αi+1 φi+1 (x).
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(1.56)

On the first element e0 , the shape functions are
a
2
a
2

−x
2x
=1−
−0
a
x−0
2x
and φ1 (x) = a
=
,
−0
a
2
φ0 (x) =

(1.57)
(1.58)

with derivatives
−2
dφ0 (x)
=
dx
a
dφ1 (x)
2
and
= .
dx
a

(1.59)
(1.60)

Substituting these values into equation (1.51) yields a system of two equations with
two unknowns:
2
(α1 − α0 ) −
a
2
and (α0 − α1 ) −
a

g0 a
+b=0
4
g0 a
= 0.
4

Performing this process for the second element e1 with shape functions φ1 (x) =
φ2 (x) =

2x
a

(1.61)
(1.62)
2x
a

and

− 1 yields a second set of equations:
2
(α2 − α1 ) −
a
2
and (α1 − α2 ) −
a

g0 a
=0
4
g0 a
= 0.
4

These two systems of equations can be written as a single matrix equation

 
   
−1 1
0
1
α0
−b
     g0 a  
2
 1 −2 1  α1  =  0  +
2 .
   
a
4  
0
1 −1
α2
1
0

(1.63)
(1.64)

(1.65)

For this simple case, the matrix equation can be produced by addition of the two equations involving α1 . In general, this “assembly” process is somewhat more complicated,
however it is a strictly procedural operation, and can be reliably automated. In this
case, it is trivial to compute the inverse of the matrix on the left hand side of equation
(1.65), and thus find the solution to the system;
g0 a2
+ c,
2
ba 3g0 a2
α1 = − +
+ c,
2
8
α2 = c.
α0 = −ba +
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These coefficients, together with their respective shape functions, give the approximation f¯ piecewise over the elements {ek }.
In summary, we have defined a residual function, which describes the extent to

which an approximation satisfies a given differential equation.

Using appropriate

weighting functions, we can force the integral of the weighted residual to vanish. The
domain is divided into elements, equipped with shape functions and a set of coefficients
from which an approximation is built. By setting the weighting functions equal to the
shape functions, computing the weighted residual for the approximation yields a linear
system for the coefficients of the shape functions, which can then be solved using linear
algebra techniques.
The Finite Element Method can be extended to higher dimensions, with multiple
variables, combined in highly nonlinear ways, with a wide variety of shape functions.
While this example falls far short of the potential complexity of the method, we have
already exposed the key component of the method necessary to understand the numerical scheme used in this project; namely, that the problem boils down to solving a
large linear system.
Applying the Galerkin procedure to nonlinear PDEs is a lengthy process to describe, but the basic idea of the method is exactly the same. We define a domain, and
discretise it into elements, and on each element we define a set of shape functions. We
approximate the true solution of the PDE as a linear combination of these shape functions, and insert the approximation into the equation for the weighted residual. From
this, we generate a system of linear equations for the coefficients of the approximation.
At this juncture, it will be useful to introduce the nomenclature of Finite Elements
for PDEs. Let us take a second look at equation (1.40). We can multiply the equation
by an arbitrary function, say h(x, y), and integrate the resulting expression over a
domain Ω

Z

(∆f ) h dx dy =
Ω

Z

gh dx dy.

(1.66)

Ω

The important thing about this function is that it should be arbitrary. This means
that when we rearrange the equation so that
Z
((∆f ) − g) h dx dy = 0,

(1.67)

Ω

we can see that the fundamental lemma of the calculus of variations applies. This
means that the Poisson equation is satisfied in the average sense that we discussed
in the method of weighted residuals. In Finite Element texts, h is referred to as a
test function, against which f , called the trial function, is “tested”. For details of the
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technical conditions placed on the test and trial functions, we again recommend [14]
or [46]. What is important for our purposes is that the test and trial functions can be
written as a linear combination of shape functions, in exactly the way described above.
This results in the linear system for the coefficients of this approximation.
In the case of nonlinear PDEs, solving this linear system can often be difficult for
a number of reasons. For one example, a PDE with a degenerate differential operator produces a singular matrix. For another, the approximation of solutions to highly
nonlinear problems produces linear systems that are ill-conditioned, which presents
difficulties for some of the linear algebra methods used to solve the resulting matrix
equation. Although many software packages implement FEM as something of a “black
box”, dealing with problems posed by highly nonlinear equations requires some understanding of how a particular PDE is discretised and assembled, and how the resulting
system is solved.

1.3

Project Objectives

In this section, we show that the height function formulation of the Young-Laplace
equation is inadequate for some of the interesting problems posed by the technologies
we discussed in section 1.1. We then propose a solution to this issue in the form of the
embedding formalism, and discuss the specific aims of this project.

1.3.1

The Inadequacy of the Height Function Formulation for
Complex Geometries

In [26], Konrad et al. discuss the existence, shape, stability, and persistence of a waterair interface attached to a regular lattice, which is similar in structure to the trichome
lattice on the surface of the salvinia leaf. A computer-generated example of the surface
and lattice is shown in figure 1.7. The authors slice the lattice into quadrants, with
one corner of the quadrant having the solid cylinder as its boundary.
Over this domain, the authors prove that, given the correct boundary conditions, a
solution to equation (1.39) exists. It is possible to approximate this surface numerically
by a Finite Element Method based on that described in section 1.2.3, though the
authors do not do so. The application of the height function formalism to salvinia-like
lattice structures, and its numerical approximation by Finite Elements, represents one
of the current “state of the art” approaches. It is thus a good yardstick, by which to
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Figure 1.7: A computer-generated image of the lattice from [26], with a fluid interface
attached.
measure the utility of the height function formulation in physical systems with unusual
geometry. In this section, we present a simple Finite Element model of the system
described in [26]. Inspection of this model yields several shortcomings with the height
function formulation of the Young-Laplace equation.
As in section 1.2.3, the first step in the Galerkin procedure is to find the weak form
of the PDE, which, from equation (1.35), can be written

γLG

Z

!

∇f

Ω

p
· ∇δf − 2(Hδf − δHf ) dx dy −
1 + |∇f |2

Z

∂Ω

(γLS − γSG )δf ds = 0.
(1.68)

Here, δ signifies a variation, and the Lagrange multiplier H is not assumed to be
constant, so that the minimisation process selects the correct value of H by testing it
against all admissible variations of f . Next, we must discretise the domain over which
f (x, y) is defined. Using the open-source program Gmsh, we triangulate the domain.
In this case, we choose a mesh with a higher resolution near to the intersection with
the cylinder, as any interesting behaviour is likely to occur near this boundary due to
its less straightforward geometry. As an aside, the ability to refine the mesh only in
regions of interest is one of the great strengths of the FEM. In this particular mesh,
a domain of maximum side length 1 and cylinder radius 0.2 is discretised into 6144
triangular cells. The largest cell in the mesh has a diameter, computed as twice the
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Figure 1.8: Mesh of the lattice quadrant domain.
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circumradius, of 4 × 10−2 , and the smallest cell has a diameter of 5 × 10−3 .

We denote the discretised domain by Q, and choose quadratic Lagrange polynomials

as our shape functions. The Lagrange multiplier H has no spatial derivatives, and thus
can be drawn from a space of constant functions, which we denote by R. Writing
P = Q × R, the functional to be minimised is F [f, δf, H, δH] : P → R. The constancy

of H fixes a unique solution, by requiring that the volume under the surface remain
constant with respect to variations in the position of the surface.
Unlike the one-dimensional Poisson equation described in section 1.2.3, the YoungLaplace equation is highly nonlinear, and special methods are required to deal with
the nonlinear components. In this case, we opt for Picard iterations over the nonlinear
denominator, a process in which the unknown f is replaced by fk in the denominator,
and the resulting system is solved for fk+1 . The idea is that as fk → fk+1 , f → f ∗

[32]. As a criterion for convergence, we choose the L2 -norm kfk+1 − fk k2 . Note that

there is a direct correspondence between the continuous norms of the approximation

and the discrete norms of the degree-of-freedom vector for the approximation, which
is straightforward to compute.
In this case, the relevant functional is
γLG

Z

!

∇fk+1

Ω

p
· ∇δf − 2(Hδf − δHfk+1 ) dx dy −
1 − k∇fk k2

Z

∂Ω

(γLS − γSG )δf ds = 0,
(1.69)

with the initial condition f0 (x) = 1. The solution for a contact angle of 0.6981 radians
(40 degrees) is displayed in figure 1.9. The solution converged, with the L2 -norm of
the error kfk+1 − fk k2 = 1.5 × 10−10 .

At first glance, it is easy to see how this solution could be useful in exploring the

properties of static fluid interfaces attached to regular lattices. Upon closer inspection,
however, the solution also demonstrates the flaws in the height function formulation.
Figure 1.10 shows the surface, together with the mesh and the cylinder. It is important
to note that the cylinder is superimposed as a visual aid. As far as the finite element
solution is concerned, the cylinder is simply a Neumann condition on one boundary of
the mesh.
The solution appears to be attached to the cylinder with the correct contact angle.
However, the only reason this works, is that the cylinder has a constant radius. Thus,
the point at which the surface contacts the cylinder shares the same (x, y) coordinates
as the mesh. This is, of course, what it means for the solution to be a height function.
Now let us remove the cylinder and, without altering the solution or the mesh,
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Figure 1.9: Finite Element solution of the height function formulation of the YoungLaplace equation, over the lattice quadrant domain.

Figure 1.10: The solution, together with the mesh and the cylinder.
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superimpose a cone in its place. It is clear from figure 1.11 that the surface is not in
contact with the cone. More importantly, it is clear that no matter what values the
solution takes, it can never be attached to the cone. The shape of the intersection
between the surface and a cone depends on the shape of the solution on the interior,
which in turn depends on the shape of the boundary. The only way such a height
function could correctly approximate the true interface, would be for the mesh to
already occupy the correct (x, y) coordinates. Of course, if we had some process to know
in advance what those were, we would probably not need a numerical approximation
to the interface.

Figure 1.11: The solution, together with the mesh and the cone.
This seemingly trivial observation demonstrates the fundamental flaw in the height
function formulation: that it can never approximate an interface that lies outside its
domain of definition, and the correct domain of definition cannot be known in advance.
In some cases, it may be possible to rewrite the PDE in a coordinate system such that
the solution is a height function. Such a strategy raises several objections.
The first is that such a system is highly problem-dependent. The surface we expect
to obtain must not curve in such a way as to make a height function impossible, and
even where such a description is possible in theory, the coordinate transformation and
appropriate domain must be calculated for each such system. The second problem is
that even if such a height function can be formulated, the coordinate transformations
required may make the numerical problem extremely difficult to solve.
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The third problem, which is related to the first, is that we must still have a significant amount of knowledge about the state of the true solution in order to begin the
process of figuring out whether a height function formulation is possible. This is likely
to entail assumptions about the shape and position of the surface, the validity of which
must be established by some other process.
Fourthly, even in the event that a coordinate system and domain can be found, a
soluble numerical problem produced, and the necessary assumptions externally verified,
the height function formulation inherently limits the system to the domain of the
function’s definition, and thus any errors in calculating the preconditions may not be
apparent from the resulting numerical simulation.
Finally, such a convoluted process would prove highly impracticable for disseminating to the engineers and scientists who might wish to use the method as a practical
tool for investigating the properties of their inventions or experiments. This has the
dual effect of making such a system both less relevant and less robust, in the sense that
the method is not applied to, or tested against, real-world scenarios.

1.3.2

A Proposed Solution: The Embedding Formulation

In the previous section, we saw that the height function formulation of the YoungLaplace equation was unable to deal with complex solid geometries. The new technological and scientific applications of fluid interfaces discussed in section 1.1 almost
inevitably involve nontrivial solid geometries. In some cases, it will be possible to use
various tricks to simplify the problem at hand, in order to use the height function
formulation; assumptions about the shape and location of the surface can be made,
symmetries can be exploited. However, in many cases of interest, such simplifications
will be very difficult, and often impossible. In such cases, a new approach is required;
one that is free of the coordinate constraints of the height function formalism.
To that end, this project proposes the embedding formulation; a reconception of
the surface as an embedding of a Riemannian manifold. The specific details of this
formulation will be explained in chapter 2. For present purposes, it is sufficient to
understand the general idea, and its advantages over the height function formulation.
Intuitively, we can imagine the fluid interface to be a surface, equipped with its
own set of coordinates that “live” on the surface. Each point on the two-dimensional
surface occupies a point in three-dimensional space, and so we can describe the surface
by writing a function that relates the points on the surface to their location in threespace. We can then form a variational principle for the position of the surface, using
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the same physical principles as the classical formulation.
This formalism has a number of advantages, and preserves many of the useful
aspects of the height function formalism. The first is that the system is coordinateindependent. Our choice of the coordinates that live on the surface does not depend on
the shape of the surface, and thus it is unnecessary to tailor the choice of coordinates
to the particulars of the system. The important corollary of this is that the embedding
function’s domain of definition is the same, regardless of the position and shape of
the system in three-space, provided that there is no topological change. Thus the
embedding function for the surface that attaches to the cylinder in the example in
section 1.3.1 has the same domain of definition as the function that embeds a surface
that attaches to a cone.
This extends to so-called “reentrant” surfaces, such as the sessile drop in figure 1.12.
Such a drop bows outwards from the intersection of the interface and the solid. There
is the obvious problem that the surface is once again outside of the domain of a height
function, if the boundary of the domain is considered to coincide with the intersection.
Even if a more complicated structure were used, in which the domain is extended in
some fashion to lie under the part of the droplet that bows out, the function describing
the position of the interface is not a graph over this region. For each (x, y) point in
the plane, there are multiple values of the z coordinate, hence the name “reentrant”.

Figure 1.12: An example of a reentrant surface. Such a surface cannot be represented
as a height function z = f (x, y).
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The embedding formulation has no difficulty with such a system, as the surface
is coordinatised intrinsically. The boundary of the embedded manifold corresponds
to the boundary of the coordinate domain, and the reentrant portion of the droplet
corresponds to entirely different intrinsic coordinates.
The second advantage of this formalism, is that it derives directly from a consideration of the energy of the system, in exactly the same way as the classical formulation.
In chapter 2, we make a point of directly following the method of Gauss in our derivation of the embedding formulation. This means that the formulation is highly intuitive,
and modifications or additions can be made by considering the fundamental properties
of the system from first principles.
Thirdly, by maintaining the variational principle, the formulation retains its direct
connection to numerical implementation by Finite Elements. The method can be
implemented directly in any Finite Element code with the appropriate functionality,
making it widely accessible to researchers and engineers.
Fourthly, by describing the surface in the language of differential geometry, analytic
and numerical results from fields as diverse as general relativity and elasticity become
applicable. This shared mathematical heritage allows cross-pollination of ideas, which
is especially important for numerical algorithms, where the actual physics of the system
are often irrelevant.
It could be argued that a fifth advantage of the formalism lies in its aesthetic
qualities. The language of differential geometry is both powerful and beautiful. The
coordinate independent nature of the formalism puts the focus on the critical aspect
of the problem, namely the interface itself, and how it interacts with the physical
geometry. This is in contrast to the height function formalism, in which the key
concern is whether the domain is correctly defined and positioned, such that a height
function can be used to represent the interface. However, such benefits are nebulous,
and whether or not they accrue is left to the reader.

1.3.3

Aims

The specific aims of this project are as follows:
Firstly, to derive the embedding formulation of the Young-Laplace equation from
first principles. As much as possible, this method should follow the classical variational
method published by Gauss. This approach should give a direct connection between
the energy of the system, and the final formulation.
Secondly, to define the conditions necessary to obtain a unique solution. These
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conditions should depend as little as possible on the specific details of the physical
system, and should facilitate the numerical implementation of the formulation.
Thirdly, to provide a numerical algorithm for the solution of the equation. This
should be based primarily on Finite Elements, in order to enjoy both the practical
benefits that method provides, as well as to maintain the connection to the variational
principle. The method should be reproducible by other researchers, working with a
variety of software packages. For this reason, we aim to use only freely available, open
source software in the experiments presented in this thesis.
Fourthly, to demonstrate the application of the formalism and numerical method
to physical systems, for which a height function approximation would be difficult or
impossible to obtain.
Fifthly, to critically evaluate the method, compare it to other approaches, and
identify any areas where improvements can be made.
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Chapter 2
The Embedding Formalism
As we have seen, the height function formulation that has classically been used to
represent static fluid interfaces is inadequate for the more complex geometries of modern scientific experiments and technological innovations. In this chapter, we present
a solution to this problem; the laws of Young and Laplace, written in the coordinateindependent language of the embedding formalism. We will refer to this variational
problem as “the embedding formulation”. In section 2.1, we derive the variational principle directly from consideration of the physics of the system, following the method of
Gauss. We also show how this principle can be derived from the strong form of the
equation using the Galerkin procedure.
In section 2.2, we discuss the role that conformality plays in determining a unique
solution to the variational problem. As we shall see in numerical experiments, this
seemingly technical condition has important consequences for the practical application
of this method. We also examine the role of natural and essential boundary conditions
in dealing with isometries of the solution. Finally, in section 2.3, we discuss modern
approaches to the same problem found in the academic literature, and attempt to
explain the place of our method within the larger body of scholarship.

2.1

Construction of the Embedding Formulation for
Static Fluid Interfaces

In this section, we derive the variational principle that forms the core of our approach.
Before we begin, we need to be clear about what is meant by an embedding. Let M and
N be manifolds. Define X : M → N to be a smooth map which is a diffeomorphism
between M and its image in N . The function X is called an embedding of M into N .
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We will take M to be an open subset U of R2 , with boundary ∂U and closure Ū .
We will take N to be the three-dimensional Euclidean space E 3 , which corresponds
to the physical space in which our fluid interface exists. We now have an embedding
X : U → E 3 . The image of U under X is a hypersurface in E 3 . This hypersurface will

be the manifold which represents the fluid interface, which we shall label Σ. We define
the boundary of Σ, denoted by ∂Σ, to be the image of ∂U under X, so that we can
write X(∂U ) = ∂Σ. This is always possible for a sufficiently smooth boundary ∂U .

Figure 2.1: An embedding X(u, v) : U → E 3 .
In more direct language, Σ is a two-dimensional surface whose position is given
parametrically by a vector X(u, v), with coordinates u and v taken from U (see figure
2.1). All of the physical properties that we would like the fluid interface to have will be
imposed on Σ, but all of the computations can be done on U . The embedding function
X is the connection between the two spaces, so that the physical conditions imposed
on Σ translate to mathematical conditions imposed on X.
X is a vector function with three components. To make this explicit, X will often
be written X a , where a is an index running from 0 to 2. Latin indices indicate that
the object has three components, while Greek indices will be used for objects with
two components. For example, the differential operator ∂µ has two components, and
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is equivalent to the vector of partial derivative operators,


∂ ∂
.
,
∂µ =
∂u ∂v

(2.1)

We also make use of the Einstein summation convention, whereby repeated indices
are summed over. The letters a, b, c, and d will be used as abstract indices to indicate
operations. The letters i, j, k, and l will be used for indices where the object is expressed
in components.

2.1.1

The General Procedure

In section 1.2.1, we began our derivation with the enthalpy of the system, and showed
that this work could be represented as a functional
δW = γLG δA − ∆P δV.

(2.2)

In this section, we will begin with a functional that describes the configuration of
the system, and use the calculus of variations to obtain a variational principle. Consider
the functional
W = γLG

Z

Σ

dAΣ − λ

Z

dV,

(2.3)

V

for a surface Σ with area element dAΣ , volume V , and volume element dV , and a parameter λ. We will consider the process of minimising the surface area, represented by
the first term, subject to the constraint that the volume remains constant, represented
by the second term. λ is a Lagrange multiplier, an additional variable that we will use
to enforce this constraint. From the classical formulation of the problem, we would
expect that the term corresponding to δV should have a connection to the pressure
difference across the interface, and hence to the mean curvature 2H. As we shall see,
in our formulation, this term is the Lagrange multiplier λ. Since the pressure difference
is constant, the mean curvature is also constant, and thus λ ought to be constant.
Let us take a closer look at the functional. Where the fluid volume is attached to
a solid, Σ is actually composed of two parts: the part of the surface that is in contact
with the gas, which we shall call the free surface, and the part that is in contact with
the solid, which we shall call the bound surface. The free surface we shall refer to as
Σ, as this is the surface that we are actually concerned with, and the bound surface
we shall refer to as Σ̃. We note that the bound surface is associated with the constant
γLS , which is the tension between the liquid and the solid. The solid body we shall
refer to as B.
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Our functional now has the form
Z
Z
Z
dV.
W = γLG dAΣ + (γLS − γSG ) dAΣ̃ − λ
Σ̃

Σ

(2.4)

V

The term γLS − γSG arises from a consideration of the energies along the solid body

B. If we divide B into a wetted portion B0 and an unwetted portion B1 , then we can
write the energies associated with these regions as
Z
Z
Z
Z
(γLS − γSG ) dA0 +
γSG dA1 =
γLS dA0 +
B1

B0

B0

γSG dA1 .

(2.5)

B0 ∪B1

The integral over B0 corresponds to the same region as the integral over Σ̃ in equation
(2.12). The second integral is a constant, which goes to zero under the variation and
can therefore be ignored.
Turning now to the volume term, we can expand the integral as follows,
Z
Z
Z
Z
Z
dV =
dx dy dz =
d(x dy dz) =
d(y dz dx) =
d(z dx dy)
V
V
V
V
V
Z
1
=
d(x dy dz + y dz dx + z dx dy).
3 V

(2.6)

This can be expressed concisely in index notation using the Levi-Civita symbol εabc ,
defined by

εijk



+1 if (i, j, k) is (1, 2, 3), (3, 1, 2) or (2, 3, 1),



= −1 if (i, j, k) is (1, 3, 2), (3, 2, 1) or (2, 1, 3),



 0 if i = j or j = k or k = i.

(2.7)

Note that the symbol can be used to represent cross products,
(p × q)i = εijk pj q k ,

(2.8)

r · (p × q) = εijk ri pj q k .

(2.9)

and triple products

Using this, we can write
Z
Z

1
1
d(x dy dz + y dz dx + z dx dy) =
d εabc xa dxb dxc .
3 V
6 V

Applying Stokes’ theorem, we can write this as a boundary integral
Z
Z
 1
1
a
b
c
d εabc x dx dx =
εabc xa dxb dxc .
6 V
6 ∂V
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(2.10)

(2.11)

The boundary ∂V is a surface consisting of the two parts Σ and Σ̃. Splitting the
integral, and inserting it back into equation (2.4), we obtain
W = γLG

Z

dAΣ + (γLS
Σ

1
− γSG ) dAΣ̃ − λ
6
Σ̃
Z

Z

1
εabc x dx dx − λ
6
Σ
a

b

c

Z

εabc xa dxb dxc .
Σ̃

(2.12)

There are four surface integrals to consider here; two integrals over Σ, and two over
Σ̃. The general procedure will be to compute the variational principle by introducing
a variation vector field at every point of the surface. This vector field will be arbitrary,
except for the restrictions that we place on it to respect the solid boundary. These
restrictions are that on the boundary ∂Σ, the vector field should be tangent to B. This
means that any variation of the surface Σ̃ should only be due to the movement of the
boundary ∂ Σ̃; any variation normal to the surface would either pull the surface away
from B or push the surface through B, neither of which are permissible. Since Σ and
Σ̃ share a boundary, we should be able to write these terms as integrals over ∂Σ. From
there, we can pull all the terms back to U along the embedding X(u, v). We denote
the variation vector field ζ(u, v). Figure 2.2 shows a diagram of the system.

Figure 2.2: Diagram of the free suface Σ, the bound surface Σ̃, the solid body B, and
the variation vector ζ. Under the variation, changes in Σ̃ are due only to the change
in the boundary ∂Σ ≡ ∂ Σ̃.
Before we begin this process, we note that the Levi-Civita symbol in the term
εabc xa dxb dxc implies the wedge product between the differential one-forms, so that we
have the antisymmetric property
dxb dxc = dxb ∧ dxc = − dxc ∧ dxb = − dxc dxb ,
and the property that
dxb dxb = 0.
We will need both of these properties in the derivations that follow.
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2.1.2

Free Surface Energy

We begin with the first integral in equation (2.12), which we denote WΣ . The integral
is expressed with respect to the area element on Σ, whereas we would like to perform
our computations on U . Thus, we need to express dAΣ in terms of dA = du dv.
In order to do so, we introduce the metric tensor; a symmetric, bilinear form defined
on the tangent space Tp X of the embedded manifold. Its components are the components of the first fundamental form, which can be computed using the inner products
∂X
∂X
and Xv =
as shorthand, we
of tangent vectors on the surface. Using Xu =
∂u
∂v
can write the metric g in matrix form,
"
#
Xu · Xu Xu · Xv
gij =
(2.13)
Xv · Xu Xv · Xv
This can be written in index notation as
gµν = ηab Xµa Xνb ,

(2.14)

where η is the metric of the ambient space; in this case, the Euclidean inner product.
The metric g is said to be induced by the embedding. The relationship of the metric
tensor to the area element of the embedded surface is straightforward. Given tangent
vectors Xu and Xv , the area element of the surface can be written as
dAΣ = kXu × Xv k du dv.

(2.15)

Applying Lagrange’s identity, we obtain
q
p
dAΣ = (Xu · Xu ) (Xv · Xv ) − (Xu · Xv )2 du dv = det g du dv.

(2.16)

We can therefore write

Z p
det g du dv.
WΣ = γLG

(2.17)

U

A variation of this term with respect to the embedding X(u, v), which we denote δWΣ ,
can be computed using the vector field ζ(u, v) using the usual method,
δWΣ =

d
WΣ [X(u, v) + τ ζ(u, v)]
dτ

.

(2.18)

τ =0

Inserting the parametrisation
X̃(u, v) = X(u, v) + τ ζ(u, v)
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(2.19)

into the equation det g = kXu × Xv k2 yields
det gτ = k (X + τ ζ)u × (X + τ ζ)v k2

= kXu × Xv + τ (Xu × ζv + Xv × ζu ) + τ 2 ζu × ζv k2

(2.20)

= kXu × Xv k2 + 2τ (Xu × Xv ) · (Xu × ζv + Xv × ζu ) + O(τ 2 )
Using index notation, we can expand this in terms of the components of the metric,
kXu × Xv k2 + 2τ (Xu × Xv ) · (Xu × ζv + Xv × ζu ) + O(τ 2 )

= det g + 2τ ηab gvv Xua ζub + guu Xva ζvb − guv Xva ζub − gvu Xua ζvb + O(τ 2 )
=

=

det g + 2τ ηab det g g µν Xµa ζνb + O(τ 2 )

det g 1 + 2τ ηab g µν Xµa ζνb + det g O(τ 2 )

(2.21)



which in turn allows us to compute
q
p
p
det gτ = det g 1 + 2τ ηab g µν Xµa ζνb + det g O(τ 2 ).

We can now write the functional
Z p
q
d
det g 1 + 2τ ηab g µν Xµa ζνb + det g O(τ 2 ) du dv
δWΣ = γLG
dτ U
τ =0
Z p
µν a b
2ηab g Xµ ζν + det g O(τ )
= γLG
du dv
det g q
U
τ =0
2 1 + 2τ ηab g µν Xµa ζνb + det g O(τ 2 )
Z
p
ηab g µν Xµa ζνb det g du dv.
= γLG

(2.22)

(2.23)

U

The variation vector field ζ(u, v) is a variation with respect to the embedding

X(u, v). Denoting the variation of X(u, v) by δX(u, v), we can write the variation of
the free surface energy as
δWΣ = γLG

2.1.3

Z

ηab g µν Xµa δXνb
U

p
det g du dv.

(2.24)

Wetting Energy

We now turn to the second integral in (2.12), which we denote WΣ̃ . The key to this
term is in the parametrisation of the surface Σ̃, which shares a boundary with Σ. This
allows us to describe it in terms of the embedding function X(u, v). Parametrising the
boundary ∂ Σ̃ = ∂Σ by X(u(s), v(s)) : s ∈ I for a suitable interval I, and introducing
a new parameter t ∈ (0, τ ), we parametrise Σ̃ by

X̃(s, t) = X(u(s), v(s)) + tζ(u(s), v(s))
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(2.25)

Here, we restrict the variation vector ζ to be tangent to the solid B. With this
parametrisation, we compute
d(X̃) = d(X(u(s), v(s)) + tζ(u(s), v(s)))

(2.26)

= (Xs + tζs ) ds + ζ dt,
and we find the product d(X̃ b ) d(X̃ c ) ≡ d(X̃ b ) ∧ d(X̃ c )) to be




d(X̃ i ) ∧ d(X̃ j ) = Xsi + tζsi ds + ζ i dt ∧ Xsj + tζsj ds + ζ j dt



= Xsi + tζsi Xsj + tζsj ds ∧ ds + Xsi + tζsi ζ j ds ∧ dt

+ Xsj + tζsj ζ j dt ∧ ds + ζ i ζ j dt ∧ dt
 

= Xsi + tζsi ζ j − Xsj + tζsj ζ i ds ∧ dt.

(2.27)

Denoting the unit normal to B by N̂B , we can use the Levi-Civita symbol to write the

area element for Σ̃ in terms of ds and dt:

dAΣ̃ = εabc N̂Ba Xsb + tζsb ζ c ds dt.

(2.28)

Substituting this into the integral for Σ̃, and writing β = (γLS − γSG ) for convenience,

we obtain
Z τ Z
Z

εabc N̂Ba Xsb + tζsb ζ c ds dt
β dAΣ̃ = β
s∈I
Σ̃
Z τ Z
Zt=0
τ Z
b c
a
tεabc N̂Ba ζsb ζ c ds dt
εabc N̂B Xs ζ ds dt + β
=β
t=0 s∈I
t=0 s∈I
Z
εabc N̂Ba Xsb ζ c ds + O(τ 2 ).
= βτ

(2.29)

s∈I

We then compute δWΣ̃ ,


Z
d
a
b c
2
δWΣ̃ =
−βτ
εabc N̂B Xs ζ ds + O(τ )
dτ
s∈I
Z
=β
εabc N̂Ba Xsb ζ c ds.

τ =0

(2.30)

∂U

We can see that the term δWΣ̃ is associated with the angle between the surface and
the solid at the intersection. In section 2.1.6, we discuss the geometric relationships
between the vectors at the boundary, and show that we get an equivalent expression.
For now, we change the notation to δW∂Σ , to make it clear that this work occurs only
on the boundary. Using the δX notation and expanding β = γLS − γSG , we write the

variation of the wetting energy as

δW∂Σ = (γLS − γSG )

Z
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εabc N̂Ba Xsb δX c ds.
∂U

(2.31)

2.1.4

The Volume Form

We will take the third and fourth integrals in equation (2.12) in turn. For the third
integral, we again adopt the parametrisation
X̃(u, v) = X(u, v) + τ ζ(u, v),

(2.32)

d(X̃) = dX + τ dζ.

(2.33)

with exterior derivative

Inserting this parametrisation into the integral, we obtain
Z
Z
1
1
a
b
c
λ εabc X̃ dX̃ dX̃ = λ εabc X a dX b dX c
6 U
6 U
Z

1
+ λ τ εabc ζ a dX b dX c + X a dζ b dX c + X a dX b dζ c
6 U
+ O(τ 2 ).

(2.34)

The cyclic property of the Levi-Civita symbol allows us to write

εabc X a dζ b dX c = d εabc X a ζ b dX c − εabc dX a ζ b dX c

= d εabc X a ζ b dX c + εabc ζ a dX b dX c

(2.35)

and similarly


εabc X a dX b dζ c = − d εabc X a dX b ζ c + εabc dX a dX b ζ c

= d εabc X a ζ b dX c + εabc ζ a dX b dX c .

Thus we can rewrite the integral as
Z
Z
1
1
a
b
c
λ εabc X dX dX = λ εabc X a dX b dX c
6 U
6 U
Z
1
+ λτ
εabc ζ a dX b dX c
2
ZU

1
d εabc X a ζ b dX c + O(τ 2 ).
+ λτ
3
U

(2.36)

(2.37)

Let us first deal with the integrals over U . We can expand dX in terms of du and dv
as follows,
dX = Xu du + Xv dv,
which allows us to rewrite the integrals over U as
Z
Z

1
1
a
b
c
λ εabc X dX dX = λ εabc X a Xub Xvc − Xuc Xvb du dv
6 U
6 U
Z
1
= λ εabc X a Xub Xvc du dv
3 U
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(2.38)

(2.39)

and
1
λτ
2

Z

Z

1
εabc ζX dX dX = λτ
εabc ζ a Xub Xvc − Xuc Xvb du dv
2
U
Z U
εabc ζ a Xub Xvc du dv.
= λτ
a

b

c

(2.40)

U

Using Stokes’ theorem, we compute the boundary integral
Z
Z
 1
1
a b
c
λτ
d εabc X ζ dX = λτ
εabc X a ζ b dX c .
3
3
U
∂U

Given a parametrisation of the boundary X(u(s), v(s)), we can write
Z
Z
1
1
a b
c
εabc X ζ dX = λτ
εabc X a ζ b Xsc ds.
λτ
3
3
∂U
∂U

Putting the integrals back together, we can compute the variation as follows
 Z
d 1
λ εabc X a Xub Xvc du dv
dτ 3 U
Z
+ λτ
εabc ζ a Xub Xvc du dv
U

Z
1
a b c
2
+
εabc X ζ Xs ds + O(τ )
λτ
3
∂U
τ =0
Z
Z
1
εabc X a ζ b Xsc ds.
= λ εabc ζ a Xub Xvc du dv + λ
3
∂U
U

(2.41)

(2.42)

(2.43)

For the fourth and final integral in equation (2.12), we again parametrise the boundary ∂Σ by X(u(s), v(s)), and use this to parametrise the wetted portion of the solid as
in equation (2.25), with the exterior derivative given by equation (2.26). Inserting this
parametrisation into the integral, we have
Z
1
λ εabc xa dxb dxc
6 Σ̃
Z
1
= λ εabc X̃ a dX̃ c dX̃ c
6 Σ̃
Z τZ


1
= λ
εabc X a Xsb + tζsb ζ c − (Xsc + tζsc ) ζ b ds dt
6 0 I
Z τZ


1
+ λ
εabc ζ a Xsb + tζsb ζ c − (Xsc + tζsc ) ζ b t ds dt
6 0 I
Z
1
= λτ
εabc X a Xsb ζ c ds + O(τ 2 ).
3
∂U

Computing the variation yields


Z
d 1
a b c
2
λτ
εabc X Xs ζ ds + O(τ )
dτ 3
∂U
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τ =0

Z
1
εabc X a Xsb ζ c ds
= λ
3 ∂U
Z
1
εabc X a ζ b Xsc ds.
=− λ
3 ∂U

(2.44)

(2.45)

Putting the two volume terms together, the boundary terms cancel
Z
Z
Z
1
1
a b c
a b c
εabc X ζ Xs ds − λ
εabc X a ζ b Xsc ds
λ εabc ζ Xu Xv du dv + λ
3 ∂U
3 ∂U
ZU
(2.46)
= λ εabc ζ a Xub Xvc du dv.
U

We denote the variation of the volume form δWV , and using δX notation, we write
Z
(2.47)
δWV = λ εabc δX a Xub Xvc du dv.
U

2.1.5

The Embedding Formulation

We are now in a position to write down the full weak form for the system for variations
with respect to X(u, v).
Z
Z
p
µν
a
b
g ηab Xµ δXν det g du dv + λ εabc δX a Xub Xvc du dv
γLG
U
U
Z
+(γLS − γSG )
εabc N̂Ba Xsb δX c ds = 0.

(2.48)

∂U

In keeping with Finite Element terminology, we will refer to this type of expression as
a variational form.
Before we proceed, we need to address the Lagrange multiplier λ. By comparison
with the equivalent term in section 1.2.1, we can see that λ ought to be proportional
to the mean curvature;
λ = 2HγLG .

(2.49)

The constancy of the mean curvature means that λ is also a constant, but it is not
immediately apparent what value this constant should take. The constraint that we
have specified is that λδV should vanish, meaning that the volume enclosed by the surface should not change under the variation. This anholonomic constraint presupposes
a reference surface for which we already have a volume. The parameter λ controls the
curvature of the surface, which in turn controls the volume. In section 3.1.2, we discuss
a numerical method for determining the correct value of λ to enforce the anholonomic
constraint for a given enclosed volume.
Substituting λ = 2HγLG into the variation, we see that we can factor out γLG , so
that the functional becomes
Z
Z
p
µν
a
b
εabc δX a Xub Xvc du dv
δW =
g ηab Xµ δXν det g du dv + 2H
U
U
Z
εabc N̂Ba Xsb δX c ds = 0,
+ cos θ
∂U
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(2.50)

γLS − γSG
= cos θ using Young’s law. When we
γLG
speak of the embedding formulation of the problem, it is specifically to equation (2.50)
where we have made the substitution

that we are referring.

2.1.6

The Equivalence of the Galerkin Procedure

The functional in equation (2.50) was developed by forming a variational principle
from the basic energetic properties of the system. This process exposes the underlying
physical reason for each term in the functional, and gives us the insight necessary
to deal with the challenges presented by the numerical implementation of each term.
Finite Element texts and software tend to express concepts exclusively in the language
of the Galerkin procedure, however the formulation that we have developed does not
use this language. In order to check that the form that we wish to implement is
identical to that produced by the Galerkin procedure, this section briefly demonstrates
the Galerkin procedure in the embedding formalism.
We begin with the equation
∆X a = 2H N̂Σa ,

(2.51)

where ∆ is the Laplace-Beltrami operator for the surface, N̂Σ is the unit normal vector
to the embedded surface, and H is its mean curvature. Taking X to be a vector-valued
trial function, we begin the Galerkin procedure by multiplying by a test function δX
and integrating the product over the coordinate domain U ,
Z
Z
p
p
a
b
ηab N̂Σa δX b det g du dv = 0.
ηab (∆X ) δX det g du dv − 2H

(2.52)

U

U

In coordinates, the Laplace-Beltrami operator takes the form

p
1
µν
a
a
det g g (∂ν X ) .
∆X = √
∂µ
det g

Substituting equation (2.53) into equation (2.52), and using N̂Σa =
we obtain

(2.53)
(Xu × Xv )a
εa bc X b X c
= √ u v,
kXu × Xv k
det g

i
p
1 h p
det g g µν (∂ν X a ) δX b det g du dv
ηab √
∂µ
det g
U
Z
εabc δX a Xub Xvc p
√
− 2H
det g du dv
det g
U
Z
i
h p
det g g µν (∂ν X a ) δX b du dv
=
ηab ∂µ
U Z
εabc δX a Xub Xvc du dv.
− 2H

Z

U
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(2.54)

Integrating the first term by parts yields,
Z
h p
i
µν
a
det g g (∂ν X ) δX b du dv
ηab ∂µ
U
Z p
Z p

µν
a
b
det g ηab g n̂µ (∂ν X ) δX ds −
det g ηab g µν (∂ν X a ) ∂µ δX b du dv
=
U
Z∂U p
Z
p
ηab g µν Xνa δXµb det g du dv.
det g ηab n̂ν Xνa δX b ds −
(2.55)
=
U

∂U

Putting this back into the full functional and switching the signs, we see that the
interior terms are already correct:
Z
Z
p
µν a
b
ηab g Xν δXµ det g du dv + 2H
εabc δX a Xub Xvc du dv.
This leaves the boundary term
Z
−

(2.56)

U

U

∂U

p

det g ηab n̂ν Xνa δX b ds.

(2.57)

The term n̂ν Xνa is the derivative of X in the direction normal to the boundary ∂U ,
which means that it is a vector in the tangent space Tp X of the embedded manifold.

The vectors N̂B , T̂ =

for E 3 . Using

the notation

to T̂ , we can

Xs
, and K̂ = N̂B × T̂ form an orthonormal basis
kXs k
n̂ν Xνa = Xna = Xn , and observing that Xn is orthogonal

write Xn as a linear combination
Xn = c0 N̂B + c1 K̂.

(2.58)

Denoting the angle between N̂B and N̂Σ by θ, we observe that c0 = kXn k sin θ and

c1 = −kXn k cos θ. Substituting this into (2.57), we obtain
Z p
det g ηab n̂ν Xνa δX b ds
−
∂U
Z p
Z p
a
b
det g ηab kXn k sin θN̂B δX ds +
det g ηab kXn k cos θK̂ a δX b ds.
=−
∂U

∂U

(2.59)

Any variation δX a in the direction of N̂Ba would pull the surface away from the solid,
so we require that
ηab N̂Ba δX b = 0.
Thus we are left only with the second term. Expanding K̂, we obtain
Z p
det g ηab kXn k cos θK̂ a δX b ds
∂UZ
p
det g εabc kXn k cos θN̂Ba T̂ b δX c ds
=
Z∂U p
kXn k
=
det g εabc
cos θN̂Ba Xsb δX c ds.
kX
k
s
∂U
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(2.60)

(2.61)

Focussing on the term

kXn k
,
kXs k

let (u(s), v(s)) be a unit-speed parametrisation of ∂U .

The tangent vector t̂ν has components


∂u ∂v
:= (u̇, v̇)
,
t̂ =
∂s ∂s

(2.62)

and therefore
Xs = t̂ν Xνa = u̇Xua + v̇Xva .
Similarly, the vector n̂ν has components


∂v ∂u
:= (−v̇, u̇)
n̂ = − ,
∂s ∂s

(2.63)

(2.64)

and therefore
Xn = n̂ν Xνa = u̇Xva − v̇Xua .

(2.65)

ηab n̂µ Xµa n̂ν Xνb = n̂µ n̂ν gµν = gµν g µσ n̂σ g ντ n̂τ = g στ n̂σ n̂τ

(2.66)

ηab t̂µ Xµa t̂ν Xνb = gµν t̂µ t̂ν

(2.67)

Noting that

and that

we now compute the squared length of Xn in terms of the parametrisation,
kXn k2 = ηab n̂µ Xµa n̂ν Xνb

= g uu v̇ 2 − 2g uv u̇v̇ + g vv u̇2

1
guu u̇2 + 2guv u̇v̇ + gvv v̇ 2
=
det g
1
=
ηab t̂µ Xµa t̂ν Xνb
det g
1
kXs k2 .
=
det g

Inserting this into equation (2.61), we obtain
Z p
kXn k a b c
N̂ X δX ds
det g εabc
cos θ
kXs k B s
∂U
Z
εabc N̂Ba Xsb δX c ds,
= cos θ

(2.68)

(2.69)

∂U

which is exactly the term that we expected.
The final expression is therefore exactly the same as equation (2.50), which is both
a confirmation that our derivation of the variational principle is sound, and a demonstration of the relationship between the Galerkin procedure and variational calculus.
47

2.2

Coordinate and Boundary Conditions

Having obtained the embedding formulation of the problem in its general form, we now
turn to the conditions necessary to obtain a unique solution.
The coordinate independence of the embedding formulation is a great strength,
allowing reentrant surfaces to be described elegantly and compactly. However, in order to actually implement a numerical model, some coordinates must ultimately be
selected. While at first blush this may seem to abrogate the advantages of coordinate
independence, in fact it is possible to impose conditions on the kinds of coordinate
systems that are permissible, such that the embedding itself determines the coordinate
system. As we shall see, the process of selecting coordinates is equivalent to finding
the embedding under certain conditions. Section 2.2.1 deals with these conditions.
A further problem that arises is the uniqueness of solutions to the PDE. Translational and rotational isometries give rise to a degeneracy in the differential operator,
which can be dealt with through imposing the correct boundary conditions. Section
2.2.2 examines the conditions necessary to ensure a unique solution.

2.2.1

Gauge Fixing

Although height functions cannot easily be used to represent reentrant surfaces, these
difficulties are functions of the mathematics used to represent the system. When transitioning from a surface which can be represented as a height function over a domain,
to a surface which cannot, there is no fundamental change in the physical properties
of the system. In the non-reentrant morphology, it is clear that there is a single degree of freedom in the description of the surface. The embedding formulation of the
problem implies three degrees of freedom, leaving two degrees of freedom that must be
non-physical.
This is a common problem in physics, which is addressed by the process of gauge
fixing. A gauge theory takes each physically distinct configuration of the system under consideration to be an equivalence class of mathematical formulations. Any two
mathematical formulations in the same equivalent class are related by a gauge transformation. Gauge fixing is the process of picking one particular member of the equivalence
class to represent a physical consideration.
We have said that the surface Σ is coordinatised by coordinates from U . Intuitively,
gauge fixing corresponds to specifying exactly how these coordinates will arrange themselves on the embedded surface. Rather than choosing a particular set of coordinates,
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we are instead choosing the relationship between the coordinates.
In theory, any gauge which restricts two of the degrees of freedom of the problem
may be used. However, due to the construction of the embedding formalism, there is
no loss of generality in selecting a gauge such that the problem is particularly wellbehaved. In this case, we choose a gauge such that,
ηab Xua Xub = ηab Xva Xvb = Υ
and
ηab Xua Xvb = 0,
where Υ(u, v) is a scalar function. These are known alternatively as the isothermal
coordinate conditions or the conformality equations. We will use these terms interchangeably. These conditions reduce the metric to
"
#
Υ 0
gij =
0 Υ

(2.70)

and its determinant to
det g = Υ2 .

(2.71)

Selecting this gauge dramatically simplifies the variation of the area functional;
Z
p
g µν ηab Xµa δXνb det g du dv
δWΣ =
ZU
1
=
Υηab (Xua δXub + Xva δXvb )Υ du dv
2
Υ
ZU
ηab (Xua δXub + Xva δXvb ) du dv.
(2.72)
=
U

It is tempting to eliminate one of the derivatives entirely using equation (2.70),
however preserving the symmetry of the variational form has numerical advantages
for some numerical schemes that rely on solving matrix-vector products, notably finite
elements, and we sacrifice nothing by doing so. More importantly, this new variational
form has a direct connection to an important property of isothermal coordinates.
The functional

Z

1
(2.73)
D(X) =
kXu k2 + kXv k2 du dv
2 U
is known as the Dirichlet energy, or Dirichlet’s energy, and its variation is clearly the
variational form in equation 2.72. The minimum of the variational principle associated
with the Dirichlet energy is a solution to Laplace’s equation. There is a well-known
inequality that relates the Dirichlet energy of a surface to its area;
A(X) ≤ D(X).
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(2.74)

It is easy to see that equality occurs when the conformality equations are satisfied.
Using
Z p
det g du dv,
A(X) =

(2.75)

U

and applying the isothermal coordinate conditions, we see that
Z
Z p
Z
1
(hXu , Xu i + hXv , Xv i) du dv = D(X).
Υ du dv =
A(X) =
det g du dv =
U 2
U
U
(2.76)
It will be useful to keep inequality (2.74) in mind when analysing numerical results,
to observe to what extent equality is preserved, and the impact of any violation of this
equality on the quality of the solution.

2.2.2

Isometries

Solutions to Laplace-type geometrical PDEs are unique up to isometries of E 3 , subject
to certain technical conditions [22]. The nonuniqueness of solutions within each equivalence class of isometries has important implications for the numerical solution of such
PDEs in general, and for the embedding formulation in particular. Suppose that we
represent the interface by a height-function solution to the Young-Laplace equation,
specifying Neumann conditions on the boundary to fix the contact angle. If z = f (x, y)
is a solution to this equation, then so is z = f (x, y) + C, for any constant C ∈ R. This

family of solutions is an example of translational isometry.

In the height function formulation, a new solution cannot be obtained by translation
in either of the horizontal directions because the problem is specified over a domain
which has a fixed location in E 3 . This is in contrast to the embedding formulation of
the same problem. Now, we must contend not only with translations in the vertical
direction, but also in the horizontal directions. To see this, we specify a variation of
X a , defined by a translation X a 7→ X a + τ T a :
δT X a =

d
(X a + τ T a )|τ =0 = T a .
dτ

Substituting this into equation 2.72, we obtain
Z
ηab (Xua Tub + Xva Tvb ) du dv = 0,
δ T WΣ =

(2.77)

(2.78)

U

since Tu = Tv = 0. Thus, a variation of the surface that amounts to a translation
does not change the energy, and thus is also a minimum of the action functional.
50

In addition to translational isometries, there are also rotational isometries. Consider
the rotation map X a 7→ Rab (τ )X b , where Rab (τ ) is a rotation matrix for an angle τ ,
and a variation δR X corresponding to this rotation;
δR X a =

d a
R (τ )X b |τ =0 = Pab X b ,
dτ b

with
Rba (0)



(2.79)



1 0 0



=  0 1 0
.
0 0 1

The matrix P is anti-symmetric, which, when inserted into equation 2.72, causes the
variation of the free energy functional to vanish:
Z
ηab (Xua Pbc Xuc + Xva Pbc Xvc ) du dv = 0.
δ R WΣ =

(2.80)

U

As with translations, variations corresponding to rotations of the solution are also critical points of the energy functional. Of course, by linearity, any variation corresponding
to a Euclidean motion X a 7→ Rab X b + T a is also zero.

Put simply, the gauge conditions we introduced in section 2.2.1 restricts how the

solution may be embedded, but not where it may be embedded. To obtain a unique
surface, the solution must be restricted by additional conditions, which determine a
unique location in E 3 . The nature and number of the conditions required to deal
with isometries varies, depending on how the problem is formulated. For example,
if Neumann conditions are used to prescribe a desired contact angle, then Dirichlet
conditions cannot also be imposed to fix the position of the embedded boundary. In
this case, an integral condition is one possible approach; by requiring that the centre
of mass of the body be at a particular location, for example, the solution is restricted
to one surface from the equivalence class of surfaces given by translational isometries
of E 3 .
If, on the other hand, Dirichlet conditions are used, then both translational and
rotational isometries are accounted for, as each point p ∈ X(∂U ) = ∂Σ has a unique lo-

cation p = (x0 , y0 , z0 ) in E 3 . Linear transformations of points not on the boundary will

now no longer minimise the energy functional, and are not isometries. Hence, by fixing
the embedding on the boundary, all isometries of the surface are excluded. However,
while this approach makes a unique solution easier to determine given a known set
of boundary conditions, it says nothing about which boundary conditions are correct.
The correct Dirichlet conditions must then be determined by some other procedure,
such that the natural boundary condition arising from Young’s law is satisfied.
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With the embedding formulation, we have degrees of freedom in the embedding
function on the boundary ∂U , one for each of the components of X. It is theoretically
possible to restrict the space of admissible variations to those which are compatible
with the boundary using two of these degrees of freedom, while using the third to
impose the contact angle through a Neumann condition. Unfortunately, the software
we have chosen does not yet support the restriction of the space of variations to an
arbitrary submanifold of E 3 . We have therefore developed an approach to mimic these
conditions algorithmically, which we discuss in chapter 3.

2.3

Comparison to Other Approaches

In this section, we will classify the alternative approaches to the problem of static
fluid interfaces into broad categories, describing the methods only in enough detail to
discuss their relationship to the embedding formalism presented in this thesis. Surfaces
of constant mean curvature are of interest to a surprisingly large range of researchers
from disciplines spanning the physical, chemical, and biological sciences, computer
graphics and computational geometry, and pure mathematics. The particular nature
of the field influences to some extent which mathematical approach is taken to these
surfaces, and representative examples from these fields will be presented where possible.
It is important to note from the outset that the distinctions between methods can be
very fine, and so this classification is by necessity somewhat artificial. However, it
should provide a reasonable overview of where our approach sits within the scope of
the academic literature.
The approach used in this project is composed of two principal parts: the mathematical representation of the surface, and the numerical construction of the solution.
Most approaches found in the literature are of this two-part kind, developing a continuous model for the system, and then using a discrete approximation method to
construct the numerical solution. It is also possible, however, to construct the problem
in an explicitly discrete way, such that the mathematical representation of the system
and its numerical construction are inherently inseparable. We begin our classification
with approaches of the first kind. Within this category, we can separate the mathematical descriptions of the surface into those that employ a height function, and those
that employ an embedded manifold.
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2.3.1

Continuous Formulations with Discrete Approximations

The simplest approach to CMC surfaces, is to represent the surface as a height function. Examples such as microdroplets on a flat substrate and capillary rise in a thin,
symmetric tube are common in the biological, chemical, and engineering sciences. The
primary purpose of numerical simulation in these fields is to extract useful data, that
can be used to design or validate experiments. Experimental measurement error is
usually several orders of magnitude larger than numerical error. This context lends itself strongly to simplified models, where the surface can be represented by an ordinary
differential equation, the solutions of which are easy to obtain and easily compared to
experimental data. The advantages of the embedding formalism over this approach
have been spelled out in some detail in section 1.3, and so we shall say little more
about it here.

Elliptic PDEs
Approaches which treat the surface as a Riemannian manifold can be further subdivided
into those which pose an elliptic PDE for the static interface, and those which pose a
parabolic PDE, the solution of which converges asymptotically to the steady state of
the system. The first case, in which an elliptic PDE is posed, is precisely the method
that we employ in this thesis. Given the frequency with which Laplace-type equations
appear in the study of physical problems, it is somewhat surprising that the advantages
of coordinate independent frameworks are not exploited more often. One field in which
they are commonplace is the study of gravitational physics; in particular, the solution
of Einstein’s field equations for spacetimes with singularities, commonly referred to
as “black holes”. An example which is particularly relevant to this project is that
presented by Metzger in [33], in which the elliptic PDE for the mean curvature of an
embedded manifold is written as a variational problem, in which the energy associated
with the surface area is minimised subject to a volume constraint. However, as the
surfaces of interest to Metzger are manifolds without boundary, there is obviously no
term corresponding to the wetting energy. In the physical systems considered in this
project, the boundary term is of prime importance.
The approach used by Metzger also differs from ours in the details of the numerical
implementation, in that the variational problem is described in terms of a variation
vector defined at each point of a reference triangulation and the surface is then modelled
as the graph of a function over the reference triangulation. The elliptic PDE posed
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in [33] is expressed in similar terms to ours, but the variational problem is written
explicitly in terms of the triangulation. This example also uses the combination of
Finite Elements and the augmented Lagrangian method. The discretisation of our
variational form produces discrete volume and area computations that are directly
analogous to Metzger’s approach, however our variational form makes no assumptions
about the method of implementation. Numerical solution by a method other than
Finite Elements would require a reformulation of Metzger’s variational problem. In
this sense, the method has some overlap with explicitly discrete methods.
Other work in the category of elliptic PDEs falls into the realm of pure mathematics, of which Wente’s paper [48] on the existence of CMC surfaces would be a
representative example. Wente’s formulation also does not include the boundary term,
its explicit derivation being unnecessary to the central existence theorem of the paper,
but is otherwise identical to ours. Importantly for our purposes, this paper refers to
the equality of the area functional and the Dirichlet energy under the conformality
conditions. This directly impacts the discussion of the numerical results in chapter 4.
Parabolic PDEs
As a segue into the category of parabolic PDEs, we should also mention the comprehensive theoretical work of Struwe in [47]. This paper presents an extended discussion
of the existence of CMC surfaces with free boundaries, and poses a strong-form elliptic
PDE for the position of the surface in the same terms as [48]. The existence theorems
in this work also describe the conditions necessary for the existence of the parabolic
PDE for the mean curvature flow, whose limit is a surface of constant mean curvature.
Mean curvature flow as a method for numerically constructing static fluid interfaces has seen a surge in popularity in recent years across many fields of science, but
particularly in the field of physical chemistry. This is primarily due to the success and
widespread appeal of Brakke’s Surface Evolver software [10], which implements a
robust numerical method for the mean curvature flow based on Finite Elements. It is
difficult to overstate Brakke’s contribution to the mathematical and numerical study
of fluid interfaces. In addition to his own works (see, for example, [7, 8, 9, 11]), the use
of Surface Evolver by other researchers has greatly advanced the study of soap
bubbles [29], foams [18], biofilms [42], solder drops [13], and crystal grain growth [27],
to name but a few.
Surface Evolver requires the user to input an initial configuration, which is
then triangulated. The “force” on each vertex of the triangulation is computed accord54

ing to the mean curvature, and the vertex is then moved in the direction of the force,
subject to any constraints that the user defines. In general, Surface Evolver converges quickly, especially if a coarse triangulation is used for the initial evolution, and
refined close to the limit. Practical experimentation with the software reveals both its
usefulness and its quirks. The software is capable of handling quite complicated solid
geometries, provided that the user is very careful in the initial setup. This requires a
degree of confidence in the nature of the final solution, and some “babysitting” of the
algorithm. Occasionally, it is necessary to manually alter or remove points from the
triangulation, or remesh as triangles become small. One advantage of our formulation
is that the computational domain upon which the derivatives are computed remains
static, which avoids the numerical error produced by computing on small or narrow
elements.
This particular problem is not unique to Brakke’s implementation. One of the
strengths of FEM is that complicated geometries can be meshed, and these meshes used
as the computational domain for the algorithm. Techniques that rely on mesh moving
according to some computed quantity may have to make a choice between following
the evolution and preserving the quality of the mesh. Brakke’s software achieves that
by allowing the user to manually correct troublesome sections of the mesh. Other
FEM software uses adaptive mesh refinement to “zero in” on trouble spots or areas of
interest by refining the mesh locally according to some criterion, which in many cases
achieves the objectives of both following the evolution and preserving the quality of the
mesh, but at the expense of the computational complexity of the problem. Adaptive
mesh refinement could be used in our problem to provide greater accuracy in areas of
interest, but there is no need for us to use the technique to preserve mesh quality, and
therefore the tradeoff is only the usual choice between computational complexity and
accuracy.
Alternative Numerical Schemes
At this stage, it is worth drawing attention to the fact that although we have argued
that the embedding formalism is particularly well suited to implementation by Finite
Elements, it is certainly not necessary to do so. Any method for solving elliptic PDEs
could, in theory, be used, such as finite differences or spectral methods. In particular,
we note that finite differencing places restrictions on the geometry of the grid, which
would not allow for a grid moving technique analogous to the one used by Surface
Evolver. Our formulation places restrictions only on the topology of the compu55

tational domain, not its geometry, and thus is not restricted to methods that allow
the domain to assume complex shapes. Brakke’s continuous formulation of the problem in [8] could also be implemented in this fashion, by numerically solving the mean
curvature flow equation for the manifold embedding functions on a fixed coordinate
domain. When our formulation is combined with the iterative numerical methods for
the curvature and boundary described in chapter 3, our method and the aforementioned re-implementation of Brakke’s method would have several commonalities. As it
stands, the methods are distinct.
Discussions of alternative implementation lead us naturally to consideration of the
second component of the two-part formula that we referred to at the beginning of this
section; the continuous mathematical formulation, and the discrete numerical implementation. All of the approaches so far discussed make use of FEM as the principal
component of the numerical scheme. Alternative numerical schemes for solving PDEs,
both elliptic and parabolic, abound in the literature. In the main, only a few have
found purchase within the general scope of surfaces of constant mean curvature, and
of static fluid interfaces in particular.
Spectral methods can be somewhat useful in the computation of surfaces of constant mean curvature where the geometries are relatively simple. In cases where the
surface can be globally represented as a linear combination of basis functions with
spectral coefficients, the method has a very low error, which is dependent mainly on
the truncation of the series expansion. This has produced good results for problems
in computational geometry, in which the primary interest is in CMC surfaces as mathematical objects with no physical interpretation. The Dorfmeister-Pedit-Wu (DPW)
algorithm, based on [17], is an example of an spectral approach to CMC surfaces. In
situations with more complex geometries, however, spectral methods often cannot be
used, thus rendering them impractical as a general method for fluid interfaces.
Another numerical scheme that has seen moderate use is a class of level set methods
based on the work of Osher and Sethian in [37]. The principal strength of the level
set method is its ability to robustly handle changes in topology. Systems in which
two droplets of water merge into a single drop, for example, are ideal for a level-set
implementation. The level set method is generally used in conjunction with a flow-type
method, such as the parabolic mean curvature flow discussed previously. An excellent
overview of the method, and examples of its use, can be found in [36]. The systems
with which we are concerned in this project do not involve a change of topology, which
negates the principal advantage of level set methods over FEM.
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2.3.2

Explicitly Discrete Methods

The final class of methods, which we have termed “explicitly discrete” methods, are
those which are not a discretisation of a continuous problem, but rather set out from the
beginning to solve a discrete problem, with the intention of preserving some important
property or properties. As an exemplar of this class, we choose [38], a very recent
paper by Pan et al.. The method makes use of a particular type of discretisation,
called a centroidal Voronoi tessellation (CVT), and builds an optimisation framework
around minimising what the authors refer to as the “CVT-CMC energy”. Like the level
set method, the authors claim that the method is robust with respect to topological
change.
The method is too recent to have been applied widely, however the initial results
shown in the paper appear very promising. In particular, the method appears to
overcome the bifurcation problem experienced by Surface Evolver, discussed by
Brakke in [11]. This same problem is discussed in the context of our formulation in section 3.2. Like Surface Evolver, the method appears to rely on a three-dimensional
input triangulation that has a similar geometry to the final solution. The method by
which the boundary conditions are imposed is not discussed in great detail, but the
authors mention that nonmanifold boundaries are handled by alternately minimising
the surface area subject to a fixed boundary, and moving the boundary subject to a
fixed interior. In principle, if not necessarily in detail, this is a similar idea to the
algorithm we present in sections 3.3.2 and 3.4.2.
If the apparent success of this method can be replicated in the physical, chemical,
engineering, and biological sciences, then it seems plausible that this method could
supplant both Surface Evolver and the level set method as a practical tool for
producing visualisations of fluid interfaces. However, the method is divorced from the
original physical principles of Young and Laplace, and it is not clear how the method
would interact with other physical principles. The idea is opposed philosophically to
the approach we pursue in this project; namely that there should be a direct and
natural connection between the conception of the physical system, the mathematical
description, and the numerical implementation.

2.3.3

Remarks

We conclude this section with the remark that all of the approaches mentioned in this
section have advantages and disadvantages. Which approach is most appropriate for a
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given problem depends heavily on the goals of the researcher. The explicitly discrete
method of Pan et al. is unlikely to be useful to a researcher concerned primarily with
the properties of geometric flows. Likewise, the DPW algorithm is unlikely to attract
biochemists concerned with experimental design. The approach presented in this thesis
was conceived with the specific goals in section 1.3.3 in mind. To a researcher whose
objectives are in line with those goals, we propose that this approach fills a distinct
and interesting space in the range of available methods.
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Chapter 3
Numerical Experiments
Thus far, we have discussed the embedding formulation as a theoretical construct.
However, to achieve the goals we set for this project, theory must translate to useful
numerical models. In this chapter, we put our formulation to the test by performing
numerical experiments that arise directly from the applications we discussed in section
1.1. In addition, each experiment is designed to test a particular aspect of the numerical
scheme. In section 3.2, we use the classic example of a sessile droplet to illustrate the
minimisation and volume constraint methods that we discuss in section 3.1. In section
3.3, we test a smoothed boundary algorithm in the context of the Sowerby particle
microscopy device. The salvinia-type lattices that were the original inspiration for this
project are presented in section 3.4, accompanied by an analysis of an unsmoothed
boundary algorithm.
It is important to note that the effects of gravity are not included in these simulations. The addition of physical properties such as gravity, temperature, and density is
a logical extension of the formulation. Such properties should be considered together,
as part of a detailed analysis of the conditions under which each of these properties
become important. Furthermore, the addition of gravity complicates the assessment
of the method’s numerical accuracy, as in the case of the sessile droplet it robs us of
an exact solution with which to compare the numerical solution. For the salvinia-type
surfaces that are the principal motivating example, the effects of gravity are insignificant.
Ultimately, the purpose of this chapter is both to demonstrate the practical applicability of the embedding formulation in the context of real-world examples, as well
as to expose and discuss the associated numerical issues that inevitably arise in the
computation of approximate solutions to complex equations.
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3.1

General Methodology

In this section, we present the general numerical scheme that we will use to produce
numerical solutions of the embedding formulation, with the understanding that those
parts of the numerical scheme which are applicable only to particular numerical experiments will be discussed in the relevant section. We will firstly describe the process of
minimisation by Finite Elements, the basics of which we have already seen in section
1.2.3. By necessity, the discussion will be even more general than the introductory
material, and will rely heavily on broad analogies to the concepts we have already
encountered. Following that, we describe the augmented Lagrangian method used to
enforce the volume constraint. It turns out that the details of this method have important implications for the final solution, the discussion of which forms a significant
portion of chapter 4. Finally, we discuss the software used to produce the results in
this chapter.

3.1.1

Finite Elements for Nonlinear PDEs

In section 1.2.3, we introduced the Finite Element Method in the context of a linear
Ordinary Differential Equation (ODE). The example that we present in this section
differs in two important respects from the example used in section 1.2.3. Firstly, our
problem is a PDE, which describes the three-dimensional position of a two-dimensional
surface, and secondly, our problem is highly nonlinear. It is far beyond the scope
of this thesis to describe the extension of the FEM to nonlinear PDEs, however the
introductory material that we have already covered contains all the important concepts
needed to understand the methods described here.
In this section, we firstly describe the triangular Lagrange element used to discretise the coordinate space U . The differences between this discretisation, and the one
presented in section 1.2.3, should provide some insight into the extension of the FEM
from ODEs to PDEs. We present the specific mesh used to produce the results in
section 3.2.3. Secondly, to deal with the nonlinearity of the embedding formulation,
we explain how Newton’s method can be used to solve nonlinear problems.
The extension of FEM to two-dimensional elements is simple in concept, if not in
implementation. The first step is to discretise the domain. In the example we used
in section 1.2.3, the domain was given by the problem parameters. In the present
situation, the problem prescribes only information about the location and geometry of
the image of the embedding function, leaving us free to choose a compatible domain.
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As an example, we take U to be the unit disc {(u, v) ∈ R2 : u2 + v 2 ≤ 1}.

When choosing the discretisation, we may choose the number of elements into which

U is divided. Increasing the number of elements ought to increase the accuracy of the
solution, but also increases the size of the linear system to be solved, and hence the
time required to obtain a solution. Figure 3.1 shows two example discretisations of the
unit disc.

Figure 3.1: Discretisations of the unit disc.
On each triangular domain, we have a choice of shape functions. Though there are
many possible selections of shape functions, Lagrange polynomials are both the most
common, and best supported in FEniCS. These polynomials are the two-dimensional
extensions of the Lagrange polynomials we encountered in section 1.2.3. Just as in the
one-dimensional case, we can choose the order of the polynomials, with higher order
functions having more nodes within each element, and hence larger linear systems once
assembled. Figures 3.2 and 3.3 show a visualisations of linear and quadratic Lagrange
polynomials for a single element.
The process of assembling the linear system of equations is substantially the same
as for the one-dimensional linear system. In the FEniCS software stack, the assembly
process is efficiently handled once the user has specified the discretisation and the
element type.
From section 1.2.3, we would expect the assembly process to yield a soluble linear
system, expressed as a matrix equation. Here we encounter the second important
difference between linear ODEs and nonlinear PDEs. Nonlinear problems give rise to
nonlinear algebraic systems. In order to obtain a soluble linear system, we must use
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Figure 3.2: Visualisation of linear Lagrange polynomial shape functions over a single
triangular element.

Figure 3.3: Visualisation of quadratic Lagrange polynomial shape functions over a
single triangular element.
one of a number of iterative methods, of which Newton’s method is arguably the most
famous, and one of the most efficient in the cases where it can be successfully applied.
In the simple, one-dimensional case
find x : f (x) = 0,

(3.1)

Newton’s method can be expressed as
xk+1 = xk −

f (xk )
,
f ′ (xk )

(3.2)

where the xk form a sequence that converges to x = x∗ , where x∗ is the true solution.
Rearranging this equation for f (xk ), we obtain
−f ′ (xk )(xk+1 − xk ) = f (xk ).

(3.3)

The n-dimensional equivalent of this equation is
−JF (Xk )(Xk+1 − Xk ) = F (Xk ),

(3.4)

where JF is the Jacobian matrix of the variational form F . We mention the details
of Newton’s method here, however briefly, because the attributes of the resulting linear system are of great importance for the convergence of the minimisation process.
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As we shall see in section 3.1.2, the addition of constraints can drastically alter the
conditioning of the Jacobian matrix, which in turn can cause Newton’s method to
diverge.
FEniCS provides tools to automatically compute the Jacobian of a variational form,
which can then be passed to the Newton solver. The resulting linear system is solved by
one of several back-ends available to FEniCS, such as PETSc, Trilinios, uBLAS,
or MTL4. These packages are written in fast C++, and are wrapped with SWIG to
provide a Python interface.
We saw in section 2.1.6 that applying the Galerkin procedure to the strong form
of the embedding formalism yields the same result as computing the variation of the
energy functional. In section 1.2.3, we saw how the various components of a weak
form equation translate into a Finite Element discretisation. We can combine the
material in these two sections to identify the relationships between the components
of the embedding formulation, and the specification of the Finite Element problem in
FEniCS.
Our variational problem consists of a functional
δW [X, δX] = 0.

(3.5)

It is immediately clear that δX is a test function. The Jacobian of this functional can
be computed in a very similar way to the method we used for the variational form. If
we replace X by an iterate Xk , then we can compute the derivative
JδW =

d
δW [Xk + τ χ, δX]
dτ

,

(3.6)

τ =0

where χ is the vector Xk+1 −Xk . The Jacobian matrix is formed when the components

of this derivative are written in terms of the shape functions and assembled over the
mesh. In general, the conditioning of a numerical problem is the sensitivity of the
solution to small perturbations in the data that define the problem. If the Jacobian
is ill-conditioned, meaning that small errors in the computation lead to large errors
in the solution, then Newton’s method may not converge. The nonlinearity of the
variational form being assembled has a large impact on the conditioning of the matrix;
the compounding effect of nonlinearity on the error means that nonlinear systems often
assemble into poorly conditioned matrices. Avoiding this ill-conditioning is therefore
an important consideration in determing how to impose the volume constraint.
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3.1.2

Augmented Lagrangian

Constrained optimisation is a field that has received a great deal of attention from
mathematicians and physicists because of its usefulness in solving a wide variety of
problems encountered in the real world. Consequently, a number of solution methods
have been proposed, with overlapping areas of application. In the case of minimising
surface area subject to a volume constraint, the constrained problem
minA(X)
Subject to V (X) = V0
can be converted to an unconstrained problem
min A(X) − λ(V (X) − V0 )
with an auxiliary variable λ, called a Lagrange multiplier. For convenience, we have
abstracted the notation for the surface and volume terms to A(X) and V (X) respectively. Given its relative simplicity, robust theoretical basis, and direct connection to
the curvature of the surface, the method of Lagrange multipliers is a logical choice for
imposing the volume constraint, but it is not without disadvantages. If we consider λ
to be an unknown, then at first glance it would seem plausible that λ∗ , the value of
λ that minimises the objective function, could be determined by the same variational
method as the objective function:
Z
Z
(δA(X) − δλ(V (X) − V0 ) − λδV (X)) du dv = 0,
δ(A(X)−λ(V (X)−V0 )) du dv =
U

U

(3.7)

which amounts to solving the dual problem (see [34]). The difficulty of the dual problem
depends to a large extent on the nonlinearity of the constraint. As alluded to in the
preamble of this section, the embedding formulation is extremely nonlinear, and thus
the dual problem is difficult to solve.
To avoid this difficulty, we treat λ as a known constant, in order to solve the
unconstrained minimisation problem by the finite element method described in the
previous section. The problem of finding the correct value of the parameter λ∗ is the
subject of this section. The simplest way to determine λ∗ is to formulate a series of subproblems L(Xk , λk ) = 0, and then use the solution Xk to determine λk+1 in such a way
that Xk → X∗ as λk → λ∗ . This is the premise underlying the augmented Lagrangian

method (ALM), which consists of adding a penalty term to the Lagrangian, and then
updating the value of λ based on the magnitude of the violation of the constraint.
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Originally developed by Hestenes in [24] and Powell in [39], ALM became popular
because it manages to avoid the intractability of the dual problem for the Lagrangian
system, as well as the ill-conditioning of pure quadratic penalty methods.
The penalty method is straightforward. We convert the constrained problem above
to a series of unconstrained subproblems
min A(X) +

ρk
(V (X) − V0 )2 ,
2

where ρk is a penalty parameter for iteration k. As ρk → ∞, Xk → X∗ . How-

ever, for highly nonlinear constraints, the unconstrained subproblem is extremely illconditioned, and the minimisation algorithm fails to converge. For a detailed explanation of penalty methods, see [34].
For present purposes, what is important is that ALM converts the constrained
problem to a series of unconstrained subproblems of the form
min A(X) − λk (V (X) − V0 ) +

ρk
(V (X) − V0 )2 .
2

The variational equivalent of this statement is
Z
δA(X) − (λk − ρk (V (X) − V0 )) δV (X) du dv = 0,

(3.8)

(3.9)

U

the solution of which is Xk . This suggests a method to find λk+1 :
λk+1 = λk − ρk (V (Xk ) − V0 ).

(3.10)

Importantly, there is no requirement that ρk → ∞. Finite values of ρ greater than some
critical value ρ0 are sufficient for convergence (see [34]). As (V (Xk ) − V0 )2 → 0, the

unconstrained problem is dominated by the term λk (V (Xk )−V0 ), and the minimisation
R
of the augmented system reduces to solving U δA(X) − λ∗ δV (X) du dv = 0, for which
the solution is X = X∗ .

ALM has been successfully applied to variational problems for embedded manifolds,
in the context of marginally trapped spacetimes in general relativity, by Metzger (see
[33]), who uses the following algorithm:
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Algorithm 1 Augmented Lagrangian
ρ ← some value > ρ0
λ0 ← good initial guess
k←0

repeat
Minimise Fρ (X, δX, λk ) to get approximate solution Xk
λk+1 ← λk − ρ(V (Xk ) − V0 )
k ←k+1

until |λ − λ∗ | < ǫ
This forms the basis of our own procedure. In practice, we have found that modifications are sometimes necessary. As Metzger notes, there is an optimal region for the
penalty parameter, beyond being simply greater than a critical value ρ0 . Large values
of the parameter mean that the ill-conditioning inherent in penalty terms begins to
dominate, and thus the minimisation problem overall becomes poorly conditioned. In
our experience, the poor conditioning of the Jacobian of the variational form can prevent Newton’s method from converging at all. On the other hand, small values of the
parameter do not penalise the violation of the constraint enough to ensure convergence
of the minimsation problem.
The size of the jump in solution space between Xk and Xk+1 is dictated by the
difference |λk+1 − λk |, and for such a highly nonlinear problem, kXk+1 − Xk k must

be small to allow Newton’s method to converge. The value of ρ not only dictates the
extent to which the constraint is penalised, but also the value of |λk+1 − λk |. This
creates a tension between the need for a larger value of ρ to ensure that the constraint

is properly enforced during the minimisation step, and the need for a smaller value
when updating λ. Thus, we have found that the stability of the method is increased
by adding a relaxation parameter σ to the update mechanism:
λk+1 = λk − σρk (V (Xk ) − V0 ).

(3.11)

In practice, σ ≈ 10−2 works well as an initial value for most problems, and alleviates

the aforementioned tension. In order to ensure that |λk+1 − λk | continues to converge

properly, we have found it best to monitor the convergence of λ, adjusting σ upwards if
the convergence is too slow, and ρ downwards if Newton’s method takes a large number
of iterations to converge, or fails to converge at all.
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3.1.3

Software

When it comes to choosing a software package to implement the Finite Element
Method, there are a multitude of options. Over the years, many individual researchers
have written their own FEM codes, usually with particular problems in mind. Although these codes can be very well suited for their purpose, they are often difficult
to adapt, a problem often compounded by poor documentation. There is also a multitude of commercial packages capable of implementing FEM. Some, such as MATLAB
and COMSOL, provide general purpose FEM toolboxes. However, their closed-source
nature means that the underlying numerical algorithms, data structures, and methods
cannot be properly inspected, modified, and debugged.
Fortunately, there is an open-source, flexible, and powerful software stack called
FEniCS [32]. According to the developers, the stack comprises the following components:
• DOLFIN - a C++/Python library that implements the problem solving environment. It handles the core data structures, meshing, Finite Element assembly,
and communication between other components in the stack (see [31]).
• UFL - a flexible interface for choosing finite element spaces and defining expressions for weak forms in a notation close to mathematical notation (see [2]).

• UFC - a language that defines a fixed interface for communicating low level routines for evaluating and assembling Finite Element variational forms (see [1]).

• FFC - a compiler for variational forms, which turns high-level UFL into low-level
UFC (see [35]).

• FIAT - an element generator, capable of generating arbitrary order instances of
Lagrange elements, on a variety of common element geometries (see [25]).

• Instant - a small Python module built on top of SWIG and Distutils, which
allows instant inlining of C and C++ code in Python.

In this project, all numerical operations involving any of the functionality listed
above is handled by FEniCS. For example, all of the material dealt with in section
3.1.1 is handled by components of FEniCS, with the exception of mesh generation,
which is handled by Gmsh (see [21]).
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The examples presented in this thesis also require a substantial algorithmic structure surrounding the core Finite Element implementation, as well as additional data
structures, input-output handling, error control, and reporting. These processes are
handled by Celeste, a Python module custom-built during this project. In particular, Celeste implements the constrained optimisation routines referenced throughout
this chapter. The software is still in a “beta” state, and a release candidate has not
been produced at the time of writing.

3.2

Droplet

The sessile droplet is one of the mainstays of the study of static fluid interfaces, and is
one of the most extensively discussed systems in the literature. Any approach to static
fluid interfaces ought to be capable of dealing with such a system, and therefore it is a
good test case with which to demonstrate our approach.

3.2.1

Problem Description

In this experiment, we set out to simulate a sessile drop, resting on a flat plane defined
by z = 0. We fix the boundary of the droplet using Dirichlet conditions. We denote
the radius of the base of the droplet where it intersects the z = 0 plane by a. As the
droplet is scale-invariant in a gravity-free model, we set a = 1, and record all other
measurements relative to this length. The height h, spherical radius r, and base radius
a are shown in figure 3.4.

Figure 3.4: A spherical cap of height h, spherical radius r, and base radius a.
In this experiment, we restrict ourselves to a droplet of volume V0 = π6 . Droplets of
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different volumes will be explored as part of the discussion in chapter 4. The purpose
of this experiment is to numerically test the concept of the embedding formalism, and
to show that the minimisation and constraint methods described in section 3.1 can be
successfully applied.
In the absence of gravity, the exact solution for this system is known. Spheres are
energy-minimising, and the minimal surface containing a fixed volume with a fixed,
circular boundary is a portion of a sphere, called a spherical cap. It is easy to see that
a spherical cap satisfies the strong form of the embedding formalism (equation (2.51)).
Taking the parametrisation
X = (r cos u sin v, r sin u sin v, r cos v)
where u ∈ [0, 2π] and v ∈ [0, cos−1
gµν =

"

a−h
a



(3.12)

], we compute the metric tensor

hXu , Xu i hXu , Xv i
hXv , Xu i hXv , Xv i

#

=

"

r2 sin2 v

0

0

r2

#

.

(3.13)

From this, we can also compute the determinant
g = r4 sin2 v
and the inverse
g µν =

"

r2

1
sin2 v

0

(3.14)

0
1
r2

#

.

(3.15)

We can then compute the left-hand side of the strong form;

p
1
det g g µν ∂ν X
∂µ
det g
2
= − (cos u sin v, sin u sin v, cos v) .
r

∆X = √

(3.16)

Using H = 1r , the right-had side of the strong form becomes
1 Xu × Xv
r kXu × Xv k

2 1
r2 cos u sin2 v, sin u sin2 v, cos v sin v
=
2
r r sin v
2
= (cos u sin v, sin u sin v, cos v) .
r

2H N̂Σ = −

(3.17)

Thus,
∆X = 2H N̂Σ
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(3.18)

as required. We will use this analytical solution to assess the accuracy of our numerical
experiments.
The square domain [0, 2π] × [0, cos−1

a−h
a



] was an appropriate choice for the an-

alytical solution, as we knew in advance how we would parametrise the surface. In
the case where the parametrisation is unknown, we may need to compute coordinate
derivatives on the boundary ∂U . With a square domain, we will likely run into problems at the corners. Instead, we choose the domain to be the unit disc, to match both
the topologies and the geometries of the boundaries ∂U and ∂Σ = X(∂U ) as much as
possible. As we shall see, this choice will also make our choice of boundary conditions
very simple.
When setting Dirichlet conditions on the boundary, we must provide a point (x, y, z) ∈

E 3 for each coordinate pair (u, v) ∈ U . By selecting U to be the unit disc, we can make

the easy selection

X(u, v) = (x, y, 0) on ∂U.

(3.19)

It is worth reiterating that any domain with a compatible topology may be selected,
and that this selection is merely for convenience.
Recalling from equation (2.73) that the Dirichlet energy can be written
Z

1
kXu k2 + kXv k2 du dv,
D(X) =
2 U

we can state the problem to be solved as
minimise
X(u,v)

D(X), (u, v) ∈ U

subject to V (X) = V0 , (u, v) ∈ U,
X = (x, y, 0), (u, v) ∈ ∂U.

3.2.2

Methods

The numerical scheme for this experiment consists of the Finite Element Method described in section 3.1.1, with the volume constraint implemented by the augmented
Lagrangian method from section 3.1.2, using FEniCS and Celeste as described in
section 3.1.3.
All of the simulations in this experiment use varying levels of refinement of the same
base mesh. The highest level of refinement is shown in figure 3.5, which was produced
by FEniCS’ inbuilt meshing algorithm. Each simulation is when the convergence
condition for the augmented Lagrangian algorithm |V (X) − V0 | < ǫ is satisfied for a

chosen ǫ.
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Figure 3.5: Finest mesh used for the droplet experiment.

To assess the quality of the solution, we must develop some measurement of error.
With Finite Elements, this is normally a relatively straightforward process. The theory
of Finite Elements is based on the concept of Sobolev spaces, which we have not covered
thus far in this thesis, and shall not here either. The properties of these spaces are
covered in most FEM texts, and excellent expositions can be found in [14] and [46],
among others. What is important for our purposes is that each Sobolev space comes
equipped with a norm, and it is with respect to this norm that the FEM guarantees
the accuracy of the approximation. In our case, the appropriate norm is the L2 -norm.
The L2 -norm of the difference between a finite element approximation φ̄(x) and exact
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solution φ(x), defined on some domain Ω, is
sZ
kφ(x) − φ̄(x)k2 =

x∈Ω

hφ(x) − φ̄(x), φ(x) − φ̄(x)i dx.

(3.20)

At first glance, it would seem straightforward to measure the error in our surface the
same way. However, we must bear in mind that we can compute the exact solution
for the droplet only in the sense that we know the geometry in E 3 . We do not have
an exact solution in the sense that we know what form X(u, v) should take. To make
this point clear, consider two embeddings X : U → E 3 and X̄ : U → E 3 , whose

images are the same surface Σ. If we take any point (u0 , v0 ) ∈ U , there is a point

X(u0 , v0 ) = (x0 , y0 , z0 ) ∈ Σ. This same point can be written as (x0 , y0 , z0 ) = X̄(u1 , v1 ),
where, in general, (u0 , v0 ) 6= (u1 , v1 ). Thus, the L2 -norm kX(u, v) − X̄(u, v)k2 on U

does not give us a good measure of the difference between these solutions in the sense
that we intend. The relevant measure of error is defined in E 3 , not on U .
For clarity, let us denote the approximate and exact surfaces by Σa and Σe respectively. In E 3 , one logical way to measure the error is the difference between a point
X(u0 , v0 ) = (x0 , y0 , z0 ) ∈ Σa on the computed solution, and the point (x1 , y1 , z1 ) ∈ Σe

on the exact solution that is closest to (x0 , y0 , z0 ), as measured by the standard Euclidean distance. However, finding the point (x1 , y1 , z1 ) ∈ Σe given a point (x0 , y0 , z0 ) ∈

Σa is, in general, a somewhat involved process. In our particular case, however, we
can take advantage of the fact that the exact solution is a sphere, to easily find the
radial projection of a point on the approximate solution onto the exact solution. The
Euclidean distance between these points can then be computed. Integrating over the
surface gives an overall measure of the accuracy of the solution. We divide this measure
by the area of U , which changes slightly as a result of mesh refinement.

3.2.3

Results

Figures 3.6 and 3.7 show top and side views of the droplet.
Using the measure of error described in section 3.2.2, we compute the response
of the error to a change in resolution. The absolute error is shown in figure 3.8 for
five resolutions, where we have used the number of cells in the mesh as a measure of
resolution. Each of these simulations was computed to an accuracy of |V (X) − V0 | <
10−4 . The solution behaves as we expect, with the error decreasing asymptotically

to zero as the resolution increases. Greater accuracy can be achieved by lowering the
tolerance for |V (X) − V0 |, and hence for |λk+1 − λk |, however the relationship between
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Figure 3.6: A droplet of volume π6 .
resolutions remains unchanged.
These preliminary results give us an indication that the equations that we developed
in chapter 2 are valid, and that the minimisation and constraint methods that we have
chosen give a reasonable solution. We can therefore consider this experiment a “proof
of concept” for the embedding formulation.
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Figure 3.7: A droplet of volume π6 .

Figure 3.8: Absolute error for a droplet of volume π6 .
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3.3

The Sowerby Particle Microscopy Device

In this experiment, we wish to simulate the meniscus generated by the microscopy
device developed by Sowerby et al., which we described in section 1.1.2. The salient
features of the system can be summarised as follows: a circular well is pierced in the
centre by an upwards-pointing, finite, circular cone, atop a circular cylinder, such at
the base of the cone is level with the lip of the well. We assume that edge-pinning
effects dominate the behaviour of the meniscus at the sharp lip of the well, and that
the system is axisymmetric. Both assumptions are supported by experimental data
(see [45]). For a diagram of the device, see figure 1.3 in section 1.1.2.
The purpose of this experiment is twofold; firstly, to demonstrate the ability of
the embedding formalism to handle surfaces that are attached to complex geometries,
such as cones, where the surface is not a height function (c.f. the height function
in section 1.3.1), and secondly, to introduce a method of approximating Neumann
boundary conditions by a sequence of Dirichlet conditions. The assumptions made in
this experiment allow us to use a simplified sequence of Dirichlet conditions for this
approximation. The results of this experiment will be compared to those of the lattice
experiment in section 3.4, which will allow us to see the effect of the simplified sequence
on the stability of the solution on the cone boundary.
The results of this experiment are also interesting in their own right. If they prove
to be a good match for experimental data, then this method could be used to test the
results of material and geometric modifications to the microscopy device, without the
expense of producing and testing prototypes.

3.3.1

Problem Description

In this problem, we have a domain with two boundaries: an inner boundary, which is
connected to the cone, and an outer boundary, which is connected to the lip of the
well. We will denote the cone and well boundaries by ∂Uc and ∂Uw respectively. The
behaviour of the surface at the well boundary is a potentially very complex system in
its own right, however this complexity only manifests itself on a very small scale. At
the scale of this system, we can legitimately treat the surface as being pinned to the
well lip. On ∂Uw , we set the Dirichlet conditions
X(u, v) = (x, y, 0) on ∂Uw .
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(3.21)

On ∂Uc , we wish to enforce the Neumann condition
hN̂c , N̂Σ i =

γLS − γSG
= cos θ on ∂Uc ,
γLG

(3.22)

where N̂c is the unit normal to the cone, N̂Σ is the unit normal to the interface, and
θ is the desired contact angle between the interface and the cone. We can therefore
state the problem as
minimise
X(u,v)

D(X), (u, v) ∈ U

subject to V (X) = V0 , (u, v) ∈ U,
X = (x, y, 0), (u, v) ∈ ∂Uw ,
hN̂c , N̂Σ i = cos θ, (u, v) ∈ ∂Uc .
In [15], the authors compare experimental data to a solution of the axisymmetric
Young-Laplace equation (ALY), both with and without gravity, in order to show that
the scale of their system is such that gravity is unimportant. Although they present
several sets of surface data, only a few of the surfaces are pinned at the well lip in
the fashion described in this section. We include in this experiment a simulation for
parameters extracted from one of the data sets in [15]. From this solution, we extract
a two-dimensional representation of the surface, and compare it to the data. Although
the data contains experimental error, this can be mostly eliminated by comparing the
error for our solution to the error for the ALY simulation reported in the paper. The
purpose of this, is to see whether the method stands up to real-world conditions, albeit
under laboratory conditions.

3.3.2

Methods

The minimisation of the energy functional by Finite Elements, and the implementation
of the volume constraint, can be accomplished by the same methods we used for the
droplet in section 3.2, and we need say little more about them. What is new in this
experiment is the inner boundary where the interface meets the cone, and the conditions
we prescribe on that boundary.
Ideally, we would like to impose the condition that X only take values on ∂Uc that
are compatible with the geometry of the cone, by restricting the space of admissible
variations δX to the tangent space of the cone, leaving the other two degrees of freedom
to be determined by Neumann conditions. However, FEniCS does not, at the time of
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writing, have the functionality to impose Dirichlet conditions on the subspace generated
by the constraint, which is nonlinear in the functions X a .
Thus, we are presented with the options of imposing overly strict Dirichlet conditions, or replacing those conditions with appropriate constraints in order to impose
Neumann conditions. Numerically speaking, the second option is undesirable. The
high nonlinear nature of the minimisation problem and the volume constraint is such
that the addition of further nonlinear constraints would render the problem difficult,
or perhaps impossible, to solve. We are therefore left with only the first option.
With this in mind, we propose to replace the Neumann conditions
hN̂c , N̂Σ i = cos θ
with a sequence of Dirichlet conditions
X = cj (u, v) on ∂Uc ,

(3.23)

such that
hN̂c , N̂Σ i → cos θ as |cj+1 (u, v) − cj (u, v)| → 0.
Before we decide on the specific form of the boundary conditions, we must first
decide on the domain. A logical choice is a mesh with concentric circular inner and
outer boundaries. Figure 3.9 shows the discretised domain chosen for this simulation.
We take the algebraic description of the cone to be
x2 + y 2 =

r2 (h − z)2
,
h2

(3.24)

where r is the base radius of the cone, h is the height of the cone, and 0 ≤ z ≤ h.
The assumption of axisymmetry works to our advantage in this experiment, as we can
restrict ourselves to constraints of the form
r2 (h − αj )2
r2 (h − αj )2
u
v
√
√
cj (u, v) = (
,
, αj ),
2
2
2
2
2
h
h
u +v
u + v2

(3.25)

where αj is a constant for each j. This expression is the projection of ∂Σ onto the
cone at a fixed height z = α, where X 0 (u, v) and X 1 (u, v) on ∂Uc are restricted to lie
on the plane through (0, 0) ∈ U and the coordinates (u, v). The factor

√ 1
u2 +v 2

is, of

course, unnecessary if we specify that the inner boundary be the unit circle, so that
√
u2 + v 2 = 1.
For each αj , we can compute hN̂c , N̂Σj i, and hence the current contact angle θj .

The task is now to find a procedure to generate a sequence αj , such that θj → θ∗ ,
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Figure 3.9: Mesh for the Sowerby particle microscopy device experiment.
where θ∗ is the desired contact angle. The simplest choice is the sequence generated
by
αj+1

σ
= αj −
ℓ(∂Uc )

Z

∂Uc

(θ∗ − ω cos−1 hN̂c , N̂Σj i)ds,

(3.26)

where ℓ(∂Uc ) is the length of ∂Uc , σ is a relaxation parameter, and ω = ±1. This gives
a measure of the average contact angle difference over the boundary ∂Uc .

The value of ω is determined by the side from which θj approaches θ∗ . Whether
α should increase or decrease depends on whether N̂Σ is “above” or “below” N̂c , and
we therefore need to assign to one scenario a positive sign, and to the other a negative
sign. The simple way to do this would be to simply take the z component of each
normal vector, and see which one is greatest. This presents no problem for the present
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scenario, in which the boundary ∂Σ is constrained to lie in the plane z = α, however
in later experiments we shall remove this constraint. It is therefore useful to have the
machinery in place to cope with this, to keep the boundary algorithms aligned as much
as possible.
With this in mind, we attach a sign to ω based on whether the three vectors N̂c ,
N̂Σ , and T̂Σ ≡ X̂s form a left- or right-handed frame. We do this by computing the
determinant of the matrix whose rows are the entries of these three vectors, which can
be written compactly in index notation


1,



ω = −1,



0,

as
if εabc N̂ca N̂Σb T̂Σc > 0
if εabc N̂ca N̂Σb T̂Σc < 0

(3.27)

otherwise.

Using a multi-index Xkj , where k pertains to Algorithm 1, the smoothed boundary

algorithm can be stated
Algorithm 2 Smoothed Boundary Algorithm
X00 ← some initial guess
2
α0 ← X00

c0 ← ( r

2 (h−α

h2

0)

2

2
2
0)
√ u
√ v
, r (h−α
, α0 )
h2
u2 +v 2
u2 +v 2

Set X00 = c0 on ∂U
repeat
Find X∗j using Algorithm 1
R
σ
αj+1 ← αj − ℓ(∂U
(θ∗ − ω cos−1 hN̂c , N̂Σj i)ds
c ) ∂Uc
cj+1 ← (

r 2 (h−αj+1 )2
r2 (h−αj+1 )2
√ u
√ v
,
, αj+1 )
2
2
2
h
h2
u +v
u2 +v 2

Set X0(j+1) = cj+1 on ∂U
until |θ − θ∗ | < ǫ
Setting z = αj can be thought of as a smoothing condition, and so we shall inventively refer to this algorithm as the “smoothed boundary algorithm”. For each αj , we
minimise the Dirichlet energy subject to the volume constraint, and carry the value of
the parameters λ and ρ over to the next j-iterate. It is here that the relaxation parameter σ becomes important. Indexing iterates of the augmented Lagrangian algorithm
(equation (3.11)) by k, for each j, the initial guess X0(j+1) used for the minimisation
step is the final iterate Xkj = X∗j of the minimisation problem for αj , projected onto
the new boundary conditions. When |αj+1 − αj | is small, we would expect the curva-

tures of X0(j+1) and X∗j to be similar, and hence setting λ0(j+1) = λ∗j should not cause
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significant problems for the minimisation step. When |θ∗ − θj | is large, we can keep
|αj+1 − αj | small enough to preserve the conditioning of the minimisation problem by

relaxing the update mechanism (equation (3.26)) with σ ≪ 1. When |θ∗ − θj | is small,
we can increase σ to improve the convergence of the boundary algorithm.

3.3.3

Results

The cone used in this experiment was chosen to have a base radius of r = 1.5mm and a
height of h = 1.8mm. The radius of the well was set to rw = 8mm, and the volume used
for the experiment was V0 = 8.64mm3 . The actual numerical value of these quantities
is essentially irrelevant, as in the absence of gravity, the system is scale-invariant, so
we will not mention the units in future. These values were chosen to match the values
for Cooke et al. (see [15]).
Figures 3.10 and 3.11 show a meniscus with a contact angle of θ =

π
.
12

Solutions

were computed using linear, quadratic, and cubic elements, however the differences in
the behaviour of the boundary algorithm were on the order of 10−16 , which is within
machine precision. The implications of this are difficult to ascertain, as the smoothing algorithm suppresses any potential difference in the sensitivity of the boundary
derivatives to the order of the elements.

Figure 3.10: Solution for the Sowerby microscopy device, with a contact angle of θ =

π
.
12

Side view.
We now turn to the simulation for the experimental data from [15]. The actual data
does not precisely cover the area between the cone and the well lip due to experimental
error, so the boundary conditions for the simulations were formed by extrapolating the
data using a fitted cubic polynomial. Figure 3.12 shows the three-dimensional solution
itself, while figure 3.13 shows a two-dimensional slice of the solution, along with the
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Figure 3.11: Solution for the Sowerby microscopy device, with a contact angle of θ =
Top view.
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π
.
12

data points. To measure how well the simulation fits the data, we use the same method
as the authors of [15], and compute the average of the minimal distance between the
points and the two-dimensional representation of the surface. For n data points pi , a
p
p
radial coordinate r = x2 + y 2 = (X 0 (u, v))2 + (X 1 (u, v))2 , and a vector function

X̄(r) = (r, X 2 (r)) which describes the position of the surface slice, this can be written

Σni=1 min kX̄(r) − pi k
ǫ=
.
(3.28)
n
This error was computed to be 2.3 × 10−2 , which compares favourably with the error

reported in [15] of 9 × 10−3 compared to the numerical solution of the ALY without
gravity. Some of this error is almost certainly due to the process of extracting physical

parameters, such as the volume of the fluid and the contact angle, from a relatively
small data set, that does not precisely cover the entire domain. At first glance, it seems
reasonable to conclude that our method fits the experimental data almost as well as
the ODE does. However, these results do not rule out the possibility of a systematic
numerical error in the method, and are thus only indicative.

Figure 3.12: Solution for the Sowerby microscopy device, with parameters selected
from experimental data.
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Figure 3.13: A two-dimensional slice of the three-dimensional solution

3.4

Salvinia-type Lattices

In this experiment, we tackle a a Salvinia-type surface, similar to the one described in
section 1.3.1. We attempt a lattice composed of cylinders as well as a lattice made of
cones, which are more similar geometrically to Salvinia’s trichomes than the cylinders.

3.4.1

Problem Description

The problem can be effectively described solely in terms of the cone geometry. As
far as the solution is concerned, the cylinder is simply a special case of the cone, in
which the sides of the cone are vertical. We select a square segment of the lattice,
with the cone in the centre. On the outer boundary, we require the solution to obey a
symmetry condition, such that the lattice repeats infinitely. This amounts to requiring
Neumann conditions, with a contact angle of

π
.
2

On the inner boundary, we again

impose Neumann conditions, to require the interface to intersect the cone with the
correct contact angle. However, unlike in the Sowerby microscopy device experiment,
we cannot assume axisymmetry, and therefore we cannot use the smoothing algorithm
described in section 3.3.2.
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The purpose of this experiment is therefore twofold. Firstly, to free the boundary
algorithm from the smoothing condition, and attempt to achieve the correct Neumann
conditions as the limit of a sequence of Dirichlet conditions, imposed pointwise and not
smoothed. Secondly, to impose a similar sequence of Dirichlet conditions on the outer
boundary, such that the limit of the sequence is a Neumann condition representing the
symmetric property of an infinite lattice.
Denoting the lattice boundary by ∂Ul and its normal vector by N̂l , the problem
can be stated
minimise
X(u,v)

D(X), (u, v) ∈ U

subject to V (X) = V0 , (u, v) ∈ U,
hN̂l , N̂Σ i = 0, (u, v) ∈ ∂Ul ,
hN̂c , N̂Σ i = cos θ, (u, v) ∈ ∂Uc .

3.4.2

Methods

The methodology of this experiment is similar to that of the cone well, with two differences; the boundary algorithm will be applied to both the inner and outer boundaries,
and this algorithm will have no smoothing component. The implication of the first of
these differences is clear from the problem statement: we simply require that the angle
between the normal to the surface N̂Σ and the normal to the lattice boundary N̂l be π2 ,
where it is understood that N̂l is inward-pointing, and orthogonal to the z-axis. This
condition creates a symmetry across the lattice boundary, mimicking the effect of an
infinite lattice.
The second difference would, on its face, seem to simplify the boundary algorithm.
The idea is still to replace the Neumann conditions
hN̂c , N̂Σ i = cos θ on ∂Uc and hN̂l , N̂Σ i = 0 on ∂Ul
with sequences of Dirichlet conditions
X = cj (u, v) on ∂Uc ,

(3.29)

X = lj (u, v) on ∂Ul ,

(3.30)

and

such that
hN̂c , N̂Σ i → cos θ on ∂Uc as |cj+1 (u, v) − cj (u, v)| → 0,
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and
hN̂l , N̂Σ i → 0 on ∂Ul as |lj+1 (u, v) − lj (u, v)| → 0.
However, in this experiment the method by which the cj and lj are updated is
applied pointwise, so that each point on the boundary is free to move along a line lying
in a radial plane through the z-axis and tangent to the cone on ∂Uc , and vertically
on ∂Ul . This is done to regulate the spacing of the vertices of the discrete embedded
surface, and prevent neighbouring vertices moving in opposite directions horizontally,
causing the edge linking them to violate the boundary constraint.
We first deal with the inner boundary. The boundary conditions on X are the same
on ∂Uc as they were in the cone well experiment, except that the αj are now functions
of the coordinates:
u
v
r2 (h − αj (u, v))2
r2 (h − αj (u, v))2
√
√
,
, αj (u, v)), (3.31)
cj (u, v) = (
2
2
2
2
2
h
h
u +v
u + v2
where the αj (u, v) are determined by the sequence


∗
−1
αj+1 (u, v) = αj (u, v) − σc θ − ωc cos hN̂c (u, v), N̂Σj (u, v)i .

(3.32)

The dependence of N̂c (u, v) and N̂Σj (u, v) on the coordinates has been written explicitly to emphasise that this condition is computed pointwise. The parameters σc and
ωc have the same meaning as σ and ω in section 3.3.2; the subscripts have been added
to make it clear to which boundary conditions they apply.
On the outer boundary, the situation is much the same. We require boundary
conditions of the form
lj (u, v) = (u, v, βj (u, v)),

(3.33)

where β(u, v) serves the same purpose on ∂Ul that α(u, v) does on ∂Uc . The update
mechanism for this function is also similar to that for α(u, v), with the simplification
that the required angle is always π2 :
βj+1 (u, v) = βj (u, v) − σl

π
2


− ωl cos−1 hN̂l (u, v), N̂Σj (u, v)i .

(3.34)

In this experiment, we choose to perform the updates for α(u, v) and β(u, v) simultaneously, so that the combined boundary update forms an outer loop around the constrained minimisation algorithm. Using the shorthand αj = αj (u, v) and βj = βj (u, v),
we can write the algorithm as
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Algorithm 3 Unsmoothed Boundary Algorithm
X00 ← some initial guess
2
α0 ← X00

2
β0 ← X00

c0 ← ( r

2 (h−α

0)

2

h2

r 2 (h−α0 )2
√ u
√ v
,
, α0 )
2
2
h2
u +v
u2 +v 2

l0 ← (u, v, β0 )

Set X00 = c0 on ∂Uc
Set X00 = l0 on ∂Ul
repeat
Find X∗j using Algorithm
1


∗
−1
αj+1 ← αj − σc θ − ωc cos hN̂c , N̂Σj i


βj+1 ← βj − σl π2 − ωl cos−1 hN̂l , N̂Σj i
cj+1 ← (

r2 (h−αj+1 )2
r 2 (h−αj+1 )2
√ u
√ v
,
, αj+1 )
2
2
2
h
h2
u +v
u2 +v 2

lj+1 ← (u, v, βj+1 )

Set X0(j+1) = cj+1 on ∂Uc
Set X0(j+1) = lj+1 on ∂Ul
until |θc − θ∗ | < ǫ and |θl − π2 | < ǫ.

3.4.3

Results

We begin with the general case of the lattice of cones, and are interested primarily in the
performance of the unsmoothed boundary algorothm. We present three simulations for
a contact angle of

π
,
12

each for a mesh of 1599 cells. Figure 3.14 shows a partial solution

using quadratic elements. A visual inspection shows that there is significant error on
the cone boundary. This error tends to compound, causing spikes to become more
severe as the solution progresses, up to the point where the minimisation method fails
to converge. The outer boundary does not experience any such problems, despite being
determined by the same algorithm. This, combined with the tendency of the error to
compound in certain places on the inner boundary, suggests that there is a systematic
error in the computation of the inner product hN̂c , N̂Σ i. This may be due to the fact
that N̂Σ requires computation of the cross product Xu × Xv , as the nondifferentiability

of the approximation over the element boundaries may be producing an error in this
term.
The fact that this does not appear to be a dominant effect at the outer boundary
may be due to the simplicity of the boundary normal vector. The outer boundary
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normals are zero in two components, with the exception of the corners, at which points
the normal is defined to be the vector parallel to the z = 0 plane in the direction of
the centre of the cone. When interpolated over the mesh, these values are initialised
as exactly 0 by FEniCS, and therefore any error in the equivalent components of N̂Σ
is suppressed.

Figure 3.14: A section of the surface on a rectangular lattice of cones, with a contact
angle of

π
.
12

This simulation used quadratic elements, and the unsmoothed boundary

algorithm on both the inner and outer boundaries.
The error seems to be more sensitive to higher element orders. Figure 3.15 shows
a partial solution for cubic elements. At first glance, the solution seems to be slightly
smoother on the boundary with cubic elements, however in this case a visual inspection
is misleading. For this simulation, the boundary error compounded so quickly that the
minimisation method failed before large spikes had a chance to manifest themselves.
By contrast, linear elements, as shown in figure 3.16, fared much better. This partial
solution oscillated around the same approximate boundary values for some time, indicating that the error did not have a tendency to accumulate. One possible explanation
for this is that while all the elements are nondifferentiable over the element boundaries,
the linear elements may be less sensitive to errors in the coordinate derivatives in the
interior of the elements. This simulation progressed to the point that the distinctive
shape of the outer boundary becomes clear, with a reasonably smooth curve between
the low points at the corners and the high points in the centre of each boundary.
In order to check what the general shape of the boundary ought to be, we would
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Figure 3.15: A section of the surface on a rectangular lattice of cones, with a contact angle of

π
.
12

This simulation used cubic elements, and the unsmoothed boundary

algorithm on both the inner and outer boundaries.

Figure 3.16: A section of the surface on a rectangular lattice of cones, with a contact
angle of

π
.
12

This simulation used linear elements, and the unsmoothed boundary

algorithm on both the inner and outer boundaries.
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ideally like to compare the numerical solution for the embedding formulation to a
height function formulation for the same system. As we noted in section 1.3.1, a
height function over the z = 0 plane cannot be used to represent the surface attached
to a cone without knowing precisely the location of the intersection in advance. We
therefore have no way to compare the case of the lattice of cones to an equivalent
height function. However, we can do this for the lattice of cylinders. Figure 3.17 shows
the height function for a contact angle of

π
,
12

and figure 3.18 shows the simulation

using the embedding formalism and the unsmoothed boundary algorithm. Clearly, the
smoothness problem persists in the case of the cylinder, even with linear elements.
The cylinder normal is simpler than the cone normal, in the sense that its third
component is always zero, thus suppressing any error in the third term of the inner
product hN̂c , N̂Σ i. This does not appear to have made a significant difference in the

smoothness of the boundary. Interestingly, the rise and fall of the surface on the

boundary follows the pattern we expect, but is far more pronounced than with the
height function, for which the effect is barely visible to the naked eye. This exacerbation
of the shape may indicate that the algorithm overestimates the required movement in
the Dirichlet conditions to achieve the correct contact angle. If so, this overestimation
could be acting locally to cause some of the nonsmoothness in the boundary, and
altering the algorithm to correct this overestimation may have the effect of improving
both the global and local shape of the boundary. Altering the relaxation parameter σ
in the boundary algorithm (equation (3.34)) had no discernible effect on the quality
of the final solution, thus any such overestimation must be occurring in the actual
measurement of the contact angle.
If the error at the inner boundary is predominantly due to error in the computation of the partial derivatives at the nodes, then one method to combat this problem
would be to apply some sort of smoothing condition to the derivatives. Unfortunately,
polynomial Lagrange elements are always nondifferentiable over the element boundaries, and so any smoothing effect must be applied directly to the function values. One
possible algorithm would be to measure the derivatives on the interior of the elements
to either side of a node, and then assign the value of the function at the node based
on an average of the two. An alternative method in the same vein would be to reduce
the number of degrees of freedom available to the boundary method, from one degree
of freedom per vertex to, say, five degrees of freedom over the entire boundary curve.
A minimisation problem could then be formulated for the values of these parameters,
in order to alter the geometry of the curve such that the difference between θ and θ∗
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is reduced in an average sense. Such a method would also come with the caveat that
some assumptions must be made about the general shape of the boundary. The more
degrees of freedom we allow, the fewer assumptions that are required, but the more
the solution will be susceptible to the kind of error we have observed.
Another possibility would be to utilise the so-called “Discontinuous Galerkin” (DG)
method, which penalises the jump in the solution between elements, rather than requiring them to match exactly on the boundary (see [32]). Projected onto a one-dimensional
DG function space on the subdomain defined by ∂Uc , the jump in the derivative might
then be approximately penalised, and the smoothed values used as boundary conditions
on the Lagrange triangles for the next minimisation step. Finally, Lagrange polynomials might be abandoned in favour of elements that are differentiable across the element
boundaries, of which Argyris elements (see [3, 4]) are one example.

Figure 3.17: A height function over a mesh of 1599 cells using linear elements.
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Figure 3.18: A simulation using the embedding formalism and the unsmoothed boundary algorithm for a mesh of 1599 cells using linear elements.
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Chapter 4
Discussion
In chapter 3, we presented the results of some numerical experiments, based on the
minimisation and constraint methods described in section 3.1. In this chapter, we take
a closer look at these results, and provide some analysis of them in the context of the
numerical scheme. In particular, we will look in detail at the sessile drop resting on a
flat substrate. This is a good candidate problem, as we have an exact solution, against
which the numerical results can be assessed.
In section 3.2, we presented a droplet of volume π6 , and showed that its error was
both reasonable in absolute value, and behaved as we would expect across resolutions.
However, when we look at droplets across a range of volumes between

π
18

and

11π
,
18

we

find that the system is in fact quite numerically complex.
It turns out that the error does not have a simple relationship to any single factor.
We propose an explanation for the behaviour of the error under different conditions,
and provide a range of data to support this proposition. In addition, we examine
the behaviour of droplets whose volume is greater than

2π
,
3

and show that our results

are consistent with published results using alternative methods. Taking these results
together, we analyse the fitness of the method we have proposed, and outline ways in
which the method might be improved.

4.1

Droplets in Detail

In section 3.2.3, we saw that for a target volume V0 = π6 , the error in the radius decreased asymptotically as the resolution increased. We now take droplets with volumes
π
18

≤ V0 ≤

11π
,
18

spaced at intervals of

π
,
18

and compute a solution for each of the five

resolutions shown in figure 3.8. This permits us to analyse the error in two dimensions;
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one dimension for the error with respect to the resolution, the other dimension for the
error with respect to the volume. Throughout this chapter, the error we refer to is
calculated as described in section 3.2.2, unless specified otherwise. For clarity, we may
also refer to this error as “radial error” if the context requires. This data is shown
in table 4.1. The volume tolerance for this simulation was 1 × 10−4 , though the value

of |V (X) − V0 | for the final iteration of each simulation ranged between 2 × 10−5 and

5 × 10−5 . As before, all volumes are recorded relative to the radius of the base of the

droplet, which has unit length. The results are therefore scale-invariant.
Table 4.1: Absolute error by resolution and volume.
Resolution (number of cells)
374

Volume

1π
18
2π
18
3π
18
4π
18
5π
18
6π
18
7π
18
8π
18
9π
18
10π
18
11π
18
12π
18

7.1 × 10

590
6.4 × 10

−4

1.4 × 10−3

1.2 × 10−3

1.8 × 10−3
1.8 × 10

1000
−4

1.6 × 10−3
1.5 × 10

−3

1.0 × 10−3

−3

7.0 × 10−4

1.3 × 10−3

1.4 × 10−3

4.8 × 10−3

5.1 × 10−3

6.9 × 10−3

7.2 × 10−3

1.0 × 10−2

1.1 × 10−2

1.7 × 10−2

1.8 × 10−2

2.6 × 10−2

2.7 × 10−2

3.8 × 10−2

3.8 × 10−2

6.0 × 10

2038
−4

1.1 × 10−3
1.5 × 10−3
1.4 × 10

−3

4.9 × 10−4
1.6 × 10−3
5.3 × 10−3
7.5 × 10−3
1.1 × 10−2
1.8 × 10−2
2.7 × 10−2
3.8 × 10−2

5.6 × 10

6316
−4

1.1 × 10−3
1.4 × 10−3
1.2 × 10

−3

3.4 × 10−4
1.8 × 10−3
5.5 × 10−3
7.7 × 10−3
1.1 × 10−2
1.8 × 10−2
2.7 × 10−2
3.9 × 10−2

5.4 × 10−4
1.0 × 10−3
1.3 × 10−3
1.1 × 10−3
2.5 × 10−4
1.9 × 10−3
5.6 × 10−3
7.8 × 10−3
1.1 × 10−2
1.8 × 10−2
2.7 × 10−2
3.9 × 10−2

The data shows a consistent behaviour across each resolution as the volume increases, which is somewhat difficult to extract from the table. Figure 4.1 shows a plot
of the error as the volume increases for a resolution of 6316 cells. Two features are
immediately apparent from a visual inspection of this graph. The first is that the error
climbs dramatically as volume increases, and the second is that there is a change in
behaviour at around V0 =

5π
,
18

with a noticeable dip at that point. For reasons that

will become apparent as the discussion progresses, we will deal with the second feature
first.
Let us examine the behaviour of the solution more closely around this point. When
we plot the error for all five resolutions for V0 =

5π
18

and V0 =

is a clear change in the response of the error. For V0 =
would expect, however for V0 =

6π
18

5π
,
18

6π
18

(figure 4.2), there

the error behaves as we

the error increases with resolution. This behaviour

is completely contrary to both our expectations and our intuition.
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Figure 4.1: Absolute error for 6316 cells.

Figure 4.2: Absolute error for V0 =

94

5π
18

and V0 =

6π
18

Table 4.2 shows the results of intermediate simulations between V0 =
exclusive, in increments of

π
.
144

5π
18

and V0 =

6π
18

We can see that the unexpected behaviour begins by

affecting the highest resolution first, and has occurred completely by V0 =
4.3 visualises the error for droplets between V0 =

41π
144

and V0 =

46π
.
144

Figure

46π
.
144

Table 4.2: Absolute error by resolution and volume.
Resolution (number of cells)
374

Volume

41π
144
42π
144
43π
144
44π
144
45π
144
46π
144
47π
144

590

8.8 × 10

5.4 × 10

−4

7.2 × 10−4

1000
−4

3.8 × 10−4

5.8 × 10−4

2.8 × 10−4

4.8 × 10−4

3.6 × 10−4

5.3 × 10−4

5.7 × 10−4

7.3 × 10−4

8.3 × 10−4

9.7 × 10−4

1.1 × 10−3

3.1 × 10

2038
−4

1.5 × 10−4
2.1 × 10−4
4.3 × 10−4
6.8 × 10−4
9.6 × 10−4
1.3 × 10−3

1.6 × 10

6316
−4

1.1 × 10−4
3.1 × 10−4
5.5 × 10−4
8.1 × 10−4
1.1 × 10−3
1.4 × 10−3

1.1 × 10−4
1.8 × 10−4
4.0 × 10−4
6.5 × 10−4
9.1 × 10−4
1.2 × 10−3
1.5 × 10−3

As the volume increases, the behavioural change occurs at progressively lower resolutions. This data raises three questions. Firstly, what is causing this change in
behaviour? Secondly, why does it occur in this particular region of the volume scale?
Thirdly, why does this change affect higher resolutions first?

4.1.1

Excess Curvature

It turns out that the first question can be answered by looking not just at the size of the
error, but also it its spatial distribution. Figure 4.4 shows a “heat map” of the signed
error for V0 =

41π
144

and V0 =

46π
,
144

at a resolution of 6316 cells. The sign is important,

as it tells us information about the shape of the droplet.
We firstly note two important facts that cannot be drawn from the figure alone.
Firstly, the heat maps for volumes less than V0 =
and those for volumes greater than V0 =

46π
144

41π
144

is similar to that of figure 4.4a,

are similar to that of figure 4.4b. This

means that the two images are useful representatives of the two behavioural regimes.
Secondly, the variation in the error in figure 4.4b is much greater than that in figure
4.4a, because at high resolutions the discrepancy between the two regimes is amplified.
This is evident in the heat maps for the other resolutions, and the relationship is
consistent with the data in table 4.2.
The most obvious observation from figure 4.4 is that the heat maps are inverted;
figure 4.4a is cool where 4.4b is warm, and vice versa. Furthermore, the error in figure
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Figure 4.3: Absolute error for V0 =

96

41π
144

to V0 =

46π
144

4.4a is such that the radial error is positive in the centre, and negative on the sides
of the droplet. This is a “tall and thin” droplet. By contrast, the pattern of error in
figure 4.4b denotes a “short and fat” droplet.
Figure 4.4: Spatial distribution of signed absolute error for V0 =

(a) V0 =

41π
144

(b) V0 =

41π
144

and V0 =

46π
144

46π
144

The underlying reason for this change in droplet morphology turns out to be very
important, not just for explaining the behaviour of the error, but for understanding the
numerical scheme as a whole. Let us first try to understand this situation intuitively.
Consider the problem of minimising the surface area of a droplet floating freely in
space. The surface of such a droplet has no boundary. When solving the system
Z
δA(X) − λδV (X) du dv = 0,
(4.1)
U

the Lagrange multiplier λ controls the curvature of the system. If we continue to
increase λ, this is equivalent to finding the droplet whose radius R∗ is given by λ =

2
.
R∗

Now suppose that the minimisation method was not working perfectly, in such a way
that the area of the surface was not actually the minimum of A(X). At this stage we
do not specify what could cause such a discrepancy, we simply posit that it could exist,
and will return to this idea later. In such a system, we might expect an imperfect
minimisation method to cause an error in the computed radius r, when compared to
the exact radius r∗ . However, providing that the error in the minimisation process
is simply an error in the value of the area, and not in its distribution, we would still
probably expect a symmetrical solution. If the algorithm for finding the solution were
predicated on increasing λ until |V (X) − V0 | < ǫ for some tolerance ǫ, as our method
is, then in order to achieve the correct volume λ has to deviate from

2
r∗

in order to

produce enough volume to satisfy the constraint. The key point is that increasing λ
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always results in additional volume by increasing the solution in a symmetric way, so
that in the end, the correct droplet geometry is obtained, despite the discrepancy in
the minimisation of A(X).
The difference between this hypothetical system, and the system with which we are
concerned, is that in our case the boundary is pinned in space. In this case, increasing
λ due to some error in the minimisation of A(X) causes additional curvature, but it
does not have to occur in a symmetric way. Locally, increasing λ makes the surface
“want” to curve more, and near to the boundary the pinning effect of the Dirichlet
conditions allows the surface to “pivot” around the fixed boundary, causing increased
curvature towards the side of the droplet. This has the effect of making the droplet
shorter and fatter for a given volume. This is exactly what we observe in figure 4.4b.
If this really were the explanation for the behaviour we observe, we would expect,
firstly, to be able to identify something specifically wrong with the minimisation method
and, secondly, to be able to identify some process by which λ deviates from its correct
value that is affected by resolution. As it turns out, we can identify the causes of
both problems. The first of these we leave for the moment, because it turns out that
this problem is connected with the first, and as yet unanswered, question we posed
regarding the increase in error with volume that we observed in figure 4.1. The second
problem has its root in the details of the augmented Lagrangian method.
Recall that the augmented Lagrangian method involves solving a system of the form
Z
δA(X) − (λk − ρk (V (X) − V0 )) δV (X) du dv = 0.
(4.2)
U

The curvature is determined by the coefficient of δV , which in this case is λk −

ρk (V (X) − V0 ). When V (X) − V0 = 0, this system is equivalent to equation 4.1.

However, when V (X) − V0 is not very close to zero, then there is a component of

the curvature that is due to ρk (V (X) − V0 ) rather than λk . The results that we have

presented thus far used ρ = 2.5 and |V (X) − V0 )| ∈ [2 × 10−5 , 5 × 10−5 ]. Thus the

impact of this term on the curvature would seem to be of at most 1.25 × 10−4 , which

intuitively seems quite small. The best way to test the actual impact of this term is to
remove it altogether, and set λ = λ∗ =

2
r∗

from the outset.

We compute solutions to equation 4.1, where λ is specified correctly, and display the
error results in table 4.3. All of the simulations display the expected error relationship
with respect to an increase in resolution. As a comparison, figure 4.5 plots the error
relationship for V0 =

5π
18

and V0 =

6π
.
18
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Table 4.3: Absolute error by resolution and volume for the unaugmented Lagrangian.
Resolution (number of cells)
374

Volume

1π
18
2π
18
3π
18
4π
18
5π
18
6π
18
7π
18
8π
18
9π
18
10π
18
11π
18
12π
18

590

4.1 × 10

−4

1.3 × 10

−3

8.5 × 10−4
1.9 × 10−3
2.6 × 10−3
3.4 × 10−3
4.6 × 10−3
6.3 × 10−3
9.0 × 10−3
1.4 × 10−2
2.6 × 10−2
5.9 × 10

−2

1000

2.6 × 10

−4

8.4 × 10

−4

5.3 × 10−4
1.2 × 10−3
1.6 × 10−3
2.2 × 10−3
2.9 × 10−3
4.0 × 10−3
5.7 × 10−3
9.0 × 10−3
1.7 × 10−2
4.7 × 10

Figure 4.5: Absolute error for V0 =

5π
18

−2

1.5 × 10
4.9 × 10

−4

3.2 × 10−4
7.0 × 10−4
9.5 × 10−4
1.3 × 10−3
1.7 × 10−3
2.3 × 10−3
3.4 × 10−3
5.4 × 10−3
1.1 × 10−2
3.6 × 10

and V0 =

99

2038
−4

6π
18

−2

6316

7.5 × 10

−5

2.4 × 10

−4

1.5 × 10−4
3.4 × 10−4
4.6 × 10−4
6.2 × 10−4
8.3 × 10−4
1.1 × 10−3
1.6 × 10−3
2.6 × 10−3
5.4 × 10−3
2.6 × 10

−2

2.4 × 10−5
5.0 × 10−5
7.8 × 10−5
1.1 × 10−4
1.5 × 10−4
2.0 × 10−4
2.7 × 10−4
3.7 × 10−4
5.4 × 10−4
8.6 × 10−4
1.8 × 10−3
1.5 × 10−2

for the unaugmented Lagrangian.

Thus, the mystery of the fat droplet is, to some extent, resolved. There are still two
questions that remain regarding the unusual behaviour of the augmented Lagrangian.
The answer to why higher resolutions are more sensitive to the curvature error is most
likely because the higher resolutions are more accurate, in the sense that they are
producing a better approximation to the solution of the minimisation problem. Therefore, when there is a small error in the minimisation problem, the higher resolutions
experience the effect first. The second question is why the error should occur at this
particular value. Any answer to this question would be pure conjecture, but whatever
it is, the answer must be numerical, as there is no obvious change in the nature of
the exact solution at this volume. This numerical answer may have something to do
with the fact that the actual values of V (X) and V0 are smaller at lower volumes, and
larger at higher volumes. This may combine in a nonlinear way with the other error
parameters, in particular the value of the volume tolerance ǫ, to produce the behaviour
at a particular point. Insofar as we have been able to discover, the relationship is not
obvious with respect to the solution parameters that we set or monitor.
Having discovered that this error is due to an error in the augmented Lagrangian
method, we are now faced with the question of whether or not the penalty term is
actually necessary. The solutions referred to in table 4.3 were produced by explicitly
setting λ = λ∗ , however there is no reason in principle why the update method for
λ, as detailed in equation 3.10, could not be applied to find the correct value of λ,
without including the penalty term in the Lagrangian. This reduces the method to a
slightly less naı̈ve version of an algorithm that simply increases λ until |V (X) − V0 )|

is acceptably small. Such a method would be very similar to a flow-like method for
the mean curvature, which is, at least in principle, similar to the parabolic approach
favoured by Brakke (see [8]). However, as we shall see later, abandoning the quadratic
penalty term robs us of a method of selecting a stable equilibrium where there is not a
one-to-one correspondence between the shape parameter λ and the volume. We return
to this problem in section 4.1.3.
Recall that we claimed that this error could be caused by discrepancy in the minimisation method, which leads to an imbalance between the δA(X) and δV (X) terms

in the variational form, and in turn by excess curvature. We have not yet addressed
the question of what this discrepancy might be, and when we postponed its answering,
we alluded to the fact that the discrepancy is related to the first question we posed
regarding figure 4.1; namely, why it might be that the error increases with volume. Let
us use the data from table 4.3 to produce a plot equivalent to that in figure 4.1, but
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using the unaugmented Lagrangian system. This plot is shown in figure 4.6.

Figure 4.6: Absolute error for 6316 cells for the unaugmented Lagrangian.
Consistent with our other findings, the dip in the error around V0 =

5π
18

is gone, and

the error in the solution is lower in absolute terms. The increase with volume is still
clearly present, and accelerates rapidly as the solution approaches V0 =

2π
.
3

We will

offer two explanations for this increase. The first relates to the degree to which the
solution is conformal. The second relates to the existence of a bifurcation in the shape
parameter λ. We shall first discuss the idea behind the conformality hypothesis.

4.1.2

Conformality

The minimisation problem for a surface of constant mean curvature is to minimise
A(X) subject to V (X) = V0 , however the minimisation problem that we have actually
solved is to minimise D(X) subject to V (X) = V0 , where D(X) is the Dirichlet energy.
Under the isothermal coordinate condition (equations (2.70)), the relation
A(X) = D(X)
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(4.3)

holds. In our formulation, the conformality conditions are not so much enforced as
implied; the cross terms in the metric are set to zero, and the metric determinant is
simplified using the assumption that the coordinate tangent vectors have equal magnitude. In principle, these conditions should have an impact on the volume term as well,
but there is nothing in our formulation to explicitly enforce these conditions. With
this in mind, we propose that the discrepancy in the minimisation method that allows
λ to deviate from its correct value is caused by the violation of the equality in equation
(4.3), so that the inequality in equation (2.74) becomes a strict inequality. We further
propose that this is the direct result of a violation of the conformality conditions. If
this proposition were correct, we would expect that the violation of equality in equation
4.3, which we shall call, for want of a more eloquent term, the “Dirichlet-Area Gap”
(DAG), would increase with volume. In particular, we would expect that an increase
in the radial error would show a correlation between the increase in the volume error
and the increase in the DAG. The DAG is computed as
Z
Z

1
kXu k2 + kXv k2 du dv.
kXu × Xv k du dv −
DAG =
2 U
U

(4.4)

Table 4.4 shows this data for the unaugmented Lagrangian. The DAG is both nonzero
in every case, and increases with volume. Figure 4.7 shows the response of both the
volume error and the DAG to an increase in radial error. The general shape of the graph
indicates that there is some relationship between the two. This lends some support to
theory that the inequality of the Dirichlet and area functionals is a problem for the
minimisation method, though this evidence is certainly not conclusive. Set against this
is the fact that the DAG is several orders of magnitude smaller than the radial error.
Without knowing exactly the relationship between these quantities, it is difficult to say
whether this difference in magnitude is significant.
What is more certain is the relationship between the DAG and the violation of
the isothermal coordinate conditions, though admittedly it is not entirely clear how
to measure the conformality. There are two components to the isothermal coordinate
conditions, and to each we assign a measurement of error. For the condition
kXu k = kXv k,

(4.5)

we assign the error measurement
ǫm =
For the condition

Z

U

kXu k − kXv k du dv.
hXu , Xv i = 0,
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(4.6)

(4.7)

Figure 4.7: Semilog plot of the Dirichlet-Area Gap and the volume error against the
radial error for the unaugmented Lagrangian, over a mesh of 6316 cells.
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Table 4.4: Dirichlet-Area Gap by resolution and volume for the unaugmented Lagrangian.
Resolution (number of cells)
374

Volume

1π
18
2π
18
3π
18
4π
18
5π
18
6π
18
7π
18
8π
18
9π
18
10π
18
11π
18
12π
18

2.6 × 10

590
−7

3.7 × 10−6
1.6 × 10−5
4.0 × 10−5
7.9 × 10

−5

1.3 × 10−4
1.9 × 10−4
2.5 × 10−4
3.2 × 10−4
3.9 × 10−4
4.5 × 10−4
4.8 × 10−4

1.3 × 10

1000
−7

1.9 × 10−6
8.0 × 10−6
2.1 × 10−5
4.0 × 10

−5

6.5 × 10−5
9.5 × 10−5
1.3 × 10−4
1.6 × 10−4
2.0 × 10−4
2.3 × 10−4
2.5 × 10−4

5.9 × 10

2038
−8

8.4 × 10−7
3.6 × 10−6
9.2 × 10−6
1.8 × 10

−5

2.9 × 10−5
4.2 × 10−5
5.6 × 10−5
7.1 × 10−5
8.5 × 10−5
1.0 × 10−4
1.1 × 10−4

2.1 × 10

6316
−8

2.9 × 10−7
1.3 × 10−6
3.2 × 10−6
6.2 × 10

−6

1.0 × 10−5
1.4 × 10−5
1.9 × 10−5
2.4 × 10−5
2.9 × 10−5
3.4 × 10−5
3.7 × 10−5

3.9 × 10−9
5.5 × 10−8
2.4 × 10−7
6.0 × 10−7
1.2 × 10−6
1.9 × 10−6
2.7 × 10−6
3.5 × 10−6
4.4 × 10−6
5.3 × 10−6
6.2 × 10−6
6.9 × 10−6

we assign the error measurement
ǫo =

Z

U

|hXu , Xv i| du dv.

(4.8)

We then create a combined measurement of error
ǫ c = ǫ m ǫo .

(4.9)

This measure is perhaps somewhat arbitrary, but in the absence of a standardised
measure of conformality, we suggest that it at least gives us some idea of how conformal
the solution is. Figure 4.8 shows the semilog relationship between the two errors. Again,
this correlation is not conclusive evidence that our theory is correct, but it does provide
some support for it.
One way to determine the true impact of conformality on the solution would be
to explicitly enforce the isothermal coordinate conditions. This amounts to enforcing
two nonlinear, nonsmooth constraints on the minimisation problem, in addition to the
volume constraint. The nonsmoothness occurs due to the absolute value, or equivalently, the square root of the squared constraints. At the time of writing, we have been
unable to obtain convergence using the quadratic penalty and augmented Lagrangian
methods. Nocedal & Wright in [34] note that nonsmooth constraints can be dealt with
using linearisations of the penalty functions. We suggest that this might be a fruitful avenue to pursue in future research, even if only to eliminate the violation of the
conformality equations as a possible source of error.
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Figure 4.8: Semilog plot of the Dirichlet-Area Gap and the conformality error against
the radial error for the unaugmented Lagrangian, over a mesh of 6316 cells.
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4.1.3

Bifurcation

We now discuss the second possibility for the increase in the error as volume increases.
Figure 4.6 shows a dramatic increase in the error as V0 approaches

2π
.
3

This particular

volume is of critical importance, because it divides droplets with acute contact angles,
for which the surface can be represented as a height function over its base in the z = 0
plane, and droplets with obtuse contact angles, which cannot be so represented. As
we have already mentioned, the unaugmented Lagrangian formulation is controlled
entirely by the multiplier λ, whose value ought to be twice the mean curvature of the
surface H = 1r . For droplets in the first regime, the centre of curvature corresponding
to this radius is below the z = 0 plane, and as V0 increases, the radius becomes smaller
and the centre of curvature approaches z = 0. For droplets in the second regime, the
centre of curvature is above z = 0, and the radius increases as V0 increases. This means
that there is not a one-to-one correspondence between λ and V0 . The point λ = 2,
equivalent to V0 =

2π
,
3

is a bifurcation point in the minimisation problem. The proper

value of λ for a given volume is shown in figure 4.9, where the bifurcation can be clearly
seen.
We mentioned earlier that in the absence of the penalty term, our method was in
principle similar to a flow method, such as that used by Brakke. Unsurprisingly, then,
Brakke’s method also experiences this bifurcation. In [11], Brakke notes that Surface
Evolver requires direct manipulation of the solution to drive the system into a stable
equilibrium on either side of the bifurcation. With Surface Evolver, this is done
by pausing the minimisation with respect to the gradient method, and directing the
solution along the eigenvector corresponding to the lowest eigenvalue of the Hessian,
which is the matrix of second partial derivatives of the system.
In [11], Brakke also indicates that values of the shape parameter close to the bifurcation point may experience an error, and that lower resolutions experience this
error further away from the bifurcation point. Figure 4.10 shows absolute error plotted against volume for five resolutions. Higher resolutions are able to approach the
true bifurcation point V0 =

2π
3

with much less error than lower resolutions. This lends

support to the idea that our formulation is experiencing the same error as Brakke’s.
If this is indeed the case, then, like Surface Evolver, we will need some method
other than altering the curvature parameter λ to simulate droplets beyond the bifurcation point. At first glance, it may seem as though the contact angle is the natural
method of selecting a stable equilibrium on the correct side of the bifurcation point. If
it were possible to pin the boundary in space, perhaps using penalty terms, and also
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Figure 4.9: Plot of the exact value of λ for a given volume. The bifurcation point
occurs at V0 =

2π
,
3

λ = 2.
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Figure 4.10: Absolute error plotted against volume for five resolutions, from 274 cells
to 6316 cells. Lower resolutions are affected by the bifurcation at lower volumes than
higher resolutions.
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impose the Neumann conditions, then this may be sufficient to force the minimisation
method into the correct regime. Using FEniCS, we have been unable to implement
such a formulation.
There is, of course, another method for forcing the solution into the correct equilibrium, namely the augmented Lagrangian method. With this quadratic penalty term
comes the problem we identified earlier regarding excess curvature. Figure 4.11 is the
result of an attempt to obtain a droplet of volume V0 = 2π. In order to reduce the
error due to bifurcation, we used a very fine mesh, comprising 39423 cells. The volume
error was computed to be |V (X) − V0 | = 2 × 10−5 . From a visual inspection, it is

clear that the droplet is oblate. This is likely due to the excess curvature effect of

the augmented Lagrangian. We have already seen that the excess curvature effect is
most pronounced at higher resolutions, and so the very high resolution used here to
counteract the bifurcation error may exacerbate the excess curvature effect.

Figure 4.11: A droplet of volume 2π, computed on a mesh of 39423 cells.

The fact that an approximately spherical surface can be produced with the augmented Lagrangian method shows that it does have the potential to solve the bifurcation problem. If the excess curvature problem can be overcome, then the method will
be viable for droplets of all volumes.
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4.2

Summary

Let us briefly summarise the analysis presented in section 4.1. The augmented Lagrangian method produces droplets that are oblate by introducing excess curvature.
This effect is most pronounced at higher resolutions. When the augmentation is removed from the Lagrangian, we observe that the solution behaviour returns to normal
with respect to the effect of resolution, but the quality of the solution still worsens
with volume. This worsening may be due to one, neither, or both of two factors; the
conformality of the solution, and the closeness to the bifurcation point.
The conformality of the solution affects the gap between the Dirichlet energy in the
variational form, and the surface area functional that we actually desire to minimise.
This may cause the functional to become unbalanced with respect to the volume and
Dirichlet energy terms, leading to an incorrect value of the curvature parameter λ.
This “Dirichlet-Area Gap” worsens with volume.
The bifurcation point is an inherent property of using a shape parameter λ that is
proportional to the mean curvature, and occurs when the solution transitions from a
droplet with an acute contact angle to a droplet with an obtuse contact angle. One
method of forcing the solution into the correct equilibrium is to use the augmented
Lagrangian method. Using this method, increasing the resolution reduces the error
due to proximity to the bifurcation point, but increases the error due to the excess
curvature phenomenon.
We propose that future research should endeavour to eliminate possible error by
addressing the conformality of the solution directly, whether through penalty methods
or otherwise. A properly conformal solution may aid in the process of achieving convergence of the solution to a very low volume error, causing the quadratic penalty term to
become very small. This may alleviate the excess curvature problem, and allow a high
resolution to be used to combat error from the bifurcation of the curvature parameter.
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Chapter 5
Conclusions
In the introduction to this thesis, we described the classical view of static fluid interfaces
as it was formulated by Laplace and Young, and codified by Gauss. We saw that the
modern applications of fluid interfaces discussed in chapter one demanded a different
view of the problem, and proposed that differential geometry held the key to a better
conception of the system. In section 1.3.3, we set out the project’s goals, and in
this final chapter we revisit them, and evaluate the material we have presented in the
previous four chapters against the objectives that we set out to achieve.

5.1

Summary of Objectives

The first goal we set was to derive the embedding formulation of the Young-Laplace
equation. In section 2.1, we followed Gauss’ method of establishing a variational principle for the energy of the system, but this time in the coordinate-independent formalism
of embedded Riemannian manifolds. We saw that the energy was composed of three
principal parts; the free surface energy, which describes the surface area of the interface, the volume form, which, when combined with a Lagrange multiplier λ, acts as
a constraint, and the wetting energy, which provides a boundary term that fixes the
contact angle of the surface with the solid object. After deriving each of these in turn,
the end result was a variational principle that is both flexible and powerful in its ability to describe interfaces attached to complex solid geometries, and retains a direct
connection to the formulation given by Gauss. Because of this, we believe that the
embedding formulation satisfies the first objective.
Our second objective was to decide on the conditions that would guarantee us a
unique solution. To this end, in section 2.2 we selected the isothermal gauge, and
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discussed methods to deal with isometries of the solution. This discussion led to the
selection of Dirichlet conditions for all our experiments, a decision that led to the development of the boundary algorithms discussed in sections 3.3.2 and 3.4.2. Numerical
experiments led us to the conclusion that the conformality equations play an important
role in determining the quality of the solution.
The third objective of this project was to determine a numerical algorithm. By
using the Finite Element Method, we showed that there was a natural connection
between the variational principle and the numerical scheme. In chapter 4, we discussed
the implications of the augmented Lagrangian method at length, and determined that
the algorithm is a mixed blessing; on the one hand allowing us to simulate droplets
with obtuse contant angles, and other the other causing an error in the curvature.
The boundary algorithm we developed takes advantage of the properties of Dirichlet
conditions that easily fixes a unique solution, while allowing us to also set the contact
angle. This algorithm was moderately successful; symmetric situations allow for a
smoothing condition that suppresses the error in the algorithm, however antisymmetric
systems require us to impose the sequence of conditions pointwise, which leads to jagged
boundaries.
Our fourth goal was to use the embedding formalism for systems where a height
function would be impossible. The experiments in sections 3.3 and 3.4 achieved this
goal, with varying levels of success. In particular, the models of the Sowerby microscopy
device worked well, comparing favourably to experimental data.
Fifthly, we wanted to critically evaluate our method. Section 2.3 compared the
embedding formulation to other methods from the literature, and found that while our
method was one of many that had attempted to replace the height function formulation,
the approach of directly solving the elliptic equation for the embedding function of a
smooth manifold was distinct from the others. Chapter 4 was dedicated to discussing
the numerical difficulties of our approach, and recommendations for improving the
method in the future. In particular, we looked at the problems caused by the violation
of the conformality equations and by the bifurcation of the shape parameter.
In general, this project has achieved the goals that we established at the outset.
The embedding formalism is, we believe, a natural way to express the problem, that
has many mathematical advantages. The numerical algorithm requires more work to
achieve a standard suitable for precise numerical simulations. However, we suggest that
the difficulties that currently exist are not of the kind that would render the method
entirely unsuitable for practical use. Rather, they are of a kind which can be improved
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upon and hopefully remedied by further research into the origin of the errors, and the
impact of different numerical techniques upon them.

5.2

Final Remarks

The properties of static fluid interfaces have interested physicists and mathematicians
for over two centuries. There is an old adage that “there are many ways to skin a cat”,
and so it has proven in this field. The mathematical description of these deceptively
simple surfaces has been conceptualised in many different ways, and from the classical
work of titans such as Gauss to modern computational techniques, each has brought
new insight to the problem. We hope that this work has made some contribution to
the accumulated body of knowledge on the subject, and that whatever insight it offers
may be useful to other researchers in their own work.
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