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Abstract

Cognitive representations of episodes are likely to play an important role

in the neural mechanisms representing the syntactic and semantic struc-

ture of natural language sentences. However, there is little consensus on

how observed episodes are represented in the brain, and how those episode

representations can be transformed to and from corresponding sentence de-

scriptions. This work investigates the theory that there is a direct structural

relationship between the representation of episodes and sentences describ-

ing those episodes, and that the underlying mechanism which informs the

representation of an episode is based upon the sequence of sensorimotor ac-

tions involved in observing that episode. This gives rise to two predictions:

firstly that there is a canonical sequence of sensorimotor actions involved

in observing actions, and secondly, that changing that sequence leads to

systematic changes in descriptions of those actions. Experimental results

confirm that there is a strong default sensorimotor sequence involved in the

observation of a range of transitive actions. However, in part due to the

robustness of the default sensorimotor sequence, the second prediction was

not confirmed.
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Note

The experiment reported in Chapter 4 was previously published as Webb,

Knott, and Macaskill (2010). Eye movements during transitive action ob-

servation have sequential structure. Acta Psychologica, 133(1), 51-56.
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Chapter 1

Introduction

Language is often considered to be one of the most important of all human abilities.

Not only is human language unique amongst animal communication systems in terms

of its breadth and complexity, it has been argued that human language is also unique

in the range of motivations which underlie its use (Tomasello, 2008). However, despite

both the importance and uniqueness of language, the cognitive processes involved in

the human language faculty are still poorly understood, due in part to the complexity

of language itself, the complexity of human cognition in general, and also to the way in

which language has been studied. Following Chomsky (1965), much of formal linguistics

has focussed on analysis of the outputs of the language process (words and sentences)

rather than of the neurological and cognitive processes involved in the production and

processing of language (Myachykov and Posner, 2005).

At the same time, recent advances in how we study neural or behavioural activity

(using e.g., fMRI or eye-tracking), have given us considerable insights into the workings

of the human brain. This, in turn, has lead to a re-evaluation of our ideas about how

language is realised neurally. For example, although potential “language-specific” brain

areas (such as Broca’s area; a region in the inferior frontal gyrus of the human brain,

which was implicated as the location of sentential sequencing) have been suggested,

these have all been found to have more general, non-language-specific functionality

as well (see e.g., Dominey, Hoen, Blanc, and Lelekov-Boissard (2003) and Rizzolatti,

Fogassi, and Gallese (2001) for discussion on other functions of Broca’s area).

Jackendoff (2002) attempted to narrow the gap between linguistic and cognitive

theories of language, and in doing so, posed four challenges that any neuroscientific

theory or cognitive model must meet if it is to properly explain the human language

faculty. Specifically, any cognitive theory of language must overcome the massiveness
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of the binding problem, the “problem of 2”, and the problem of variables, whilst also

explaining the relationship between binding in working and long-term memory. It is

worth noting that, although these challenges were presented in the context of language,

they are all applicable to cognition more generally. We will outline each of these

problems in turn.

The binding problem, in language and, more generally, in cognition, concerns the

way the individual parts of something can be bound together into a coherent whole.

In vision, this relates to the way that individual features of an object, which may be

processed in different regions of the brain, are combined into a single object represen-

tation (Treisman, 1996). Similarly, in language the binding problem relates to how the

individual constituents of a sentence can be combined into a single meaningful concept.

Consider a simple sentence (Jackendoff (2002) uses the example of “The little star’s

beside a big star”). Not only do these individual parts need to be bound together, they

must also form a coherent whole, with each component fulfilling the correct role in the

resulting sentence. In the case of the example sentence, the concept ‘beside’ features

an entity being located, and an entity providing a spatial reference point. The sentence

also describes two stars: a big one and a little one. It’s vital that as the sentence is

being assembled, the little star is identified as the one being located, and the big star

is identified as the one providing a spatial reference.

Furthermore, even in the simple example above, there are a number of different

independent structures, each of which is composed of a number of sub-parts. Jack-

endoff (2002) suggests that, in order to represent that sentence, we must (at least)

represent its phonological, syntactic, semantic, and spatial structure. Any cognitive

or neuroscientific theory of language must explain how the brain is able to bind those

sub-parts into the independent structures of the sentence (whilst also keeping the parts

separate), and how those structures may be bound into a coherent whole. The chal-

lenge for such theories is to show how this binding can be done practically, given the

potentially unbounded complexity of longer sentences.

The example sentence above is also relevant to the second challenge for theories of

language, which Jackendoff (2002) calls the “problem of 2”. Specifically, the problem

relates to the two occurrences of the word “star” in the sentence. In order to encode

the meaning of a sentence, the brain must represent each individual constituent. We

can imagine that this involves activating, for each constituent, the group of neurons

which represent that item. Thus, for the example sentence, at the first instance of

the word “star” the neurons that encode star are activated. The problem arises when
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we reach the second instance of the word. Given that the star-neurons are already

activated, we cannot activate them again. On the other hand, if we do nothing, then

we cannot represent the fact that the word appears multiple times.

A naive solution to this problem is to have a different neural representation for

each of the two instances of star in the sentence. However, although this may work for

this simple example, it becomes problematic when we consider the range of possible

constituents, and the multiple positions in which each can occur. In fact, such a scheme

quickly becomes intractable due to the finite number of neurons the brain has to encode

these representations. Furthermore, there is something troubling about an entity (such

as a star) having two (or more) distinct representations, simply so that it can be used

in multiple positions in a sentence. The challenge for theories of language, therefore, is

to explain how the same concept can occur in multiple positions in a sentence, without

an explosion of representations.

Jackendoff’s (2002) third challenge has to do with how the brain can represent

variables and variable instantiation. Variables are needed to explain the productivity

of language. That is to say, we want to be able to use a concept such as ‘beside’ in

many different sentences. However, given that we have limited cognitive capacity, it

would be costly to store all the potential uses of ‘beside’, and impossible to store all

potential uses of all such concepts. The solution is, instead, to store the concept “X is

beside Y ”, where X and Y are variables which can be instantiated to any number of

different values.

More generally, variables are a necessary part of our ability to build abstract rules

about the world from a finite number of specific examples. That is to say, rather than

needing to represent all possible instances of a particular type of relation (such as

“Socrates is a man, therefore Socrates is a mortal”, “Plato is a man, therefore Plato

is a mortal”, etc.), of which there may be an infinite number, we can instead learn a

general rule (such as “X is a man, therefore X is a mortal”, where X is a variable) which

allows us to generate those instances. This ability to learn abstract rules containing

variables, and to instantiate those variables to produce different examples of those

rules, may be central to our language ability. Constructionist theories of grammar

posit that our entire language faculty is based upon a process of case-by-case exposure

to example sentences, and generalisation from those specific examples to increasingly

abstract variable-containing patterns (Goldberg, 2003). However, exactly how these

variables, and their instantiations, can be represented in the brain remains an open

question.
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The final challenge for theories of cognition involves the interface between short-

term and long-term memory. Specifically, Jackendoff (2002) asks how the representa-

tion of a sentence, for example, can move between short-term memory (where they are

stored in the transient activation of neurons) and long-term memory (where they are

stored in the weighted connections between neurons), and vice versa. Of particular

interest is how episodic memories are stored in long-term memory. Strengthening the

connections between neurons, as is necessary for long-term memory formation, is be-

lieved to be a gradual process which involves repeated exposure to a particular stimulus.

However, an episodic memory is a representation of a one-time event, and, therefore

cannot allow the necessary repeated exposure (externally at least). The challenge for

theories of cognition, then is to explain how such one off events can be properly encoded

in long-term memory.

Although these are all still open problems, in this work we will focus on a problem

related to, in particular, the first two of Jackendoff’s (2002) challenges. Specifically, we

will discuss the problem of how the entities involved in an episode are associated with

the roles they perform in that episode. This is obviously part of the binding problem,

since assembling the neural structure representing an episode, or a sentence describing

an episode, involves putting the constituent parts in the correct order, and this order

is in part defined by the role each constituent plays. It is also a necessary part of any

solution to the problem of 2, since repeated occurrences of the same entity or word in

a sentence will (in nearly all cases) be filling different roles. Thus, in order to have a

complete representation of an episode, so that we can, for instance, produce a verbal

description of it, it is not enough to just identify the entities involved. For example, if

we wish to describe a situation in which one person pushes another, we must represent,

not only the people involved, but also which person did the pushing, and which was

pushed. The association of a particular entity with a particular role in an episode is

known as thematic role assignment. There is controversy amongst linguists as to

how thematic roles should be defined. In addition, there is very little understanding

within linguistics or neuroscience about how thematic roles are represented in the brain,

and about how they are bound to individuals.

This thesis will offer a suggestion bearing on all of these open questions. We will

make a proposal about the nature of thematic roles, and this proposal will define

hypotheses about how thematic roles are implemented in the brain, and about how

they are bound to particular individuals in particular contexts. The thesis will then

present a number of experiments testing these hypotheses.
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We will first briefly outline the hypotheses to be introduced in the thesis. The

guiding assumption for these hypotheses is that the structure of sentences that describe

the world reflects the perceptual processes through which the world is apprehended.

The idea that language is based on perception is not new. For instance, Harnad

(1990) outlines a model which grounds the meaning of symbols (such as the names of

objects) in perception of those objects. However, we suggest that it is not only the

perceptual processes themselves which are important, but also the sequential nature

of those processes. We argue that an observer perceiving an episode in the world does

so through a sensorimotor process that has well-defined sequential structure, and thus

identifies some components of the episode before others. We suggest that thematic

roles reflect the order in which components of the episode are identified - specifically,

that a thematic role called ’proto-agent’ (Dowty, 1991) identifies the first individual to

be apprehended in the episode, and a role called ’proto-patient’ identifies the second

individual to be apprehended.

The structure of the thesis is as follows. Chapter 2 will give a more thorough

introduction to thematic role assignment and the problems associated with it. We will

then present and critique a number of models aimed at solving the problem of role

assignment, before discussing in more depth the proposal outlined above.

Chapter 3 will provide some necessary background, by first introducing attention

generally, and then focussing on visual attention during action execution and action

observation. We will then discuss studies relating visual attention to language parsing

and production. Finally, we will present the two hypotheses which underpin this thesis.

We will then seek to provide evidence in support of our hypotheses. Specifically,

Chapters 4, 5, and 6 will describe three experiments aimed at investigating the actions

of attention made by observers during a particular observation task, and the relation-

ship between those attentional actions and verbal descriptions of the observed scene.

Chapter 7 will then summarise and conclude the thesis.
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Chapter 2

Thematic role assignment

As discussed in the previous chapter, this thesis will focus on the problem of thematic

role assignment. Specifically, we are interested in how thematic roles are represented in

the brain, and how they can be assigned as part of the formation of episode representa-

tions. Obviously, in order to investigate this, we must have an understanding of what

thematic roles are, and what they are for. However, although the term dates back to

Gruber (1965), there is no fixed definition of what thematic roles are. Or, rather, the

particular definition depends on the theoretical framework in which they are being used

(Dowty, 1991). Furthermore, because thematic roles (also called thematic relations or

semantic relations) exist at the interface between syntax and semantics, there are a

number of different ways to formulate a definition.

For example, in linguistics, thematic roles could be defined as classes of entities

which can be associated with individual verbs (Levin and Rappaport Hovav, 2005).

That is to say, every verb in a language requires a specific number of participants, each

of which must have a specific set of properties. For example, the verb “eat” is associated

with two participants (the eater and the eaten), the first of which must have the

property of being able to act intentionally (Dowty, 1986). However, other verbs, such

as “smash” also need similar participants with similar properties. Therefore, we want to

abstract over the individual participants, and focus instead on the required properties.

A thematic role, then, is a label for a class of entities which have the requisite properties

to be used in a particular relationship with particular verbs. Similarly, in non-linguistic

cognitive representations of episodes, thematic roles can be seen as abstractions over

the properties of actions, in terms of the entities which can (or must) be involved.

It is important to note, however, that despite the wide acceptance of the concept of

thematic roles, there remains great debate about how exactly they should be defined.
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In particular, there is no general agreement on which thematic roles actually exist, or

on how the assignment of a role to an entity can be independently justified (Dowty,

1986). The aim of this thesis, therefore, is to start exploring the idea that thematic

roles can be defined with reference to perceptual or sensorimotor processes.

As discussed in Chapter 1, one of Jackendoff’s (2002) four challenges for cognitive

science was to explain how one binds the entities involved in an episode together, so as

to build an internal representation of that episode. Imagine you are witnessing a scene

in which one person (let’s say Bill) is pushing another person (let’s say Chris). This is

an example of a transitive action in which one entity (the agent1) is acting upon

another entity (the patient). Semanticists often describe actions using the formal

device of predicates and arguments, originating in symbolic logic – in the case of a

transitive action, the predicate denotes the type of action (in this example, pushing),

while its arguments describe the entities involved in the action, and the semantic

roles they play. That is to say, we can describe the action of pushing semantically

by the predicate pushed(agent: X , patient: Y ) which has two roles which need

filling: an agent role (filled by the unbound variable X ), which specifies who/what

did the pushing, and a patient role (filled by the unbound variable Y ) which specifies

who/what was pushed. Thus, we can describe the episode above as pushed(agent:

Bill , patient: Chris).

The problem arises when we try to describe how an observer would build an internal

representation of the episode. Obviously, to do so, one must have representations of

Bill, Chris, and what it means to push. However, that is not enough. With only those

representations, we can represent two distinct events: pushed(agent: Bill , patient:

Chris) and pushed(agent: Chris, patient: Bill). Thus, we now have the problem

of how to bind specific entities to specific roles. In other words, in order to distinguish

between the possible events, we must have some way of assigning the thematic roles

required by the action to the representations of the entities involved in the action. More

specifically, we must solve two additional problems: firstly how the observer represents

thematic roles; and secondly, how the observer identifies and assigns the correct role

to the entities in their episodic representation. In this case, we need markers for

agent and patient roles, and we must assign the agent-role marker to Bill, and

the patient-role marker to Chris. Only then can we correctly represent the observed

episode.

Although this, superficially at least, seems simple, it is worth bearing in mind that

1We will use small caps to denote thematic roles throughout the thesis.
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our representation of Bill, the entity who filled the agent role in this case, could very

well fill the patient role in another episode (e.g., slapped(agent: Anna, patient:

Bill)). Despite this differing role, we still want to be able to say that the Bill who

pushed Chris, and the Bill who was slapped by Anna are one and the same. That is to

say, we wish to have a representation of Bill which is not specific to any particular role

or episode (so that we do not end up with agent-Bill and patient-Bill as separate

entities), but which can be used as part of the representation of any episode containing

Bill, no matter what role/roles he fills in that episode. For that to be the case, we must

have an encoding of roles, and a mechanism with which to bind our representation of

Bill to whichever role he fills in any particular episode.

Exactly how this mechanism works remains an open question. Indeed, the par-

ticulars of a role assignment mechanism are dependent on how exactly episodes are

represented, as the thematic roles themselves must be part and parcel of such a repre-

sentation. In order to investigate further, § 2.2 will introduce a number of models of

episode representation, and discuss how they deal with thematic roles. Following that,

§ 2.3 will discuss the issues of thematic roles and language, and will re-evaluate some of

those models in that context. § 2.4 will introduce a new conception of thematic roles,

that forms the basis for the investigations in this thesis, and § 2.5 will suggest how this

new conception can be used to simplify the process of building episode representations,

and producing verbal descriptions of them. Finally, § 2.6 will summarise this chapter,

and discuss the way forward.

2.1 Pretheoretical definitions of thematic roles

Although they will be discussed more thoroughly in § 2.4, it is worth starting with

preliminary definitions of some of the more common thematic roles, in particular those

which will be used in this thesis. The roles that are most relevant for us are agent

and patient. For a particular action, the agent is the entity which performs that

action, whilst the patient is the entity which undergoes, and is changed by the action.

Closely related to (and sometimes used interchangeably with) patient, is the role of

theme. The theme of an action also undergoes the action but, unlike the patient,

it doesn’t change state.

There are a number of other roles which, although not directly relevant to this thesis,

are nonetheless common. For example, the experiencer of an action undergoes a

sensory or emotional experience because of the action, the beneficiary of an action
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is the entity for whom the action is performed, and the recipient of an action is

the entity which gains possession of something because of the action. There are also

roles related to the place where actions occur, such as location (where the action

occurred), source (where the action came from), and goal (where it is directed to).

As will be discussed in § 2.4, there are a number of other roles which could be included

in this list, but these are sufficient for our purposes.

2.2 Cognition and episode representation

There have been many models proposed which aim to solve the problems of role repre-

sentation and thematic role assignment. In this section we will survey a few computa-

tional models of episode representation. This survey will focus specifically on neural

network models of episode representation, because these take seriously the question

of how thematic roles are represented in the brain. However, even within the field

of neural network models, there are different degrees of abstraction: some models are

‘high-level’, in the sense that they feature networks of interconnected units, but do not

suppose that these units are actual neurons; some are ‘low-level’, in that their units

are intended to model individual neurons. For our purposes, the high-level models

(see §§ 2.2.2 and 2.2.3) are those which attempt to give a functional description of the

solution. That is to say, they represent the working of human cognition as a collection

of functional units, rather than by reference to neuroanatomy. On the other hand,

the low-level models (see §§ 2.2.4, 2.2.5, and 2.2.6) base their solutions on the actual

functioning of the human brain, and with reference to particular neural phenomena.

In this way they are attempts to describe a neuroanatomically plausible solution to the

problem.

2.2.1 A simple associative model

The models in the following sections differ in many ways, but there are also a number

of similarities between them. An important feature that these models share is that

they are made up of two distinct kinds of units: thematic role units, and “filler” units

(although many models also including units representing actions or events). In all of

the following models there are units (or groups of units, called assemblies) which

explicitly represent specific thematic roles. That is to say that there is a unit (or an

assembly) which represents agent-hood, another unit (or assembly), which represents

patient-hood, and so on.
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The other kind of unit are those which represent agents or objects in the world.

These units, therefore, can be seen as representing the possible “fillers” of thematic

roles. Such units or assemblies are generally assumed to be grounded, which means

that the representation of a cat

“... includes all perceptual information related to cats, action processes

related to cats (e.g., the experience of stroking a cat, or the ability to

pronounce the word cat), all emotional content associated with cats, and

all other information related to or associated with cats, such as the semantic

information that a cat is a pet, or the (negative) association between cats

and dogs.”(van der Velde and de Kamps (2010), page 95)

Because of this grounding, we can only have one such representation of any particular

token entity (such as a cat) and thus, in order to use a representation in multiple

different roles in multiple different episodes, we must have a way of dynamically building

(and breaking down) episode representations.

Given a set of units representing thematic roles, and a set of units representing

possible role-filling entities, a model must solve the problem of how a particular role

unit can be associated with a particular filler unit. We can imagine a simple model

which solves this problem by directly linking a role unit with its filler unit. In this

simple model, we assume that all role units are linked to all filler units by bidirectional

connections with variable weights, set by default to 0. To bind a thematic role to an

individual, we simply change the weight of the connection between the relevant role

unit and the relevant filler unit to some super-threshold value, so that activating the

role unit causes activation in the filler unit, and vice versa.

Although this simple model allows us to associate a thematic role with its filler, it

is not without its problems. The most significant of these problems, and the one which

renders the model unsuitable for real use, is the fact that it is unable to represent more

than one episode simultaneously. For example, if we consider the episode described by

“the boy told the girl that the cat loves the dog”, we can see that we need to represent

two agents (the boy, who is the agent of the “main” episode, and the cat, which is

the agent of the “embedded” episode) and two patients. In our simple model, this

would require directly linking the agent unit with the unit representing ‘the boy’ and

with the unit representing ‘the cat’. However, it then becomes impossible to tell which

agent is associated with which episode, since, whenever we activate the agent unit,

both the boy unit and the cat unit will be activated.
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Thus we have two fundamental issues with thematic role representation: how to

temporarily associate a role and its filler (as discussed in the introduction to this

chapter), and how to do so in such a way that we are able to represent multiple

episodes simultaneously. It is these two problems which the models discussed in the

following sections are attempting to solve.

2.2.2 Functional assemblies

van der Velde and de Kamps (2010) present a model of dynamic meaning represen-

tation, in which thematic roles and their fillers are never directly connected. Rather,

meaning is built by way of intermediate binding units, which create temporary con-

nections between roles and the entities which fill those roles. Once the meaning is no

longer useful, the temporary connections can be broken, and the roles and fillers, and

the binding units, reused to represent other meanings. The way in which binding oc-

curs means that a given role can be connected to more than one entity simultaneously.

This allows the model to represent episodes such as “The cat sees the mouse watching

the dog”, in which we must assign the agent role to both the cat and the mouse,

whilst also assigning the theme role to the mouse and the dog. As already mentioned,

this would not be possible using the simple associative model discussed in § 2.2.1.

van der Velde and de Kamps (2010) achieve this by way of higher-level assemblies

which combine concepts and actions into more complex arrangements. In the main

episode of “The cat sees the mouse watching the dog” (namely “The cat sees the

mouse”), the representations of cat and mouse are temporarily bound to structures

which specify them as entities involved in that episode. Similarly, the representation of

seeing is bound to an assembly representing the action involved in that episode. Both

entity assemblies and action assemblies include thematic role-specific substructures, by

which they are able to connect to other assemblies. In this case, the entity structure

bound to ‘cat’ and the action structure bound to ‘see’ are connected together via their

agent substructures, which means that the entity (the cat) plays the role of agent

in that particular action. The action assembly is, in turn, connected, via a theme

substructure, to the entity assembly bound to ‘mouse’, which specifies that the mouse

plays the role of theme in that action (see Figure 2.1 for an illustration of this episode).

Although the entity assembly bound to ‘mouse’ has been connected to an episode

via its theme substructure, it is still able to connect to other episodes via other

substructures. Therefore, to represent the embedded episode (“the mouse watches the

dog”), the same entity assembly can connect via its agent substructure to the action
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Figure 2.1: The episode “The cat sees the mouse” represented using functional assem-

blies (van der Velde and de Kamps, 2010). E1 and E2 are structures representing

entities and are connected to ‘cat’ and ‘mouse’ respectively. Act represents an ac-

tion, and is connected to ‘see’. E1 and Act are connected together via their agent

substructures (marked here by a), whilst Act and E2 are connected via their theme

substructures (marked here by t). Adapted from van der Velde and de Kamps (2010)

with permission.

assembly bound to ‘watch’. In this way, the mouse is able to fill the role of theme in

the main episode, and agent in the embedded episode, simultaneously. Furthermore,

because the assignment of role is local to the connection between an entity and an

action, there can be no confusion as to which action the cat is the agent of and which

action the mouse is the agent of.

As already mentioned, van der Velde and de Kamps’s (2010) model uses inter-

mediate binding units to control the connections between different assemblies. These

binding units consist of a connection matrix in which the rows represent a particular

substructure (say, the agent substructure) for each entity assembly, and the columns

represent that same substructure for each action assembly. When an entity assem-

bly becomes active, it has the effect of ‘turning on’ its row in the connection matrix,

and similarly, when an action assembly becomes active, it turns on its column in the

matrix. In the case that the agent substructures of both an entity assembly and an

action assembly are active concurrently, the corresponding activation of a particular

location in the matrix causes the assemblies to become temporarily bound together

via the shared substructure. This binding also has the effect of suppressing the activa-

tion in the connection matrix, which means that that entity assembly and that action

assembly are able to be reused in later episode representations.

The combination of a hierarchy of assemblies, and the ability to form temporary
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connections between assemblies means that a small number of entity and action as-

semblies are able to be used and reused to represent many different episodes. Further-

more, because the binding of grounded concepts to assemblies are separate from the

connections between assemblies, not only can the concepts be reused in other assembly

configurations, but the assembly configurations can be reused with different concepts

to represent different episodes.

An important thing to note about this scheme, though, is that, in order for the

episode structure to connect, the action assembly representing see and the entity as-

sembly representing mouse must agree on the role which the mouse is to fill. That is

to say, that the action assembly must be expecting a theme, and that the mouse must

be able to fill the role of theme. So, in order to represent an arbitrary episode, the

system must be able to fulfil two specific requirements. The first, which we shall call

the thematic role inventory requirement, says that the model must know all possi-

ble thematic roles if it is to represent any given episode. The second, which we shall

call the thematic role constraints requirement, says that the model must already

have knowledge of the types of roles a particular action requires, and the types of roles

an entity can fill. It is not clear how the model could learn this information, and in

this case, it was assumed that all actions have themes (van der Velde and de Kamps,

2010). As we will see, the requirements given here will be an issue for many of the

models presented.

Another general problem with this (and a number of the following models) is to

do with the abstract representation of roles. Although, in this case, the explicit role-

markers are part of a higher-level (and therefore, less directly neurally-inspired) model,

they still suggest that such markers are necessary for role representation in human

cognition. The problem arises when we consider how these markers would be realised

in the brain. If the suggestion is that they correspond to real neural structures, such

as neurons, or groups of neurons, then not only would we expect to see evidence of

these role-marking structures, but we should also see particular dysfunctions caused by

damage to those structures. That is to say that, if agent is represented by a group of

neurons, and a person sustained damage to those neurons, we would expect that that

person would no longer be capable of representing agents, and thus would show specific

deficits in tasks, such as language production, which require such a representation.

However, as it stands, we have no evidence of the existence of abstract role-marking

structures in the brain, and nor can we explain known deficits by reference to such

structures.
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The absence of evidence would be unexpected if such role-marking structures did

exist, due to the ways in which those structures would be used. That is to say that the

neural assemblies representing thematic roles would be in almost constant use, because

they would be involved in every episode represented in the brain. As a consequence

those assemblies would get orders of magnitude more activity than assemblies repre-

senting open-class concepts such as ‘cat’ and ‘mouse’. Although the almost-constant

activation of abstract concepts like ‘agent’ and ‘patient’ may well be possible, it would

certainly be a distinguishing prediction of the model, and one which should lend itself

to experimental verification.

2.2.3 Dual-path model

Other models exist which do not require such hard-wiring of role information. For

example, as part of a “Dual Path” model, Chang et al. (2006) present a model of role-

binding which is based on perceptually defined roles. As the name implies, the model

involves two paths: one which deals with the meaning of an episode, and the other

which deals with building a sentence describing that episode. The sentence-building

path will be discussed in § 2.3.3.

The meaning system takes inspiration from the “where” and “what” pathways

found in human vision (Ungerleider and Mishkin, 1982; Goodale and Milner, 1992) to

allow temporary binding of the concept representing an entity (the what) to the role

filled by that entity (semantically analogous to ‘where’ information in vision). This

where/what distinction is realised by having two parts to the event representation,

with the ‘where’ part being given by the event-semantics which specifies the roles,

and the ‘what’ part being given by the message which identifies the action, and the

entities involved in the action (Chang et al., 2006). See Figure 2.2 for an illustration

of this mechanism.

More specifically, the representation of meaning in the systems involves a group of

concepts (the message), organised according to the role they played in the particular

event being represented (the event-semantics). The meaning is given by an action,

and a number of entities involved in that action. Unlike van der Velde and de Kamps

(2010), the roles specified for the entities in a particular event are more general than

the thematic roles which linguists would assign. That is to say, rather than encoding

all possible thematic roles (agent, patient, theme, goal, etc.), the model uses

three roles, called X, Y, and Z which subsume the linguistic roles (Chang et al., 2006).

The intention is that the XYZ-roles represent the attentional experience of an entity’s
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Figure 2.2: The “what” and “where” pathways used by Chang et al. (2006). The

dynamic binding between the entities (the ‘what’) and the roles (the ‘where’) allows

the same entities to be used in different roles, and the same roles to be bound to

different entities. Reprinted from Chang et al. (2006) with permission.

role in an event, rather than the post-hoc role applied by linguists. For example, the

Y-role “should be linked to the element of the scene that is most saliently changed or

moved, or affected by the action”, whereas, if “the action on Y is caused by another

element of the scene, ... the causal element is assigned to the X role”, and if “an action

on Y involves movement to a location indexed by another element, ... that element

is assigned to the Z role” (Chang et al., 2006). Thus, although the XYZ-roles are

performing the same function as the linguistic roles (with X representing the agent

or cause, Y representing the patient or experiencer, and Z representing the goal or

location of an action), they are best understood as relating to scene-perception, rather

than to sentence production.

The XYZ-roles allow the model to develop its own internal representation of the-

matic roles. Assuming that the event semantic structure used in the meaning pathway

could be produced by the sensory system, then this gives a possible mechanism by

which the thematic role inventory requirement could be met, based on the way the at-
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tentional system encodes episodes. This idea also overlaps with the proto-agent and

proto-patient roles suggested by Dowty (1991). This re-imagining of the traditional

thematic roles will be further discussed in Section 2.4. In this particular case, however,

no mechanism is specified for the production of the XYZ-roles.

Although it avoids hard-coding thematic roles, there is an obvious concern with the

dual-path model. Specifically, the particulars of the message and the event-semantics

mean that the model cannot represent nested episodes. In other words, because the

event semantics only allows a single entity to be bound into each of the XYZ-roles,

there is no way for the model to represent any episode which involves binding more

than one agent, for example. Thus, as with the simple model introduced in § 2.2.1,

the dual-path model is unable to represent an episode such as “the boy told the girl

that the cat loves the dog”.

2.2.4 Holographic representations

Stewart and Eliasmith (2012) present a more realistic model of how the brain could en-

code entities and properties (such as thematic roles), and how these could be combined.

The suggested mechanism is an extension of the holographic reduced representa-

tion (HRR), introduced by Plate (1995). A holographic representation is a form of

vector symbolic architecture, which models the meaning of a concept as a vector

representing a position in a high dimensional space. Importantly, the dimensions that

make up this space are abstract, and have no meaning in isolation (Plate, 1995). The

abstract nature of the dimensions in HRRs sets them apart from a theory such as

conceptual spaces (Gärdenfors, 2000), in which objects and concepts are similarly

represented as points and regions in a high dimensional space. According to the theory

of conceptual spaces, however, the dimensions of that space are continua representing

properties (such as colour or taste), on which objects or concepts can be compared.

Thus, the theory of conceptual spaces allows for the natural modelling of similarity

relationships (Gärdenfors, 2000).

The central feature of HRRs, on the other hand, is the way that relationships, and

the entities involved in them, can be combined into a single composite representation.

This mechanic, called convolution, allows the vectors representing the relationships

and entities to be collapsed into a single vector of the same size. The interesting thing

about such a representation is that, not only is the resulting vector an efficient method

of storage, the process itself is somewhat reversible. That is to say that the original

vectors can be extracted from the convolved vector, albeit noisily (Plate, 1995).
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In Stewart and Eliasmith (2012)’s model, in order to represent the episode “The

cat sees the mouse”, we need vector representations of the concepts (‘cat’, ‘mouse’, and

‘see’) involved in the episode, as well as representations of the roles (‘agent’, ‘theme’,

and ‘action’, respectively) those concepts play. It is worth noting that, although

these vector representations are similar to the idea of filler and role units/assemblies

introduced in § 2.2.1, they are not the same. The idea of an assembly is that it encodes

a concept if all the units in it are ‘on’. The concept of a vector is more subtle: a

concept is encoded in a particular pattern of activation, which may involve units with

activation at any point between their minimum and maximum values. Thus, the same

vector of units is able to represent a number of different concepts, whilst an assembly

cannot.

The particular representation of concepts and roles used by Stewart and Eliasmith

(2012) are equal length vectors, which can be combined using two operators: ⊗ (con-

volution), and + (addition). In order to build the episode representation, concepts are

convolved with their roles (e.g., cat⊗agent) to give another vector, and then these vec-

tors are added together (Stewart and Eliasmith, 2012). Thus, for the episode “The cat

sees the mouse”, we end up with the vector cat⊗agent+see⊗action+mouse⊗theme.

As already mentioned, the resulting vector is the same size as the individual con-

stituent vectors, which means the model can efficiently represent complex episodes.

What makes HRRs especially interesting, however, is that we are able to retrieve noisy

versions of those constituent vectors from the vector representing their combination.

Specifically, the properties of convolution and addition are such that, if we take our

episode representation above, and convolve it with the inverse of one of our role vec-

tors (e.g., agent), then we get back an approximation of the concept that filled that

role (e.g., ‘cat’) (Stewart and Eliasmith, 2012). Thus, the model is able to efficiently

represent complex episodes, without losing the ability to answer questions about the

particular entities and roles involved.

The particular implementation of HRRs used by Stewart and Eliasmith (2012)

(called the Neural Engineering Framework) represents vectors as groups of het-

erogeneous neurons. That is to say, that a given vector value (such as the representation

of ‘cat’) corresponds to a specific pattern of activation across a neural group, whilst

the operations of convolution and addition correspond to weighted synaptic connec-

tions between such groups. Implementing HRRs using this architecture allows the

model to exhibit two useful, and biologically plausible, properties. Firstly, just as hu-

man performance decreases due to increased cognitive load, the model’s performance
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degrades gracefully as representations become more complex, since a more complex

representation involves combining a greater number of vectors into a resulting vector

of the same length. This means that, unlike for many network models, there is no

single level of complexity beyond which the model simply stops working (Stewart and

Eliasmith, 2012).

The second useful property is that the model is robust to loss of neurons. Because

the vectors representing concepts are encoded in the firing patterns of groups of neurons

(as opposed to a single, specific neuron) individual neurons can be removed from the

group without causing substantial changes to the firing pattern. This means that,

as with humans, the loss of a small number of individual neurons does not lead to a

complete degradation of the performance of the model (Stewart and Eliasmith, 2012).

This biological plausibility also introduces a problem. As with several other models

presented here (e.g., van der Velde and de Kamps (2010), Dominey and Boucher (2005),

and Shastri (2002) (which will be discussed in § 2.2.5)) this model requires the existence

of markers for particular roles, without any explanation of where or how those markers

developed, or of how they relate to activity in the external world. In this case, the

issue is even more serious, because Stewart and Eliasmith’s (2012) model not only

requires that markers exist, it explicitly grounds them in the firing rates of particular

groups of neurons. Since concepts are denoted by high-dimensional vectors rather than

localist assemblies, they are assumed to be distributed over large areas of the brain

- but the model still assumes that there are specific representations of the concepts

‘agent’, ‘patient’ etc., and thus that the vectors denoting these concepts are activated

with very high frequency. However, as mentioned in § 2.2.2, there is no evidence that

such representations exist. Furthermore, the notion that thematic roles are encoded

in vectors of neural activity seems to be motivated by its attractive computational

properties, rather than by any experimental evidence.

2.2.5 Temporal synchrony

Another more directly neuroscientific account of role binding involves binding by

temporal synchrony (von der Malsburg, 1994). Specifically, Shastri (2002) seeks to

explain thematic role binding in representations of episodes, both as they are perceived

and as they are stored in long-term memory, by way of synchrony of activity in the

neuron ensembles which represent the individual entities and roles involved in the

episode.

The theory of binding by temporal synchrony is based on the finding that the firing
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of neurons, and of larger assemblies involving multiple neurons, is periodic, and more-

over that assemblies of neurons can be observed to fire at different phases in relation to

some reference periodic cycle. The idea, then, is that two (or more) concepts are bound

together if the neurons (or assemblies) which represent those concepts fire at the same

phase in the reference cycle (von der Malsburg, 1994). Although binding by temporal

synchrony is most commonly applied to feature integration in visual perception (see

Gray (1999) for a review), Shastri (2002) proposes it as a solution to thematic role

assignment in episode representation.

As an example, consider an episode in which Bill gives Anna a book. A neural

representation of this needs to represent the entities ‘Bill’, ‘Anna’, and ‘book’, as well

as bind them to the appropriate roles. The suggestion is that there is a cluster of

neuron ensembles which represents the action ‘Give’, including ensembles for each of

the required roles: giver, recipient, and given object. When such an action is

observed (or remembered) this cluster is activated. Activation of this cluster means

activation of the ensembles that comprise it, and so, for instance, the ‘giver’ ensemble

begins to fire. If someone has just observed the aforementioned episode, then, as well as

having activity in the cluster which represents the action, they will also have activity

in the clusters which represent the entities involved in the action. In order for the

entities and the action to be bound together, the activity for each entity must become

synchronised with the activity for the role that entity plays. Therefore, the neuron

ensembles associated with Bill, and the neuron ensembles associated with giver must

begin to fire at the same phase in the reference cycle, as must those for Anna and

recipient, and for book and given object. The result of this synchronous firing

is formation of an episodic memory trace, which ties those entities into those roles

(Shastri, 2002).

Note, however, that the representations of entities, roles, and actions are not sim-

ple units. Rather, they are connected networks of semantic and relational information.

These interconnections, and the formed memory traces, allow for auto-associative

memory, whereby cueing one bound part of the memory trace (such as a particular

entity, action, or location) will allow the recall of the entire memory trace, and, there-

fore, all of the bound roles and entities. Furthermore, the semantic and relational

information means that we are able to build an internal representation of the meaning

of a sentence, even if we did not experience the described event, and therefore have no

memory of it.

For all of the neural plausibility, and explanatory power of this theory, it is not with-
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out its problems. Specifically, as with Stewart and Eliasmith’s (2012) model (discussed

in § 2.2.4), this theory is making a strong prediction about the existence of neural

assemblies marking the necessary thematic roles. That is to say, the idea of transient

temporal synchrony between the neural assembly representing an entity (say, ‘Bill’) and

the neural assembly representing a thematic role (say ‘agent’) is contingent on there

being role-specific assemblies. As previously mentioned, no such neural structures have

been identified. A problem which is more specific to Shastri’s (2002) proposal is that it

requires extremely precise and regular spike timing. If the timing of the spikes varied

even slightly, we could potentially end up with binding errors, whereby a particular

role (such as agent) was bound to the wrong entity. Such an error would change our

internal representation so that it no longer matched what happen externally, rendering

it useless. As yet, there is no evidence that synchronisation mechanisms display the

accuracy and robustness required to avoid such errors.

2.2.6 Constructing meaning from perceptual primitives

As with Chang et al. (2006) (§ 2.2.3, above), Dominey and Boucher (2005) present

a model which includes a mechanism by which meaning can result from perceptual

processing. Although the model is described functionally, it is inspired by human

development, and could be implemented neurophysiologically. Interestingly, the model

is able to extract event representations directly from video sequences.

Episode representation in the model is based on the detection of perceptual prim-

itives (Dominey and Boucher, 2005). Although influenced by Siskind (2001), who used

a number of such primitives, Dominey and Boucher (2005) used only one: contact.

The model uses the sequence of contacts (touches) between entities to determine the

particular action taking place. Specifically, if there are two entities involved, the quan-

tity and quality of contacts between the entities allows the model to categorise the

action (Dominey and Boucher, 2005).

Each contact between entities is defined in terms of the agent and object of

that contact (determined based on the relative velocities of the entities, such that the

entity with the greater relative velocity is designated the agent), as well as the time

at which it occurred and its duration. The model is able to distinguish between touch,

push, and take actions, despite them all consisting of a single contact, by matching

them with event templates which describe properties of the actions (Dominey and

Boucher, 2005). For instance, a touch is defined as a single contact, whose duration is

less than a particular threshold (the touch duration), and which does not displace
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the object, whereas a push is a single contact whose duration is between the touch

duration and a higher threshold (the take duration), and which causes the object

to be displaced. Lastly, a take action involves a single contact of duration greater than

the take duration, during which the object is displaced, which results in continued

contact between the agent and the object (Dominey and Boucher, 2005).

By analysing the timing and sequence of contacts, the model is able to distin-

guish not only single-contact actions, such as touch, push, and take, but also between

multiple-contact actions, such as take from and give (which require a third entity to

fill the roles of source and recipient, respectively). The entities are then assigned

roles in the event, based on the event templates, and the agent and object of each

contact. The model then uses the action, and the entities and their assigned roles, to

build a representation of the event. The particular event representation is a predicate-

argument structure, where the predicate defines the action, and the arguments are the

roles required by that action (Dominey and Boucher, 2005). For instance, an event

in which Anna pushes Bill will be an example of the event template Touch(agent,

object), with Anna filling the role of agent, and Bill the role of object. Therefore,

the resulting representation will be Touch( Anna, Bill). Similarly, an episode in which

Bill is giving a book to Chris will match the event template Give(agent, object,

recipient), and will result in Give( Bill, book, Chris).

However, there is an issue with this mechanism. Specifically, the model must already

have the event templates in order to categorise an action, and must already know how

to translate from the agent and object of each contact that comprises the action to

the agent, object, source, etc. of the action itself. This means that, similarly to

van der Velde and de Kamps (2010) (see § 2.2.2 above), the model must be able to fulfil

the thematic role inventory and thematic role constraints requirements. In other words,

in order to represent any given action, the model must know all the possible thematic

roles, and how they apply to the entities involved in that action. Unfortunately, as

with van der Velde and de Kamps (2010), the model assumes that the necessary roles

and constraints are known in advance, and gives no mechanism by which they can be

learned.

Of further concern is the fact that, until the model has classified an action, it is

unable to determine which individual is the agent of that action. This is counter to the

dominant models of action recognition, which suggest that the agent and the object

of a transitive action must be known before the action itself can be classified (Oztop

and Arbib, 2002; Oztop, Wolpert, and Kawato, 2005). In fact, this issue anticipates
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one of the ideas which underlies the hypotheses proposed in this thesis, and as such, it

will be discussed further in § 2.4.

2.3 Linguistic signalling of thematic roles

Thematic roles must feature in our non-linguistic representations of the episodes we

see, but they are also integral to our language abilities. That is to say that, no matter

what language one is speaking, the correct assignment of roles to entities is absolutely

essential for the production and understanding of grammatical sentences. What this

means in practice, is that the episode representation, which includes the assigned roles,

must be convertible into a grammatical sentence, with the roles being explicitly repre-

sented by grammatical relations, such as sentential position, case marking on nouns,

or verb morphology (Carnie, 2012).

Although the particular details of how roles are represented linguistically are language-

specific, they require that, for any given language, there is an explicit, learnable set

of rules for mapping episodic structure to sentential structure. This means that those

rules must specify how thematic roles in the episode representation are turned into the

corresponding grammatical relation in a sentence. Furthermore, the rules must specify

a two-way mapping: from episode representation to language, and from language to

episode representation. This is because the purpose of language is to communicate

meaning, and therefore, upon hearing a sentence describing an episode, we expect the

hearer to build an episodic representation which is similar to that of the speaker, at

the very least in terms of the entities, actions, and roles involved. So, for a model to

provide a complete description of the episode representation for a particular episode,

it must also specify a mechanism by which those roles can be mapped to and from a

sentence description of that episode.

One possible way to simplify this process is to describe a set of rules for mapping

roles and entities between episodic and sentential structure, which work across all

languages. If such rules exist, and are universal, then the requirement for an explicit,

learnable mapping can be met by our innate language faculties. There have been

attempts to describe universal mapping rules, for example the Uniformity of Theta

Assignment Hypothesis (UTAH) (Baker, 1988), and Dowty’s (1991) thematic proto-

roles (which will be discussed further in § 2.4). UTAH posits that particular thematic

relationships between entities in a sentence are due to particular structural relationships

between those entities in internal representations of the described episode, and that
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the relationship between internal structure and sentence structure is uniform across all

episodes and languages. Thus, a speaker of any language trying to describe a particular

episode has a fixed mapping from related parts of his/her episode representation to the

produced sentence, and a hearer of that description can apply the reverse mapping to

get back to the same (or a similar) episode representation. Unfortunately, although the

idea of universal mapping rules is compelling, UTAH itself has a number of problems,

most notably that it fails to cover all existing human languages (Van Valin, 1992).

In the (probable) absence of universal mapping rules, models or theories of language

production need to be able to elucidate how particular sentences are mapped to/from

particular episodes representations. § 2.2 introduced a number of models which attempt

to solve the problem of episode representation and thematic role assignment. Some of

these representations were part of larger systems, which also include sentence processing

capabilities. Specifically, van der Velde and de Kamps (2010), Chang et al. (2006), and

Dominey and Boucher (2005) (covered in §§ 2.2.2, 2.2.3, and 2.2.6 respectively) also

present ideas on how those representations can be used to process or produce sentences.

In this section, we will reanalyse those models in terms of their relationship to language.

A key requirement for any model of language representation is that representation of

the semantic roles of the arguments of a verb should generalise to arguments that have

not yet been encountered. For instance, when a child learns the meaning of the word

‘chase’, she/he does so on the basis of a finite set of example sentences, in which ‘chase’

takes particular arguments. After learning, it is crucial that the child be able to un-

derstand (and generate) sentences in which ‘chase’ is combined with other arguments.

Such generalisation is necessary, as it is impossible to learn all possible combinations

of arguments of each verb individually. And of course, children don’t do that: there’s

good evidence that they can use, and understand, novel combinations of verbs and

arguments (Goldberg, Casenhiser, and Sethuraman, 2004). Given that speakers (both

children and adults) are able to generate novel verb-argument combinations, a model

of language representation must also be able to do so. The models discussed in the

following sections propose different mechanisms to explain such generalisation.

2.3.1 Syntactic assemblies

In § 2.2.2 we saw a model of episode representation based on functional assemblies

(van der Velde and de Kamps, 2010). The assemblies, and higher-level structures,

allowed the temporary binding of concepts into episode representations, in such a way

that the same concept could be used in different roles in different episodes, without
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changing the concept itself. These higher-level structures also provide the basis of the

model’s sentence processing capabilities.

Specifically, van der Velde and de Kamps (2010) use a particular type of structure,

called a syntax structure, to represent syntactic information. As discussed in § 2.2.2,

in order to represent the sentence “The cat sees the mouse”, a network of concepts and

higher-level structures is temporarily connected. In the case of syntax structures, there

are assemblies representing nouns, verbs, noun-phrases and verb-phrases which can be

combined to represent whole sentences. As with the other assemblies, these whole-

sentence structures (referred to as sentence assemblies) are also able to be reused

to represent other, similar sentences.

The concept and sentence assemblies allow the model to form novel sentences by

combining different arrangements of words and roles. In the case of “The cat sees the

mouse” this is as follows:

1. The concept “cat” is bound to an assembly representing a noun-phrase.

2. The noun-phrase assembly binds to a sentence assembly which is expecting a

noun-phrase (to give the sentence a subject) and a verb-phrase.

3. Similarly, the concept “sees” is bound to an assembly representing a verb-phrase.

This verb-phrase is also expecting a noun-phrase, to act as theme.

4. Because the sentence assembly is expecting a verb-phrase assembly, and because

both the sentence assembly and the verb-phrase assembly are activated, the verb-

phrase assembly becomes bound to the sentence assembly.

5. The concept “mouse” is also bound to a noun-phrase assembly.

6. Because the verb-phrase assembly is expecting a noun-phrase assembly, and be-

cause both the verb-phrase assembly and the noun-phrase representing the mouse

are active, these two assemblies are bound together, thus giving us a complete

sentence.

With such a sentence assembly built, the model can then produce the words for

each of the concepts in that assembly (recall that the word for a concept is part of

the grounded representation of that concept), and thus produce the sentence that

assembly represents (van der Velde and de Kamps, 2010). In this way, the model is

able to produce novel instances of the same sentence structure (by binding different
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concepts into the same sentence assembly) and also different sentence structures (by

building more complex sentence assemblies).

However, there are a few issues with this account of syntactic processing. Firstly,

it is not clear how reversible the process is. In other words, it is not obvious how one

would build such an episode representation based on hearing a sentence, or indeed if

one should. Secondly, and similarly to the problem suggested in § 2.2.2, the model

requires that syntactic assemblies, and the rules for combining them, are hard-coded.

That is to say, binding noun and verb assemblies into a sentence assembly requires that

the different sub-assemblies agree on the roles that each noun plays. In the example

above, the verb assembly required a theme, which was a role that “mouse” could

play, and so they were able to be combined. However, in general, not all nouns will be

able to play all roles, so these restrictions must either be hard-coded, or they must be

learnable. In this case, as previously mentioned, role constraints are hard-coded, and

there is no mechanism suggested for how these can be learned.

2.3.2 Surface sentence structure as a cue to thematic roles

The requirement that the conversion between episodic representation and sentence

structure be a bi-directional process raises an interesting constraint: thematic roles

must be decodable from the surface structure of sentences. For example, in an English

transitive sentence (such as “Anna slapped Bill”), the first word (or words) usually

name the entity which is playing the role of agent in the described action, whilst

the words immediately following the verb usually name the patient. Finding and

understanding such regularity can allow for mechanisms which extract thematic role

information based only on the surface structure of sentences.

An example of such a mechanism is Elman (1990)’s simple recurrent network

(SRN). A SRN is a variation on a feed-forward neural network, which includes (as

well as an input, an output, and a hidden layer of units) a context layer, which stores

a representation of the previous state of the hidden layer (see Figure 2.3 for the basic

network architecture). The network attempts to map from the previous word in an

utterance, to the next word, using the context as an extra input. Because the network

has access to both the current word (from the input layer), and a representation of

the previous word (from the context layer), it is able to learn to represent, not just

individual words, but also the sequence in which those words occur. As the network is

exposed to more sentences, it learns statistical correlations between different types of

words, and where in sentences those words appear.
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Figure 2.3: The basic architecture of a simple recurrent network (SRN). The network

contains four layers: the input layer, the hidden layer, the output later, and the context

layer. There is a feed-back connection (the dotted arrow) which copies the previous

state of the hidden layer into the context layer, which then acts as an extra input to

the network. The solid black arrows show trainable, feed-forward connections between

layers.

Specifically, Elman (1990) trained SRNs on a corpus of two- or three-word sentences,

of the general form noun-verb (e.g., “boy move”), or noun-verb-noun (e.g., “girl eat

bread”). The sentences were built is such a way that the nouns were appropriate to

the verbs, so that, for the verb “eat” the preceding noun would be animate, whilst

the trailing noun would name a type of food. The network was exposed to all the

sentences in the corpus, one word at a time, and with no breaks between sentences.

For instance, if the corpus had consisted of the two sentence above, the input would

have been “boy” (or, rather, the vector representation of “boy”), “move”, “girl”, “eat”,

“bread”. After each input, the network would output a prediction of the next word

in the sequence, based on the input word and whatever correlations it had thus far

encoded in its context layer.

Due to ambiguities in the training corpus (which could contain, for instance, both

“man move car” and “man move book”), and to the fact that there was no meaningful

correlation between the last word in one sentence, and the first word in the next sen-

tence, the network was unable to precisely predict the next word, based on a particular

input. What it did do, however, was to learn to predict the type of the next word. That

is to say, the network learned to group words into word-class categories, such as nouns,
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and verbs. Within these groups there was further structure, with the cluster of nouns,

for example, being further divided into animate and inanimate objects, with each of

those two groups also showing internal structure, and so on (Elman, 1990). The net-

work used those categories to learn (based only on the surface structure of the training

sentences) that certain types of verb (such as “eat”) can only follow animate nouns,

and that certain types of verb must be followed by a particular type of noun. This

illustrates that complex properties of a language, such as word classes, are learnable

merely by exposure to the surface structure of that language.

Whether this extends to thematic roles is less clear, however. Although the network

was able to learn that two different words are of the same type, it was not able to learn

that two instances of “boy” which occur in different sentence positions actually refer

to the same entity. That is to say, the network makes a distinction between a noun

in the subject position of a sentence, and that same noun in the object position of a

sentence (Elman, 1990). Unfortunately, this leads us to having different representations

of the same entity based on the role that entity plays in a particular action, which (as

mentioned in the introduction to this chapter) is a situation we would explicitly like

to avoid.

Jones and Mewhort (2007) present a more sophisticated example of using surface

structure, based on HRRs (as described in § 2.2.4). This model represents concepts as

a composite of their meaning (extracted from the contexts in which they are used) and

their relative positions in sentences compared to other concepts. These two factors are

combined, via convolution, into a single vector which represents that concept. Again,

the process itself is somewhat reversible, with the original meaning and order vectors

able to be extracted from the resulting representation, although not without some loss

of information.

The meaning and order information for a concept are learned from the usage of the

word for that concept. In Jones and Mewhort (2007)’s model, a corpus of documents

is processed one sentence at a time. For word meaning, the model extracts context

from a sentence. The context for a given word in a particular sentence is a combination

of all the other words in that sentence. As a word is encountered in more and more

sentences, the context begins to give a more accurate representation of how the word

is used, and, therefore, of its meaning. Because this meaning is contextual, it follows

that two words which are continually used in similar contexts will come to have similar

meaning, even if they never appear in the same sentence. The result is a clustering,

in context space, of words which we would recognize as synonyms (such as ‘lend’ and
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‘loan’), or of other closely related words (such as ‘science’ and ‘technology’) (Jones and

Mewhort, 2007).

As well as building this context, the model also extracts word order information from

each sentence. For each word in a particular sentence, the model builds all possible

N-grams containing the word. An N-gram is a sequence of words, of a particular

length. For example, if the model is processing the sentence “Anna gave the book to

Bill”, then, for the word ‘book’, it would build the following N-grams:

• length 2: “the book”, “book to”

• length 3: “gave the book”, “the book to”, “book to Bill”

• length 4: “Anna gave the book”, “gave the book to”, “the book to Bill”

• length 5: “Anna gave the book to”, “gave the book to Bill”

• length 6: “Anna gave the book to Bill”

These N-grams are then summed together to give a representation of the position

in which the word ‘book’ appears, relative to the other words in the sentence. After

processing many sentences containing the word ‘book’, and summing all of the order

information, the model will have built an order vector for the word ‘book’ which encodes

the type of order relationships it has with many other words, with more common

associations being more strongly represented (Jones and Mewhort, 2007).

The meaning and order representations are then combined into a composite vector

which “contains the superposition of a words context and order information across all

the sentences in which it has been experienced. This composite representation has the

powers of both context and order information together” (Jones and Mewhort, 2007).

One interesting property of this representation is that, without any supervision (such as

part-of-speech tagging), the model is able to learn both lexical and semantic categories

for words. That is to say that, as with SRNs, the model learns to group words into

categories (such as nouns, verbs, and adjectives) which are further subdivided based

on the properties of the named objects.

Furthermore, and most importantly for our purposes, the model was able to repli-

cate the results of studies of thematic role assignment in human language processing.

For example, Taraban and McClelland (1988) showed that there was a significant per-

formance penalty for processing of prepositional phrases in read sentences, if there

was a mismatch between the anticipated and actual thematic roles of the prepositional
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phrase. The model’s level of expectation of possible phrase completions mirrored the

human level of expectation, and, therefore, could be seen to account for the perfor-

mance penalty in human subjects (Jones and Mewhort, 2007). That is to say that the

model had encoded an expectation of the types of thematic role arguments expected by

verbs, despite having been trained without any role-specific information. This suggests

that some representation of thematic roles can be developed through purely statistical

means.

However, although the model has a representation of concepts and entities, it is

a different kind of representation from the other models discussed here. The other

models assume the real world existence of, for example, a book, from which their

internal representation of ‘book’ derives. In Jones and Mewhort (2007), however, a

concept is solely defined by the use of the word representing that concept, rather than

by its existence in the real world. Thus, it is not clear how real world experience of

objects and actions would fit into this model.

2.3.3 Dual-path model

Another model which utilises regularities in surface structure is the language processing

part of the Dual-path model. Although this model (which was introduced in § 2.2.3,

and which is based on work presented in Chang (2002)), uses an SRN, it is enhanced so

as to be able to learn abstract syntactic rules about the positioning of verbs’ arguments,

and to decouple this learning from learning of individual words and their meanings.

These structures are abstract in the sense that they do not learn which exact words or

concepts should go in a particular place in a sentence, but rather what type of word or

concept should go in that place. This means that any novel concept can be used in a

learned syntactic structure, as long as it is the correct type of concept.

As already mentioned, the model involves two paths, running parallel to (and mostly

in isolation from) each other: one which deals with the meaning (covered in § 2.2.3),

and the other which deals with the sequencing of surface words in sentences. Overall,

the model attempts to predict the correct next word in an utterance, based on the

previous word, and the meaning the utterance is supposed to represent (Chang et al.,

2006). For instance, if we imagine the model is trying to describe a scene it had just

witnessed, the meaning system would contain its internal representation of the episode,

and the sequencing system would be trying to produce the next in a sequence of words

to correctly describe that episode.

The sequencing system for the model is an SRN (as introduced in § 2.3.2). However,
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as shown in Figure 2.4, it is enhanced so that it also performs compression on the input

so as to stop “the hidden layer from directly sequencing particular words and instead

[force] it to create word classes” (Chang et al., 2006). The idea being that, because the

common property of the words appearing in a particular position in a sentence is the

syntactic category of those words, the “word classes” which the network develops will

correspond roughly to those categories. This means that, contrary to van der Velde

and de Kamps (2010) above, the model does not have to be given any idea of the roles

a noun can play, nor make any assumptions about the roles which verbs need. Rather,

it attempts to learn an internal representation of these. Thus, the model avoids the

problems with SRNs discussed in § 2.3.2.

because it has specialized pathways that separately process object
properties, called the what system, and location properties, called
where system (Milner & Goodale, 1995; Mishkin & Ungerleider,
1982) and the ability to temporarily bind these concepts to their
locations (Karnath, 2001). Thus, it is likely that the spatial system
gives a language learner a location-independent notion of the
concept DOG before language learning begins (see the what side
of the middle part of Figure 4).

Because concept–location bindings are required for spatial pro-
cessing, similar mechanisms could be used for concept–role bind-
ings in message encoding (see the bottom part of Figure 4). Chang
(2002) implemented concept–role binding in messages by tempo-
rarily increasing weights between concepts (what units) and roles
(where units). For example, setting the weight from DOG to
AGENT to a high value identifies a dog as the agent. The dynamic
binding used in the dual-path model’s weight-based message could
be seen as a general feature of relational processing (Hummel &
Biederman, 1992; Shastri & Ajjanagadde, 1993). Alternately, the
message system could be a specialized part of the spatial system,
which might help explain data showing tight links between spatial
and language processing (e.g., Altmann & Kamide, 1999; Bloom,
Peterson, Nadel, & Garrett, 1996; Clark & Carpenter, 1989; Grif-
fin & Bock, 2000; Jackendoff, 1983; Lakoff, 1987; Lakusta &
Landau, 2005; Landau & Jackendoff, 1993; Langacker, 1987). Our
account is consistent with either approach.

The what–where character of the model’s message works
together with its dual-path nature to promote generalization in
sentence production. The sequencing system has only limited
contact with the meaning system. Specifically, it does not
connect directly to the concepts bound to the roles, but only to
the roles. Therefore, when it learns to sequence, say, “dog” in
“The dog carries the flower,” the sequencing system really only
learns how to order the role that is linked to the dog concept. It
does not sequence “dog” directly. Later, when the model is
asked to produce “The cat carries the rose,” the cat concept is
linked via fast-changing weights to the same role. Conse-
quently, what the model learns about how to sequence this role
transfers fully to cat. More generally, Chang (2002) showed that
the dual-path model successfully generalized nouns to novel
thematic roles and sentence structures and produced novel
adjective–noun pairs in contrast to SRN-based models that
lacked both the dual-path architecture and the what–where
message structure. Moreover, the dual-path model’s generali-
zation with verbs turned out to be constrained in a manner
similar to what has been found with children (C. L. Baker,
1979; Gropen, Pinker, Hollander, Goldberg, & Wilson, 1989).

In addition to its ability to generalize in a humanlike manner, the
model also accounted for neuropsychological data related to its
assumptions of two paths. As the model learned, the meaning and
sequencing pathways became differentially sensitive to particular
word categories (content and function words, respectively). This
allowed lesioned versions of the model to mimic double dissoci-
ations in aphasia related to the distinction between agrammatism
and anomia, which are classically associated with syntactic and
semantic lesions, respectively (Gordon & Dell, 2002, 2003). Thus,
the model’s separation of meaning and sequencing receives some
motivation from the aphasia literature and, more generally, from
theoretical treatments of brain function that separate procedural
(e.g., sequential) from declarative (e.g., semantic) properties of
language (e.g., Cohen & Eichenbaum, 1993; Ullman, 2001).

Detailed Assumptions About Messages

Figure 5 shows the full structure of the implemented model,
including additional assumptions about the message. Here, we
describe the meaning system in terms of its three parts: the
meaning-to-word component, the word-to-meaning component,
and the event semantics.

The meaning-to-word component of the meaning system in-
volves three layers of units: where, what, and word units (see
Figure 6). As already mentioned, the where units represented event
roles in the message. These are denoted with single capital letters
(e.g., A, X, Y, Z, D) and are explained later in the next section. The
what units represented the lexical semantics of words (e.g.,
SLEEP, MARY, DOG). The links between the where and the what
units are dynamic, set before the production of each sentence to
represent a particular message. The connections between the what
and the word units, in contrast, were learned as the model expe-
rienced particular words and concepts. These connections corre-
spond to concept-to-lemma links in theories of lexical access in
production (e.g., Caramazza, 1997; Dell, 1986; Dell, Schwartz,
Martin, Saffran, & Gagnon, 1997; Levelt, Roelofs, & Meyer,
1999; Rapp & Goldrick, 2000).

For example, to represent the message for “Mary sleeps,” the
where unit for the action role (role A) would be weight-linked
to the what unit that represented the lexical semantics for sleep.
The where unit for the role Y would be weight-linked to the
what unit for Mary. Because of the fast-changing weights (see
the thick links in Figure 6), whenever the system activated a

Figure 2. Two pathways in the model: a meaning system and a sequenc-
ing system. The sequencing system is an simple recurrent network.

Figure 3. Sequencing system (simple recurrent network, right side of
Figure 2); ccompress and compress are a set of compression units.

237BECOMING SYNTACTIC

Figure 2.4: The sequencing system of Chang et al.’s (2006) dual-path model. The

model includes two paths, one for the meaning system, which represents a particular

episode, and one for the sequencing system, which attempts to produce the sequence

of words required to describe that episode. The sequencing system is an SRN whose

inputs and outputs are compressed (by ccompress and compress, respectively), thus

allowing the model to abstract over individual words. Reprinted from Chang et al.

(2006) with permission.

Recall from § 2.2.3, that the meaning path is made up of two parts: the message,

which identifies the actions and entities involved in the episode, and the event seman-

tics, which encodes information such as the role Chang et al. (2006). Consider the

following event representation:

Message: A = JUMP, Y = BIRD, definite

Event-semantics: active, progressive

The message contains a slot which holds the action (A), which in this case is ‘JUMP’,

and slots which designate the thematic roles involved in the action (X, Y, and Z).
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In this case we only have Y, and it is filled by ‘BIRD’. The event-semantics gives

information about the event. Specifically, it gives the relative importance of the roles

in the message so that the model can decide which role to output first. In this way, the

model is able to produce both active and passive descriptions, based on the relative

importance of the X and Y roles.

With such an event representation, the model’s task is to build a sentence which

describes that event. The message tells the system who or what is involved in the

event, and the event-semantics biases the system in term of the sentence it produces.

Here, it is biased towards producing an active sentence, in the progressive tense. The

sentence-building proceeds as follows:

1. The model is trying to produce the first word, and the context is set to ‘start-of-

sentence’. This means that, although the model could produce either the definite

determiner (‘The’) or the subject of the sentence (‘Bird’), the sequencing system

will have learned that determiners precede nouns, and therefore it will produce

the word “The”.

2. Having produced that word, it now becomes the context for the production of the

second word. The sequencing system, having learned that ‘the’ but not ‘bird’ can

appear in a start-of-sentence context, and that ’bird’ can appear in the context

in which ’the’ has just been produced, will produce “bird” as the next word.

3. The model is then ready to produce the verb-phrase part of the sentence. Because

the sentence production is biased towards generating a progressive sentence, the

model will then produce “is”.

4. At this point, there is only one further word for the model to produce, which is

the action word. The model produces that word, with any modifications required

by the tense. Thus, in this case the model produces the word “jumping”.

5. With no further words to produce, the model produces a fullstop, to mark the

end of the sentence. The complete sentence produced by the model is “The bird

is jumping”.

Just as XYZ-roles allow the model to develop its own representation of thematic

roles, the compression units in the sequencing system allow the model to develop its own

internal representation of word-classes. Furthermore, the separation of the meaning

system from the sequencing system means that the syntactic structures the model
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learns are abstract, and therefore are able to be reused with novel event representations

to produce novel sentences.

2.3.4 Constructions

Using the episode representations described by Dominey and Boucher (2005) (cov-

ered in § 2.2.6 above), Dominey and Hoen (2006) propose a mechanism for how the

human brain might produce and process language. The basis for this model is the

idea of grammatical constructions, which are the mappings between utterance and

meaning that underpin language.

More formally, a construction is a pairing of a template form (into which different

words can be inserted) and the meaning which that form represents (Goldberg, 2003).

Constructionist accounts of language differ from more traditional (generative) accounts

in suggesting that, rather than abstract grammatical rules, it is these form, meaning

pairs which underlie language processing. Furthermore, such accounts posit, these

constructions are the basis for all levels of description in language, from individual

words, up to complete phrasal patterns. In other words, a constructionist account holds

that our entire knowledge of language is encoded in a network of these constructions

(Goldberg, 2003).

Constructionist theories are able to explain a number of grammatical phenomena

which pose problems for more traditional theories of language. This is particularly

true of “unusual” language, which includes idioms, and words with irregular usage

patterns. For example, idiomatic expressions (such as “going great guns”) are a chal-

lenge for generative theories of grammar, because their meanings are not derivable

just by examining the constituent words, and their order (Goldberg, 2003). Similarly,

words with unique usage patterns (such as ‘notwithstanding’) are not easily explained

by reference to the universal rules or principles which make up traditional theories

(Goldberg, 2009). Instead, it seems, such expressions must be learned on a case-by-

case basis. Because constructions are just a collection of special-case templates, which

are created through a combination of case-by-case learning and generalisation, con-

structionist theories need no extra mechanisms to explain these unusual phenomena.

In fact, these same processes (case-by-case learning and generalisation) also allow con-

structionist theories to give a good account of language acquisition in infants (see e.g.,

Tomasello (2003)).

In Dominey and Hoen’s (2006) model, constructions act as templates, each of which

contains a number of slots. These slots allow the same construction to produce dif-
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ferent meaning, through the insertion of different nouns and verbs. Thus, in order to

understand a particular sentence, the construction type for that sentence must first be

determined. This is done by finding grammatical cues in the sentence, such as function

words, or particular word endings. Once the construction type has been determined,

the content words can be assigned thematic roles according to mappings defined by the

construction, and finally the resulting structure can be analysed for meaning.

To find the meaning of a sentence, the presented model processes words one at

a time (Dominey and Hoen, 2006). For each word it encounters, the model decides

whether it is a closed class word (a word which provides the functional content and

grammatical structure to a sentence), or an open class word (a word, such as a noun

or verb, which provides the content to a sentence). If the word is a closed class word,

it is forwarded to a part of the model, known as the construction index, whose job

it is to determine the construction type of the sentence. The construction index uses

the identity, order and position of the closed class words to find a matching template.

This template is then used to interpret the sentence.

On the other hand, if the word is an open class word, it is forwarded to a different

part of the model, called the open class array. Words in the open class array are re-

organised, according to rules specified by the particular construction for that sentence,

and this re-organised form is then used to fill in the thematic roles required by the

construction. The resulting predicate-argument structure is then able to be interpreted

for meaning (Dominey and Hoen, 2006).

For example, assuming the model is processing the sentence “Bill gave the book to

Anna”, it proceeds as follows:

1. The sentence is processed word by word, and separated into open class and closed

class words.

2. In this case the open class words will be “Bill”, “gave”, “book”, and “Anna”,

and these will be forwarded to the open class array. The entities matching these

words will be looked up in the model’s lexicon.

3. The closed class word structure (in this case “NP1 V NP2 to NP3”, where NP

and V are slots which can take noun phrases and verbs, respectively) is forwarded

to the construction index, which finds the construction matching this structure.

4. The construction defines a set of learned rules for rearranging the open class

words in the sentence. For instance, for the current sentence, the model may have
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learned a rule which says “NP1 V NP2 to NP3” should rearranged to V (NP1,

NP2, NP3), and match the general form Action(Agent, Object, Recipient).

5. These rules are applied to the current sentence to give the structure Gave(Bill,

book, Anna).

6. This structure and the entities found in the model’s lexicon are combined to give

the meaning of the sentence.

If the model is processing the sentence “Anna was given the book by Bill”, it will

find a different construction, and therefore a different set of rules for rearranging. How-

ever, these rules will rearrange the sentence so that we still end up with the structure

Gave(Bill, book, Anna). That is, although the sentence structure is different, the

meaning that is gleaned will be the same in both cases. On the other hand, if the

input sentence is “Bill gave the flower to Dawn”, then the same construction will be

used, but due to containing different entities, the meaning will differ. Together, these

principles mean that the model’s ability to understand meaning can be independent

of the particular surface form of a sentence, and that the model can produce novel

meaning by using different open class words in already known constructions. Both of

these abilities are present in human language processing and production.

However, there are a few gaps which remain to be filled. Most significantly, the

model can only understand sentences that match constructions it has been trained on.

The model learns new constructions by learning the rules to map the structure of a

novel sentence to a given meaning. Thus, if the model encounters a new construction

during testing, when it is not also given a meaning, it is unable to understand, or in fact

learn, that construction. Although, this is at least partly a side-effect of separating the

training and testing phases, the fact that learning one sentence (such as “Bill gave the

book to Anna”, for example) gives the model no advantage in terms of understanding

other sentences with the same meaning (such as “Anna was given the book by Bill”)

seems an artificial restriction. On the other hand, of the models presented here, it is

the one which most obviously lends itself to a bi-directional mapping from meaning to

surface form, and vice versa.

2.4 Re-imagining thematic roles

As we have seen, although there are many ideas for how to represent thematic roles,

there are very few models which propose a mechanism for fulfilling the thematic role
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inventory requirement. One of the issues which makes such a mechanism problematic,

is the sheer number and variety of roles that have been suggested. For instance, Fill-

more (as cited in Levin and Rappaport Hovav (2005)) lists the following roles: Agent,

Counter-Agent, Object, Result, Instrument, Source, Goal, and Experi-

encer. If this list is correct, then any model which wishes to explicitly represent the

traditional thematic roles must include all of these. However, exactly which roles really

exist is still an area of active debate, and another such list may include extra roles (such

as Theme), or may combine or refine items on this list (such as using Patient instead

of Object and Result) (Levin and Rappaport Hovav, 2005). Thus any attempt to

represent all, and only, the roles for a particular language seems doomed to fail.

However, there are alternatives to the traditional view of roles. Dowty (1991)

proposes a different interpretation of roles and assignment, which replaces the many

roles (seen above) with two proto-roles. These two proto-roles, called proto-agent

and proto-patient respectively, subsume the traditional roles, and are assigned based

not on the verbs themselves, but on semantic properties that the verbs entail (Dowty,

1991). An important influence on proto-roles was the theory of natural categories

(Rosch, 1973), which proposed a prototype-based model of concepts. Proto-roles, like

the concepts in Rosch’s (1973) natural categories, are organised around prototypes,

and are able to vary in ‘typicality’ along several dimensions. By representing roles in

this way, it is possible to reduce the number of necessary roles to just two, and in doing

so, simplify not only the question of how thematic roles should be defined, but also

how they are encoded in syntax.

Concretely, the two proto-roles are each associated with a check-list of features, and,

for a given event, each of the entities in the event is compared with that check-list, and

is classified as being more or less proto-agent-like, and more or less proto-patient-

like.

The features associated with the proto-agent role are as follows (Dowty, 1991):

• volitional involvement in the event

• sentience

• causing a change of state in another entity

• movement

And, the features associated with the proto-patient role are as follows (Dowty,

1991):
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• undergoes change of state

• incremental theme

• causally affected by another entity

• stationary

There are a few things from these lists that need clarifying. Firstly, the proto-patient

property of incremental theme is intended to describe situations where the event is

a progression from a defined starting point, to a defined ending point, and where there

is some idea of the level of completion of the event. For example, for the event “John

read the book”, we can have the state of the book as “unread”, or “read”, but also as

“half read”, or “two-thirds read”. Secondly, the movement of the proto-agent, and

the lack of movement of the proto-patient are both relative to the other. For example,

in the sentence “The bullet overtook the arrow” the proto-patient (“the arrow”) is

assumed to be in motion, but can be seen to be stationary when compared with the

motion of the proto-agent (“the bullet”) (Dowty, 1991).

The last point that needs clarifying from the above lists, is that, as may be obvious,

a given entity in a particular event is likely to meet some of the criteria from both

lists. That is to say that many entities will have some proto-agent properties and

some proto-patient properties. This is a further departure from the traditional idea

of roles, which required that the roles associated with a verb be mutually exclusive.

However, it also requires an additional mechanism, since, if multiple entities in an event

have both proto-agent and proto-patient properties, we need a way to say which is

actually the agent and which the patient.

To do this, Dowty (1991) proposes the following argument selection principle:

in an event with two entities, the entity with the greatest number of proto-agent

properties will be the subject, and the entity with the greatest number of proto-patient

properties will be the direct object. In cases where the two entities have equal numbers

of proto-agent and proto-patient properties, either (or both) can be the subject

(Dowty, 1991). Although these rules are relatively simple, and although there may be

specific plausible exceptions to them, they are able to account for many of the successes

of traditional thematic roles, and capture the subtle differences in cases such as “Anna

and Bill kissed” versus “Anna kissed Bill”, with which traditional role based analysis

struggles.

Importantly for our purposes, the reduction down to two non-discrete and approx-

imately determined thematic roles makes the task of understanding the cognitive or
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neurological mechanisms underlying role-assignment much more tractable. That is to

say that, a system which has only to deal with identifying the relative level of agent-

hood and patienthood of entities is both simpler and more plausible than a system

which must deal with a list of roles such as given above. Not only can this simplify

systems which explicitly mark roles, it also opens the way for different ideas about

thematic role assignment. The fact that the assignment of roles for an event can be

determined by observation of the behaviour of the entities in that event means that,

rather than treating role assignment as an abstract linguistic or cognitive process, we

can instead treat it as a result of the interaction of our linguistic and visual processing

systems. In other words, maybe proto-agent and proto-patient participants in an

episode can be identified directly during the process of episode observation.

2.5 Proto-roles and episode representation

As discussed in § 2.3, a necessary part of the human language faculty is the ability

to transform an episode representation into an utterance, and vice versa. However,

although the models covered in §§ 2.2 and 2.3 were well-suited to either episode rep-

resentation or to language processing, they were not, in general, well-suited to both.

More specifically, apart from the models of Chang et al. (2006) and Dominey and Hoen

(2006) (discussed in §§ 2.2.3 and 2.3.3 and §§ 2.2.6 and 2.3.4, respectively), none of

the models presented provided a convincing story about how an utterance could be

transformed into an episode representation. And, even in the case of those two mod-

els, there was quite a mismatch between the representation and the description of an

episode. Having such a mismatch between meaning and utterance means that either

building an episode representation or turning an episode into a sentence requires a

complex transformation process.

This transformation process, known as linearisation, is a consequence of the fact

that a sentence is an ordered sequential structure. In all the semantic schemes dis-

cussed above, a semantic representation is a static, declarative structure, binding a set

of individuals to a set of roles. Therefore, the individual parts of the meaning repre-

sentation, such as actions and role-assigned entities, must be reorganised so that they

correspond to the correct sequential positions in the resulting sentence structure. How

complex the linearisation process must be is related to the amount of rearrangement

required to correctly organise the individual elements of the meaning representation,

and this complexity brings with it an extra issue: namely, at least some of the rules for
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linearisation must be learnable. This is due to the fact that different natural languages

have different word orders for the same episode, and thus a speaker of a particular lan-

guage must be able to learn the necessary transformation rules for his or her language.

Obviously the more complex the linearisation, the more difficult it will be to learn the

required rules.

Perhaps, however, this transformation can be simplified by choosing a different

representation of thematic roles and episodes. All of the models discussed in § 2.2

require pairing the relevant entities with explicit markers for thematic roles. But, as

we saw (in § 2.2.2, for example), this raises issues related to how many such markers

are required, and how they can be bootstrapped. § 2.4 showed how this interpretation

of thematic roles could be simplified, and the number of required roles reduced to two:

proto-agent and proto-patient (Dowty, 1991). It also suggested that role assignment

could be the direct result of episode observation, rather than a separate mechanism.

That suggestion, that some part of an episode representation could be directly re-

lated to the visual processes involved in observing it, leads to an interesting idea: per-

haps the entire episode representation could be constructed in this manner. A concrete

proposal is that observing an episode involves a well-defined sequence of sensorimotor

operations (see e.g., Knott (2012)). On this proposal, the sequence of sensorimotor

operations, interleaved with their results, could actually be the episode representation

(Takáč, M. and Knott, A., 2013). In other words, perhaps the episode representation

could be nothing more than a description of the processing steps through which the

episode was apprehended. If that were that case, then the assignment of thematic roles

to entities in the episode could be done in terms of their serial position in the standard

attentional sequence. For instance, if it were the case that the agent of an action is

likely to be attended before the patient of the action, we can add to the criteria for

agent-hood and patient-hood (given in § 2.4, above) the idea that the first-attended

entity in a particular episode is a stronger candidate for the agent role, whilst the

next attended entity is a candidate for the patient role.

Although attentional processes will be discussed in detail in § 3.1, it is worth noting

here that such a criterion is certainly plausible, due to the fact that a number of

Dowty (1991)’s agent-hood criteria correspond to factors which are known to increase

perceptual saliency. Specifically, it has been shown that properties associated with

animacy tend to capture observers’ attention (New, Cosmides, and Tooby, 2007), with

movement, and especially self-propelled, volitional movement, making entities more

salient (Abrams and Christ, 2003; Pratt, Radulescu, Guo, and Abrams, 2010). The
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fact that the criteria for agent-hood, and the properties associated with attention

capture are the same means that we would expect the agent of an action to be attended

before the patient of that action, in the majority of cases.

There is an immediate benefit to representing episodes in terms of sequences of

attentional actions and their results. Namely, the problems associated with linearisa-

tion are greatly reduced. If the representation of an episode is sequential, then the

process of turning that representation into a sentence becomes a question of map-

ping one sequence onto another sequence, rather than a (potentially complex) set of

transformations. Similarly, the reverse process of turning a sentence into an episode

representation is also simplified. Also, as we will see in §§ 3.2 and 3.3, there is evidence

from human language processing and production of a very close relationship between

attentional actions and language parsing and production, which suggests that such an

episode representation is at least plausible.

Note, however, that this idea is not entirely novel. For example, Osgood and Bock

(1977) claimed that our experience and our cognition are based on a natural agent-

action-patient order, and that the sequential structure of language reflected that.

There were obvious objections to this idea, however, due to the fact that different

languages have different word-order conventions. A more recent example is Takáč,

Beňušková, and Knott (2012), who present a nativist model of language production

based on sequential episode representations. A nativist model is one in which under-

lying ‘knowledge’ of language is assumed to be innate, and the process of learning a

particular language involves choosing from a set of possible default options regarding,

for instance, word order in sentences. This idea is most prominently expressed in the

Chomskyan syntactic framework, which posits that innate syntactic knowledge is spe-

cific to language (see e.g., Chomsky (1981)). Takáč et al. (2012)’s proposal, drawing

on Knott (2012), is that innate syntactic knowledge is actually sensorimotor in origin,

and reflects the strong connections between the sensorimotor system and the linguistic

system.

More specifically, Takáč et al. (2012) present a model that represents episodes as

sequences of entities and actions whose order is based on the underlying sensorimo-

tor sequence involved in observing them. As already mentioned, such a representation

allows the assignment of thematic roles to be done on serial position in the sequence.

Unlike Osgood and Bock (1977), however, the sequences are not simple agent-action-

patient sequences, but instead involve both attention and reattention to each of the

agent, patient, and action (Takáč et al., 2012). Thus the episode sequence contains
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multiple references to each of the entities and actions involved. These repeated refer-

ences allow several alternative strategies for transforming the episode representation

into a sentence. The representation is processed in a serial manner, and at each step

the model can decide to either utter or withhold the word for whatever entity or action

is currently being processed. Because entities and actions occur more than once in the

sequence, different word orders, for instance, can be obtained from different patterns

of uttering and withholding. This means that, rather than a speaker of a particular

language having to learn a complex set of transformations for linearising an episode

into a sentence, they need only learn the pattern of uttering and withholding associated

with that language.

2.6 Summary

In this chapter we have seen a number of models which describe ways of representing

observed episodes, and of assigning thematic roles to entities in those episodes. We have

also seen how a number of these models specify the interface between representations

of episodes and sentences describing those episodes.

However, as discussed, a traditional view of thematic roles poses a number of prob-

lems in terms of representation, especially due to how the roles themselves might be

learned and linguistically marked. Thus, several new ideas were introduced. Firstly,

thematic roles were reinterpreted, so that, rather than having a long list of such roles,

we were left with two, namely proto-agent and proto-patient. Secondly, the idea

was introduced that episode representations could themselves be sequential structures,

based on sequences of attentional actions. This idea allowed for the simplification of

the interface between episodes and sentences.

Before this idea can be investigated in greater detail, however, we must first gain a

better understanding of what the relevant attentional actions are, and what they give

us as a result. Therefore, Chapter 3 will begin with a discussion of these attentional

actions. Chapters 4–6 will present a new investigation of the relationship between

language and attention.
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Chapter 3

Visual attention and language

As we saw in Chapter 2, there is a major challenge for models of language production,

and for the underlying episodic representations, in terms of how to encode the thematic

roles involved in an episode. Specifically, the number of possible roles, and the variety

of ways in which they are used, means that any representation which requires explicit

role markers must include an extra mechanism to explain how the roles and their

encodings can be learned.

However, as discussed in §§ 2.4 and 2.5, this challenge can be overcome if we accept

a different interpretation of thematic roles, and of the nature of episode representations.

In the first case, Dowty (1991) provides a suitable re-interpretation of thematic roles,

such that we require only two, namely proto-agent and proto-patient. In the second

case, it seems plausible to suggest that the episodic representation which underpins lan-

guage could be directly delivered by other cognitive faculties. Specifically, the proposal

is that an episode representation takes the form of a stored sequence of sensorimotor ac-

tions - namely, the sequence of actions through which it was experienced. These could

include attentional actions, motor actions, and the results of perceptual operations

(e.g. operations categorising objects and actions). If the representation underpinning

language is based on sequences of sensorimotor actions, then we have minimised the

distance, in terms of required processing, from observing an event to being about to

produce a verbal description of that event.

This proposal, of course, requires a clearer understanding of how sensorimotor op-

erations relate to language. In this thesis we will specifically focus on attentional

operations. Do the attentional operations involved in experiencing an episode relate to

the way the episode is reported linguistically? If so, how? This chapter will attempt

to answer those questions. To that end, § 3.1 will introduce the building blocks of
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attentional operations, and discuss in detail the working of visual attention in partic-

ular. §§ 3.2 and 3.3 will use those building blocks to discuss the relationship between

visual attention, and language parsing and production, respectively. Finally, § 3.4 will

introduce the research question of this thesis more precisely, and outline the structure

of the following chapters.

3.1 Attention and eye movements

Providing a general definition of attention is a tricky task. Although attention is often

thought of as a filter which selects what, of the vast array of perceptual information

available, is chosen for processing, it is in fact a considerably more general feature of

cognition. Importantly, it is not a single mechanism, nor is it limited to perception.

For instance, it is believed that one of the purposes of attention is to select one from

a number of possible actions. According to “late selection” models of attention (see

e.g., Allport (1993)), when an agent is preparing to act, a number of candidate actions

for a given situation are computed in parallel, and it is attention which selects the

single action which will actually be executed. Another such role of attention is in the

retrieval of items from long-term memory. For instance, Cabeza, Ciaramelli, Olson, and

Moscovitch (2008) suggest that attention performs similar functions, in terms of search

and verification, during top-down driven retrieval of items from long-term memory as it

does during top-down driven perception tasks. Taken together, these ideas suggest that

attention, rather than being purely perceptual, is in fact a general process for filtering

or selecting information coming from any one of a number of different modalities, be

they perception-, memory-, or motor-related.

Furthermore, even the perceptual filtering aspects of attention require closer analy-

sis. Firstly, vision is not the only sensory modality to exhibit attentional selection be-

haviour. Rather, all five human senses have associated attentional processes (Spence,

2002). Secondly, there is increasing evidence of strong cross-modal effects of atten-

tional processing. Driver and Spence (1998) report a number of findings which show

that attending to a particular region of space in one sensory modality affects percep-

tual performance in other modalities as well. For example, subjects were faster to

make judgements of the location of visual targets if those locations had been recently

cued with an audial stimulus. That is to say that, despite vision and hearing sam-

pling different regions of space (since we can hear noises from behind us), and using

different coordinate systems, deploying auditory attention to a particular region of
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space facilitates visual perception in that region. Such effects were also found for other

combinations of modalities (Driver and Spence, 1998).

This cross-modal nature of attention can also be seen between sensory and mo-

tor modalities. For example, Deubel, Schneider, and Paprotta (1998) report on the

coupling of visual attention with the attention used in performance of motor actions.

They present experiments which involve subjects performing a visual discrimination

task, while simultaneously preparing and executing a pointing gesture to a target ob-

ject. The discrimination task involved identifying which of two possible ‘discrimination

targets’ was present at a particular location, and the motor task involved pointing to

a cued ‘movement target’. The optimal perceptual performance, in terms of accuracy

of discrimination, occurred when the discrimination target and the movement target

were the same. When the targets differed, perceptual performance decreased markedly

(Deubel et al., 1998). The decrease in performance was also related to the distance

between the two targets: the further away the (non-identical) discrimination target

was from the reach target, the lower the perceptual performance. This suggests that

the location surrounding the reach target, as well at the target itself benefited from

attentional processing.

In this case, however, we are mostly interested in visual attention. Posner and

Petersen (1990) identified three major functions of the attentional system: orienting

to events, detection, and maintaining an alert state, a distinction which is roughly

preserved in more recent work (most notably Petersen and Posner (2012), but see

also e.g., Posner (2004); Fox, Corbetta, Snyder, Vincent, and Raichle (2006)). For

our purposes, the first two functions are central. Orienting involves focussing one’s

visual system on a particular location or stimulus, which has the effect of improving

visual acuity at that location. On the other hand, detection (called executive control

in Petersen and Posner (2012)) refers to our ability to find features (or conjunctions

of features) in our visual field. This ability involves applying top-down control to shift

the focus of visual attention from one location to another in order to, for instance, find

a particular target during a visual search task (Petersen and Posner, 2012).

In order to understand the different functions of the attentional system, it is worth

discussing the neuroanatomy underlying them. It should first be noted that the ma-

jority of the neurophysiological research into vision has been performed on macaque

monkeys, rather than humans; however, the results are understood to also apply to the

human brain. Furthermore, much of the processing involved in vision happens sepa-

rately (on opposite sides of the brain) for each eye. However, for the sake of simplicity,
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the two sides shall be considered as a single pathway.

LGNRetina V1

V2 V4 IT

PPMT

SC FEFpulvinar

Early visual system

ventral stream

dorsal stream

eye movement related

Figure 3.1: A simplified schema of the visual processing system, showing the areas

of the brain involved in visual attention. Grey boxes indicate logical (rather than

anatomical) groupings of regions. The functions of those groupings are discussed in

the text.

It is perhaps unsurprising, given the different functions involved, that a number

of different areas of the brain are implicated in visual attention. However, as can

be seen in Figure 3.1, all of these areas rely on information coming from the early

visual system. Specifically, when light hits the eye, it stimulates photoreceptors on the

retina, which send signals down the optic nerve to the lateral geniculate nucleus

(LGN). Activation of neurons in the LGN, in turn, outputs signals to the primary

visual cortex (V1). Neurons in these early visual system areas respond to simple

visual features, such as intensity and contrast (Itti and Koch, 2001). From V1, we see

a division of visual information into separate ventral and dorsal streams, which are

often referred to as the “what” and “where” visual pathways respectively (Ungerleider

and Mishkin, 1982). The ventral stream (the “what” pathway) is associated with object

categorisation, and as such, neurons in visual area 2 (V2), visual area 4 (V4), and

the TEO and TE areas of the inferotemporal cortex (IT) are tuned to respond to

increasingly complex combinations of features (Tanaka, 1996).

Although the ventral stream is important in terms of the top-down (e.g., voluntary

or task-specific) control of attention, for general attentional processing we are more

interested in the dorsal stream. Also known as the “where” pathway, the dorsal stream

is associated with the spatial location of objects, and, more importantly for our pur-

poses, with the orienting of attention (and gaze) towards particular objects in a scene
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(Itti and Koch, 2001). In order to do this, neurons in the dorsal stream areas (such

as the middle temporal visual area (MT), and the posterior parietal cortex

(PP)) must abstract over the particular features of objects, and instead respond to

the salience, or importance, of those objects. The resulting saliency map, which

shows the level of importance of each location of the visual scene, can then be used to

deploy attention to the most salient location. In other words, the dorsal stream seems

to be selecting (for action, or for further examination) the most interesting, or most

task-relevant object or location in the scene (Koch and Ullman, 1985).

Deploying visual attention often (but not always) means moving one’s eyes. As such,

the result of selecting a salient region must be able to be turned into the appropriate

motor controls for directing gaze at that region. Because the saliency of a scene is

computed in the dorsal stream, we would expect dorsal areas to be involved in the

generation of eye movements. Indeed, one of the functions of PP seems to be the

planning and control of movements, including eye-movements (Posner and Petersen,

1990). Furthermore, PP outputs to a number of areas, including the frontal eye

field (FEF) and superior colliculus (SC) which are known to be involved in the

generation of eye movements (Schall and Thompson, 1999), and, via the FEF and

SC to the pulvinar which is also implicated in signalling eye movements (Petersen,

Robinson, and Morris, 1987).

In terms of eye movements, the basic building blocks of overt visual attention are

fixations, during which the eye is focused on a particular region of space, and sac-

cades, during which the focus of attention is moved from one place to the next. These

overt attentional shifts, however, are only one of the ways in which we can deploy at-

tention. Although we often equate attention with foveation, that is to say with moving

our eyes so as to fixate particular objects or regions, we are also able to attend to things

without fixating them. The deployment of attention without associated eye-movements

is known as covert attention, in contrast to more overt, eye-movement based atten-

tional processes (Findlay and Gilchrist, 2003). In order to properly investigate the

relationship between language and attention, we need a more nuanced understanding

of these mechanisms. In particular, we need an idea of the time course involved in

the production and execution of saccades, and the accuracy and stability of fixations,

and we must also have an understanding of the relationship between overt and covert

deployment of attention. To those ends, § 3.1.1 will introduce fixations and saccades,

§ 3.1.2 will examine the roles of saccades in action execution, and § 3.1.3 will discuss

covert attention, before §§ 3.1.4 and 3.1.5 discuss the sequences of attentional actions
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involved in scene- and action-perception.

3.1.1 Overt attention: fixations and saccades

Fixations are the periods between saccades during which the eyes are stationary (at

least relatively, as will be discussed) (Findlay and Gilchrist, 2003). Thus, in order

to understand fixations, we must define saccades. Saccades involve the shifting of

visual attention from one point to another. Although, in many cases we could take

“saccade” to be a synonym for “eye-movement”, there is a technical definition of what

it means to be a saccade, and, as such, there are eye-movements which do not meet

the criteria. Two important characteristics of saccades is that they are stereotyped

and they are ballistic (Findlay and Gilchrist, 2003). “Stereotyped”, in this case, refers

to the fact that there is a regular pattern of acceleration and deceleration involved in

saccades. That is to say that the velocity of movement of the eye is not constant across a

saccade; rather there is a period of acceleration up to a maximum speed and then a fast

deceleration back to stationary. Importantly, for two saccades of the same amplitude

(the angle covered by the movement of the eye), the acceleration, deceleration, and

maximum speed will be the same (Findlay and Gilchrist, 2003). That saccades are

“ballistic” means that, once initiated, a saccade is executed to completion, irrespective

of any subsequent events. These two properties distinguish saccades from the other

main types of eye-movement, namely smooth pursuit, whereby the eyes are involved

in tracking (pursuing) a moving target, and therefore the velocity of the eye-movements

is contingent on the movements of the target, and vergence, whereby the eyes move

so as to maintain focus on a target which is changing depth (Findlay and Gilchrist,

2003).

However, even within the class of saccades, there are further distinctions we can

make. There are particular sub-categories of saccades which differ in terms of duration

and/or the amount the eye rotates. One such example is microsaccades (also called

fixational saccades). Microsaccades are small, fast eye-movements of about 25 ms

duration which occur when we are fixating a region of space (Martinez-Conde, Macknik,

and Hubel, 2004). Although when we are steadily looking at something, we feel as

though our eyes are stationary, they are, in fact, constantly in motion. Specifically,

there are periods of slow drifting movement, interspersed with sharp microsaccadic

movements, which occur about once or twice per second (Rolfs, 2009). It is believed

that the purpose of these microsaccades is (at least) to reorient the eyes (so as to

compensate for drift), and to refresh the retinal image to prevent fading (Martinez-
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Conde et al., 2004). Another example is correctional saccades, which are small

movements which compensate for inaccuracies in saccadic eye-movements (Kowler and

Blaser, 1995). For what follows, however, we are most interested in normal (non-

fixational, non-corrective) saccades.

Normal saccades (hereafter just saccades) differ from microsaccades and corrective

saccades in terms of their purpose, and also, generally, in terms of duration and ro-

tational distance. During normal activities we make 3-4 saccades every second, and,

although they can range from very small (of a similar size to microsaccades) to very

large, they tend to be a few degrees of visual arc in size (Findlay and Gilchrist, 2003).

More importantly, they differ from other saccadic eye-movements in that they are vol-

untary (we can choose to execute or suppress them), and that they play an integral

part in action observation and execution.

As previously mentioned, we are unaware of the movements our eyes are making

when we are looking steadily at a particular object or point in space. That we are

unaware of the microsaccades our eyes are making is indicative of the fact that they

are not directly under our conscious control. That is to say that they are an automatic

part of the working of our visual system. Much of the time, we could say the same about

saccades; when we are performing a task, we are not usually aware of the movements

our eyes are making, and when performing the same task multiple times, our eyes

move in similar ways at similar times (Land, Mennie, and Rusted, 1999). Furthermore,

many of the saccades we make are dictated by events in the world around us. They

are responses to changes in our environment, such as the appearance or movement

(in particular movement onset) of external stimuli, and these stimulus-driven saccades

can cause us to interrupt, or stop, the performance of an ongoing task (Abrams and

Christ, 2003). In fact, we need not even be aware of the external stimuli which affect

our saccades. Stimuli which appear only briefly, and then disappear, can cause us to

saccade to the location in which they appeared, even if the period for which they are

visible is shorter than that required for conscious awareness (McCormick, 1997).

Despite this, saccades are considered to be voluntary. Although the majority of our

saccades are reflexive (that is, they are driven by external stimulus), or executed as

part of a larger motor-programme (see § 3.1.5 for further discussion), they are voluntary

in that we can, if need be, exert conscious control over them (Walker, Walker, Husain,

and Kennard, 2000). This control can be seen in our ability to inhibit our reflexive

saccades, and to saccade to places where there is no particular target. A good example

of both of these mechanisms is our ability to perform anti-saccades, whereby we can
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make a saccade in the opposite direction to an external stimulus. In order to do this, we

must first suppress our normal reflexive saccade, and then plan and execute a saccade

to a less salient region of space (Walker et al., 2000). Neither of these would be possible

if saccades were not voluntary.

3.1.2 The role of saccades in the execution of actions

For our purposes, a more important property of saccades is the role they play in the

planning and execution of actions. A saccade to a particular object or region of space

serves to bring that target into alignment with our fovea, the central region of the

retina with highest acuity, responsible for our most precise vision. Such foveation

allows us to extract as much information as possible from the target (Findlay and

Gilchrist, 2003). In reflexive saccades, this means that we are able to quickly react to a

novel stimulus appearing within our field of vision (Walker et al., 2000). In other cases,

however, saccades may serve a different purpose. Often, the actions we perform involve

particular sequences of sub-actions. For example, filling the kettle to make a cup of

tea involves finding the kettle, lifting it, removing the lid, carrying it to the sink, and

so on (Land et al., 1999). Similarly, the saccades made when performing a particular

action follow a particular, repeatable sequence. In tasks such as manipulating a bar

(Johansson, Westling, Bäckström, and Flanagan, 2001), or making a cup of tea (Land

et al., 1999) there are action-specific patterns of saccades. Specifically, both the target

of a saccade and the time at which it is executed are closely related to the particular

action being performed. The targets of saccades are almost exclusively action-relevant

locations, necessary for the successful completion of the task, such as the hand contact

points on a bar to be grasped or the power switch on a kettle for boiling water. And,

in almost all cases, the saccades anticipate the hand movements to a particular target,

so that a saccade will reach the target a short period of time before the hand alights

there (Johansson et al., 2001; Land et al., 1999).

The stereotypical pattern of saccades during action execution suggests that these

eye-movements are a part of the motor-programme associated with performing an ac-

tion, which in turn suggests that they play a necessary role in action execution. In

support of the former, Land and Furneaux (1997) discuss the patterns of eye-movements

found in people performing three particular tasks: playing table tennis, playing piano,

and driving a car on a winding road. Analysis of these patterns leads to two impor-

tant ideas. The first idea is that, as already mentioned, when executing the same task

(or in other words the same sequence of actions) people perform a similar sequence
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of saccades (Land and Furneaux, 1997). But, interestingly, the particulars of the se-

quence, such as the size and timing of saccades, differed based on the ability of the

person performing. For instance, although the pattern of eye-movements while playing

table tennis was similar for both novices and international players, the timing of the

saccades was different. International-level players tended to saccade earlier, so that

their eyes anticipated the position of the ball by a greater amount. This suggests that

the practice that allows players to increase their skill-level also systematically affects

their eye-movements (Land and Furneaux, 1997).

The second important idea reported by Land and Furneaux (1997) is that the pat-

terns of eye-movements differed completely between tasks. This may seem an obvious

result, but, when taken in conjunction with the fact that saccade patterns change as

a task is practiced, it suggests that the particular pattern of eye-movements executed

while performing a task are specific to, and tightly linked with that task. In other

words, not only are the saccades made while performing an action stereotypical, they

are, in fact, an integral part of action performance. Land and Furneaux (1997) explain

this by reference to action schemas. These action schemas (following those proposed

by Norman and Shallice (1986)) describe the series of sensory and motor movements

required to correctly perform an action. Thus, when a person wishes to perform a

certain task, they load the appropriate schema or schemas, and follow the instructions

it contains (Land and Furneaux, 1997).

That these schemas contain instructions for both sensory and motor action offers an

explanation of both why there are stereotypical sequences of eye-movements associated

with tasks, and also why practising a task affects the associated eye-movements. Firstly,

because performing the same task requires that people follow basically the same set

of instructions, we expect the action schema(s) for a particular task to be similar

across people. Therefore, assuming the eye-movements play a part in the performance

of the action, we would also expect the eye-movement instructions contained in the

schema to be similar. Similarly, if the performance of a task involves following the

instructions in an action schema, then practising a task must involve the refinement

of those instructions. Thus, if the instructions also contain eye-movements, we would

expect to see an associated refinement of those.

Notice, however, that while we have discussed the patterns of eye-movements, we

have not discussed the purpose of these eye-movements. That is to say, if the suggestion

is that eye-movements play an integral role in action performance, then we must be

able to describe what that role actually is. Land and Furneaux (1997) suggest that the
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eye-movements associated with an action are part of a process which actively finds and

extracts task-relevant information. In other words, the saccades that we make while

performing a task are needed to position our eyes so that they can fixate locations or

objects which are necessary for the successful completion of the task. Such task-relevant

information could be the estimated position of the bounce of the ball in table-tennis, or

the identity of the next note to play while reading music (Land and Furneaux, 1997).

Ballard, Hayhoe, Pook, and Rao (1997) suggest a similar purpose for action-related

eye-movements. They propose that the fixations performed during action execution

are necessary for the binding of variables involved in that action. For example, in

order to execute a reach-to-grasp action, one must load the appropriate action schema

or motor-control programme, and one must have a representation of the target of

the action. Fixations, according to Ballard et al. (1997), allow for the temporary

binding of the ‘target’ variable in the reach-to-grasp schema to the real target, and

for subsequent extraction of task-relevant information from that target. This binding

is achieved by way of deictic pointers, which are essentially pointers to objects in

the real world. The immediate advantage of such a scheme is that it minimises the

amount of work the brain must do to represent task-relevant objects; any information

that is not immediately needed about an object does not need to be stored, but can

be extracted when needed by re-attending the bound object (Ballard et al., 1997).

A possibly less obvious advantage is that such pointers allow action schemas to be

generalised, so that the same schema can be reused with different bound variables to

achieve different results, and to be processed sequentially, with objects and information

only being found and extracted when needed, rather than before action execution can

begin (Ballard et al., 1997).

As we have seen, attention during action execution is an active process. Although

the particular patterns of eye-movements differ between tasks, their purpose is the

same. Specifically, saccades allow us to move our focus of attention to task-relevant

objects and locations, while fixations allow us to extract from the world around us any

information that is required for the successful completion of a task.

3.1.3 Covert attention

As mentioned previously, we are also able to attend to objects covertly. Although

this may seem surprising, it has shown experimentally to be the case. In the classic

study, Posner, Snyder, and Davidson (1980) reported on five experiments which showed

differential rates of processing for areas which had previously been covertly cued. The
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basic experimental paradigm involved a fixation period, during which subjects fixated

a central point on a screen, followed by the presentation of a peripheral target to which

the subject had to respond. There were three experimental conditions, each of which

included a peripheral cue. In two of the conditions (labelled ‘valid’ and ‘invalid’), the

cue gave information regarding the eventual position of the target: in ‘valid’ trials, the

cue was predictive of the subsequent target location, whereas in ‘invalid’ trials it was

not. In the third condition, labelled ‘neutral’, the cue gave no information as to the

location of the target. Posner et al. (1980) report that subjects were faster to respond

to the peripheral targets in valid trials than they were in neutral trials, which suggests

that, even though the subjects continued to fixate the centre of the screen, they were

deploying attention to the cued region. Furthermore, response time in invalid trials

was slower compared to neutral trials, which suggests that, not only was attention

deployed to the cued area, but that there was also some cost involved in redeploying

it (Posner et al., 1980).

An obvious question is how overt and covert attention are related. The most in-

fluential recent account, given by the pre-motor theory of attention (Rizzolatti,

Riggio, Dascola, and Umiltá, 1987), posits that overt and covert attention are closely

linked. Specifically, it suggests that the purpose of overt eye-movements is to align the

fovea with the centre of attention. In other words, the deployment of attention to a

region happens after the planning, but prior to the execution of a saccade, which then

serves to move the eyes so that they point at the attended region. Under this inter-

pretation, covert attention involves the same process, except the saccade is suppressed

for some reason (Rizzolatti et al., 1987).

Although more recent studies have begun to question parts of the pre-motor theory

of attention (see e.g., Smith and Schenk (2012)), the idea that the processes of overt

and covert attention are strongly linked is relatively uncontroversial, as is the idea that

covert attentional processes relate to saccade planning. However, for our purposes, the

most compelling experimental results are those which use eye-tracking, which is based

on overt movements of the eyes, and therefore gives no indication as to any covert

deployment of attention. Thus, in the studies which follow, attention will normally

mean overt visual attention.

3.1.4 Scene Perception

It seems clear that the sequence of eye-movements that we make while performing an

action plays an integral role in our successful execution of that action. A different,
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but related issue is whether we can say the same about eye-movements we make while

performing purely perceptual tasks. We will consider two perceptual tasks: in this

section we will focus on the perception of static scenes, and in § 3.1.5 we will focus on

the perception of actions.

Some early eye-tracking experiments suggested that there was, at least, some struc-

ture to the eye-movements performed during static scene observation. For example,

Noton and Stark (1971) recorded the fixations made by subjects viewing and encoding

visual patterns. They found that in the majority of cases, for a given subject and

visual pattern, the subject performed a sequence of eye-movements when first viewing

the pattern, which was repeated upon viewing the pattern again during a recognition

task.

Noton and Stark (1971) suggested that this sequence of eye-movements, which they

termed a scanpath, and the features recorded by the fixations formed the subject’s

internal representation of the pattern, and therefore needed to be performed for the

purpose of recall during the recognition task. That is to say that, in order to recognise a

particular pattern, the visual system must reenact the same sequence of eye-movements

(and alight on the same features) as occurred during encoding. Thus, according to

Noton and Stark (1971), these scanpaths and features were not merely artefacts of

observation, but rather, were the basis for both encoding and recognition.

More recent studies have also supported the idea of scanpaths. For example, Laeng

and Teodorescu (2002) suggest a similar encoding and retrieval role for eye-movements,

based on experiments involving scene perception and recall. Each trial in the reported

experiments consisted of two phases: in the first phase, subjects viewed a static im-

age of either a checkerboard pattern or a more naturalistic scene, and in the second,

they were asked to imagine the stimulus they had just seen. When the subject had

successfully imagined the stimulus, their recall was probed with questions about the

perceived image. In both the perception and the imagining phases the subjects’ eye-

movements were recorded, and the eye-movement sequences from the two phases were

compared. Laeng and Teodorescu (2002) report, not only a high correlation between

those sequences, but that the strength of the correlation predicts subject performance

in the probe questions.

Across two experiments, subjects were divided into three groups: in the first, sub-

jects were allowed to move their eyes freely during both experimental phases; in the

second, subjects were instructed to remain focussed on a central fixation point during

the perception phase, but were free to move their eyes during the imagining phase;
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and in the third, subjects were able to move their eyes during the perception phase,

but instructed to maintain central fixation during the imagining phase (Laeng and

Teodorescu, 2002). The first two groups showed a strong correlation between the scan-

paths performed during perception, and those performed during the imagining phase.

In other words, those who were able to explore freely during the perception phase re-

peated the same sequence of eye-movements during the imagining phase, whilst those

who maintained central fixation during the perception phase did the same during the

imagining phase, despite the fact that they were now free to move their eyes (Laeng

and Teodorescu, 2002).

The third group, those who could move their eyes freely during perception but

not during imagining, provide an interesting contrast. Obviously, because they do not

move their eyes during the imagining phase, they are unable to repeat the scanpath

performed during the perception phase. Laeng and Teodorescu (2002) report that this

restriction directly affected the subjects’ ability to recall the stimuli, with the third

group showing decreased performance in answering the probe questions, versus the

other two groups. This suggests that the scanpaths during the imagining phase are

not merely a side-effect of recall, but are an active part of the recall process. Thus,

similarly to Noton and Stark (1971), Laeng and Teodorescu (2002) conclude that eye-

movements are an essential part of an active perception process, and that scanpaths

underpin both the encoding and the retrieval involved in scene perception.

Even with such findings, scanpath theory remains controversial. Henderson (2003)

suggests that there is little empirical evidence to support such strong claims about the

role of scanpaths, and highlights two issues in particular with eye-movements as the

basis for scene perception. Firstly, there is evidence that scene comprehension can oc-

cur at time scales which are short enough to preclude eye-movements completely. For

example, Biederman, Mezzanotte, and Rabinowitz (1982) performed experiments in

which subjects viewed sketches of natural scenes, but with one or more relational vio-

lation, such as objects floating in midair, or being unnaturally large or small. Crucially,

subjects were only given 150 ms in which to view the stimuli, which is too short a time

period to allow saccades. Thus, any perception which occurred happened within the

span of a single fixation. Despite the fact that no eye-movements occurred, subjects

were able to accurately detect objects in the scene, and extract information about the

relationships between those objects. Moreover, there were differential rates of accuracy

of detection depending on whether an object was involved in a relational violation or

not (Biederman et al., 1982). This suggests that, not only can subjects perform scene-
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perception within the space of a single fixation, but that the perception is fine-grained

enough to be sensitive to the normality of objects in the scene. Biederman et al. (1982)

conclude that theories, such as scanpath theory, which rely on eye-movements as their

basis are unlikely because, “[w]e simply do too well in the absence of movement for

it to be the fundamental principle upon which scene perception depends” (Biederman

et al., 1982).

The second issue raised by Henderson (2003) is to do with the irregularity of fixa-

tions during scene perception. Recall that, unlike the regular fixation sequences found

during action execution, the eye-movements elicited by a particular scene are idiosyn-

cratic to both the scene and the observer Noton and Stark (1971). That is to say that,

whereas different people performing the same action will produce similar patterns of

eye-movements, different observers looking at the same scene will produce different

scanpaths, as will the same observer looking at different scenes. However, even the

repeatability of eye-movements for a given observer and scene have been questioned.

For example Mannan, Ruddock, and Wooding (1997) analysed the eye-movements of

eighteen observers viewing eleven different images, and reported that, not only were

there few commonalities in scanpaths between observers (even for sequences involving

only two fixations), but that even for the same observer viewing the same image, the

amount of overlap was low. Specifically, although observers fixated the same regions

of the image, there were few similarities in the temporal sequence of those fixations

(Mannan et al., 1997).

The grouping of fixations on particular regions of a scene, coupled with the idiosyn-

crasy of scanpaths, raises questions about the primacy of eye-movement sequences in

scene perception. Furthermore, if the fixated regions are common across observers,

perhaps these can provide the basis for scene comprehension. However, one must still

be able to explain the similarity of scanpaths for a particular observer and a particular

scene, as reported by Noton and Stark (1971) and Laeng and Teodorescu (2002). Hen-

derson (2003) suggests that a combination of fixations to informative regions of the

scene and ordering by saliency (in terms of interestingness or task relevance) of poten-

tial saccade targets, could account for some similarity in patterns of eye-movements

both within and across observers.

3.1.5 Action Perception

Although scene perception does not seem to involve well-defined sequences of eye move-

ments, this does not imply that the same is true for perception in general. The percep-
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tion of actions is a good case in point. We saw in § 3.1.2 that action execution makes

integral use of eye movements, and there is good evidence from many sources that

action perception uses some of the same neural circuitry as action execution (see e.g.

Rizzolatti et al. (2001)). Action perception is, therefore, similar to scene perception

in that it is purely perceptual, but, also similar to action execution, in terms of the

neural circuitry involved. Thus, one could expect it to exhibit no common structure

(like scene perception), or to involve highly structured attentional processes (like action

execution).

Griffin and Bock (2000) suggest the former, based on a study in which subjects were

shown images of actions being performed, and were required to describe the depicted

action (see § 3.3.2 for discussion and analysis of the verbal descriptions elicited). More

specifically, the experiment included four conditions, in each of which, subjects were

shown line-drawings of actions (see Figure 3.2 for example stimuli). In two of these

conditions subjects where required to give a verbal description of the actions, and

in the other two subjects were only required to inspect the scene. In all conditions

the subjects’ eye-movements were tracked through the experiment (Griffin and Bock,

2000).

Figure 3.2: Two examples of passive/active stimulus images used in Griffin and Bock

(2000). These two examples are role-reversed versions of the same event, involving one

human and one non-human entity. Such images are known to induce active descriptions

in the case that the human is the agent of the action, and passive descriptions in the

case that the human is the patient of the action (left side). Reprinted from Griffin

and Bock (2000) with permission.

Subjects started trials with a short period of apprehension, during which they

seem to have been identifying the thematic roles and fillers involved in the action
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depicted in the drawing (Griffin and Bock, 2000). Specifically, early in each trial, the

subject would attend to the same, task-relevant regions of the image, independently of

whether they were to give a verbal description or not. Importantly, though, although

subjects attended the same regions, Griffin and Bock (2000) found no evidence for a

characteristic sequence of eye-movements, and thus conclude that there are no systemic

event-related effects in action perception.

There is a confound in Griffin and Bock (2000)’s experiment, however. Their stimuli

were static line drawings, and therefore were, in many way more similar to scene images

than to real actions. This means that the results are hard to interpret, because there is

no easy way of distinguishing eye movements relating to perception of the scene from

those relating to perception of the action. As already mentioned, unlike these images,

natural action stimuli have a temporal structure which may impose constraints upon

an observer’s eye movements.

Indeed, more recent studies involving real actions, have reached the opposite con-

clusion. For example, Flanagan and Johansson (2003) suggest that, not only is the

visual attention in action observation similar to that involved in action execution, but

that action observation utilises the same motor schemas as action execution. Subjects

in Flanagan and Johansson (2003)’s experiment performed a task involving moving and

stacking blocks on a physical workspace, and also observed an actor performing the

same task. Eye-movements in the performance and the observation phases (which were

counterbalanced across subjects) were recorded. The similarities of the eye-movements

in the two phases was striking. Specifically, in neither phase did the subjects’ eyes

follow the actor’s hand. Rather, in both the observation and the execution phases of

the experiment, subjects tended to fixate the hand-contact points on the blocks, and

the target locations of the blocks on the workspace. Furthermore, the timing of the

fixations were very similar, with the movements of the subjects’ eyes generally an-

ticipating the position of the actor’s hand (Flanagan and Johansson, 2003). In other

words, eye-movements during both phases matched those reported for action execution

(see § 3.1.2). In fact, the timing of saccades and the location of fixations were so similar

that Flanagan and Johansson (2003) suggest that the eye-movements in both phases

were the product of equivalent action schemas.

This idea, that sensorimotor actions during task observation are controlled by the

same processes as task execution itself, is known as the direct-matching hypothe-

sis. First posited by Rizzolatti et al. (2001), this hypothesis states that the way we

understand other people’s actions is by matching, in real time, the ‘plan’ we are us-
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ing to guide our observation with the action schema the actor is following. In other

words, as previously discussed, when performing a task an actor loads a motor pro-

gramme which specifies the particular sensorimotor actions required to complete the

task. The direct-matching hypothesis suggests that we use the timing and location of

eye-movements during action observation to predict the particular action schema that

the actor is using, and therefore the purpose of that action (Rizzolatti et al., 2001).

The consequence of such a theory is that, in order to match an observed action with

an action schema, the eye-movements during action observation must be very similar

to those involved in action execution.

Further evidence for the direct matching hypothesis comes from Rotman et al.

(2006). They expand on the findings of Flanagan and Johansson (2003) by introducing

a level of indeterminacy to the observed actions. One potential issue with Flanagan

and Johansson (2003)’s experiment was that subjects knew in advance the order in

which blocks would be moved, and to where. That is to say that, at no stage did the

subjects actually have to predict the agents’ actions, as those actions were completely

specified in advance. Rotman et al. (2006) address this issue by including multiple

potential targets into each trial. Specifically, in two experiments, subjects observed

actors reaching and grasping a starting block, and then reaching for one of two possible

targets. The two experiments involved different configurations of targets, and different

viewing angles for the subjects (Rotman et al., 2006).

In the first experiment the blocks were arranged in a straight line pointing away

from the actor, with the starting block closest to the actor, and the two target equally

spaced along the line (see Figure 3.3-A). Subjects viewed the action from side-on, so

that, from the subjects’ point of view, the three blocks were all at the same depth.

This configuration added indeterminacy to the action as, for the subject, the actor’s

movements after grasping and replacing the starting block were in the direction of both

targets, and only after some of the reach had been completed could the actual target

be determined. Despite this, there was very little evidence of subjects tracking the

actor’s hand, and the recorded eye-movements were still overwhelmingly anticipatory

(Rotman et al., 2006). This means that, despite not knowing which block the actor

would reach for next, subjects’ eyes stopped fixating the start block shortly after the

actor’s hand moved away from it. Subjects seem to have coped with the indeterminacy

by making an optimistic saccade to the nearer of the two targets, and then making

a further saccade, if required, to the far target. The timing of the saccade to the far

target related to the time at which it became evident to the subject (due, perhaps to
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Figure 3.3: The configuration of the two experiments reported in Rotman et al. (2006).

(A) shows the configuration of the first experiment, with the blocks (shown as small

grey squares) arranged in a line in front of the actor, and the observer viewing the

action from side-on. (B) shows the configuration of the second experiment, with a

triangular arrangement of blocks, and the observer viewing from in front of the actor.

Reprinted from Rotman et al. (2006) with permission.

covert attention to the trajectory or shaping of the actor’s hand) that the reach would

pass over the nearer target (Rotman et al., 2006).

The second experiment involved a somewhat simpler prediction task for subjects

(see Figure 3.3-B). In that experiment the blocks were arranged in a triangular layout,

with the start block nearest to the actor, and the two target blocks further away, and to

the left and right of the target block. Subjects viewed the workspace from front on, so

that, from their point of view, the actor’s reach to a target was unambiguously a reach

to either the left target or the right target. Unsurprisingly, subjects’ eye-movements

were anticipatory, with fixations leaving the start block shortly after, and reaching the

target block before the actor’s hand (Rotman et al., 2006). In this case, the trajectory

of the actor’s hand leaving the start block would give sufficient information for subjects

to determine the correct target block.

Together, these result show that, even in cases where subjects do not know the goal

of a particular task, they proactively use eye-movements to gain information and to an-

ticipate an actor’s actions (Rotman et al., 2006). There is also an interesting difference

when compared to the results of Flanagan and Johansson (2003)’s experiment. In the

earlier experiment, the eye-movements of the observers were very similar, in time and
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in location, to those of the actor. In Rotman et al. (2006), however, such a result was

impossible, because although the actor knew the target and could therefore plan the en-

tire action in advance, the subjects observing the actor had to predict the target block

based on visual features of the reach itself. That means that observers’ eye-movements

necessarily lagged behind those of the actor, and also included information-gathering

saccades, such as the optimistic saccade to the near target in the first experiment.

Despite those differences, Rotman et al. (2006) conclude that the fact that subjects

deploy their attention proactively in all cases supports the direct-matching hypothesis.

That is to say that subjects were not merely observing actions, but seemed to be

actively trying to ‘understand’ them. Thus, even though subjects necessarily gained

task-relevant information later than the actor, they actively sought that information

as early as possible. Then, as soon as such information was available, they followed a

sequence of task-specific eye-movements similar to those produced by the actor.

Gesierich, Bruzzo, Ottoboni, and Finos (2008) provide a more cautious view of

direct-matching, and propose instead a causal-understanding hypothesis for proactive

attention. Based on a virtual block stacking task, they report that, although non-

tracking, anticipatory eye-movements occur in all cases where a subject is performing

a task, the same is not necessarily true of all cases in which a subject is observing a

task. In those latter cases, they suggest, the proactivity of eye-movements depends

on the possibility of understanding the causes, and the outcomes, of an action. The

experiment itself included four conditions: in one, the subject performed the block

stacking task; in the other three the subject observed the task being performed by the

experimenter, by a hidden experimenter, or by the computer, respectively. That it was

a virtual task means that the task was software-based, rather than performed in the

real world.

In the first condition, where subjects performed the task themselves, the results were

similar to those reported for other action execution tasks (see e.g., Land et al. (1999)

and Flanagan and Johansson (2003)). Subjects made saccades to task-relevant regions

of the screen, which anticipated the movement of their hands (Gesierich et al., 2008).

Notice that this occurred even though subjects were not directly manipulating the

blocks, but rather were using a computer mouse to control them. Gesierich et al. (2008)

suggest, therefore, that these anticipatory eye-movements are a feature of manipulative

movements, regardless of whether those manipulations are direct or not.

For the other three conditions, the results were less clear. Although some level

of anticipatory eye-movements were seen in all trials, many trials also included track-
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ing eye-movements (Gesierich et al., 2008). In fact, subjects seemed to be following

one of two different strategies. The first involved anticipatory eye-movements, similar

to those found in the first condition, and the second involved tracking the blocks as

they moved. Furthermore, the strategy followed was subject-specific as opposed to

condition-specific (Gesierich et al., 2008). That is to say that, if a subject was follow-

ing the first strategy, and therefore making anticipatory eye-movements, they would

make those eye-movements irrespective of whether it was the experimenter, a hidden

experimenter, or the computer who was performing the task.

The two different strategies pose interesting questions for the direct-matching hy-

pothesis. That some subjects tracked the moving blocks, even when there was a visible

experimenter performing that task, suggests that direct-matching during observation

is a less obligatory behaviour than the eye-movements during action execution. On

the other hand, that some subjects performed anticipatory saccades, even when it was

the computer performing the action and there was no visible effector, suggests that the

direct-matching hypothesis applies to more than just human actions. Gesierich et al.

(2008) conclude that proactive eye-movements during action observation are not tightly

linked to action performance and action schema per se, but rather to the possibility of

understanding the causes and results of the performed actions.

However, despite differences in the particular mechanisms suggested, it is clear that

eye-movements during action perception do follow stereotypical patterns. That means

that, like those during action execution, action perception-related saccades show task-

specific structure across different observers. Such a conclusion is relatively unsurprising,

given that most theories of action perception (such as the direct-matching hypothesis)

suggest that the same mechanisms are involved in both the execution of, and the

perception of actions. In any case, the regularity of action-related eye-movements has

allowed action perception to become a test bed for the relationship between visual

processing and language.

3.2 Studying the role of visual attention in lan-

guage processing: The visual world paradigm

As the accuracy and availability of eye-tracking has increased, so too has the focus

on investigating the interaction between linguistic and visual processing. Many such

investigations have focused on the relationship between language and visual attention.

The general expectation is that there will be some tie-in between where someone is
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looking (more accurately, how they are deploying attention), and their processing of

language. One widespread experimental paradigm for investigating these relationships

is called the visual world paradigm.

The visual world paradigm is considered to have originated with Tanenhaus, Spivey-

Knowlton, Eberhard, and Sedivy (1995), and uses the focus and timing of attention

to investigate the interaction of eye-movements and speech interpretation. Specifically,

Tanenhaus et al. (1995) sought to show whether, during speech processing, ambiguities

in language had a correlate in eye-movements. In order to test this, subjects were sta-

tioned in a workspace containing some objects, and had their eye-movements recorded

as they listened to verbal instructions. For example, one such workspace contained a

box, a towel, another towel with an apple placed upon it, and a pencil. The subject

was then given verbal instructions, which were either ambiguous (“Put the apple on

the towel in the box”) or unambiguous (“Put the apple that’s on the towel in the box”)

(Tanenhaus et al., 1995). The ambiguity arises from whether “on the towel” modifies

the noun phrase and thus is part of specifying the target of the action, or whether it is

the intended destination of the action. The number of fixations to the incorrect desti-

nation (the other towel) in the ambiguous case suggests that the linguistic ambiguity

is reflected in the subjects’ eye-movements (Tanenhaus et al., 1995).

As well as originating the visual world paradigm, Tanenhaus et al. (1995)’s study

can be seen as something of a template for it. The structure of a visual world experiment

involves a subject viewing a display of objects, or a workspace, and listening to a verbal

utterance while their eye-movements are recorded (Huettig, Rommers, and Meyer,

2011). The idea is that, by altering either the objects in the display, or parts of the

utterance, systematic differences can be produced in the pattern of eye-movements

exhibited by subjects. These differences “allows researchers to assess, among other

things, how the listeners’ perception of the scene and/or their world knowledge about

scenes and events affect their understanding of the spoken utterances” (Huettig et al.,

2011).

3.3 Visual attention and language production

In order to explain the relationship between linguistic and visual processing found in

studies using the visual world paradigm, we must investigate the underlying mecha-

nisms, so as to see whether the strong interactions between language and vision are

merely correlation, or whether they are suggestive of a causal connection. With greater
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knowledge about attention and about the internal representations involved in language

processing, it seems plausible that we will find that the correspondence between the

two is based on the fact that many aspects of our language use are dependent on, and

driven by, our basic attentional processes.

It is worth noting that, although this thesis is focussed on visual attention, the

correspondence could well be between language and attention more generally. As dis-

cussed in § 3.1, attention is a general process for filtering information coming from any

number of modalities, be they perceptual or otherwise. Furthermore, there is evidence

to show that many of the same brain areas involved in performing and perceiving ac-

tions, are also active when imagining oneself performing or perceiving those actions

(Decety and Grèzes, 2006). Thus, a complete picture of the relationship between lan-

guage and attention would have to take into account, not only perceptual attention,

but also attention as it applies to other modalities such as imagination and memory.

In any case, to see more clearly how attention can mediate language, it is helpful

to move from studying language processing, to studying language production. If

language and attention are tightly linked, then some differences in attentional patterns

while speaking should be reflected in measurable differences in language production.

This section will introduce language production, and then review several studies that

have systematically found such differences.

3.3.1 A schematic model of sentence production

The standard model of language production stems from Levelt (1989). As originally

conceived, it involves three independent modules, called the conceptualizer, the for-

mulator, and the articulator. These modules form a production line, whereby the

conceptualizer constructs a representation of the concepts to be expressed, and passes

this to the formulator. The formulator then uses that representation, and the speaker’s

lexicon (which is a store of words and their meanings), to build a “phonetic plan”, which

the articulator turns into an audible utterance.

More recent models have maintained this basic structure. For instance, Bock (1995)

presents a model which involves three components, each of which corresponds to one

of Levelt (1989)’s modules. Firstly, there is the message component (corresponding

to the conceptualizer), which builds a conceptual representation for a particular event.

This message is a nonliguistic representation which captures the meaning and commu-

nicative intention of the speaker, and which will eventually be turned into an utterance.

As such, it must contain all of the event-related information required to express the
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speaker’s desired meaning.

This message is then fed to the grammatical component, which is similar in func-

tion to the formulator. This component takes the message and outputs a phonological

representation, which can then be turned into a verbal utterance. The grammatical

component is made of two sub-components: a functional processing component, and

a positional processing component. The former is concerned with lexical selection.

This involves associating parts of the message with particular entries in the speaker’s

lexicon, and with particular grammatical functions and roles.

The latter subcomponent is concerned with constituent assembly. In other

words, it uses the result of the functional processing stage to assemble the parts of

the sentence into a grammatical whole, such that the words are correctly ordered and

inflected. The result of this positional processing is a blueprint which includes, not

only the sequence of words to be produced, but also information on the phonologi-

cal properties (such as the pronunciation) of those words. This blueprint is then fed

into the phonological component, which (similarly to the articulator) deals with the

production of the sounds required to utter the sentence (Bock, 1995).

In order to study the role of visual attention in sentence production, a common

experimental paradigm involves manipulating subjects’ attention as they observe a

scene or episode, and studying the effects of this manipulation on sentence production.

There are some scenarios where an episode can be described in more than one way—

in other words, where there are several possible alternations of the sentence to be

produced. In the remainder of this section we will consider some alternations that have

been the focus of study.

3.3.2 Visual attention and the active/passive alternation

The first such alternation involves the grammatical voice of a sentence. Imagine

an episode in which one individual (let’s say Anna) slaps another individual (let’s

say Bill). An English speaker seeking to describe this event can choose between two

different grammatical voices for the resulting description: active, and passive. Active

voice involves using the agent of the action as the subject of the sentence (i.e., “Anna

slapped Bill”), whereas passive voice uses the patient as the subject of the sentence

(i.e., “Bill was slapped by Anna”). Although both of these describe the same episode,

they are not used interchangeably. Rather, in English, active voice is a strong default,

and is used in the vast majority of utterances.

The main factor in a speaker’s choice between an active or a passive sentence is
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the particular focus of the information she/he is trying to convey (see e.g., Steedman

(2000)). That is to say that, although the two sentences above describe the same event,

the choice of sentential subject gives extra emphasis to the chosen entity, especially in

the case of the passive voice. If the active version of the sentence (“Anna slapped Bill”)

is the default, then the sentence “Bill was slapped by Anna” has the effect of focussing

on Bill as the topic of the sentence. Because of this emphasis, passive sentences tend to

be produced in cases where the patient of a particular action is already the topic of

a ongoing discourse, or where they are made the topic by way of a wh-question (those

questions which begin with “who”, “what”, “where”, “when”, “why”, or “how”), such

as “What happened to Bill?” (Krifka, 2008).

Griffin and Bock (2000)’s experiment examined whether visual attention is also a

factor in deciding between the active and passive forms of a sentence. In their experi-

ment they studied the time-course of sentence production by recording the patterns of

eye-movements that subjects made while they were speaking. As discussed in §3.1.5

there were four conditions. In two of these conditions subjects where required to give

a full verbal description of the actions, and in the other two subjects were required

to inspect the scene. In the verbal conditions, subjects were divided into two groups,

with one group giving their descriptions extemporaneously (while looking at the

drawings), and the other giving a prepared description (after the drawings had dis-

appeared). In neither case were subjects instructed on how to formulate their answers,

either for content or for structure (Griffin and Bock, 2000).

The drawings were also of two different kinds: active events, which contained

an agent performing some action on a patient, and passive/active events, which

contained a human either acting upon, or being acted upon by a non-human entity

(see Figure 3.2, for an example). The latter group is so called because the drawings

were found in a pilot study to induce an active description, in the case where the

human is the agent, and a passive description otherwise (Griffin and Bock, 2000).

The study compared the timing of speech and eye-movements in the prepared versus

extemporaneous groups, across the active versus passive/active events.

As already noted in § 3.1.5, both the prepared and extemporaneous groups started

with a short period of apprehension. Following that, however, the eye-movements of

the groups diverged. The extemporaneous subjects entered a phase of formulation

during which their eye-movements were tightly linked to speech production. That is

to say, subjects fixated entities in the drawing immediately prior to naming them,

suggesting that attention to an entity is part of the process of producing a name for it.
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Evidence that the latter eye-movements came from formulation (rather than further

apprehension) can be seen by comparing active and passive event descriptions. In both

cases, the subject of the description was attended to first, even though that subject

was the agent in the active descriptions, and the patient in the passive descriptions

(Griffin and Bock, 2000). That is to say, attention to entities proceeded in the order

in which they were to be named, rather than based on their role in the action. The

eye-movements during apprehension, on the other hand, showed no significant differ-

ence, in either timing or order of attention, between trials where the subject would

eventually produce an active, versus a passive, sentence (Griffin and Bock, 2000). It is

worth noting, however, that (as discussed in § 3.1.5, above) there is a confound in this

experiment. Specifically, during the apprehension phase, there is no way to separate

fixations related to action perception from those related to scene perception, and thus

the lack of structure during apprehension is difficult to interpret.

What is interesting, in terms of sentence production, is that the same patterns of

eye-movements held in both the extemporaneous and the prepared speech trials. In

fact, the only differences between extemporaneous and prepared speech trials, were

that the subjects attended to entities longer, and gave more fluent descriptions in

the prepared speech case. This suggests that, whether building a sentence as one is

speaking, or preparing a sentence to speak later, subjects used visual attention to

incrementally select the required entities (Griffin and Bock, 2000).

3.3.3 Visual attention and other syntactic alternations

Gleitman, January, Nappa, and Trueswell (2007) present a different view of the time-

course of sentence production to that suggested by Griffin and Bock (2000). Specif-

ically, they disagree with the strict separation of apprehension and formulation, and

argue that attention during the early apprehension phase does, in fact, influence later

sentence formulation. Although similar in many respects, there are two significant dif-

ferences between the studies. Firstly, Gleitman et al. (2007) addressed a larger group

of syntactic alternations than did Griffin and Bock (2000), and secondly, they manip-

ulated attention by way of subliminal attention cues prior to the presentation of the

stimuli, as opposed to changing the relative sizes of participants in the stimuli.

Gleitman et al.’s (2007) study consisted of two experiments, each of which inves-

tigated different aspects of sentence production. The structure of both experiments

was as follows: subjects were first presented with, and instructed to fixate, a cross

drawn at a neutral position on the screen. When the fixation cross disappeared, a
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small subliminal cue was briefly presented. This cue was at the location on the screen

of one of the entities involved in the stimulus. The cue duration was short enough that

subjects were not conscious of seeing it, but long enough that it was likely to capture

attention, which resulted in subjects being more likely to attend first to the entity at

the cue location. As soon as the subliminal cue disappeared, subjects were presented

with a stimulus image, which they had been instructed to describe (Gleitman et al.,

2007). The choice of stimuli was what differed between experiments 1 and 2.

In experiment 1, the stimuli were images which were naturally described using

one of two sentence forms: perspective predicates, and conjoined noun phrase

subjects (Gleitman et al., 2007). Perspective predicates are sentences where the verb,

and the order of the nouns depends on whose perspective is taken. For example, if we

have an event in which a dog is chasing a cat, we can describe the scene from either

the dog’s perspective (“The dog chased the cat”), or from the cat’s perspective (“The

cat fled the dog”). A conjoined noun phrase is one in which the entities are joined

together (usually with the word ‘and’) to form a single noun phrase, as in the example,

“The cat and the dog are playing”. Notice that we could also describe the same event

with “The dog and the cat are playing”. Thus, in both cases (perspective predicate

and conjoined noun phrase subjects) we have two equally correct, but different possible

descriptions.

In both perspective predicates and conjoined noun phrase subjects, the subliminal

cue was shown to have an effect on the description produced (Gleitman et al., 2007).

In other words, which entity was cued by the subliminal cue was more likely to be the

subject of a perspective predicate sentence, or was more likely to be mentioned first

in a conjoined noun phrase. From the examples above, if the ‘cat’ entity location was

subliminally cued in the perspective predicate stimuli, then the description was more

likely to be of the form “The cat fled the dog”. If, however, it was the ‘dog’ entity

location which was cued, then the sentence was more likely to be of the form “The dog

chased the cat”. Similarly, either the sentence “The cat and the dog are playing”, or

the sentence “The dog and the cat are playing” was more likely, depending on which

of the cat or the dog location was cued. This suggests that the subliminal cueing,

and thus the order of attention, has a direct effect on the structure of the description

produced (Gleitman et al., 2007).

The second experiment consisted of images similar to those used in experiment 1,

as well as images whose natural descriptions were either transitive active/passive sen-

tences, or symmetrical predicates (Gleitman et al., 2007). Symmetrical predicates
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are sentences where either of the two entities involved can be the subject of the sen-

tence, without any change to the verb. For example, if we have an event in which Anne

and Bill are kissing, we can describe it as either “Anne kissed Bill”, or as “Bill kissed

Anne” without changing the meaning. Thus, as with the stimuli in experiment 1, those

in experiment 2 each had two possible, but equally correct, descriptions. Otherwise,

the experimental procedure was the same as for the experiment 1.

As in experiment 1, the subliminal cue was shown to have an effect on the descrip-

tion, with the cued entity more likely to be the first entity named, and this effect was

found across all four stimulus image types (Gleitman et al., 2007). Furthermore, and

in contrast to Griffin and Bock (2000), Gleitman et al. (2007) found that the subjects’

early eye-movements were predictive of sentence structure. That is to say that, even

in the first 200 ms, the entity which would be mentioned first in the description was

more likely to be attended. Thus, like Griffin and Bock (2000), they found an ini-

tial period of apprehension, but unlike Griffin and Bock (2000) it was structured. So,

again, the subliminal cueing effected the order of attention in both the apprehension

and formulation phases, and therefore also affected the event description.

3.3.4 Sequential position and role assignment

Myachykov, Garrod, and Scheepers (2009) present a case for an even stronger rela-

tionship between attention and language, arguing not only that language production

is influenced by attention, but that it is, in fact, tightly coupled with attention. They

defend a model of language production which keeps the same sequential steps as that

proposed by Bock (1995), but relaxes the strict modularity, so that processing at later

stages can begin before earlier stage processing completes. So, for instance, attention

to an entity means that the conceptualisation of that entity, and the lexical selection

of that representation, can occur before the observer has finished building the mes-

sage. Such a model emphasises the sequential nature of attention as a determiner of

sentential structure.

Rather than the more traditional view, whereby the grammatical role of an entity

(e.g., subject, direct object, etc.) is assigned during the message-building component

and then passed on to the grammatical component when the message is complete (Bock,

1995), this positional model suggests that the first attended entity is conceptualised

and passed on to the grammatical component before other entities have been attended,

so that incremental sentence production can begin immediately. This means that the

first attended entity becomes the subject (in an English sentence), and the assignment
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of the other grammatical roles, and in fact the entire sentence structure, is based around

that first attentional action (Myachykov et al., 2009).

There are a number of consequences of such a process. Firstly, because different

languages have different rules with respect to grammatical structure, the positional

model suggests that a particular pattern of attention will give rise to different sentence

structures across languages. For instance, English uses a strict subject-verb-object

(SVO) ordering in sentences. When combined with the positional model, this means

that if an English speaker who is describing an action attends first to the agent of

that action, then that agent must be the subject of the produced sentence. This will

result in an active sentence. On the other hand, if the speaker first attends the patient

of the action, then that patient must be the subject, and we would expect a passive

sentence. Thus, for English speakers, the positional model suggests that attending

first to different actors in a transitive action will give rise to active/passive alternation

(Myachykov et al., 2009). As discussed in § 3.3.3, this suggestion is borne out by

Gleitman et al.’s (2007) second experiment.

However, if our speaker was not English, then we might expect a different result.

For example, Russian is also an SVO language, but uses explicit markers on nouns to

specify grammatical roles. These case markers allow Russian sentences to have different

orderings of subject, verb, and object, while still remaining grammatical (Myachykov

et al., 2009). Thus, a Russian speaker in the situation above can either vary the

voice of the sentence (as did the English speaker), or vary the word order of the

sentence. The positional model suggests that the first attended entity is conceptualised

before the rest of the message is built, and becomes the first entity named in the

resulting sentence. However, by naming this entity, the speaker must have applied a

particular case-marker, and thereby committed to a particular sentence structure. The

positional model predicts that, because of this early commitment to sentence structure,

the speaker is more likely to vary the word order of the resulting sentence, rather than

to alternate between structures.

Evidence in support of the positional model comes from a study by Myachykov and

Tomlin (2008), based on the “Fish Film” paradigm of Tomlin (1995). In the original

Fish Film experiment, English speaking subjects were shown animated scenes in which

two fish swam from either side of the screen towards the middle of the screen. As

the fish approached each other, an arrow cue was displayed, pointing to one of the

fish, and upon reaching the centre of the screen, one of the fish opened its mouth and

swallowed the other. Subjects where required to give an extemporaneous description of
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the scene as it unfolded, while maintaining attention on the cued fish. Tomlin (1995)

reported that, in the case where the cued fish was the agent of the swallowing action,

subjects produced active descriptions of the event. On the other hand, in the case

where the cued fish was the patient of the action, subjects produced passive sentences.

Myachykov and Tomlin (2008) replicated this experiment, but with Russian speaking,

rather than English speaking, subjects. Unlike the English speakers, Russian speakers

produced only active sentences. However, as suggested by the positional model, they

did so by varying the word order in the sentences. In trials where an English speaker

would have produced an active, SVO sentence, Russian speakers did the same. But,

in trials where an English speaker would use the passive voice (i.e., when the cued

fish was the patient of the action), Russian speakers instead produced active, OVS

sentences. This result supports the idea that the first attentional action of the speaker

selects the sentential starting point, and therefore defines the grammatical structure of

the sentence.

Another, more general consequence of the positional model is that the attentional

actions performed during message building must be tightly coupled with the assignment

of grammatical roles. This means that the order in which entities are attended defines

the assignment of grammatical roles, but also that the requirements of grammatical

role assignment should affect the order in which entities are attended. That is to say

that, if the initial attentional action of a speaker gives rise to a particular sentence

structure, then the rest of that speaker’s attentional actions must be constrained so as

to select any remaining entities in the order required by that structure.

3.4 Research questions

In this chapter we have summarised evidence from a number of sources that suggest

that attention and language are tightly linked. Given that our attentional processes

must be building some sort of episode representation which can then be transformed

into a verbal utterance, we can assume a close coupling between attention to an episode,

the internal representation of that episode, and the resulting sentence. Recall that for

the models given in § 2.2, a recurring concern was the need for explicit role-related

markers to represent, for instance, the agent of an action in a particular episode. The

tight coupling between attention and episode representation may render such markers

unnecessary. That is to say that, if the attentional actions involved in experiencing an

episode have some canonical sequential structure, then it may be that (as discussed
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in § 2.5) particular thematic roles can be identified with particular positions in this

structure.

Assuming such a structure for attentional actions, it is plausible that the episode

representation resulting from those attentional actions is also sequential. As discussed

in § 2.5, a sequential episode representation reduces the complexity of transforming that

representation into a sentence. However, it does raise a different concern. As suggested

by Myachykov et al. (2009) (see § 3.3.4), a speaker must be able to determine the

thematic role of the first attended entity in an episode (so as to chose between an active

or a passive sentence, for instance) before the entire episode has been conceptualised.

In other words, the speaker must be able to determine the agenthood or patienthood

of the first attended entity, without a complete event representation. But, as we saw

in § 2.4, such a determination is possible, using the criteria proposed by Dowty (1991).

That is to say that the speaker can adjudge whether the currently attended entity is

agent-like or patient-like, based solely on the behaviour of that entity.

If the attentional actions involved in observing an episode, the episode representa-

tion built for that event, and the verbal description of that event are so tightly linked,

then we would expect to see variations in one of those reflected in the others as well.

In other words, we would expect variations in the order of attentional actions to have

a direct effect on the sentences produced, and variations in sentential structure to be

the result of variations in the pattern of attentional actions. A corollary of this is

that, because there is a strong default sentential structure for transitive episode de-

scriptions (i.e., active sentences in English), we would expect to see a correspondingly

strong default attentional sequence involved in episode apprehension. This idea is not

addressed by the studies of Griffin and Bock (2000), Gleitman et al. (2007), or My-

achykov and Tomlin (2008) (discussed in §§ 3.3.2, 3.3.3, and 3.3.4, respectively) for a

variety of reasons. In particular, Griffin and Bock (2000) does not show a default se-

quence of attentional actions, because of the conflation of action and scene observation,

and Gleitman et al. (2007) and Myachykov and Tomlin (2008) cannot show a default

sequence because they are actively manipulating the focus of attention.

3.4.1 Hypotheses

In the light of the points discussed above, our hypotheses are two-fold:

(i) There is a canonical sequence of attentional actions associated with the

apprehension of a transitive episode
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(ii) Changes in that sequence of attentional actions will lead to systematic

changes in the structural or temporal properties of descriptions of that

episode.

That is to say that, for sentences of the same structure, we would expect to see the

same pattern of eye-movements during observation, and if this pattern varies we would

expect that to be reflected in sentence production. As such, there are three testable

predictions which follow from these hypotheses: firstly, that there must be canonical

sequences of attentional actions when observing particular episodes; secondly, that

the sentences produced when describing those episodes also have canonical structure;

and lastly, that variations to those sequences will lead to variations in the produced

description sentences. There are a few things worth noting, here. With the second

prediction, due to the variability in the way people name things (in terms of, for

example, whether they use a proper name, or a pronoun to refer to an individual,

or the particular verb they choose to describe an action), we would not expect every

observer to produce exactly the same sentence. However, we would expect common

structure for a particular observer, and to a large extent across observers. In the

case of the third prediction, it may be that these variations are as coarse as completely

different sentence structures. On the other hand, they may be as subtle as differences in

production latency, due to the increased processing required to transform a particular

attentional sequence into a non-matching sentence structure.

3.4.2 Structure of the remainder of the thesis

The rest of the thesis describes three experiments designed to test the above predictions.

The first experiment, detailed in Chapter 4, examines whether observers watching a

transitive episode do indeed execute a canonical sequence of attentional actions to

the participants in the episode. Chapter 5 describes a second experiment which tests

whether these patterns extend to more complex transitive actions, involving both a

human agent and a human patient. The third experiment, detailed in Chapter 6,

attempts to manipulate the sequence of attentional actions, and records the effects on

subjects’ verbal descriptions of the observed episodes. Chapter 7 then summarises and

concludes the thesis.
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Chapter 4

Experiment One: Attention to

Simple Transitive Actions

4.1 Introduction

The first experiment we performed sought to address questions raised by two sets of

experiments discussed in Chapter 3. The first questions relate to the action recognition

experiments of Flanagan and Johansson (2003) and Rotman et al. (2006). Those studies

investigated action recognition in a narrow sense; observers are looking at the workspace

of a single agent, so they are computing representations of ‘what the agent did’, rather

than of whole events. In our experiment1, observers watch a scene in which there are

two possible actors, so the identity of the agent in each observed action needs to be

perceptually established. Our video stimuli encompass a wider scene, in which there

are two possible actors, and in this situation, there are two reasons to saccade to the

agent: firstly to identify the agent, and secondly to infer the intended target. In either

case, there are reasons to predict that observers make an early saccade to the agent

before saccading to the target. If observers do indeed saccade to the target in advance,

an interesting secondary question arises, about the visual information observers use to

predict the agent’s intended target. They could infer the target by extrapolating the

early trajectory of the agent’s hand, or by following the agent’s gaze, which is likely to

be to the target. In Flanagan and Johansson’s (2003) experiments, observers can only

use the former method, since the agent’s eyes are out of the field of view. If the agent’s

1The experiment reported in this chapter was previously published as Webb, Knott, and Macaskill

(2010). Eye movements during transitive action observation have sequential structure. Acta Psycho-

logica, 133(1), 51-56.
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hands and eyes are both visible, we can ask which of these cues is preferentially used

to infer the agent’s intended target.

The second question relates to the experiment of Griffin and Bock (2000). Specifi-

cally, because of the stimuli they used, there is no easy way of distinguishing which eye

movements relate to ‘scene perception’ and which relate to perception of the action.

To avoid this confound, we used video action stimuli in our experiment. Observers

were first shown a still video frame presenting the scene, including the two potential

agents and a range of potential targets. After a delay, the video stimulus was played.

It was assumed that any eye movements occurring after this point related to the action

recognition process, rather than to scene recognition.

Figure 4.1: A frame from one of the stimulus videos, showing the two actors and three

targets in their initial positions. The red square is the fixation point which preceded

each trial.

In each video stimulus there were two actors seated at a table, facing the observer,

and three target objects placed within reach on the table (see Figure 4.1 for an example

of the scene). One of the actors (the agent) performed a normal reach-to-grasp action

upon one of the objects, while the other actor (the non-agent) remained still, fixating a

neutral position. An example screenshot from the end of an action is given in Figure 4.2.
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The order of agents and targets selected was randomised across trials, so the observer

could not predict it. Also, during production of the video stimuli, the actors themselves

were not made aware of the target for a particular reach action until the start of that

action (when they were given a verbal instruction of the form “actor-name target-

colour”), so as to minimise any unconscious orientation on their part. After each video

stimulus, the observer had to indicate the agent and patient (i.e., selected target) of the

observed action. Observers were therefore required to recognise complete events, rather

than just actions. To summarise our main results: firstly there was good evidence that

observers executed a canonical sequence of saccades, attending first to the agent of

the action and next to the patient (see §§ 4.3.2 and 4.3.3). Secondly, there was good

evidence that subjects’ saccades to the target were anticipatory in nature, arriving at

the target object before the agent’s hand, replicating Flanagan and Johansson’s (2003)

interesting result (see § 4.3.1).

Figure 4.2: A frame from the end of a reach action. The agent of the action is grasping

the target, whilst the other actor fixates a neutral position.
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4.2 Methods

4.2.1 Participants, equipment and materials

There were 8 participants (4 female), with a mean age of 29.8 (range 21-53), all with

normal or corrected-to-normal visual acuity, and all naive to the hypotheses of this

experiment. The stimulus videos were recorded at 25 Hz, and were presented on a

405 mm (720 pixel) wide by 303 mm (576 pixel) high CRT monitor refreshing at

100 Hz, placed 610 mm in front of the observer’s eyes. Eye movements were recorded

monocularly at 240 Hz via video-oculography using an iView X Hi Speed (SMI, Berlin).

Each stimulus video contained the same two actors, and same three objects, in the

same configuration in the scene. In each video, one actor (the agent) reached for one

of the objects (the target). Upon reaching the target, the agent grasped and lifted

it slightly before replacing it. The agent then returned his/her hand to its starting

position, and his/her gaze to the neutral fixation position. The other actor remained

still throughout the action. Actors were not given instructions on how to reach for

targets, but as discussed in § 3.1.2 there is a standard timecourse for reach-to-grasp

actions, in which the target is visually fixated before a motor movement begins, and

our actors’ movements conformed to this pattern: in every case, the first discernible

movement from the agent in each video stimulus was a saccade to the target: an eye

movement, followed by a head movement. The first movement was timelocked to the

start of the video, which in all cases began 40 ms (1 frame) before this initial movement.

Because the agents were told to perform the reaches normally, there was variation in

the lengths of trials, and in the onset of the agents’ other movements. The videos

had a mean length of 5044 ms. There were three examples of each agent/target reach

combination, giving us a total of 18 unique stimulus videos.

4.2.2 Procedure

At the beginning of each session, gaze position was calibrated using the iView X soft-

ware. This initial calibration involved the observer fixating each of 13 calibration

targets distributed uniformly over the entire screen. Furthermore, prior to each trial,

the ongoing maintenance of accurate calibration was monitored by having the subject

fixate five calibration target points in a more restricted region encompassing the re-

gions of interest (ROIs). If gaze position did not match one or more of the targets

then the full calibration process was repeated prior to continuing with the trial. In
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practice, most subjects did not require re-calibration. At the beginning of each trial,

the subject again fixated each of the five calibration targets, presented for 1000 ms

each in a random order every trial. This gaze data was recorded as a permanent record

of objective calibration quality for each trial. Calibration targets were much smaller

(16 x 16 pixel) than the regions of interest used in the analysis. Hence any undetected

calibration errors could contribute to erroneous ROI assignment only in the case where

fixations were very close to the borders of adjacent ROIs.

A single trial ran as follows:

1. The first frame of the video stimulus, which was the frame prior to the first

observable movement made by the agent, was shown as a still for 2500 ms. The

observer was instructed to freely explore the scene with their eyes during this

period, allowing them to become accustomed to the scene. We assume that most

eye movements occurring while the action was under way should therefore be

related to the process of action perception rather than scene perception.

2. A small (16x16 pixel) red fixation target was overlaid on the still frame, above

and between the heads of the two agents, for a variable delay of 1300-1900 ms.

The delay was varied so that the initial eye-movements of subjects were more

likely to be in response to a perceived movement, rather than in anticipation of a

movement occurring at a fixed time. The observer was asked to fixate this target

when it appeared so that there was a constant gaze position at the beginning

of each trial. Any trial which began with the observer not fixating the target

location continued but was discarded from analysis.

3. The fixation target disappeared and the video began to play. The observer was

free to move his/her gaze so as they saw fit. That is, no instructions were given

as to what they should do during this period. They were only told that after the

video ended, they would be asked to answer two questions about it (see below).

4. Each video ended when the agent had returned to his/her neutral position, and

so extended 2000 ms – 3000 ms beyond the time at which the actor grasped the

target.

5. The video was replaced with an image, shown in Figure 4.3a, containing stylised

black male and female silhouettes, corresponding spatially to the location of the

previously displayed actors, above which was the text “Which person reached for

the block?”. The observer was asked to fixate the silhouette indicating which
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(a) Subject response image for the agent

of the action

(b) Subject response image for the target

of the action

Figure 4.3: The subject response images used in the current experiment. In both

cases, subjects fixated the location of the image corresponding to their answer, and

then pressed a key. Gaze position at the time of the keypress was used to interpret

their answers.

actor had performed the grasp. When satisfied that the correct answer was being

fixated, the observer pushed a key which moved to the next display. Gaze position

at the time of the keypress indicated their choice.

6. Another image, shown in Figure 4.3b, was displayed. This image contained three

large squares, corresponding in colour and spatial order (left, middle, right) to

the blocks in the video. Above them was the text “Which block was reached

for?” Once more, gaze position at the time of the observer’s keypress was used

as the event report.

7. Calibration quality was checked and the next trial commenced.

4.2.3 Analysis

Each subject participated in three blocks of trials, where a block contained a single

viewing of each unique video, presented in a random order. Thus there were a total

of 432 trials recorded. Of these, 18 trials (one block’s worth) were discarded because

the data was corrupt; 56 trials were discarded because the subject wasn’t fixating the

fixation point at the start of the trial; and 27 trials were discarded because the subject

failed to correctly indicate either the agent of the trial or the target of the trial. This

resulted in 331 valid trials.
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Figure 4.4: A frame from one of the stimulus videos, showing the initial configuration of

the scene. The black boxes show the Regions of Interest used in the sequence analysis.

Regions of interest

For the purpose of analysis, we divided the video stimulus into eight regions of interest

(ROIs, outlined in black in Figure 4.4). These regions corresponded to the three

possible targets (‘left target’, ‘middle target’, ‘right target’), a head region and a body

region for each of the two actors (‘left head’, ‘left body’, ‘right head’, ‘right body’),

and a region surrounding the central fixation square (‘fixation square’). Using the data

collected from a given trial (i.e. a single action-observation episode), we represented

that trial as a sequence of ROIs. Any fixation that fell within one of our defined

ROIs was labelled with the region’s name; any fixation outside of these regions was

labelled as having no region. As we were interested in the observers’ eye movements

relative to the action being observed, the label was defined relative to that action. For

example, if the observed action was performed by the left actor, fixations in the left

head region would be labelled as ‘agent head’ and fixations in the right-head region

would be labelled as ‘non-agent head’. For the sake of clarity, the agent head and agent

body regions will be reported as a single region, called ‘agent’, and likewise with the

non-agent regions. Similarly, if the target being acted upon were the middle target,
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then fixations to the middle target region would be labelled as ‘target’, whilst fixations

in either of the other target regions (left target, right target) would be labelled as

‘non-target’. Thus, each observation episode, independently of which actor and target

were involved in the observed action, can be represented as an ordered list of region

labels.

Temporal structure of saccades

We used this representation to search for any temporal regularities in the data, in other

words, whether observers were looking at similar places at similar times. The fixations

from each trial were placed into 250 ms bins, the first of which began at the start

of the trial, such that if a fixation started in a particular ROI (e.g. the agent head

region) during a particular time-period (e.g. at 700 ms after stimulus onset) then the

corresponding bin (in this case, the 500 - 750 ms bin) was said to contain that fixation.

The number of fixations in each ROI in each bin was then calculated. The bin data was

then collapsed over all trials from all observers. The results are presented in § 4.3.2.

Sequential structure of saccades

We also represented, for each trial, the subject’s saccades as a sequence of ROIs, with

within-ROI saccades collapsed to a single instance of that region. The motivation for

this was that such within-ROI saccades do not actually change the general sequence of

eye movements, but only change the timing of these movements, which is not a factor

in this analysis.

We were then able to calculate whether particular sequences occurred more often

than would be expected by chance. These results are presented in § 4.3.3.

4.3 Results

4.3.1 Anticipatory saccades

As in the studies of Flanagan and Johansson (2003) and Rotman et al. (2006), our

observers’ saccades anticipated the agents’ movement. In 280 (84.5%) of our 331 valid

trials, the subject fixated the target at some point during the recording process. Of

these, 244 (87.1%, or 73.7% of total valid trials) were anticipatory fixations, where

the subject fixated the target prior to the actor’s hand reaching it. This happened

even though, before the trial started, the observer knew neither the actor who was

79



Stimulus onset

Reach start

Reach unambiguous

Reach end

A

B

C

D

Time between event and fixation upon target (ms)
−1000 0 1000 2000 3000

Figure 4.5: The time at which the observer began to fixate the target relative to

different events in a trial. A shows target fixations relative to stimulus onset; B,

target fixations relative to the start of the agent’s reach; C, target fixations relative

to the time at which the movement of the agent’s hand unambiguously indicated the

target; and D, target fixations relative to the time at which the agent’s hand reached

the target. Negative times indicate that the fixation reached the target prior to that

event occurring. The histograms indicate the distribution of all trials.

to perform the action, nor the target involved in the action. As can be seen in Fig-

ure 4.5-D, the observers’ fixations anticipated the grasp by a mean of 369 ms (95%

confidence interval: 256-482 ms). Bearing in mind that the times given are for the

start of the target fixation, and thus do not include saccade preparation time (on the

order of 200 ms (Montagnini and Chelazzi, 2005)) or saccade duration (which, in the

current experiment, was 51.8 ms on average), the results strongly support Flanagan

and Johansson’s finding that the observers are anticipating, rather than reacting to,

the agents’ movements. And, as shown in Figure 4.5-D, the anticipatory pattern of

saccades is not just an aggregate effect across subjects; it is shown for each individual

subject.

4.3.2 Temporal structure of saccades

As Figure 4.6 illustrates, there is a characteristic pattern to the binned data (described

in § 4.2.3). From shortly after stimulus onset to about 500 ms, as subjects move their

fixation from the fixation square, the majority of fixations are in the agent ROI. After

the 500 ms mark, however, observers have been able to discern what is to be the target

of the reach action, and, from then on, the majority of fixations fall on the target

ROI. Some typical scan paths are shown in Figure 4.7. These results suggest that the
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Figure 4.6: The number of fixations in each Region of Interest over time. Each point

represents the total number of new fixations of all valid trials, occurring in a particular

bin (bin size = 250 ms), that fell within each region.

observation of a reach-to-grasp action frequently involves a characteristic sequence of

saccades: first a saccade to the agent of the action, and then a saccade to its target.

Moreover, there is also regularity in terms of the agent fixations. Specifically, 51 out of

the 81 agent fixations in the first bin, and 60 out of 83 agent fixations in the second bin

fell on the agent’s head, which may suggest that the observer is following the agent’s

gaze in order to anticipate the target of the action. This possibility will be discussed

further in § 4.3.4.

Although these results gives a general picture of the order of saccades, it does not

give explicit information about saccade sequences, since it groups data over subjects

and trials. Patterns in individual saccade sequences are considered in the next section.

4.3.3 Sequential structure of saccades

Using the representation described in § 4.2.3 above, of the 331 valid trials, 88 began

with a fixation to the agent, followed by a fixation to the target, which made this

the most common starting sequence. There are also a number of other sequences

that contain this as a subsequence, as well as many that start with an agent fixation,

which is followed by a fixation in another region (or, often, in no region), and then

by a target fixation. This suggests that there is a general trend to look to the agent,

and then, later, to the target. However, it is also possible that the subjects are just

81



Figure 4.7: A frame from one of the stimulus videos, showing the agent about to

grasp the target. Overlaid is illustrative gaze data from a single subject, from all trials

in which the left agent reached for the green target. Circles indicate the position of

fixations, connected to the next fixation in the trial by a straight line. Colours indicate

the time period (in 250 ms bins from the start of the trial) in which the fixation

occurred.

looking around the scene in an unstructured way. We will adopt this possibility as our

null hypothesis. On this hypothesis, observers move their eyes about the scene, and

therefore between ROIs, randomly. There are 30 possible sequences of length two: 6

ROIs (target, non-target, agent, non-agent, fixation-point, none) in the first position

and 5 ROIs in the second position (since we allow no repetition). If the probabilities of

any of these sequences occurring are equal, as in the null hypothesis, then the chance

of an agent to target sequence occurring would be 0.033 or approximately 10 out of

our 331 trials. Thus, the binomial probability of 88 such sequences occurring (given n

= 331 and p = 0.033) is less than 0.0001. This sequence of eye movements would be

highly unlikely if the null hypothesis, that fixations were randomly directed, were the

case.
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4.3.4 Are anticipatory saccades due to gaze following or hand

trajectory extrapolation?

As mentioned in the introduction, if observers can anticipate the agent’s intended

target, they must be doing so either by following the agent’s gaze or by extrapolating

from the agent’s early hand trajectory. Although the fact that subjects tended to

look first at the agent of an action seems to favour the former hypothesis, it is worth

considering the alternative.

To investigate the extent to which hand trajectory was a cue in our experiment, we

analysed each video stimulus to determine the earliest time at which the agent’s hand

trajectory unambiguously indicated the intended target. All 18 videos were assessed

for the time at which the target of the reach became unambiguous. The validity of

this subjective rating process was checked by having an independent rater make the

same assessment for each video, with good agreement (Pearson’s r = 0.91) between the

raters. The time at which subjects saccaded to the target was then plotted relative to

this time, and the results are shown in Figure 4.5-C.

As the figure shows, there are a number of target fixations that occur too near

(either before, or soon after) the time where the agent’s hand trajectory allows the

target to be assessed unambiguously, for this to be the only information used. It is

worth reiterating that the times reported do not include saccade preparation time,

which means that the subject must have identified the target earlier still. In these

cases it seems likely that the subject is relying on other sources of information, such as

the agent’s gaze, rather than the agent’s hand trajectory. However, it is possible that,

in the trials where the target is fixated before the agent’s reach became unambiguous,

the subject was employing an opportunistic strategy of selecting and fixating any one

of the possible targets, rather than anticipating based on cues relating to the actual

target. If this were the case, then, on those trials where one of the possible targets was

fixated while the reach was still ambiguous, the likelihood of the correct target being

fixated would be 33%, or chance. In fact, the subjects do rather better than chance,

with 24 of the 37 instances of early fixations to possible targets involving the actual

target of the action. The binomial probability of 24 or more correct fixations happening

(given n = 37 and p = 0.3333) is small (p = 0.00008), which makes it unlikely that

the subjects have no information about the actual target prior to the agent’s reach

becoming unambiguous.

In general, however, we cannot rule out the possibility that subjects supplement
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overt attention with covert attention, either to the agent’s gaze or hand trajectory or

both. For the majority of trials, by the time the saccade to the target had started, the

agent’s gaze had already alighted on the target, and the agent’s hand was already in

motion, and either of these (or one of a myriad other postural cues) would have given

sufficient information for the subject to correctly anticipate the target.

4.4 Discussion

There are two important findings in this study. Firstly, it replicates an earlier finding

(Flanagan and Johansson, 2003) that observers of a reach action anticipate the target

by saccading to it prior to the actor grasping it. Secondly, it presents a new finding:

namely that the eye movements of observers watching a simple transitive action fre-

quently follow a characteristic sequence, specifically, moving from the fixation point to

the agent (generally to the agent’s head) and then on to the target. This sequence is

overwhelmingly more likely than chance.

The obvious question is how we account for these findings. As discussed in § 3.1.5,

there are several competing hypotheses which could explain why we see such sequences.

The first is the direct-matching hypothesis, which suggests that observers understand

actions by matching what they are observing with their own action schemas (the plans

which they use to execute actions) (Rizzolatti et al., 2001). Our subjects are, according

to this hypothesis, performing the same attentional actions they would be if they were

performing the observed reach, namely, an anticipatory saccade to the reach target.

The second hypothesis is that observers are trying to build a causal understanding

of the actions they observe. That is to say that observers attentional movements are

directed by the need to efficiently understand the causes of, and the effects of, the

action they are observing (Gesierich et al., 2008). On this hypothesis, our subjects’

eyes are drawn to the actor’s initial movement, and then, as soon as they are able to

infer the likely target, they saccade to that target.

Despite these hypotheses differing in the mechanisms driving observers’ attention,

both predict a pattern of eye-movements that is consistent with our findings. This

means, therefore, that even though our findings can be seen to support both, they offer

no way for us to distinguish between them. More broadly, although our findings are

interesting, it is not clear how universal they are. We cannot say whether they apply

only to simple reach-to-grasp actions, or whether they are a more general phenomenon.

Chapter 5 describes an experiment which tests whether these results are robust across
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a range of transitive actions.
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Chapter 5

Experiment Two: An investigation

into the generality of attentional

sequences

5.1 Introduction

In the first experiment we found that subjects shifted their attention in a regular

manner; that is, there seemed to be a common sequence of gaze positions that was

followed by all subjects in most trials. Specifically, subjects tended to fixate the actor

performing the reach (in most cases the head of the actor, but with some fixations on

the body also) and then shift their gaze, again in anticipation of the actors movement,

to the target block. Furthermore, and in support of an earlier study by Flanagan and

Johansson (2003) we found that, in the majority of trials, the subject’s gaze anticipated

the actor’s movement. In other words, the subject’s gaze reached the target of a simple

reach action in advance of the actor’s hand.

Although this common sequences of attention actions was predicted by our first

hypothesis (see § 3.4.1), it is possible that it may only occur while observing the

particular reach-to-grasp action used in the previous experiment, and that, given a

different action, there may be no such general pattern. However, if the concepts of

agent and patient are to be defined in terms of sequential position, then this common

sequence must occur when observing any transitive action. Therefore, we devised a

second experiment to test the generality of the common attentional sequences. This

second experiment was broadly similar to the first, except that it involved a wider

range of transitive actions, and both the agent and the patient of the actions were
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animate. Together, these changes allowed us to test whether our hypothesis holds

across a number of different transitive actions, in a case where the agent and patient

were conceptually similar.

This is of relevance to the re-imagined thematic roles discussed in § 2.4. If the

agent and the patient are both people, then they both have some of the properties

of a proto-agent. But, the actual agent has more of these properties: this individual

is more active, and has more of a causal influence on the perceived action. Dowty’s

(1991) proposal was that the participant with the most such properties is the proto-

agent. Thus, the current experiment tested whether a subtler semantic distinction

between agent and patient still led to the characteristic sequence of saccades found

in the first experiment.

Specifically, we presented a stimulus video with three actors, each of whom was

able to interact with the adjacent actor(s) (i.e., the left and right actors were able to

interact with the middle actor, whilst the middle actor was able to interact with either

the left or right actors.) Figure 5.1 gives an example of the layout of the scene, and

the positions of the actors. In contrast to the single action (a simple reach-to-grasp) of

the first experiment, the interaction presented in these stimuli was one of six possible

actions (pat, poke, punch, push, slap, stroke). The intention was to test whether, even

in a more complex case (with more possible agents and more possible actions) there

was a common pattern to subjects’ attentional actions.

A further important difference between the first and second experiments was to do

with the way in which subjects responded to stimulus videos. As opposed to responding

by using gaze position, the second experiment required subjects to give verbal descrip-

tions of the observed stimuli. Collecting verbal responses allowed us to start probing

the question of whether the sequence of attention actions performed when observing

a particular episode affected the sentences produced to describe that episode. It also

made it possible to examine a subject’s eye-movements during sentence production,

and therefore to attempt a replication of Griffin and Bock’s (2000) results.

It is important to note, however, that the verbal response protocol was only piloted

in the current experiment. That is to say that, although the responses were collected

and analysed, the main focus was on the generalisation of attentional sequences to

different transitive actions. Verbal responses were assessed in a more targeted way in

the third experiment (see Chapter 6), based on the responses collected in the current

experiment.

87



Figure 5.1: A frame from one of the stimulus videos, showing the three actors, and

their positions in the scene.

5.2 Methods

5.2.1 Participants, equipment and materials

There were 16 participants (7 female), with a mean age of 24.3 (range 19-35), all with

normal or corrected-to-normal visual acuity, and all naive to the hypotheses of this ex-

periment. The stimulus videos were recorded at 25 Hz, and were presented on a 405 mm

(720 pixel) wide by 303 mm (576 pixel) high CRT monitor refreshing at 100 Hz, placed

610 mm in front of the observers eyes. Eye movements were recorded monocularly at

1250 Hz via video-oculography using an iView X Hi Speed (SMI, Berlin).

Each stimulus video contained the same three actors, in the same configuration

in the scene, and began with the actors looking at neutral positions, away from any

possible targets. In each video, one actor (the agent) performed one of six possible

actions on one of the other actors (the patient). During action performance, the agent

was free to look around the scene as necessary, whilst the other actors (including the

patient) maintained their neutral gaze positions. Similarly to the previous experiment,

actors were unaware of the next action to be performed, and who would be the agent
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and the patient of that action, until the start of the action (when they were given a

verbal instruction of the form “agent-name action patient-name”), so as to minimise

any unconscious preparation on the part of the agent. The configuration of the scene

was such that the left and right actors were only able to perform actions on the mid-

dle actor, whereas the middle actor could perform actions on either the left or right

actors, leading to a total of four unique agent/patient combinations. The six possible

actions (pat, poke, punch, push, slap, and stroke), combined with the four possible

agent/patient pairs, gives us a total of 24 unique stimulus videos.

In this experiment we collected verbal feedback from the subject. Specifically, at the

end of the video stimulus for each trial, subjects were required to describe the action

that they had just observed. In order to make this as easy and natural as possible for

subjects, we gave the three actors in the video common one-syllable names: the left

actor was named Bill, the middle actor Chris, and the right actor Steve. Thus, subjects

were able to describe the action using transitive sentences, such as “Bill punched Chris”.

5.2.2 Procedure

At the beginning of each session, gaze position was calibrated using the iView X soft-

ware. This initial calibration involved the observer fixating each of 13 calibration

targets distributed uniformly over the entire screen. Furthermore, prior to each trial,

the ongoing maintenance of accurate calibration was monitored by having the subject

fixate five calibration target points in a more restricted region encompassing the re-

gions of interest (ROIs). If gaze position did not match one or more of the targets

then the full calibration process was repeated prior to continuing with the trial. In

practice, most subjects did not require re-calibration. At the beginning of each trial,

the subject again fixated each of the five calibration targets, presented for 1000 ms

each in a random order every trial. This gaze data was recorded as a permanent record

of objective calibration quality for each trial. Calibration targets were much smaller

(16 x 16 pixel) than the regions of interest used in the analysis. Hence any undetected

calibration errors could contribute to erroneous ROI assignment only in the case where

fixations were very close to the borders of adjacent ROIs.

Following the preliminary calibration, subjects were “introduced” to the actors.

That is to say, they played a short naming game, whereby, after having been shown all

the actors and their names, a picture of one of the actors would appear on the screen,

and the subject was required to name that actor. Each actor’s image was displayed

3 times, in a randomised order. If subjects did not reach a high level of accuracy, or
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report a high level of comfort with the name, the game was repeated.

The subject was then given five practice trials to become accustomed to the task.

The practice trials were similar to the test trials (described below), differing only in that

an example description of the observed action was shown on screen when the subject

was giving their verbal description. Although the practice trials were randomised, it

should be noted that the example descriptions for all the practice trials were in the

active voice. Following those five practice trials, the test trials began. A single trial

ran as follows:

1. The subject was given control of the start of the trial; when they were ready, they

pressed the space bar to begin. The first frame of the video stimulus was shown

as a still for 2500 ms. The observer was instructed to freely explore the scene with

their eyes during this period, allowing them to become accustomed to the scene.

As in the first experiment, we assume that most eye movements occurring while

the action was under way should therefore be related to the process of action

perception rather than scene perception.

2. After the 2500 ms delay, a small (16x16 pixel) red fixation target was overlaid

on the still frame, in the bottom centre of the screen, for a variable delay of

900-1300 ms. The observer was asked to fixate this target when it appeared so

that there was a constant gaze position at the beginning of each trial. Any trial

which began with the observer not fixating the target location continued but was

discarded from analysis.

3. After the variable delay, the fixation target disappeared and the video began to

play. The observer was free to move his/her gaze so as they saw fit. That is, no

instructions were given as to what they should do during this period. They were

only told that they would need to be able to describe what they had observed.

4. Each video continued until the actor had returned to a neutral position. As such,

the video extended 1500 ms – 3300 ms past the completion of the action.

5. A beep sounded, and the video was replaced with a still image of the scene, with

the words “What happened?” overlaid. The subject gave a verbal description of

what they had observed, and then pressed the space bar to finish the trial. The

verbal description was recorded.

6. Calibration quality was checked and the next trial commenced.
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It is worth focussing on Step 5, as it contains two important points. Firstly, the

question (”What happened?”) was specifically chosen so as not to bias subjects to an-

swer in a particular way. That is to say, for a video in which one actor (let’s call him

“Bill”) slapped another actor (let’s call him “Chris”), there are two possible descrip-

tions: an active one (“Bill slapped Chris”), and a passive one (“Chris was slapped by

Bill”). The particular question asked was intended to permit either description equally.

The second important point was that, while subjects were answering the question,

they were shown a still image of the scene. In conjunction with the gaze-tracking, this

meant that subjects’ eye-movements to potential referents could be tracked while they

were producing their verbal descriptions. This allowed us to analyse the correspondence

between subjects’ eye-movements and the particular words they were producing, as in

Griffin and Bock’s (2000) experiment.

5.3 Results

Figure 5.2: A frame from one of the stimulus videos, showing the initial configuration of

the scene. The white boxes show the Regions of Interest used in the sequence analysis.

Each subject participated in one block of 24 trials. Thus there were a total of 384
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trials recorded. Of these, 50 trials were discarded because the subject wasn’t fixating

the fixation point at the start of the trial, and 38 trials were discarded because the

subject’s description of the scene was incorrect with respect to either the agent or the

patient of the action. This resulted in 296 valid trials.

We divided the video stimulus into 15 ROIs (outlined in white in Figure 5.2). These

regions corresponded to a head, a body, a hand, and a shoulder region for the left and

right actors, a head, a body, two hand, and two shoulder regions (since he was able to

act on, or be acted on, by either the left or right actor) for the middle actor, and a

region surrounding the central fixation square. Any fixation that fell within one of our

defined ROIs was labelled with the region’s name; any fixation outside of these regions

was labelled as having no region. As with the previous experiment, we were interested

in the observers eye movements relative to the action being observed. Thus regions

were labelled relative to the action, with each actor being named based on their part in

that action. For example, if the action was performed by the left actor, fixations in left

actor ROIs would be labelled as ‘agent’ fixations, fixations in the middle actor ROIs

would be labelled as ‘patient’ fixations, and fixations in the right actor ROIs would be

labelled as ‘other’ fixations.

Using these ROIs, we ran the same analyses for these trials as for the previous

experiment. The results are presented in the following sections.

5.3.1 Anticipation

Figure 5.3 shows the timing of fixations in the patient region, relative to important

stimulus events. As in our previous experiments, our observers’ saccades anticipated

the agents’ movement. In 289 (97.6%) of our 296 valid trials, the subject fixated the

target at some point during the recording process. Of these, 202 (70.0%, or 68.2%

of total valid trials) were anticipatory fixations, where the subject fixated the target

prior to the actor’s hand reaching it. Again, as in § 4.3.1, this number represents

only those target fixations which began before the agent’s hand reached the target,

and doesn’t take into account saccade preparation or execution time. If we do include

saccade preparation time (on the order of 200 ms (Montagnini and Chelazzi, 2005)),

and saccade execution time (49.9 ms on average in this experiment), we find that, in

240 trials (83.0% of those trials which contained a target fixation, or 81.1% of total

valid trials), subjects must have begun planning a saccade to the target in anticipation

of the agent’s hand reaching it.
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Figure 5.3: The time at which the observer began to fixate the target relative to

different events in a trial. A shows target fixations relative to stimulus onset; B,

target fixations relative to the start of the agent’s reach; C, target fixations relative to

the time at which the agent’s hand reached the target. Negative times indicate that

the fixation reached the target prior to that event occurring. The histograms indicate

the distribution of all trials.

5.3.2 Temporal structure of saccades
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Figure 5.4: The number of fixations in each Region of Interest over time. Each point

represents the total number of new fixations of all valid trials, occurring in a particular

bin (bin size = 250 ms), that fell within each region.

As Fig. 5.4 shows, there is the same characteristic pattern to the binned data as in

the first experiment. From shortly after stimulus onset to about 500 ms, as subjects

move their fixation from the fixation square, the majority of fixations are in the agent
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Figure 5.5: The number of fixations in the agent (a) and patient (b) Regions of Interest

over time, for each of the six stimulus video actions. Each point represents the total

number of new fixations of all valid trials, occurring in a particular bin (bin size =

250 ms), that fell within each region. The bins shown here are restricted to those in

the first 1500 ms of each trial.

ROI. After the 500 ms mark, however, observers have been able to discern what is

to be the patient of the action, and, from then on, the majority of fixations fall on

the patient ROI. Importantly, not only does this pattern obtain across all actions, it

also occurs for each individual action. Fig. 5.5a shows early-trial agent ROI fixations

for each stimulus action. As can be seen, for all six actions, the agent ROI fixations

peak around the 500-750 ms mark, before falling away. At around the same time, the

patient ROI overtakes the agent ROI as the dominant fixation target for all actions

(see Fig. 5.5b).

These results differ from those in the first experiment, however, in that the agent

fixations are less regular. That is to say that only 30 out of 136 of the agent fixations

in the first bin, and 44 out of 143 of the agent fixations in the second bin falling on the

agent’s head. The majority of those in the first bin fall instead on the agent’s body,

whilst the majority in the second bin fall on, or in the area outside, the agent’s shoulder.

The pattern is clearer when we examine the patient fixations, however. In the second

and third bins, when the patient fixations are beginning to dominate, the overwhelming

majority (86 out of 108, and 119 out of 131 respectively) of the patient fixations fell on

the patient’s shoulder. These fixations to the patient’s shoulder, which is the contact

point of the agent’s action, would seem to correspond to the action-relevant fixations

found during action execution, as discussed in § 3.1.2.
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5.3.3 Sequencing

Of the 296 valid trials, 162 began with a fixation to the agent, followed by a fixation

to the patient. This means that, as in the first experiment, this was the most common

starting sequence. Taking the same null hypothesis as in the previous experiment (that

observers randomly move their eyes about the scene), we calculated the likelihood

of this starting sequence occurring in 162 out of 296 trials. There are 20 possible

sequences of length two: 5 ROIs (patient, agent, other-actor, fixation-point, none) in

the first position and 4 ROIs in the second position (since we allow no repetition). If the

probabilities of any of these sequences occurring are equal then the chance of an agent to

patient sequence occurring would be 0.05. The binomial probability of this occurring

(given n = 296 and p = 0.05) is less than 0.0001. As in the previous experiment,

this sequence of eye movements would be highly unlikely if the null hypothesis, that

fixations were randomly directed, were the case. In fact, even if we choose a weaker

null hypothesis, that observers look randomly at either the agent, the patient, or at

neither, we find this result unlikely. In that case, the probability of an agent to patient

sequence occurring would be 0.167, since we have 3 ROIs in the first position, and 2

in the second position. Therefore, the binomial probability (given n = 296 and p =

0.167) would still be less than 0.0001.

When we analyse our six stimulus actions individually, we find that the same pattern

holds for each of them. An agent fixation followed by a patient fixation was the most

common starting sequence in valid trials for all actions, occurring in 27 out of 50 ‘pat’

trials, 26 out of 49 ‘poke’ trials, 28 out of 52 ‘punch’ trials, 26 out of 46 ‘push’ trials, 30

out of 53 ‘slap’ trials, and 25 out of 46 ‘stroke’ trials. Therefore, not only is it unlikely

that our original null hypothesis holds across actions, it is also unlikely that it holds

for any of the individual actions. Specifically, the binomial probability of the sequence

occurring as often as it does for each action (assuming p = 0.05) is less than 0.0001 in

all cases.

5.3.4 Analysis of verbal responses

As mentioned in Section 5.2, the actors in the stimulus videos were given names (“Bill”,

“Chris”, and “Steve” from left to right), and subjects were required to give a verbal

description of what had occurred in each video (E.g., “Bill pushed Chris”), in response

to the question “What happened?”, which was asked following the end of the video

playback. While subjects were responding, they were shown a still image of the scene
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from the stimulus video, and both their gaze direction and verbal description were

recorded.

As already mentioned in § 5.1, these verbal descriptions were collected as a pi-

loting exercise, designed to test out a protocol for gathering verbal descriptions in a

subsequent experiment. As it turned out, the protocol used in the current experiment

highlighted two problems. The first problem was related to timing. Specifically, there

was a long delay between the end of the observed action, and the time at which the

subject was required to describe that action. This delay may have allowed the subjects

to rehearse or rearrange the structure of their descriptions. The second problem related

to the preponderance of active sentences in subjects’ responses. As will be discussed

in § 6.1, one possible explanation for this is that priming of active sentences occurred

as a result of the example descriptions given during the practice trials.

However, there is still one interesting analysis we can conduct on the verbal re-

sponses. Because the subjects are presented with a scene from the stimulus video,

and because eye-movements are still being recorded during the verbal response period,

we can ask questions about what subjects were attending to as they were speaking.

This question was also addressed by Griffin and Bock (2000) in their experiment, so

we can ask whether our results replicate theirs. To this end, the verbal responses were

analysed to determine the start and end time of each word, relative to the onset of

the verbal response period. These were then aligned with the eye-movements of the

subject during that same period.

Sentence structure

The 296 valid trials were those in which the subject correctly described the action. In

order for a description to be correct, the subject had to correctly name both the agent

and the patient, in their respective roles; however the particular verb the subject used

to describe the action didn’t matter. All 296 correct descriptions were in the active

voice (whereby a sentence has a agent-verb-patient (SVO) construction, such as “Bill

pushed Chris”), and, apart from occasional differences in verb use (E.g., “hit” instead

of “slapped”, and “rubbed” instead of “stroked”) and extra information (E.g., “Bill

punched Chris on the shoulder” vs. “Bill punched Chris”), the descriptions were all

very similar.

The fact that subjects generally attended the agent and then the patient, and

then produced active sentences (i.e., with the referents in that same order), could be

seen as supporting the hypothesis that saccade sequence determines sentence structure.
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However, it provides weak support, at best. Specifically, because there is little variation

in the saccade sequences, and no variation in the sentence structure, these results

cannot show whether differences in sentence structure are attributable to differences

in saccade sequence. That is to say, without subjects attending regions in different

orders, and as a result systematically producing variant sentence structures, these

findings cannot provide sufficient evidence to accept the hypothesis.

Fixation timing in relation to word production

The most obvious analysis of the verbal response data is to ask where the subjects

were looking when they were saying the name of the agent, and when they were saying

the name of the patient. Therefore, each word in the verbal descriptions was given

a part-of-speech tag representing its role (either agent, verb, or patient), and the

words tagged agent and patient were extracted for analysis. For each of the agent and

patient words, we found the fixations (if any) which were in progress at the time when

that word started, and also the fixations directly prior and following those fixations.

Thus, for each word of interest, we had the last fixation which was completed prior to

the word onset, the fixation which was in progress at word onset, and the first fixation

begun following word onset, which allowed us to see the path that a subject’s eyes were

following as they were preparing to produce a word, and as they were producing that

word.

In the case of the agent word, the pattern is clear. As Figure 5.6 shows, for the

fixation completed prior to the onset of the agent’s name, in 46% (136 out of our 296

valid trials) the subject was looking at the agent, with a further 33% looking at the

patient. For the fixation which was in progress at the onset of the word, these ratios

had reversed, so that in 44% (131 out of 296) of trials the subject was fixating the

patient, and only 25% were still attending the agent. There was also a reasonable

proportion (22%) who were making saccades at the time of word onset, the majority

of which (about 75%) would terminate on the patient. These saccades meant that for

the fixation following the onset of the word, 55% of the fixations were to the patient.

In the case of the patient word (see Figure 5.7), we see what we would expect given

the pattern above. In the majority of the trials (60%, or 178 out of 296) the subject

was fixating the patient prior to saying the patient’s name, while in fewer than 20%

of the trials were they looking at the agent. The percentage of subjects fixating the

patient then falls away for the in-progress and following fixations (being 35% and 31%)

respectively. There is an associated increase in subjects looking at the eventual position
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Figure 5.7: The regions being fixated before (A), during (C), and immediately after

(C) the onset of the patient word. Each graph shows bars for agent, patient, and

miscellaneous fixations, with the agent and patient bars further divided into head

(green), body (purple), and hand (blue) fixations.

of the fixation point, as though they are readying themselves for the next trial.
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An interesting aspect of our paradigm that goes beyond that of Griffin and Bock

(2000) is that we distinguish between saccades to the heads of participants and to their

bodies. We can therefore ask whether there is a different pattern of saccades within

participants when the action is being observed and when a sentence reporting it is

being produced. Perhaps not surprisingly, when we look a little deeper at subjects’

fixations during the verbal response period, we see that the majority of agent fixations

are to the head of the agent, and the majority of the patient fixations are to the head

of the patient. For instance, in case of the fixation prior to the agent’s name, of the 136

agent fixations, 114 were to the agent’s head, and for the fixations prior to the patient

word, 132 of the 178 were to the patient’s head. This means, during this part of speech

at least, the patterns of attention to the agent and the patient differ from those found

during action observation (see § 5.3.2). Specifically, agent fixations are consolidated on

the head of the agent, rather than being shared between the head and the body as in

the observation phase, and patient fixations are not focussed on the point of contact

of that action (being the patient’s shoulder), as they were during observation.

A comparison with Griffin and Bock (2000)

As discussed in Section 3.3.2, Griffin and Bock (2000) suggest that building an event

description involves two stages: apprehension, when the subject is gleaning infor-

mation about an observed event, and formulation, when the subject is formulating

a description of that event. Griffin and Bock’s (2000) experiment investigated these

two stages under two conditions, extemporaneous, in which subjects gave their de-

scriptions while looking at the stimuli, and prepared, in which subjects gave their

descriptions after the stimuli had disappeared.

Our experimental setup does not allow a direct comparison with either of these

conditions, as our verbal descriptions are, by design, not extemporaneous, and Griffin

and Bock’s (2000) prepared-speech condition involved removing the stimuli prior to

the description starting. As such, our setup forms a middle ground between those

two conditions, and allows for a clearer separation of apprehension and formulation

eye-movements, whilst still examining how those eye-movements inform sentence pro-

duction. That is to say that, by strictly separating action observation from sentence

production, we can be confident that attention to referents during speech (which is

not possible during Griffin and Bock’s (2000) prepared-speech condition) is related to

sentence generation, rather than to event apprehension.

As such, it makes sense to compare results, in so far as possible, with those of Griffin
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and Bock’s (2000) extemporaneous condition. They reported that, during extempora-

neous speech, attention to entities proceeded in the order in which they were named

in the description, and that the timing of attention to an entity was tightly linked to

production of that entity’s name, with subjects attending an entity shortly before be-

ginning to name it. As a consequence of that, subjects attended the entity which would

become the sentential subject before speech onset, and then moved their attention to

the entity which would become the sentential object. Judging by the results given in

Section 5.3.4, we should expect broadly similar results.

Given that all of our verbal descriptions are active, and given Griffin and Bock’s

(2000) findings, we would expect to see more time spent in agent-region fixations prior

to subjects naming the agent, and less time after, and less time spent fixating patient-

regions before the agent is named, and more time after. Specifically, the time prior to

naming an agent is defined as being from the start of the verbal description period to

the onset of the agent’s name, and the time after naming the agent is defined as being

from the onset of the agent’s name to the offset of the patient’s name, thus ignoring

any extra information that the description contained.

As expected, we see a similar pattern to that reported in Griffin and Bock (2000).

Our subjects fixated the agent, on average, 405 ms in total before starting to utter the

agents’ names, compared to 179 ms after that point, and fixated the patient 336 ms

before starting to utter the agents’ names, versus 590 ms afterwards. Although these

numbers are less dramatically different than those report in Griffin and Bock (2000)

this may be due to our subjects having already observed the entire action prior to

starting the verbal description.

5.4 Discussion

This experiment set out to address two questions. The first of these was whether

the common sequence of attentional actions found in the previous experiment would

generalise to different situations and different actions. As §§ 5.3.1, 5.3.2, and 5.3.3 show,

this experiment generated results which were, overall, very similar to those found in

the previous experiment. This suggests that the effects found in the first experiment,

in terms of sequencing and timing of fixations, are robust across a number of different

actions. That is to say that, even though we now have a more complex agent/patient

relationship (in that the potential agents of an action and the potential patients of

that action are the same), and more varied actions (poking, pushing, punching, etc.
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in this experiment, versus grasping in the previous experiment) subjects still attended

the same parts of the stimuli at roughly the same times.

The second question we sought to address was how eye-movements during action

observation relate to verbal descriptions of those actions. To that end, this experiment

required subjects to describe verbally the episodes they observed. This allowed us

to investigate whether the pattern of eye-movements during speech production corre-

sponded to the sentence structure produced. As discussed in § 5.3.4, we can see some

similarity in the fact that subjects commonly attended first the agent, and then the pa-

tient of an action, and then produced active description sentences, which named those

entities in the same order. However, as also mentioned, this provides only weak support

for a link between eye-movements during action observation and sentence structure.

Specifically, because all of the produced descriptions were in the active voice, there is

no evidence that variations in the sequence of attentional actions systematically lead

to variations on the produced sentence structure.

In order to strongly support the hypothesised link between attentional actions and

sentence structure, it must be the case that, not only do observers produce active

sentences in situations where they attend the agent before the patient, they must also

produce sentences that are in some way different from active sentences in situations

where they attend the patient before the agent. To that end, Chapter 6 introduces a

modified version of this experiment, which was designed to produce saccade sequences

that should result in passives if this hypothesis is correct.
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Chapter 6

Experiment Three: An

investigation into observers’ verbal

descriptions of visually observed

transitive actions

6.1 Introduction

Although Experiment 2 showed that the findings regarding attentional sequences gen-

eralised to a number of different actions, and although it allowed us to show that we

could collect verbal descriptions of actions, there were some issues with the experimen-

tal procedure which we needed to remedy.

Recall that the working hypothesis is that changes in the order of attentional eye-

movements will lead to systematic changes in the structural or temporal properties

of the verbal descriptions. One possible structural difference would be in the form of

active/passive alternation. However, in Experiment 2, our subjects uniformly produced

active verbal descriptions. As discussed in § 3.3.2, active sentences are the default

syntactic structure, and are produced in the vast majority of utterances. Passive

sentences, on the other hand, are produced less frequently, and tend to only be used as

necessary to highlight relevant information in a sentence (Steedman, 2000). In other

words, although the sentence “Chris was pushed by Steve” is likely to be given in

response to the question “Who was Chris pushed by?”, it is unlikely to be used to

describe a particular episode in a neutral informational context. As a consequence,

given that our response-eliciting question (“What happened?”) was specifically chosen
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to not bias subjects towards a particular sentence structure, it is perhaps unsurprising

that our subjects produced no passive descriptions.

Furthermore, because the example sentences presented in the practice trials of Ex-

periment 2 were uniformly active, there is a likelihood that syntactic priming had

occurred. Syntactic priming (Branigan, Pickering, Liversedge, Stewart, and Urbach,

1995) is the idea that processing a particular syntactic structure in a sentence facil-

itates the processing (and therefore, the production) of that syntactic structure in

subsequent sentences. In our case, because the example sentences were active, if this

priming occurred, then the (already high) probability of subjects producing active sen-

tences would be further increased, thus reducing the probability of passive sentence

production to almost zero.

Another issue with the set up of Experiment 2 related to the delay between the

completion of the action, and the production of the description. Because of this delay,

it is possible that, regardless of how the subject observed the action, they used the

delay to “normalise” the description into an active sentence.

Thus, a third experiment was devised, which sought to address these issues. This

experiment was similar to Experiment 2 in many ways, and used the same basic setup,

and the same stimulus videos. Given the discussion regarding active and passive sen-

tences, above, it is worth focussing on a particular part of that setup. In these experi-

ments, there are four possible agent/patient pairings: left actor/middle actor, middle

actor/left actor, middle actor/right actor, and right actor/middle actor. Each of these

pairing occurs equally often, and therefore a consequence of this setup is that, even

though there are three actors, the middle actor will be the agent in 50% of the trials.

Furthermore, because the two outside actors can only act upon the middle actor, in

the 50% of trials in which he isn’t the agent, he will be the patient. Therefore, the

middle actor will be involved (either as agent or patient) in every trial the subjects

observe. This was done intentionally, in order to make the middle actor more of a

natural focus for visual attention, in such a way that it would bias observers towards

generating attentional sequences which began with the middle actor. As mentioned in

§ 3.1.5, subjects in Rotman et al.’s (2006) first experiment made an optimistic saccade

to the closer of two potential reach targets, and then made a further saccade to the far

target, if required. Assuming such optimistic saccades are a common strategy, if our

subjects know that the middle actor will be involved in every stimulus video, then it

seems likely that they will attend to that actor first, even prior to knowing what role

this actor has in the current episode. If this indeed is the case, then we would expect
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to see two common types of attentional sequence: one in which subjects attend first to

the middle actor and he is the agent of the action, and another in which subjects attend

first to the middle actor, but in which he is the patient. Our interest is in whether this

second type of sequence creates a bias towards passive sentence production.

As well as the similarities to the previous experiment, there were two important

differences. Firstly, the example sentences which were presented to the subject during

practice were randomly active or passive. We thus went out of our way to prime the

production of passive sentences, hopefully making it easier for them to produce passives.

Of course by biasing subjects towards passives we are creating a somewhat unnatural

situation, since passives are quite uncommon in normal language–but this bias is held

constant, so we can still consider whether other factors (in particular saccade sequence)

are influential in determining whether subjects produce actives or passives.

The second change related to the timing of the verbal description. Although we did

not ask subjects to generate an extemporaneous response (whereby subjects would be

instructed to give the description as soon as they are able), in order to avoid confusing

eye-movements relating to action-observation with those relating to sentence planning,

the start of description period was shifted to immediately following the completion of

the observed action. This has two benefits: firstly, it should lessen the subject’s ability

to “normalise” the description into a standard (active) form, and, secondly, it should

give a more accurate idea of difficulty in terms of sentence production.

This second point is vital because, although it is possible that the differences in ver-

bal descriptions related to different observation patterns will be as obvious as changes

to the “voice” of the description, it is perhaps more likely that any effects will be sub-

tle. The high preponderance of active sentences in normal speech suggests that active

voice is an overwhelming default, and that it may be applied even in cases where it is

not the most natural fit. In such cases, however, one would expect the production of

an active sentence to be more difficult, and to result in a reduction in fluency, and thus

a change in fluency measures such as production speed, and accuracy. The hypothe-

sis, assuming the presence of these disfluencies, would then be that a given pattern of

observation has a matching pattern of speech, and that if subject gives a description

that doesn’t match the observation pattern, there will be an increase in the disfluency

of that description.

One final note about the current experiment. As discussed in § 3.3.2, passive

sentences differ from active sentences in two respects: firstly their subject expresses

the patient of the described action, rather than the agent; secondly the patient
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appears first in the linear order of the sentence. Our interest is in the first of these

distinctions, rather than the second: we are testing the hypothesis that the subject of

the sentence matches the first-attended participant, not that the first-occurring noun

phrase does so. However, because we are only studying English-speaking subjects, we

cannot distinguish between these two cases.

6.2 Methodology

6.2.1 Participants, equipment and materials

There were 17 participants (8 female), with a mean age of 29.0 (range 20-55), all with

normal or corrected-to-normal visual acuity, and all naive to the hypotheses of this ex-

periment. The stimulus videos were recorded at 25 Hz, and were presented on a 405 mm

(720 pixel) wide by 303 mm (576 pixel) high CRT monitor refreshing at 100 Hz, placed

610 mm in front of the observers eyes. Eye movements were recorded monocularly at

1250 Hz via video-oculography using an iView X Hi Speed (SMI, Berlin).

As already mentioned, the setup of this experiment was similar to that of Experi-

ment 2, and it used the same 24 stimulus videos. There were, however, two important

changes. Firstly, each video was shortened such that the video ended as soon as the

action was complete, rather than extending some time past that point, and secondly,

the practice trials were altered slightly to include roughly equal numbers of active and

passive example sentences. We also asked subjects to give their verbal description as

quickly as they were able.

6.2.2 Procedure

At the beginning of each session, gaze position was calibrated using the iView X soft-

ware. This initial calibration involved the observer fixating each of 13 calibration

targets distributed uniformly over the entire screen. Furthermore, prior to each trial,

the ongoing maintenance of accurate calibration was monitored by having the subject

fixate five calibration target points in a more restricted region encompassing the re-

gions of interest (ROIs). If gaze position did not match one or more of the targets

then the full calibration process was repeated prior to continuing with the trial. In

practice, most subjects did not require re-calibration. At the beginning of each trial,

the subject again fixated each of the five calibration targets, presented for 1000 ms

each in a random order every trial. This gaze data was recorded as a permanent record
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of objective calibration quality for each trial. Calibration targets were much smaller

(16 x 16 pixel) than the regions of interest used in the analysis. Hence any undetected

calibration errors could contribute to erroneous ROI assignment only in the case where

fixations were very close to the borders of adjacent ROIs.

Following the preliminary calibration, subjects were “introduced” to the actors, as

in Experiment 2, and then they proceeded to the practice trials. The subject was

then given ten practice trials to become accustomed to the task. The practice trials

differed from those in Experiment 2, because, apart from the first example description,

which was always active, the examples were randomly active (“Bill punched Chris”)

or passive (“Chris was punched by Bill”). Following those ten practice trials, the test

trials began.

A single trial ran as follows:

1. The subject was given control of the start of the trial; when they were ready,

they pressed the space bar to begin. The first frame of the video stimulus was

shown as a still for 2500 ms. The observer was instructed to freely explore the

scene with their eyes during this period, allowing them to become accustomed to

the scene. We assume that most eye movements occurring while the action was

under way should therefore be related to the process of action perception rather

than scene perception.

2. A small (16x16 pixel) red fixation target was overlaid on the still frame, in the

bottom centre of the screen, for a variable delay of 900-1300 ms. The observer

was asked to fixate this target when it appeared so that there was a constant gaze

position at the beginning of each trial. Any trial which began with the observer

not fixating the target location continued but was discarded from analysis.

3. The fixation target disappeared and the video began to play. The observer was

free to move his/her gaze so as they saw fit. That is, no instructions were given

as to what they should do during this period. They were only told that they

would need to be able to describe what they had observed.

4. Each video stopped as soon as the action was complete.

5. A beep sounded, and the video was replaced with a still image of the scene, with

the words “What happened” overlaid. The subject gave a verbal description of

what they had observed, and then pressed the space bar to finish the trial. The

verbal description was recorded.
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6. Calibration quality was checked and the next trial commenced.

6.3 Results: saccade sequences during action ob-

servation

Each subject participated in one block of 24 trials. Thus there were a total of 408 trials

recorded. Of these, 86 trials were discarded because the subject wasn’t fixating the

fixation point at the start of the trial; and 7 trials were discarded because the subject’s

description of the scene was incorrect with respect to either the agent or the patient

of the action. This resulted in 315 valid trials.

We used the same ROIs as in the previous experiment (see § 5.3), and ran the same

analyses for these trials as for the preceding experiments. The results are presented in

the following sections.

6.3.1 Anticipation

Stimulus onset

Reach start

Reach end

A

B

C

Time between event and fixation upon target (ms)
−1000 0 1000 2000 3000

Figure 6.1: The time at which the observer began to fixate the target relative to

different events in a trial. A shows target fixations relative to stimulus onset; B,

target fixations relative to the start of the agent’s reach; C, target fixations relative to

the time at which the agent’s hand reached the target. Negative times indicate that

the fixation reached the target prior to that event occurring. The histograms indicate

the distribution of all trials.

Figure 6.1 shows the timing of fixations in the patient region, relative to important

stimulus events. As in our previous experiments, our observers’ saccades anticipated

the agents’ movement. In 289 (91.7%) of our 315 valid trials, the subject fixated the
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target at some point during the recording process. Of these, 208 (71.9%, or 66.0%

of total valid trials) were anticipatory fixations, where the subject fixated the target

prior to the actor’s hand reaching it. As we did in § 5.3.1, we can also look at those

saccades-to-target which subjects must have begun to plan in advance of the agent’s

hand reaching the target. When we include the time required to plan (about 200 ms)

and execute (47.0 ms on average in this experiment) saccades, we find that, in 251

trials (87.0% of those which contained a target fixation, or 80.0% of total valid trial),

subjects must have begun planning a saccade to the target in anticipation of the agent’s

hand reaching it.

6.3.2 Temporal structure of saccades
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Figure 6.2: The number of fixations in each Region of Interest over time. Each point

represents the total number of new fixations of all valid trials, occurring in a particular

bin (bin size = 250 ms), that fell within each region. The shaded area shows the zone

during which all reaches were completed.

As Fig. 6.2 shows, there is a similar characteristic pattern to the binned data to the

previous experiments. From shortly after stimulus onset to about 500 ms, as subjects

move their fixation from the fixation square, the majority of fixations are in the agent

ROI. After the 500 ms mark, observers have worked out the patient of the action,

and, from then on, the majority of fixations fall on the patient ROI. The particular

agent and patient regions being fixated were also similar to the previous experiment.

Specifically, the agent fixations were spread across agent regions, with the greatest
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number in the first bin (78 out of 157) falling on the agent’s body, and the greatest

number in the second bin (74 out of 155) falling on or near the agent’s shoulder. The

patient fixations are once again much more clear cut, with the majority, in both the

second bin (108 out of 144) and the third bin (127 out of 143) falling on the patient’s

shoulder.

6.3.3 Sequencing

Of the 315 valid trials, 154 began with a fixation to the agent, followed by a fixation to

the patient. This, again, was the most common starting sequence. Taking the same null

hypothesis as in the previous experiments, we calculated the likelihood of this starting

sequence occurring in 154 out of 315 trials. There are 20 possible sequences of length

two: 5 ROIs (patient, agent, other-actor, fixation-point, none) in the first position and

4 ROIs in the second position (since we allow no repetition). If the probabilities of any

of these sequences occurring are equal then the chance of an agent to patient sequence

occurring would be 0.05. The binomial probability of this occurring (given n = 315 and

p = 0.05) is less than 0.0001. Even if we take the weaker null hypothesis, introduced

in § 5.3.3, that observers look randomly at either the agent, the patient, or at neither,

the binomial probability of 162 agent to patient sequences occurring (give n = 315 and

p = 0.167) is less than 0.0001. Thus, this sequence of eye movements would be highly

unlikely if either of our null hypotheses were the case.

6.4 Results: verbal responses

As in the previous experiment, the valid trials were those in which the subject correctly

described the action, including naming the agent and the patient in their respective

roles. However, not all of the valid trials in this experiment had an analysable verbal

description. Out of our 315 valid trials, three had verbal descriptions which contained

the right answer at some point, but were otherwise unsuitable for analysis due to

problems with timing. Thus, we were left with 312 trials for analysis, of which 288

were active, and 24 were passive. Clearly we were somewhat more successful in eliciting

passive sentences than in the second experiment, but the proportion of passives in

relation to actives is still very low – so our comparisons will be between two groups of

very different sizes.

In terms of analysis, we were interested in the relationship between the verbal de-

scription, and the corresponding eye-movements performed by the subject. Specifically,
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there were two hypotheses we were trying to test. The more important of these was

that there is a relationship between the eye-movements during episode observation and

the structure of the sentence produced to describe that episode. The other hypothesis

was that during sentence production, actors that were involved in the episode would

be fixated immediately before their name was produced, as in Griffin and Bock (2000).

We will consider this second hypothesis first, before discussing the more general rela-

tionship between eye-movements and sentential structure.

6.4.1 Eye movements during sentence production

Firstly, as before, we were interested in where the subjects were looking when they

were saying the name of the agent, and when they were saying the name of the patient.

Because the order in which a subject’s eyes would move is likely to depend on the voice

of the description, we first divided the trials into active and passive, and separately for

each group we found the fixations (if any) which were in progress at the time when that

word started, and also the fixations directly prior and following those fixations. This

allowed us to see the path that a subjects eyes were following as they were preparing

to produce a word, and as they were producing that word.
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Figure 6.3: The regions being fixated before (A), during (B), and immediately after

(C) the onset of the agent word. Each graph shows bars for agent, patient, and mis-

cellaneous fixations, with the agent and patient bars further divided into head (green),

body (purple), and hand (blue) fixations.

For the active voice sentences, the pattern is similar to that of the previous experi-
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ment. The fixation completed prior to the onset of the agent’s name was on the agent

in 53% (152 out of our 288 trials), with a further 34% looking at the patient. For the

fixation which was in progress at the onset of the word, there was a movement away

from the agent to the patient, so that in 37% (107 out of 288) of trials the subject was

fixating the patient, and 36% were attending the agent, with a further 23% making

saccades. For the fixation following the onset of the word, 59% of the fixations were to

the patient. In the case of the patient word, we again see patient fixations dominat-

ing, and slowly tailing off, with the percentage of trials with patient fixations before,

during, and after the patient word being 65%, 48%, and 45% respectively.
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Figure 6.4: The regions being fixated before (A), during (B), and immediately after

(C) the onset of the patient word. Each graph shows bars for agent, patient, and

miscellaneous fixations, with the agent and patient bars further divided into head

(green), body (purple), and hand (blue) fixations.

It is interesting to note that subjects in this experiment seem to lag those in the

previous experiment, in terms of reliably arriving at the agent region before the onset

of the agent word, and in terms of moving on to the patient region following agent

word onset. Although this could be due to many factors, one possible explanation is

that by shortening the time subjects had to rehearse their descriptions (by ending the

stimulus videos as soon as the actions are completed, rather than letting them run on)

we may have also affected the attentional sequence they follow when producing that

description. This possibility will be discussed in more detail in Section 6.5.1.

The passive voice sentences, perhaps unsurprisingly, give us very much the opposite

111



result. For the patient word (which in a passive sentence is the subject), we find that

in 15 of our 24 trials, the prior fixation was to the patient, and in 6/24 trials, the

prior fixation was to the agent. In 9/24 trials, as the utterance started the subject was

saccading, with a further 7/24 fixating each of the agent and patient regions. After

the word had started the majority (18/24) had moved to the agent. The agent word

fixations in the passive voice case pattern very much like the patient word fixations in

the active voice case, starting out high (16/24) in the case of the fixation before the

utterance, and decreasing through the other two cases (12/24 in both).

Again, when we look a little deeper at subjects’ fixations during the verbal response

period, we see that the majority of agent fixations are to the head of the agent, and

the majority of the patient fixations are to the head of the patient. In the case of the

fixation prior to the agent’s name in active descriptions, for example, 107 out of 123

agent fixations were to the agent’s head, and for patient fixations prior to the patient’s

name (again in the active voice trials), 130 out of 176 are to the patient’s head. Once

again, these differ from fixations during action observation (see § 6.3.2), due to the

concentration of fixations on the heads of the agent and patient.

As mentioned in Section 5.3.4, our experimental setup does not allow a direct

comparison with Griffin and Bock (2000)’s findings regarding the linkage between ap-

prehension and formulation, because our verbal descriptions are not extemporaneous.

However, as compared to the previous one, this experiment greatly reduced the sub-

jects’ preparation time. Therefore, we can try to replicate another of Griffin and Bock

(2000)’s findings, namely that it is the role of an entity in the sentence (either sub-

ject or object) rather than in the action (either agent or patient) that determines the

timing of fixations. In other words, in an active sentence we would expect subjects to

fixate the agent of the action most before naming the agent, and then to fixate the

patient, whilst in a passive sentence (where the subject is the patient of the action),

we would expect the opposite.

Again we divided our trials based on the voice of the description, and analysed

each group separately. The active sentences show a very similar pattern to those of

the previous experiment, with subjects fixating the agents for longer before starting

to utter the agents’ names (428 ms on average), than after (272 ms on average), and

fixating the patient less before starting to utter the agents’ names (230 ms on average)

than after (641 ms on average). In support of Griffin and Bock’s (2000) finding, the

passive sentences show the opposite pattern. That is to say that our subjects fixated

the patient more (443 ms on average) before starting to utter the patients’ name, than
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after (330 ms), and fixated the agent less before starting to utter the patients’ names

than they did after (293 ms vs. 871 ms).

6.4.2 The relationship between eye movements during action

observation and sentence structure

Correlation of observation patterns and sentence voice

The two most common starting fixation sequences during observation of our video stim-

uli are Agent→Patient, and Patient→Agent, which account for 154 and 91 of the 315

valid trials respectively. An obvious first question, therefore, is whether these patterns

correlate directly with the voice of the verbal description. In other words, are active de-

scriptions correlated with Agent→Patient observations, and passive descriptions with

Patient→Agent observations, or vice-versa?

As already mentioned, in normal speech active sentences are vastly more common

than passive ones, and so it was with our subjects. Although we attempted passive

priming, the overwhelming majority of verbal descriptions were in the active voice. Not

only that, but the priming acted differentially on different subjects: some produced

no passives at all, whilst one (subject 2) produced passives in 22 out of 24 test trials.

However, many of that subject’s trials were excluded from the analysis because they

were invalid, so we did not have an opportunity to study this subject’s eye movements

by themselves. In fact, only 8 of the passives generated by this subject are included in

the tally of passives to be analysed1.

In total there were 24 valid and correct passive descriptions, which is considerably

fewer than the number of Patient→Agent observations, which suggests that there is

no correlation. In fact, when we look at those trials with passive descriptions, we find

that 13 out of the 24 were Agent→Patient observation trials. That is to say, there is

no evidence for a relationship between passive verbal descriptions and those trials in

which the patient was attended first.

Fluency in sentence production

Given that there is no direct correlation between the pattern of attention during action

observation and the voice of the subsequent description, it is interesting to ask whether

1Although subject 2 was clearly unusual, in terms of both high production of passives and low

successful completion of trials, the inclusion or exclusion of that subject’s data has no effect on our

overall results.
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subjects had more difficulty producing active sentences in trials with Patient→Agent

observations, than they did in trials with Agent→Patient observations. The idea is

this: if there is some correlation between the order of attention and the form of verbal

description, then, in those cases in which they attended the Patient first, but produced

an active sentence, subjects must have performed some post-observation normalisation

to produce an active sentence. If this is the case, we might expect the subjects to

be slower to produce a description. This would manifest itself in either a delay in

speaking, or in slow speech production (or both). As such, we were interested in

subjects’ speech-onset times, and their rates of speech. We might also expect to see

an increase in disfluencies in trials in which the subject attended the Patient first and

produced an active description, versus those trials in which the subject attended the

Agent first, and produced an active description.

To this end, as well as transcribing the descriptions, we also recorded measures of

fluency. Specifically, we measured the onset and offset times of the speech episode,

the rate of speech, and also any disfluencies in the description. The disfluencies we

recorded were filled pauses (where the subject uttered “Um”, “Uh”, or similar during

their description), unfilled pauses (where the subject paused long enough to break the

flow of speech), repairs (where the subject self-corrected during the description), and

restarts (where the subject broke off a description, and started again from scratch).

Observation patterns and disfluencies

In order to compare fluency across conditions, we labelled each trial as either Active

or Passive, depending on the voice of the verbal description, and as either Agent-

Patient, Patient-Agent, or Other, depending on the pattern of observation during it.

We then compared the average times, and average numbers of disfluencies for each

combination of subject, voice (active or passive), and observation type (Agent-Patient,

etc.). Slower onset times or rates of speech, or higher numbers of disfluencies for a

particular combination would seem to indicate that that form of verbal description

was relatively more difficult to produce for that pattern of observation.

Because we are particularly interested in the effect of observation pattern on sen-

tence production in active sentences, and because of the difficulty of analysing passive

sentences due to their paucity, we restricted our analysis to only those trials with active

descriptions. Firstly, we compared the onset times and speech rates for each observa-

tion pattern. Figure 6.5 shows the onset time for each observation pattern. The onset

time is the time between the start of the verbal response period, and the first utterance

114



of the subject. Note that this is insensitive to whether that first utterance is meaningful

or not.
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Figure 6.5: Speech onset times for each of the three observation patterns. The whiskers

and the boxes illustrate range and interquartile range respectively, whilst the black line

gives the median. The black crosshair gives the mean, and small black dots indicate

the location of outliers in the data.

Because the descriptions we are analysing are all active sentences (and, therefore,

uniformly “agent verb patient” in structure), the speech rate is represented by the time

from the onset of speech, to the offset of the name of the patient of the action. This

means that it includes any pauses, repairs, and restarts that the subjects may have

produced while trying to describe the actions. As such it is something of an holistic

measure of speech production difficulty. Figure 6.6 shows the duration for each of the

observation patterns.

The two important observation patterns for our purposes are Agent→Patient and

Patient→Agent, and thus, what follows will focus on those. What is immediately

obvious is that, although there are small differences in the range of onsets and durations

for those observation patterns, there seems to be no significant difference in either

the mean, or the median. More precisely, a one-way ANOVA shows no statistically

significant effects of observation pattern on speech onset (F(2, 285) = 0.28, P = 0.75)

or speech duration (F(2, 285) = 0.28, P = 0.76). Another factor, however, that must be

taken into account is that subjects may vary widely (and consistently) in how quickly

and fluently they produce speech. That is to say that some subjects may be vastly

slower to produce speech, even when there is no difficulty involved. Thus, to get a clear
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Figure 6.6: Speech durations for each of the three observation patterns. The whiskers

and the boxes illustrate range and interquartile range respectively, whilst the black line

gives the median. The black crosshair gives the mean, and small black dots indicate

the location of outliers in the data.

picture of whether observation pattern affects difficulty, we need to investigate what

differences are merely down to the trial subjects.

Table 6.1 shows the speech durations for each subject, broken down by observa-

tion pattern. As we can see, although there are differences between subjects, the

differences are reasonably systematic. That is to say that, for instance, Subject 1 is

slower than Subject 3 in general, and also in each specific condition. Importantly,

apart from Subject 4 (who, as evidenced by Table 6.2, performed poorly in general) in

Agent→Patient trials, the mean speech duration for each observation pattern, for each

subject, fell within one standard deviation of the overall mean speech duration for that

subject. This suggests that no particular observation pattern had a marked impact

on a subject’s rate of speech, and, unsurprisingly, an ANOVA shows no statistically

significant effects of the interaction of subject and observation pattern (F(28, 242) =

1.01, P = 0.46).

As briefly mentioned above, there is a substantial difference in the number of valid

trials per subject. In fact, as illustrated by Table 6.2, there seems to be something of a

dichotomy between those subjects who performed the task well (Subjects 1 and 3, for

example), and those who did not (Subjects 2 and 4, for example). It is possible that

those subjects who performed poorly overall also performed poorly on individual trials,

which could have a skewing effect on the speech onset and duration times presented
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Subject N Mean SD AP Mean PA Mean Other Mean

1 24 1549875.00 419998.71 1411660.71 1621750.00 1602182.69

3 23 921076.09 114120.27 910637.50 910500.00 958875.00

4 4 2668000.00 251059.21 2999875.00 2557375.00

5 22 947261.36 169552.06 971839.29 887375.00 932375.00

6 23 1384005.44 335418.34 1369420.46 1427791.67 1366958.33

7 23 1216510.87 158902.27 1275550.00 1091303.57 1207375.00

8 19 1825276.32 680784.45 1742769.23 2154875.00 1702375.00

9 22 1172272.73 216081.84 1244509.62 1083208.33 1037375.00

10 24 1505817.71 233763.86 1406000.00 1565946.43 1565500.00

11 8 1677375.00 618052.82 2228625.00 1122375.00 1567875.00

12 20 1172375.00 248494.15 1148486.11 1141660.71 1279875.00

13 17 1400764.71 255551.91 1507375.00 1326137.50

14 23 1538793.48 148924.84 1554490.39 1479875.00 1576156.25

15 7 1149517.86 141924.49 1227375.00 1114375.00 1247375.00

16 24 1126963.54 250455.27 1180946.43 1035500.00 1061979.17

17 5 1082375.00 175098.19 964875.00 1163625.00 1059875.00

Table 6.1: The mean speech durations for each subject. The columns represent the

number of valid trials with active descriptions (N), the mean duration of those trials

(Mean), the standard deviation for those trials (SD), and the mean durations for each

of the three observation patterns (Agent→Patient Mean, Patient→ Agent Mean, and

Other Mean). The single bold value highlights the only observation pattern mean

which falls outside of one standard deviation from a subject’s overall mean. Note:

gaps in the table indicate that there were no valid trials of that type for that particular

subject, and Subject 2 is omitted completely, as he/she had no valid trials with active

descriptions.

Subject 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17

Valid trials 24 8 24 9 24 23 23 21 22 24 11 29 24 23 7 24 5

Table 6.2: The number of valid trials for each subject

above. In order to judge whether the less successful subjects had a deleterious impact on

our results, we re-examined the speech onset and durations with the poorly performing

subjects excluded. Practically, what this meant was that a trial was only included
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for analysis if the subject of that trial had at least 18 valid trials, out of 24 (75 %).

Subjects who met that criteria will, hereafter, be referred to as good subjects.
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Figure 6.7: Speech onset times for each of the three observation patterns, for those

subjects who produced at least 18 valid trials. The whiskers and the boxes illustrate

range and interquartile range respectively, whilst the black line gives the median. The

black crosshair gives the mean, and small black dots indicate the location of outliers

in the data.

Figures 6.7 and 6.8 show the good subjects’ speech onset, and speech duration,

respectively. Comparing with Figures 6.5 and 6.6 we can see that, apart from very

superficial differences, the results are nearly identical. This suggests that, although

they may have performed poorly overall, the less successful subjects were not unduly

influencing our results. This is borne out by a one-way ANOVA which still shows no

statistically significant effect of observation pattern on either speech onset (F(28, 261)

= 0.69, P = 0.51), or speech duration (F(28, 261) = 0.64, P = 0.53) for only those

good subjects.

When we turn our attention to disfluencies, we find that for active sentences there

are very few produced. In only 39 out of our 288 target trials (those which were valid

and correct, and which had active descriptions) did we register any sort of disfluency,

although in some of those 39 there were two distinct disfluencies. More specifically,

there were a total of 46 recorded disfluencies. These were shared between the different

observation patterns, with 20 occurring in the 140 Agent→Patient trials, 11 occurring

in the 84 Patient→Agent trials, and 15 occurring in the 67 “Other” trials. Although

there are too few to perform meaningful statistics, the proportionate split between
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Figure 6.8: Speech durations for each of the three observation patterns, for those

subjects who produced at least 18 valid trials. The whiskers and the boxes illustrate

range and interquartile range respectively, whilst the black line gives the median. The

black crosshair gives the mean, and small black dots indicate the location of outliers

in the data.

the Agent→Patient, and Patient→Agent trials suggests that these disfluencies are a

chance occurrence, rather than being specifically related to the difficulty of producing

a particular type of verbal description.

6.4.3 An analysis of patient-first saccade patterns

The above results (especially those in Section 6.4.2) fail to support the hypothesis that

changes in the order of attentional eye-movements will lead to systematic changes in

the structural or temporal properties of the verbal descriptions. Specifically, although

we were able to influence subjects so that they first attended the patient of an action,

we found neither a commensurate increase in the number of passive sentences pro-

duced, nor any evidence of increased difficulty in production of active sentences. This

suggests that the hypothesis is incorrect. However, such a conclusion assumes that

the Patient→Agent trials provide the data necessary to evaluate the hypothesis, but a

closer look at those trials suggests that this may not be the case.

Figure 6.9 shows the onset times of the first middle-actor fixation in a trial, relative

to the onset of movement of the agents hand in that trial’s stimulus video. As can be

seen, the middle-actor fixations begin very shortly after (or, in some few cases, before)

119



Agent of action

Ti
m

e 
(m

s)

−50

0

50

100

150

200

250

300

350

400

450

500

left-actor middle-actor right-actor

Figure 6.9: Onset time of fixations to the middle-actor for each possible agent. The

times are relative to the onset of the movement of the agent’s hand at the beginning

of the action. The whiskers and the boxes illustrate range and interquartile range

respectively, whilst the black line gives the median. The black crosshair gives the

mean, and small black dots indicate the location of outliers in the data.

the onset of the agent’s movement. If you factor in fixation planning time (on the order

of 200 ms) and execution time, then it becomes clear that many of these fixations are

timed to the start of the trial, and are entirely independent of the action occurring in

the stimulus video. This is not surprising (in fact, it is part of what we were trying

to achieve), and is in line with Rotman et al.’s (2006) suggestion that observers may

fixate a “default target” in action observation tasks. In our experiment, because the

middle actor was either the patient or the agent of every trial, this could be due to the

subjects systematically trying to minimise work in each trial, or it could be that the

subjects habituated to looking at the middle actor because he was the actor in half of

the trials. In either case, the systematic nature of the initial fixation suggests another

possible interpretation of these results.

An initial middle-actor fixation occurred in 249 of our 315 valid trials. However,

because this fixation is timed to the start of the trial in many cases, we can not be

certain whether it is meaningful in terms of action observation, or whether it is simply

habitual. This becomes important because many (54, out of 91) of our Patient→Agent

trials are actually Patient→Agent→Patient trials. This could mean that, although

subjects are fixating the patient at the onset of the action, this fixation isn’t part of

the process of action observation. This would explain the systematic reattention to
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the Patient as the third saccade in these cases. On this hypothesis, the initial patient

fixation is a dead-end: when the observer identifies that the agent is a different actor,

s/he saccades to this actor and starts the action recognition process again, attending

back to the patient in the normal way, albeit perhaps with a slight delay due to the false

start. If this were the case, then the initial patient fixations would be meaningless, in

terms of understanding the observed action, and it would be the following agent fixation

which signalled the start of the action-related attentional sequence.

In fact, if we examine the Patient→Agent trials, we can see a difference between

those which are actually Patient→Agent→Patient trials, and those which are not.

Specifically, although each of the 91 trials in question begins with a patient fixation

at about the same time, the duration of that fixation, and the timing of subsequent

fixations, differs markedly between the 54 Patient→Agent→Patient trials and the 37

Patient→Agent trials. As can be seen in Figure 6.10, the initial fixation is considerably

shorter in the Patient→Agent→Patient trials, and is followed by a short agent fixation,

and then a second, longer, patient fixation. This pattern suggests that those trials,

rather than being Patient→Agent trials, may actually be Agent→Patient trials, which

happen to contain an initial, habitual, patient fixation. Such an interpretation leads

to two important consequences. Firstly, if the Patient→Agent→Patient trials are, in

fact, Agent→Patient trials, then they are not providing evidence against the hypothesis

linking attentional eye-movements with sentential structure. That is so say that, if we

include these trials as examples of the canonical Agent→Patient sequence, then the

dominance of active sentences is exactly what we would expect given our hypothesis.

Of course, this would mean that further experiments are required to try to generate

divergent attentional sequences.

The second consequence of this interpretation is that it speaks strongly to the

robustness of the Agent→Patient sequence as the default attentional sequence. Specif-

ically, it suggests that this saccade sequence is so canonical that, even though we were

able to bias observers to saccade to one particular actor, as soon as they realised that

he was not the agent of the action, they performed a saccade to the actual agent. That

is to say that, even though we were trying to force observers into a different atten-

tional sequence, they reverted to the canonical one. In this way, these results can be

seen to strengthen the finding that there is a canonical sequence of attentional actions

associated with episode apprehension.

On the other hand, although the results do not disprove the second hypothesis,

they certainly don’t confirm it either. The fact that we were able to influence subjects’
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Figure 6.10: The average time-course of Patient→Agent→Patient trials (top) and

Patient→Agent trials (bottom). The coloured bars indicate the mean onset time (rel-

ative to the start of the trial) and duration of the labelled fixations.

observation patterns in some cases, without also influencing the corresponding verbal

descriptions, suggests that either the relationship between actions of attention and

language is more subtle than was allowed for in our hypothesis, or that the changes to

subjects’ attentional patterns were not sufficient to affect their linguistic processing.

In any case, as we have shown, the attentional action/verbal description relationship

is not so simple.

6.5 Discussion

6.5.1 Comparing experiments two and three

Even though we did not find evidence to support our second hypothesis, it is still

worth discussing the results we obtained in our experiments, and in particular looking

at the similarities and differences we found between experiments two and three. The

results from those two experiments are broadly similar; subjects attended the same

locations at roughly the same times, and then overwhelmingly produced active event

descriptions.

In both experiments, subjects were likely to fixate the patient of the action at some

stage during the stimulus video, with the majority of such fixations being anticipatory.

That is to say that, as suggested by Flanagan and Johansson (2003) and by the results
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of our first experiment, subjects were able to predict the target of an action, and there-

fore make a saccade to that target prior to the agent’s hand reaching it. Furthermore,

in both experiments subjects tended to follow a similar pattern of attention actions,

attending first to the agent of the action (generally, to the agent’s head), and then

to the patient. These agent and patient fixations occurred at similar times in both

experiments. This again supports the results of our first experiment, and is similar to

the results found in action execution studies (e.g., Land et al. (1999); see § 3.1.2 for

further discussion).

Subjects in both experiments heavily favoured active event descriptions. It is un-

known whether this was because active descriptions were primed (especially in exper-

iment two), because subjects dispreferred passives (two subjects in experiment three

said they had been taught to not use the passive voice), or just because the active voice

is overwhelmingly more common in normal English speech. In any case, the majority

of the passive sentences produced were produced by only a few subjects, with most

using the active voice exclusively.

There was also similarity between the experiments in terms of the attentional ac-

tions which corresponded to the verbal descriptions. In both experiments, subjects

fixated each actor involved in an action shortly before naming them. That is to say

that, in an active sentence, subjects started fixating the agent a short time before

starting to speak the agent’s name, and similarly for the patient. Furthermore, in both

cases, analysis of the amount of time spent fixating the agent and the patient prior

to, and after, the onset of the agent’s name gave results comparable to those in the

formulation phase, as reported by Griffin and Bock (2000).

However, it is in the correspondence between fixating and naming actors that we see

the biggest difference between experiments two and three. Specifically, as mentioned

in § 6.4.1, fixations to an actor started closer to the onset of that actor’s name in

experiment three than they did in experiment two. Although this could be due to

many factors, it is worth thinking about the difference in methodologies which might

have given rise to it. The biggest difference between the two experiments is to do with

the end point of the video stimuli. In experiment two, each stimulus video continued

for a few seconds after the end of the action, whereas in experiment three, each video

stopped as soon as the action was complete. This meant that, in the third experiment,

subjects had no time, following the completion of the action, to continue observing the

actors and the scene.

In order to understand why this may have made a difference, recall that Griffin and
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Bock (2000) (and also others, such as Gleitman et al. (2007)) suggested that the task of

observing and describing an action involved two different phases of attentional actions:

apprehension and formulation. During apprehension, the observer is extracting the

meaning required to understand the action, whilst during formulation the observer is

building the linguistic representation of the event. Although Griffin and Bock (2000)

and Gleitman et al. (2007) disagree on the timing and the structure of apprehension

(for more discussion see §§ 3.3.2 and 3.3.3), it seems clear that during formulation

the observer’s eye-movements visit the relevant entities in the order in which they will

occur in the verbal description.

In our case, because the stimulus videos in experiment two continued for some time

after the end of the action, it is easy to imagine that subjects may have used that

time to formulate some or all of the verbal description they were about to produce.

On the other hand, because in experiment three the videos stopped at the end of the

action, the subjects would have had little, or no, time for formulation. If this were the

case, then a subject in experiment three would have had to undertake the formulation

phase during the verbal response part of the trial, similarly to those subjects in the

extemporaneous condition reported in Griffin and Bock (2000).

In fact, subjects in our second and third experiments showed a similar relationship,

in terms of the timing of fixating and naming an entity, to subjects in Griffin and Bock

(2000)’s prepared and extemporaneous trials. That is so say, subjects in our second

experiment looked at an actor for longer before naming him, than did subjects in our

third experiment, and that the difference was most marked for the first actor named

in the sentence. This similarity between our third experiment subjects and Griffin

and Bock (2000)’s extemporaneous subjects supports the idea that, by shortening our

stimulus videos in experiment three, we have reduced the subjects ability to fully

prepare their verbal description in advance.

6.5.2 The problem of passives

Although this experiment replicated a number of Griffin and Bock’s (2000) findings,

there was an interesting difference between our results and theirs: namely, subjects

in Griffin and Bock’s (2000) experiment (as well as in Gleitman et al.’s (2007) second

experiment, and Tomlin’s (1995) experiment) routinely produced passive episode de-

scriptions. An interesting question, therefore, is why other studies’ experimental setups

reliably induced passive descriptions, whilst our experimental setup did not.

Our attempt to induce passive sentences relied upon subjects making an early ha-
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bitual or tactical saccade to the middle actor. The intention was that, in the case

where that actor was the patient of the action, subjects would produce passive descrip-

tions. As discussed in § 3.3, other studies used different strategies to elicit passives.

Griffin and Bock (2000) used images which contained a human either acting upon, or

being acted upon by a non-human entity (see Figure 3.2 for an example). Subjects

produced passive descriptions in the case where the human was the patient of the ac-

tion. Gleitman et al. (2007) utilised a subliminal cue to attract subjects’ attention to a

particular entity in the scene. In the case where the cued entity was the patient of the

action, subjects were likely to produce passive sentences. Tomlin (1995), on the other

hand, relied on pre-existing attention to the patient to bias subjects towards passive

descriptions. Although all of these mechanisms resulted in early attention to patients,

only ours failed to induce passive descriptions.

It is worth examining other differences between these studies. One possibility is

that the higher proportion of passives in other experiments stems from their being

conducted on North American English speakers, rather than speakers of New Zealand

English. Different dialects of English certainly feature different proportions, and dif-

ferent patterns of passive usage. For example, Collins (1996) reports that there are

similar rates of production of certain types of passives in British and American En-

glish, but considerably higher rates in Australian English. Similarly, Gustafsson (2014)

reports that Swedish writers of English have about the same rate of passive production

in formal writing as American writers, but a different rate of passive production in

informal writing. Therefore, the different task, and different language background of

our subjects, versus the subjects of the other three studies may have contributed to

the different rate of passive production.

However, there were also important differences in the experimental setups, with

the most obvious difference being the stimuli used. In contrast to Griffin and Bock

(2000) and Gleitman et al. (2007), in which the stimuli were static drawings of actions,

our experiment involved videos of human actors performing actions on human targets.

This highlights two major points of difference between our stimuli and theirs: firstly,

our stimuli involved real human actors, and secondly, our videos of actions enforced a

strict time-course for action observation, which the static image did not. Although the

first of these differences may have had some effect, it seems unlikely to be the culprit

in this case. The fact that subjects in Griffin and Bock’s (2000) study preferentially

fixated the human character in their drawings (which led to passive descriptions when

that character was the patient of an action) suggests that observers do not make a
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strong distinction between real humans and drawings of humans.

We shall, therefore, focus our attention on the second difference. An important

consequence of using videos rather than static images is that there is a fixed time-

course associated with the episode. That is to say that, when observing an episode in

real time, the episode itself enforces certain restrictions on the observer. Firstly, only

the part of the action that is currently being performed can be observed. When viewing

a static image, on the other hand, observers are free to extract particular information

from the action, whenever they want. Secondly, in a video the salient region of the

observed scene changes over time as the action progresses, as opposed to a static image,

where the saliency is relatively fixed. The question then becomes, why would these

differences impact the subjects’ production of passive sentences.

Although there are no straightforward answers to this, it is worth recalling the

differences between scene perception, and action observation (discussed in §§ 3.1.4 and

3.1.5, respectively). One important difference was that, whilst eye-movements during

action observation tended to be largely driven by the action, eye-movements during

scene perception were idiosyncratic to the observer and the task. That means that,

when looking at a scene, observers are free to sample that scene in any order, whereas,

when looking at an action, the observer tends to follow the progress of that action.

Perhaps, therefore, when an observer looks first at the patient in a scene, they are

free to continue sampling the scene in such a way that the scene is most naturally

described with a passive sentence. On the other hand, when viewing an action, even

if the observer looks first at the patient of that action, the sequential structure of the

action ensures that it is most naturally described with an active sentence. That is to

say that the constraints of viewing an action in real time (as opposed to viewing a

snapshot, such as a static image, or a memory episode), could perhaps account for the

overwhelming dominance of active descriptions in this study.

This does not automatically account for the difference between our study and that

of Tomlin (1995), however. As mentioned in § 3.3.4, the stimuli in Tomlin’s (1995)

experiment were animated scenes involving fish swimming towards the middle of the

screen. The animation means that subjects observing these stimuli must also have

been viewing the actions in real time, and yet those subjects reliably produced pas-

sive descriptions. There is a crucial difference between those stimuli and ours, though.

Subjects in Tomlin’s (1995) experiment were required to maintain fixation to one of the

fish (which was marked with a visual cue) throughout the action. Thus, although the

action proceeded in real time, the subjects’ eye-movements were not action-driven, be-
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cause they were unable to respond to the changing salience of the action as it occurred.

The combination of dynamic, attention-capturing stimuli, and our subjects’ freedom

to respond to the changing salience may explain the difference in passive production

between our study, and those of Griffin and Bock (2000), Gleitman et al. (2007), and

Tomlin (1995).

The fact that people do produce passive descriptions of actions means that it should

be possible to design an experiment, using video stimuli, which will induce them to

do so. However, as this study shows, it is not a simple proposition. Future avenues of

inquiry, and a summary of the findings of this thesis will be given in Chapter 7.
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Chapter 7

Summary and Conclusions

7.1 Summary of the contributions of this thesis

Although there is no clear consensus on how episodes are represented in the brain, or

how these episodes can be transformed to and from corresponding sentence descrip-

tions, linking these representations to the sensorimotor system seems a promising way

forward. This thesis investigated the idea that there is a close relationship between

observing an episode, and the cognitive and linguistic structures built to represent that

episode. Specifically, we suggested that, if there were a canonical sequence of atten-

tional actions used in the observation of an episode, then this sequence would form a

natural basis for the representation of both the episode itself and sentences describing

that episode.

This suggestion led to two concrete predictions: firstly, that there is a canonical se-

quence of attentional actions involved in observing episodes, and secondly, that changes

to that attentional sequence would lead to systematic changes to descriptions of those

episodes. In order to test these predictions, three experiments were run. The first (re-

ported in Chapter 4) tested whether subjects show similar patterns of attention when

observing videos of simple reach-to-grasp actions. The results supported the idea of a

canonical sequence of attentional actions, with subjects routinely fixating the agent

of the reach action, followed by the patient of the reach action. Furthermore, the

attention to the patient was anticipatory, with subjects looking at the patient prior

to the agent’s hand reaching it.

The second experiment (discussed in Chapter 5) expanded on these results, by

seeing whether they generalised to other transitive actions. Subjects observed video

stimuli involving a range of actions, and in which both the agent and the patient of
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the actions were human actors. Despite these differences, similar results were obtained:

subjects first fixated the agent of the action, and then fixated the patient of the

action, and they commonly fixated the patient in anticipation of the agent’s hand.

Taken together, the results of these two experiments strongly support the prediction

that there is a canonical sequence of attentional actions involved in episode observation,

at least for simple transitive actions involving an agent and an animate or inanimate

patient. Whether there is a canonical sequence in the observation of more complex

concrete episodes remains an open question, and one which will be discussed in § 7.2.

The second and third experiments both required subjects to give verbal descriptions

of observed episodes. These were used to test the second prediction: that the common

sequence of attentional actions was directly related to the linguistic representation of

observed episodes, and that changes to the attentional sequence should therefore be

reflected in changes to descriptions of those episodes. The third experiment (detailed

in Chapter 6) also included a manipulation designed to bias subjects’ attention away

from the canonical sequence, in order to see whether this influenced subjects’ verbal

descriptions. Despite the apparent success of this manipulation, there was little change

in subjects’ descriptions. However, on closer investigation, although the manipulation

succeeded in biasing subject’ early fixations, in many cases they quickly reverted to the

canonical sequence. Thus, although the experiment failed to confirm the second hy-

pothesis, it did provide further evidence as to the robustness of the canonical sequence

of attentional actions.

The failure to confirm our second hypothesis means that the nature of the relation-

ship between attentional actions and linguistic structure remains an open question.

There are two possible explanations for this failure: we may have failed to find ev-

idence for the hypothesised close relationship because the hypothesis itself is wrong

and that relationship does not exist, or the hypothesis may be correct, but the ex-

perimental method we used may have been insufficient to probe that relationship. If

the first explanation is true, then our results are unsurprising. There are, however, a

number of ways in which the hypothesis could be incorrect. Firstly, the episode repre-

sentations built when observing an episode may not be tightly linked to the attentional

actions involved in apprehending it, and secondly, the verbal descriptions for a partic-

ular episode may not rely on the sequential structure of that episode’s representation.

It is possible, therefore that one or other of these two assumptions may still hold, even

if the hypothesis should prove incorrect.

However, as noted in § 6.4.3, although our results did not support the hypothesis,
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they did not disprove it either. In fact, in order to disprove the hypothesis, an ex-

periment would have to show that there was no change to verbal descriptions of an

episode, despite successfully biasing the attentional sequences of subjects observing

that episode. Therefore, both explanations for our failure to support our second pre-

diction rely upon developing an experimental paradigm which is known to successfully

manipulate subjects’ attentional sequences. § 7.2 will discuss possible approaches to

this problem.

A second open question relates to those trials in which subjects gave correct an-

swers, but did not follow the canonical sequence of eye-movements. If this sequence is

characteristic, but not universal, how are we to interpret non-characteristic sequences of

saccades? Presumably, since they were able to correctly describe the observed episodes,

subjects who apprehended episodes via non-characteristic sequences of eye-movements

still built the correct episode representations. In that case, the question becomes how

they did so. One possibility is that those subjects built the representation indirectly.

That is to say, that in those cases where a subject used a non-characteristic sequence

of saccades, there was some internal remapping from the observed episode structure

to that which would have been produced by the characteristic sequence. In that way,

the representation built from the canonical sequence would be basic, and episodes

apprehended in other ways would require extra processing to build the correct repre-

sentations.

Another, more plausible, possibility is that our formulation of the canonical se-

quence as an overt agent fixation followed by an overt patient fixation is too re-

strictive. Perhaps there exists a more loosely defined canonical sequence, which allows

the attention to agent and to patient to occur, either overtly or covertly, in a less

rigid relationship to one another. That is to say, as with the first patient fixation

in our Patient→Agent→Patient trials (discussed in § 6.4.3), perhaps the sequence can

allow the presence of other, spurious, attentional actions, which, due to some quali-

tative difference are not included in the resulting representation. In any case, a more

complete theory of how canonical sequences of attentional actions underpin episode

representation must be able to account for the non-universality of those sequences.

7.2 Future work

Both our results, and the remaining open questions, mean that there are a number

of possible avenues of research to pursue. In this section we will discuss a number of
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broad research questions raised by these results.

How general is the finding that observing episodes involves

canonical sequences of attentional operations?

Although we found that there was a canonical sequence of attentional actions involved

in observing particular transitive actions, it remains an open question as to the range

of actions and scenarios for which this sequence holds. Possible directions for research

include:

• Observation of more complex episodes: Does this sequence of attentional actions

still hold during observation of, for instance, episodes involving ditransitive ac-

tions (e.g., “Anne gave a book to Bill”)? What about for other kinds of episodes,

such as observing an agent navigating through his/her environment, or execut-

ing causitive actions (such as opening a door)?

• First-party observation of actions: Our experiments involved subjects watching

other actors perform actions, but would we find a similar sequence of attentional

actions in the case that the observer is him/herself the agent or patient of

the action? We would predict that there would a canonical sequence in this case

as well, and moreover that the sequence is in some sense the same as for third-

party observation (see Knott (2012) for a discussion of the similarities between

observing and participating in a simple reach-to-grasp action).

What about apprehension of abstract episodes?

Most of the episodes we have considered so far seem a natural fit with Dowty’s (1991)

idea of proto-agent and proto-patient, and are amenable to the kind of sequential

attentional sampling we propose as the basis of episode representation. However, there

are other, more abstract episodes (such as “The price of milk has gone up”, or “The

business went into receivership”) for which the picture is less clear. If we wish to suggest

that there is a sequential structure which underlies the representation of any episode,

then there needs to be a sequence of cognitive operations (rather than visual attentional

actions) by which abstract episodes are processed. Identifying such a sequence is an

important question for future research. In fact, if no such sequence can be found

in these cases, the general proposal that thematic proto-roles can be associated with

positions in an cognitive sequence will be falsified. However, it is still sensible to start
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testing this idea by looking at maximally concrete sentences – which is what we have

done in this thesis.

What is the relationship between episode apprehension and

language?

If there do turn out to be canonical sequences of attention (or cognition) for a range of

different episodes, there is still a question as to whether these correlate with the proto-

agent and proto-patient roles of sentences describing those episodes. That is to

say that, even if there exists a common sequential structure in episode representation,

we still need to investigate how that structure is turned into language. Although

a direct mapping from a sequential episode representation to a descriptive sentence

seems plausible, the exact relationship between episode representations and language

remains an open question.

Alternative experimental methods for manipulating subjects’

attention

Finally, an obvious avenue for future research is to design an experiment setup which

will successfully bias subjects’ attentional sequences during observation of live actions.

One possible change from our current setup would be to use a different biasing system,

such as the subliminal cues utilised by Gleitman et al. (2007). It remains to be seen,

however whether this would be any more successful (in the presence of live, attention-

capturing action) in changing subjects’ default attentional patterns.

Such a setup could also be used to test alternations other than just active/passive,

to see if the same relationship between actions of attention and sentential structure

obtained. For example, as discussed in § 3.3.3, Gleitman et al. (2007) found a corre-

spondence between apprehension and sentence structure for scenes which were naturally

described using perspective predicates, conjoined noun phrase subjects, or symmetrical

predicates. Such results would be worth replicating for live-action stimuli.
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