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Abstract

It is widely assumed that synaptic plasticity provides the neural basis for long-term memory in
the brain (Abraham, 2008, Caporale and Dan, 2008, Martin et al., 2000). However, the precise
nature of the underlying representation is still unclear, despite being of great relevance to brain
research (Caroni et al., 2012). Izhikevich (2006a) has proposed that Polychronous Neural Groups
(PNGs) might provide this representational mechanism. Importantly, this proposal links a highlevel concept of representation to a model that is expressed at the level of spiking neurons and an
empirically observed learning rule called Spike-timing-dependent Plasticity (STDP).
Polychronous groups are connected groups of neurons that exist in large numbers in brain-like
network simulations, and are often related to the Hebbian idea of neuronal assemblies (Hebb, 1949).
The neurons in a polychronous group can be fired together in a process called PNG activation.
However, the activation of polychronous groups is not synchronous but polychronous (i.e. manytimed), occurring at slightly different times as a wave-like sequential pattern of firing that passes
through the group. Izhikevich views such activation events as corresponding to the activation of
specific memory representations.
A system of representation that is based on the activation of polychronous groups is an interesting idea that has not been adequately investigated. I therefore examine this idea in a series of
experiments and theoretical discussions. The investigation of this claim has also motivated the
development of two new tools. The first is a software tool called Spinula that is the foundation of
all simulation experiments in this thesis. The second is a new probabilistic method for the study
of PNG activation called Response Fingerprinting (Guise et al., 2013c, 2014). Using these tools I
show that PNGs can meet a number of demanding criteria that I deem as necessary for a robust
PNG-based representational system.
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Glossary

ad hoc network
A network with an arbitrary number of connections for each neuron allowing
full control over network connectivity. Ad hoc networks may or may not be
recurrent.
BCM
The Bienenstock, Cooper and Munro learning rule (see Bienenstock et al.,
1982).
frame profile
A response histogram for each neuron generated over multiple response
frames.
FS type Izhikevich neuron
An Izhikevich neuron with parameters that produce fast spiking resonator
dynamics typical of many inhibitory interneurons.
grid network
A network in which each neuron has a fixed number of connections allowing
an efficient array-based implementation of the network engine. Connections in
grid networks are randomly assigned and they are therefore typically recurrent.

v

input pattern
A spatio-temporal firing pattern that is used to provide external input to the
network. The pattern is repeatedly presented at a specified frequency.
mature network
A network that is initialized with random weights and then run (matured) for
a specified time, typically five hours network time, in the presence of random
background stimulation.
response fingerprint
A unique spatio-temporal pattern of response to an input pattern that is defined by a set of temporal windows over multiple neurons.
response frame
A defined temporal range, typically 250 milliseconds or 1000 milliseconds, over
which firing events are collected following stimulation with an input stimulus
starting at t = 0. Multiple frames can be folded to create a response histogram
for each neuron.
response histogram
A histogram of spike counts for a specific neuron at each temporal offset relative to a response frame. The histogram is created by accumulating firing
data across multiple response frames.
RS type Izhikevich neuron
An Izhikevich neuron with parameters that produce regular spiking integrator
dynamics typical of most excitatory cells in the neocortex.
temporal window
A time range for a specific neuron within which there is an empirically high
frequency of spiking in response to a specified input pattern. The time range
is measured as an offset relative to the response frame.

vi

triggering triplet
An early stage of a PNG search algorithm is defined by a search for combinations of three neurons that are likely to fire an anchor neuron. If a structural
PNG is subsequently found, this set of three neurons is combined with the
firing times computed from the corresponding axonal lengths between these
neurons and the anchor, to form a triplet of spatio-temporal firing events that
are likely to trigger PNG activation.
window activation
The event of one or more spikes occurring within a temporal window.
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List of Abbreviations

CLI
Common Language Infrastructure
DLL
Dynamic Link Library
EEG
electroencephalogram
fMRI
functional Magnetic Resonance Imaging
LTD
Long-term depression
LTP
Long-term potentiation
PNG
Polychronous Neural Group

viii

STDP
Spike-timing-dependent Plasticity
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CHAPTER 1

Introduction

his thesis consists of four chapters that describe experimental work, and six
additional chapters that provide background and discussion. The experimental chapters investigate the behavior of network simulations exhibiting
polychronicity, testing hypotheses related to the idea of polychronous groups as a
potential substrate for representation in the brain. The remaining chapters provide
background on topics that are relevant to the main research question, particularly
on the nature of polychronicity, the requirements of a system of representation that
is based on polychronicity, and the relevance of this network phenomenon to the
biological networks of the brain. The experiments described in this thesis provide
new empirical evidence that adds to current academic thought on polychronicity.
However, this thesis makes two additional contributions: Spinula, a freely available
library for the simulation and analysis of spiking neural networks that is described
in Chapter 3; and a new probabilistic technique for studying polychronicity called
Response Fingerprinting whose development is outlined in Chapter 7.

T

1

CHAPTER 1. INTRODUCTION

As a guide to the reader I will quickly summarize the outline of this thesis. The first
chapter following this one (Chapter 2) provides a general discussion of polychronicity and questions the evidence for polychronicity in the brain. Chapter 3 then takes
a break from the main research topic to introduce Spinula. The following chapter
(Chapter 4) is the first experimental chapter and begins by revisiting some early experiments on polychronicity. Chapter 5 then discusses some of the properties that
are needed for a representational system, in preparation for the subsequent experimental chapters. Chapter 6 performs an initial test of some of these criteria and
highlights the problems with current experimental techniques. A new experimental
method is proposed in Chapter 7 and the following chapter (Chapter 8) demonstrates
the use of this method in the study of PNG activation. The final experimental chapter (Chapter 9) attempts to link the high-level notion of representation to low-level
synaptic mechanisms through the investigation of the effect of metaplasticity on the
stability of polychronization. The experimental results generated in all chapters are
then tied together in the concluding chapter (Chapter 10), and some new directions
for future research are proposed. Finally, an appendix provides further technical
information on the Spinula libraries and demonstrates the experimental use of these
libraries.

2

CHAPTER 2

Polychronicity

o we experience the world directly? Or is our experience filtered through an
internal representational copy of the world? The study of cognition is based
on an assumption of internal representational states, and philosophers and
cognitive scientists that subscribe to this idea of indirect or representative realism
have long sought to understand how ideas, memories and percepts are represented
in the brain. For cognitive scientists, the concepts of memory and representation
are intimately entwined: memory as expressed in the form of behavior or thought
requires an underlying representation, implying a mechanism that generates long
term physical changes in the brain. The physical changes implemented by this
mechanism are variously referred to as memory traces or engrams, terms introduced
by Richard Semon in 1921 to describe the idea of an enduring modification to the
brain (Schacter et al., 1978). Hypothesizing about the location of these engrams,
Semon suggested the possibility that they may be distributed in nature. Many years
later, Lashleys’s famous series of experiments in search of the engram eventually led
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him to conclude that memory traces are distributed across multiple neural systems
throughout the cortex (Lashley, 1950).
In general, models of memory and representation tend to be high-level cognitive
models that are not tied to low-level cellular or synaptic mechanisms. A notable
exception is a theory put forward by Donald Hebb which attempts to locate the
engram within the low-level structure of the brain (Hebb, 1949). In his cell assembly theory, the memory trace is an emergent property of sets of connected neurons
called neuronal assemblies that are bound together by precisely timed patterns of
convergent firing. Izhikevich (2006a) has built on Hebbian theory to create a model
of representation that is based on a network property called polychronization. In
this seminal paper Izhikevich argues that Hebbian-like cellular assemblies called
polychronous groups might provide an underlying representation for memories and
experience, and that the activation of these memories is revealed by certain patterns
of signaling within these assemblies. This proposed relationship between polychronization and the neural correlates of representation is the principle focus of this
thesis and will be discussed in more detail in a later chapter. For now, I will begin this introductory chapter with a discussion of some of the relevant theoretical
properties that allow neural networks such as those in the brain to manifest these
Hebbian-like neuronal assemblies.

2.1 Spiking Neural Networks
Spiking neural networks are connected networks of nodes that exchange messages
across their connections in the form of temporally discrete firing events called spikes.
The significance of these spiking messages is determined by the weight of the connection bearing each message: messages borne on strong connections carry greater
significance than messages borne on connections with lesser weight. The nodes in a
spiking neural network are called neurons and their responsibilities extend beyond
just the forwarding of messages. Each neuron receives spiking messages on its input
connections, evaluates the combined significance of these messages, and optionally
produces a spike on its output connections. Hence, the individual message process4
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ing activities of each neuron contribute significantly to the information processing
capacity of the network. Message evaluation involves the integration of messages
over a limited time frame, with the significance of individual messages decreasing
exponentially the moment they are received. If the combined significance of recent messages reaches a threshold, the neuron fires, producing an output spike that
provides an input message to other neurons.

2.2 Neuron Models
At the heart of the network models described in this thesis is a neuron model based
on the Izhikevich neuron. Although there are a number of neuron models to choose
from, the Izhikevich model has the advantage of reproducing a wide range of biological behaviour whilst having minimal overhead, allowing large networks consisting
of thousands of neurons to be efficiently simulated. Below, I describe some of the
well-known neuron models that are used both by those that study properties of the
neuron, and those that simulate networks of neurons (see Izhikevich, 2007a, for more
details). But first I briefly introduce a mathematical model of the neural membrane
that provides a foundation for understanding the various neuron models.

2.2.1 The neural membrane
Neurons have the interesting property that their membrane conductance is not constant, but varies over time as a function of the membrane voltage and external
factors such as the presence of channel-binding neurotransmitters or second messengers. The four main ionic species that are involved in these variable transmembrane
currents are sodium (N a+ ), potassium (K + ), calcium (Ca2+ ) and chloride (Cl− ).
The equilibrium potential for each of these ions is the membrane potential value
at which the ion-specific concentration gradient and the electrical potential gradient are in balance. The equilibrium potential (Eion ) is computed using the Nernst
equation as a ratio of the ionic concentrations outside and inside the cell at a given
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temperature (T):

Eion = cT ln

[Ion]Out
[Ion]In

(2.1)

where c is a constant for a given ionic valence. Given the equilibrium potential
(Eion ), the current flow produced by a given membrane voltage (V) can be computed
as:

Iion = gion (V − Eion )

(2.2)

where Iion is the current flow produced by membrane voltage (V) for a given ionic
species with conductance (gion ) and Nernst equilibrium potential (Eion ). Using these
individual ionic currents, the total current (I) that flows across the cell membrane
can be computed using Kirchhoff’s law as the sum of the membrane capacitive
current (C dV
) and each of the ionic currents:
dt

I=C

dV
+ IN a + ICa + IK + ICl
dt

(2.3)

2.2.2 The Hodgkin-Huxley model
Given this background we can now discuss the first of the models, the HodgkinHuxley model of the giant squid axon. This is a gate-based model that explicitly
models the gating function of ionic channels as one or more activation gates that
cause the channel to open, coupled with one or more inactivation gates that block
the channel, hence closing it and producing an inactivated state (the channel may
also be in a non-activated state in which neither type of gate is operating). As a gatebased model, the ion conductances in the Hodgkin-Huxley equation are a function of
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variables that represent the probabilities of gate opening or closing. Hence, Eqn 2.2
is rewritten as:

Iion = ḡion p(V − Eion )

(2.4)

assuming each channel has single-ion selectivity. Here, ḡion is the maximal conduction of a large population of identical channels, and p is the average proportion of
open channels in the population. This proportion is computed from the number of
activation gates (a) and the number of inactivation gates (b) per channel and their
respective probabilities of being in the open state (m for activation gates, and h for
inactivation gates):

p = ma hb

(2.5)

Although there are a number of ionic species that influence the transmembrane currents, the Hodgkin-Huxley equation is modelled in terms of just three currents: a K +
current (IK ) with four activation gates and zero inactivation gates; a N a+ current
(IN a ) with three activation gates and one inactivation gate; and a leak current (IL )
with constant conductance. Given the following rearrangement of Eqn. 2.3:

C

dV
= I − IK − IN a − IL
dt

(2.6)

the Hodgkin-Huxley equation can now be given as:

C

dV
= I − ḡK n4 (V − EK ) − ḡN a m3 h(V − EN a ) − gL (V − EL )
dt

7
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where the instantaneous value of n (i.e. dn
) is computed from a function that models
dt
the transition rate between open and closed states for the K + channel activation
and dh
) are computed
gate. Likewise, the instantaneous values of m and h (i.e. dm
dt
dt
from functions that model the transition rates for the N a+ channel activation and
inactivation gates (m and h respectively). For more details see e.g. Izhikevich
(2007a, Chapter 2).

2.2.3 The Leaky Integrate-and-Fire model
While the Hodgkin-Huxley model provides a detailed view of changes in transmembrane currents in response to perturbations of the membrane conductance, the remaining models are considerably simpler, aiming only to reproduce the external
neuro-computational features of various neuron types. The first of these is the
integrate-and-fire model described by Lapicque in 1907 (see Abbott, 1999):

C

dV
=I
dt

(2.8)

where the transmembrane current (I) changes linearly with changes in membrane
). Note that this is Eqn. 2.6 without the individual ionic
capacitive current (C dV
dt
currents. The neuron is said to fire when the membrane voltage reaches a predefined
threshold, and the voltage is then reset to its base (resting) potential. A modification
of this model (called the leaky integrate-and-fire model) introduced a leak current
to prevent subthreshold inputs from generating a constant membrane voltage that,
in the absence of further input, would otherwise be retained forever:

C

dV
= I − gleak (V − Eleak )
dt

(2.9)

where gleak and Eleak are the membrane conductance and equilibrium potential for
the leak current. With the leak current added, inputs decay with time, reproducing
8
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the membrane voltage decay observed in biological neurons. Despite the simplicity
of this model it is able to reproduce many important features of biological neurons
including a relative refractory period, a differential response to excitatory and inhibitory inputs, and the ability to fire over a wide frequency range, including very
low frequency spiking.

2.2.4 The Quadratic Integrate-and-Fire model
The leaky integrate-and-fire models described in Eqn 2.9 can be rewritten as follows:

C

dV
= I + F (V )
dt

(2.10)

where F (V ) is a linear function that describes the relationship between the membrane voltage (V ) and the membrane conductance. However, models which set F (V )
to a linear function are unable to reproduce the rapid and transient increase in membrane potential that results from the upstroke of an action potential. Such models
are therefore not, strictly speaking, spiking models. A solution that more closely
models the onset of an action potential, and enables other more complex behavior,
is to set F (V ) to a nonlinear function. An important example of a neuron model
with a nonlinear relationship between membrane voltage and conductance is the
quadratic integrate-and-fire model. Here, F (V ) is a quadratic function of V :

F (V ) = k(V − Vrest )(V − Vc )

(2.11)

The parameters are constrained such that k > 0 and Vc > Vrest . Given these constraints and an appropriate value for the normalization constant (k), then whenever
V < Vc , the membrane potential V will decay towards the resting potential Vrest .
is
However, when V exceeds Vc , the membrane voltage increases rapidly (i.e. dV
dt
9
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positive). Beyond a predefined threshold > Vc , the neuron is said to fire and is reset
to the base value. In addition, an external current of sufficient magnitude will set
dV
to be positive for all values of V , resulting in repetitive firing.
dt
The quadratic integrate-and-fire model is a good choice for simulating a class of
neurons called integrators. Neurons in this class prefer high frequency inputs, where
the rapidly cumulative effect of multiple inputs allows the neuron to exceed its welldefined firing threshold. Another important class of neurons is the resonator type
that are characterized by damped sub-threshold oscillations in the neural membrane
potential. These oscillations lead to interesting neuro-computational properties such
as post-inhibitory rebound spikes. However, the ability to reproduce this behavior in
simulated neurons requires a more sophisticated model such as the Hodgkin-Huxley
model or the Izhikevich neuron.

2.2.5 The Izhikevich neuron model
The set of variables describing the state of the quadratic integrate-and-fire model
is some
at a particular point in time consist of a single state variable (V ), where dV
dt
function of V . This model is therefore a one-dimensional system. However, onedimensional systems such as the quadratic integrate-and-fire model are unable to
reproduce the full range of neuro-computational properties of both integrators and
resonators. The solution is to extend the neuron model with a second dimension:
a two-dimensional system describes not just the membrane voltage (v), but also an
additional variable (u) that provides negative feedback to v (usually referred to as
the membrane recovery variable). The differential equations that describe such two
dimensional dynamical systems can be generalized as follows:

v0 =

dv
dt

= F (v, u)
(2.12)

0

u =

du
dt

= G(v, u)

10
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where F (v, u) and G(v, u) are each functions of both v and u. Together these
functions describe the evolution of the state of the system in time. It is common
for these two functions to operate on different timescales so that F (v, u) describes
the fast dynamics of the membrane voltage, and G(v, u) describes a much slower
recovery that is driven by activation of an outward K + current or deactivation of the
inward N a+ current. An important example of a two-dimensional neuron model, and
the model used throughout this thesis, is the Izhikevich neuron (Izhikevich initially
referred to this model as the simple model or simple model of choice (Izhikevich,
2003, 2007b)). The Izhikevich neuron is governed by the following equations:

v 0 = 0.04v 2 + 5v + 140 − u + I
u0 = a(bv − u)

if v ≥ +30 mV, then =

(2.13)




v←c
 u←u+d

(2.14)

Variable I provides the input to the model and the parameters a, b, c, and d control
the type and behavior of the simulated neuron. By varying these four parameters,
the model can reproduce a wide range of neuro-computational properties including
bursting and post-inhibitory rebound spikes. All of the experiments in this thesis
use regular spiking RS type Izhikevich neurons as excitatory neurons and fast
spiking FS type Izhikevich neurons as inhibitory neurons. The RS and FS type
neurons have defaults for parameters a and d as follows: RS: (a, d) = (0.02, 8);
FS:(a, d) = (0.1, 2). The parameters b and c are set to 0.2 and -65 for both network
types (Izhikevich, 2006a).
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2.3 Information exchange
Cognition requires the acquisition, storage and transformation of information across
multiple centers within the brain. Although a great deal of progress has been made
in understanding information processing within the brain, it is still unclear how this
information is encoded and transferred between different brain centers. In particular,
how is the exchange of spiking messages at neuron-level related to the exchange of
higher level representations? Does information storage use a different representation
than information transfer? And how is information propagated across networks?
Many theorists now believe that there may be many different schemes for encoding
information in the brain. Rate coding is perhaps the oldest such scheme, where
stimuli are encoded as the mean firing rate of a population of neurons (Adrian, 1928,
Stein, 1967). Other coding schemes such as the timing of synchronous discharges
(Singer, 1999), or the time-to-first-spike (VanRullen et al., 2005) are time-dependent
coding schemes. In addition to the schemes used for information encoding, multiple
mechanisms have also been proposed for the propagation and exchange of encoded
signals across and between the networks of the brain.
A firing-rate propagation model is one leading theory of information exchange. In
this model, information is encoded as transitory increases and decreases in firing
rate that are modulated by the amplitude of the stimulus. However, the successful
propagation of a signal in firing-rate models is difficult, requiring that the firing
probability at each post-synaptic neuron (i.e. the probability of successful message
transfer) be precisely maintained within a narrow range. If the firing probability is
too low or too high, the propagating signal will either die out or produce an avalanche
explosion that leads to activation of the entire network (Vogels et al., 2005). Firingrate models also require a source of noise in order to avoid synchronized firing within
the network that can lead to signal propagation failures. In model networks, external
noise in the form of random background spiking is normally achieved by randomly
selecting a neuron at each time-step and injecting an external current that causes
the neuron to fire.
Synfire chains are another important model of information transfer in the brain,
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providing pathways for the propagation of synchronized firing across the network
that avoid network-wide synchronization. Synfire chains are feed-forward networks
formed from connected pools of neurons, where each pool fires synchronously before
propagating firing activity to the following pool (Abeles, 1982). As with the firingrate propagation model, successful propagation of firing activity in model networks
typically relies on an external noise source in order to prevent the synchronous activity within the chain from leaking into the surrounding network and interfering
with adjacent pathways. An active area of research is the use of alternative sources
of noise that are more biologically relevant, particularly the internal noise that is
intrinsic to the normal operation of a sparsely connected recurrent network. The
reverberation of spiking messages through recurrent circuits with randomly variable
path lengths generates asynchronous and temporally noisy firing patterns, and this
internal network activity is thought to contribute to most of the random activity
in biological networks (Vogels et al., 2005). However, attempts to integrate synfire
chains into sparsely connected networks that are able to generate internal reverberatory noise has met with only limited success (Mehring et al., 2003, Aviel et al.,
2003).
An alternative model of increasing importance recognizes the sensitivity of spiking
neural networks to the precise timing of spiking messages. The pattern of messages
flowing through a spiking network has both spatial and temporal components: each
neuron receives input messages from many neighboring neurons distributed across
the network space, and these messages arrive at the neuron at discrete times. Each
neuron therefore sees distinct spatio-temporal stimuli across its many input connections. Neurons in the brain must integrate many, perhaps hundreds, of messages in
order to exceed the firing threshold and dispatch an output spike. Incoming spikes
from neighboring neurons must therefore converge both spatially and temporally
in order to produce sufficient combined input for the neuron to reach the firing
threshold. This inherent facility of spiking neural networks for spatio-temporal processing has led many neuroscientists to believe that information transfer can also
be mediated by firing patterns that include a significant temporal component (Theunissen and Miller, 1995, Gerstner et al., 1997, Stein et al., 2005). Some of these
temporally-oriented schemes are based on the firing times of single neurons (e.g.
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Figure 2.1: The significance of variable connection lengths. Each of the two output neurons
(3 and 4) in this model network require at least two near simultaneous inputs in order to reach
firing threshold. Neurons 1 and 2 are input neurons that provide synaptic input to each output
neuron. Due to the variable delays imposed by the different connection lengths, the firing order
and the precise firing times of each input neuron determine which of the two output neurons is
likely to fire.

time-to-first-spike (VanRullen et al., 2005)), while others rely on precisely timed
spatio-temporal patterns of firing within groups of neurons.
In one such proposal, these spatio-temporal patterns are stored as distributions of
connection weights within strongly connected groups of neurons known as polychronous neural groups (Izhikevich, 2006a). Importantly, the axonal connections
between members of the polychronous group are of variable length, providing a
range of spike conduction delays between group neurons. In order to explain this
idea further, consider the model network shown in Fig. 2.1 composed of input neurons 1 and 2, and output neurons 3 and 4. As shown in the left panel, the axonal
connection lengths between neighboring neurons are variable, resulting in variable
delays in the conduction of spiking messages. There is therefore a strong interaction
between the precise firing time of neurons 1 and 2 and the transit times of each of the
resulting spikes in determining whether either of the two output neurons will fire.
This interaction produces two different sets of timings that are able to successfully
fire one or the other of the output neurons.
Panel A of Fig. 2.1 demonstrates one timing solution that leads to firing of neuron 4:
14
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if neuron 1 fires at t = 0 and neuron 2 fires at t = 5 then the combined input from two
near simultaneous spikes is sufficient for neuron 4 to reach the firing threshold. While
neuron 3 receives the same spike messages, they are not sufficiently contemporaneous
for the combined input to exceed the threshold. In panel B, the other successful
timing solution reverses the input timing to produce firing of output neuron 3. With
the reversed timing, neuron 2 fires at t = 0 and neuron 1 fires at t = 5 such that
convergent input arrives at neuron 3, and only neuron 3 is able to fire. In summary,
for an output neuron to reach the firing threshold, the conduction delays on the
input connections must match the firing times of the input neurons. Each neuron
selectively responds to spatio-temporal stimuli in which the precise timing of its
input neurons matches the corresponding connection delays.

2.4 Polychronous Neural Groups
The connected structure of a spiking neural network can be viewed as a weighted
digraph in which the neurons in the network are replaced with graph vertexes, and
the axonal connections between neurons with directed edges. Each neuron in this
network requires input from multiple neurons if it is to achieve the firing threshold,
and this dependency on convergent input for neural firing can be represented as a
convergent sub-graph within the network. Figure 2.1 provides some examples of
these convergent relationships that are very central to the idea of polychronicity e.g.
the relationship between input neurons 1 and 2 and output neuron 3. In a network
with random connectivity and variable connection lengths, there exist many possible convergent sub-graphs in which multiple inputs converge on a single output.
On rare occasions, the timing of output neuron firing in each sub-graph can provide
convergent input to an adjacent sub-graph, generating a chain of connected spatiotemporal structures. This process of binding temporally congruent sub-graphs together creates pathways of convergent connections through the network known as
polychronous neural groups (or PNGs). Although the required spatio-temporal congruency that allows chaining is rare, PNGs nevertheless exist in large numbers within
the network due to the sheer number of convergent sub-graphs (Izhikevich et al.,
2004). Interestingly, both the requirement for convergence within the group and the
15
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importance of the firing time relationships between group members was presaged by
Hebb (1949, see pp 73 and 196) in his cell assembly theory.
A defining feature of polychronous groups is that the connected chain of sub-graphs
that distinguishes the group has the potential to sustain a causal cascade of neural
firing. Activation of a PNG produces polychronization, a reproducible and precisely
timed sequence of firing events that is observable in the firing data generated by the
network (Izhikevich et al., 2004, Izhikevich, 2006a). Unlike the firing sequences generated by a synfire chain, the firing sequences generated by polychronization are not
synchronous but polychronous (literally many times) i.e. although precisely timed,
they occur over a range of different times. Synfire chains and polychronous groups
therefore differ in their synchronization dependencies, although some researchers
have attempted to reconcile the two research areas by referring to an alternative
type of synfire chain called a synfire braid. While synfire chains have connections of
constant length between pools, the connections between synchronous firing pools in
a synfire braid have variable conduction delays that are capable of polychronization
(Bienenstock, 1995). Importantly, the spatio-temporal nature of polychronicity allows polychronous groups to enjoy a kind of time-sharing arrangement with respect
to their constituent neurons i.e. the involvement of each neuron in binding a group
is restricted to only small slices of time, allowing the neuron to participate in multiple groups. The effect is that the number of polychronous groups in a network
grows faster than the number of neurons. Indeed, large networks can theoretically
contain more PNGs than neurons (Izhikevich, 2006a), an important property that
is of particular relevance to the capacity of a system of representation based on
polychronicity.
It is important to distinguish between polychronous groups that exist within the
connection structure of a network (i.e. structural PNGs), and the spatio-temporal
firing sequences that are indicative of the activation of structural PNGs (i.e. activated PNGs). Structural PNGs provide the spatio-temporal template that defines
this pattern of activation. However, while all structural PNGs are theoretically
capable of generating these polychronous firing sequences, they may first require
adaptation in order to do so (see next section). Both structural PNGs and activated
PNGs can be characterized in terms of the number of neurons in the group (the
16

CHAPTER 2. POLYCHRONICITY

group size), and the time between the first and last firing events that define the
group (the temporal length). For structural PNGs, the firing events that define the
group are purely theoretical, while for activated PNGs the group firing events can
be filtered from the network firing data. In addition, two types of structural PNGs
have been defined: supported groups are those with the requisite convergent structure to support a graph-theoretical version of polychronization that is independent
of the synaptic connection weights in the network; in contrast, adapted groups have
additional adaptations that allow polychronization in more realistic network models
that incorporate synaptic weights. Although supported groups provide the necessary convergence to support polychronization, the polychronous groups in biological
networks are assumed to also require strong connections between group members in
order to sustain firing activity across the group. Thus, supported PNGs are defined
in terms of network connectivity alone while adapted groups must also take synaptic
weights into account (Martinez and Paugam-Moisy, 2009).

2.4.1 Adaptation of PNGs
Supported and adapted polychronous groups are assumed to co-exist in a dynamic
equilibrium that is sensitive to the network inputs (Izhikevich, 2006a). An unsupervised learning rule governs this dynamic equilibrium, selectively reinforcing
supported groups that best match the current inputs and weakening connections
with non-matching conduction delays. The effect of the learning rule is a selective
adaptation of connection weights in a way that supports the propagation of firing
activity within each matching group. However, some degree of adaptation seems
to occur even in the absence of structured input, as is the case in model networks
exposed to random input. Under these conditions the network connection weights
adapt to the underlying connection structure of the network, reinforcing only those
groups whose conduction delays match the network dynamics. This process of network maturation is often exploited in model networks where the initialization of
synaptic weights to random values (or often a constant value) means that adapted
PNGs are unlikely to occur. Although the number of structural groups in the network is constant, a period of exposure to random input causes adaptation of the
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supported groups, resulting in an increasing number of adapted groups that can be
detected in the network.
Selective reinforcement of supported groups requires a learning rule that is sensitive
to both the precise timing and the temporal order of firing events. A sensitivity to
precise timing allows the selective reinforcement of connections whose conduction
delays match the firing times of the pre-synaptic and post-synaptic neurons, while
a sensitivity to temporal order supports a Hebbian notion of causality in which
the efficiency of one neuron in contributing to the firing of another is increased.
One well-known and empirically supported learning rule that meets these criteria is
spike-timing-dependent plasticity (or STDP) (Gerstner et al., 1993, 1996, Markram
et al., 1997, Caporale and Dan, 2008). It is an unsupervised local learning rule that
operates at the local level of each connection, without benefit of an error or reward
signal. It also closely matches the temporally sensitive learning rule that Donald
Hebb seemed to have in mind, producing the much quoted effect of: neurons that
fire together, wire together (Shatz, 1996). However, it has an additional feature in
that the magnitude of synaptic change (i.e. the strength of the resulting wiring) is
sensitive to the precise timing of each neural spike.
Although there are many variations of the STDP rule, the foundational requirement
of all variants is that the strength of each synapse onto a post-synaptic neuron is
modified according to the arrival time of spikes at the synapse relative to the firing
time of the post-synaptic neuron. Variations of the basic rule differ only in the size
of the temporal windows within which STDP induction can occur, and in the profile
of synaptic change that can occur across these windows. In the most commonly described variant of the STDP rule, connected neurons that fire with pre-synaptic before post-synaptic timings have their connections strengthened, while post-synaptic
before pre-synaptic timings produce weakening of the connection between the two
spiking neurons (a timing of zero produces both strengthening and weakening). The
effect is to produce a profile of synaptic change such as in Fig. 2.2A in which the
x-axis encodes the inter-spike interval and the y-axis, the relative magnitude of
synaptic change. Note that the magnitude of synaptic change need not be equal
for positive and negative timings. The parameter values used throughout this thesis produce a slightly greater depression than potentiation so that synaptic weights
18
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slowly decline to zero by default (see Section 3.3).
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Figure 2.2: Two different STDP rules for the induction of spike-timing-dependent plasticity.
A: the classical STDP rule B: the tri-phasic STDP rule

The STDP rule shown in Fig. 2.2A is often referred to as the classical or double
decaying exponential STDP rule (Chrol-Cannon et al., 2012). The tri-phasic rule
shown in Fig. 2.2B is inspired by the patterns of change in synaptic strength observed
between neurons in areas CA3 and CA1 in the hippocampus. Interestingly, these
two variations of the STDP rule differ in their ability to generate large numbers
of adapted PNGs in response to continuous and repeated presentation of a fixed
stimulus. Chrol-Cannon et al. (2012) found that a classical STDP rule significantly
outperforms the tri-phasic rule by as much as eight times in terms of the number
of adapted PNGs that could be found in networks operating under each type of
learning rule. One explanation is that the shape of the tri-phasic rule imposes more
stringent conditions for synaptic potentiation than does the shape of the classical
rule, with only a narrow window for synaptic potentiation. However, Chrol-Cannon
et al. (2012) believe that this increased stringency may contribute to an increased
selectivity in the PNG response to stimuli. If this view is correct then the selection
of particular STDP rules in different parts of the brain may offer a trade-off between
the different requirements for capacity and selectivity in each functional area.
One point that should be emphasized regarding the STDP rule is that the inter-spike
interval shown in explanatory diagrams of STDP is not the time difference between
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pre-synaptic and post-synaptic spiking events, but the interval between the arrival
of a pre-synaptic spike and the arrival of a back-propagating dentritic signal from
the post-synaptic neuron (Stuart et al., 1997, Tamosiunaite et al., 2007, Caporale
and Dan, 2008). The direction and magnitude of synaptic change cannot therefore
be determined by just the time difference between pre-synaptic and post-synaptic
spiking events, without also making reference to the axonal conduction delay between the spiking neurons. The STDP rule is defined in terms of a contingency of
pre-synaptic and post-synaptic firing events, as measured at the synapse, and axonal conduction delays impact on the arrival time of the pre-synaptic spike at the
synapse.

2.4.2 PNG activation
Polychronous groups exist as distributions of synaptic weights and axonal lengths
in the structure of spiking neural networks. In order for these structural PNGs to
provide the basis of a representational system they must be capable of activation
in response to stimuli. In order to activate, adapted polychronous groups require a
spatio-temporal firing pattern that matches some initial segment within the group.
Figure 2.3 shows a schematic example of such an interaction. Here, the input stimulus is composed of a sequence of firing events, each representing the firing of a
specific neuron at a precise point in time. The stimulus in this example forms an
ascending spatio-temporal pattern as shown in Fig. 2.3 (unfilled circles).
In this model network there exists a polychronous group whose intra-group axonal
delays are congruent with the input stimulus (gray-filled circles). As shown in panels A, B and C, the spatio-temporal arrangement of three of the firing events that
make up the stimulus (filled black circles in Fig. 2.3) interacts with the axonal delays, producing convergent input to group neurons. This firing event triplet acts
as a trigger for PNG activation, producing a precisely timed wave of neural firing
that propagates throughout the polychronous group (only the first step is shown in
Fig. 2.3). If polychronization is to be sustained, multiple group neurons must fire at
precise times over the course of activation. The interaction of the convergent connections within the group with these precisely timed firing events allows individual
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group neurons to reach their firing thresholds, supporting further polychronization.
Without this convergent input the neurons in the group would fail to reach the firing
threshold and the input stimulus would fail to propagate.
B
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Time (msec)

Time (msec)
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Figure 2.3: Polychronous group activation following stimulation with an ascending firing pattern (unfilled circles). The precise timing of three of the firing events in the pattern (denoted by
filled black circles) matches the axonal delays between group neurons, producing activation of the
polychronous group. Other firing event combinations might produce additional group activations
(not shown). Firing events resulting from PNG activation are shown with gray-filled circles. The
first of the three firing events is fired in panel A, producing spikes that take time to propagate to
PNG neurons. In panel B, the convergence of the propagating spike and the second of the triplet
firing events is sufficient for a PNG neuron to reach the firing threshold (panel C). Further group
firing events are supported by the axonal delays between group neurons (panel D).

This causal propagation of neural firing across the group is called polychronization,
and the triggering action of the input stimulus is called group activation. For polychronization to occur the synaptic connections converging on each group neuron
must be sufficiently strong to allow the post-synaptic neuron to reach the firing
threshold. Supported groups therefore require adaptation before becoming capable
of activation as they are defined purely in terms of network topology, without reference to synaptic weights (Martinez and Paugam-Moisy, 2009). Once capable of
activation, polychronization within each triggered group produces firing sequences
in the network firing data that are reproducible and highly consistent. The reproducibility of the firing sequences generated by polychronization is important for the
detection of PNG activation. The similarity between firing sequences generated on
every activation of the same PNG allows these unique spatio-temporal patterns to
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be used as templates to match against the network firing data. Typically, a small
temporal jitter is allowed in each match in order to compensate for small changes
in the spatio-temporal pattern due to variability in the network dynamics between
PNG activations.

2.4.3 Polychronicity as algorithm
Polychronization can be viewed as an algorithm for matching spatio-temporal patterns, and the recognition of this algorithmic potential has prompted Hoffmann et al.
(2011) to create a system for fast pattern matching based on polychronization. Their
system searches continuous data streams for a fixed set of stored sequences, and outperforms deterministic finite state machines on data streams with large sets of input
characters that include wildcard characters. This polychronicity-based algorithm is
now the subject of a United States patent and members of the same laboratory have
recently applied for a new US patent that claims to exploit the power of polychronization in a new type of computer memory system (Hoffmann, 2014, Daily et al.,
2014).
Polychronization can also be viewed as a selective algorithm, where selection is exhibited in the selective reinforcement of supported groups due to the interaction
of STDP with convergent conduction delays. Algorithms based on a principle of
selection seem to be a recurring theme in the natural world, with some well-known
examples being Darwin’s theory of natural selection and the selective amplification
of antibody-producing cells in the immune system. The STDP-mediated adaptation
of polychronous groups is also a selective process and can be related to earlier work
based on selection, particularly Gerald Edelman’s Theory of Neuronal Group Selection, also known as Neural Darwinism (Edelman, 1987). Edelman won a Nobel Prize
for his work on the structure of antibodies, and Neural Darwinism is the result of his
application of the same principles in the field of neuroscience. This overlap between
the selection processes in polychronous group adaptation and Neural Darwinism has
led Izhikevich to work with Gerald Edelman towards situating the polychronicity
phenomenon within this larger theoretical framework.
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Neural Darwinism is defined in terms of two complementary processes of selection:
developmental selection that defines the dense and highly complex layout of neural circuitry in the brain, an arrangement that Edelman argues is unique to each
individual; and a second level of experiential selection in which the internal and
external experiences of the organism interact with the synaptic connections that
bind neuronal groups, reinforcing some and weakening others. Developmental selection creates a primary repertoire of neural connections that defines the foundational
level for all interactions of the organism with the environment. Once development
is complete, this primary repertoire can only be modified and cannot be added
to. Experiential selection involves the selection of neuronal groups from the primary
repertoire through changes in synaptic weights that enhance some groups while suppressing others. The selected neuronal groups form a secondary repertoire that are
adapted to the behavioral environment of the organism and are ready to respond to
perceptual stimuli.
Central to Neural Darwinism theory is the idea of redundant capacity such as with
the seemingly infinite array of antibodies that are generated by the immune system.
Selection in the immune system involves the selective amplification of antibodies that
match an environmental antigen, while selection in the context of Neural Darwinism
involves the selective enhancement of neuronal groups from the enormous redundant
capacity provided by the primary repertoire. In the context of polychronicity, the
secondary repertoire is generated via the STDP-mediated selection of sub-graphs
within the primary repertoire with convergent spatio-temporal structures i.e. the
adaptation of supported polychronous groups. The activation of adapted groups
that match perceptual stimuli provides a second, competitive tier of selection.

2.4.4 Algorithms that operate on polychronous groups
In contrast to the idea of polychronicity as an algorithm is the creation of algorithms
that operate on polychronous groups. Of particular importance in PNG research
is the use of algorithms to find polychronous groups within the network connection
structure. A range of algorithms have been devised for this purpose, supporting
experiments that require a count of the PNGs in a network, or the characterization
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Figure 2.4: Algorithms for finding structural PNGs search for subgraphs with a common postsynaptic target. Left: Three sub-graphs, each consisting of three pre-synaptic neurons (black-filled
circles) with a common post-synaptic target (white-filled circles). Right: A polychronous group
created from the three connected sub-graphs. The firing of neurons 1-6 in ascending temporal
order will trigger polychronization of the group.

of individual PNGs for use as templates. An early example is the algorithm described
by Izhikevich et al. (2004) that finds structural PNGs by scanning the network for
convergent sub-graphs i.e. sets of neurons with a common post-synaptic target. Subgraphs with convergence in spike arrival times have the potential to be a part of some
larger structure that is capable of polychronization (see Fig. 2.4). The algorithm
begins by choosing an excitatory neuron as a root and searching for anchor neurons
that are pre-synaptic to the root and whose connection lengths support convergence.
Anchor neurons with convergent connections on the root can cause the root to fire;
all that is required is a set of firing times that match the connection delays between
each anchor and the root. The polychronous firing of anchor and root neurons may
then trigger further firing of downstream neurons, assuming the combined group
shares common targets and the connections are convergent.
It will be clear from this description that the core of the algorithm is a test for
convergence. There are two ways of implementing this test: firstly, the iterative
method computes the convergence at each step using just firing times and connection
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delays. This is typically achieved using an array to mark-up the firing time of each
neuron (e.g. see Maier and Miller, 2008, Izhikevich et al., 2004, Izhikevich, 2006b).
However, this algorithm does not allow for variability in the precise firing time due
to the internal dynamics of each neuron. For example, the firing time variability
generated by the integration of different levels of input can lead to an accumulating
error as the provisional PNG is extended. In order to compensate for this source of
variability, the iterative method typically allows a small temporal margin in order to
compensate for jitter in the firing time. However, a more precise estimation of firing
time variability requires an accurate simulation of the internal neural dynamics. The
second simulation method takes such dynamical features of the neuron into account
by running a network simulation of the hypothetical PNG at each extension step.
The simulation can be restricted to just PNG neurons, or it can accommodate
the entire network, thus incorporating both the internal neural dynamics and the
dynamics of the network as a whole.
Each of these methods has different strengths and weaknesses: the iteration method
is fast but less accurate, while the simulation method is slower but more reliable.
Algorithms such as these can usually discover many groups with the necessary convergent structures, demonstrating that supported PNGs are a naturally existing
phenomenon in networks with variable conduction delays. However, the ability of
supported groups to polychronize is dependent on the strength of the intra-group
connections: convergent connections with strong synaptic weights evoke larger postsynaptic potentials in each common target neuron and hence increase the probability
of neural firing. Modified versions of the PNG search algorithms that take synaptic
weights into account have been described by Martinez and Paugam-Moisy (2009)
and by Izhikevich (2006b) that are able to find polychronous groups with adapted
weights.
In addition to finding structural PNGs, there are also algorithms for locating the
stereotypical firing patterns in the network firing data that provide evidence of PNG
activation. One such algorithm described by Martinez and Paugam-Moisy (2009)
discovers PNG triggers rather than the full activation response. A similar algorithm
for detecting PNG activation may have been used by Izhikevich (2006a), although
it has not been published. As discussed in later chapters, these algorithms allow
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only a limited perspective of the true PNG activation response. These limitations
have prompted me to look for better alternatives, and a new technique that takes a
different approach is described in Chapter 7 (see also Guise et al., 2014).
Most algorithms that operate on PNGs are related to PNG search. A rare exception is the evolutionary algorithm of Santana et al. (2012) that claims to optimize
connection delays in a way that substantially increases the number of structural
PNGs in a network. In their evolutionary system, each new generation of networks
was modified by selecting a subset of neurons and setting all of the post-synaptic
connection delays to be exactly one millisecond. They found an increasing number
of PNG activations in each network generation as the proportion of neurons with
equal connection delays was increased. Of course, setting so many of the network
connections to a constant value increases the opportunities for convergence, and may
also increase the number of cyclic PNGs with small perpetuating cycles. In addition,
it is not clear from this report how much of the enhancing effect is attributable to
an increase in the number of PNG activations produced by an otherwise constant
pool of structural PNGs, as a count of the supported or adapted groups was not
reported.

2.4.5 Evidence for PNGs in vivo
Although polychronicity is readily demonstrated in network simulations, definitive
evidence of polychronous firing sequences in vivo is not yet available. Nevertheless, there are numerous examples in the literature of the repeating spatio-temporal
patterns that might be indicative of polychronization, both in vitro (e.g. Pillow
et al., 2008, Matsumoto et al., 2013), and in vivo (e.g. Abeles et al., 1993, Luczak
et al., 2007, Reyes-Puerta et al., 2014). Demonstrating that these recurring firing
sequences are polychronous in nature is currently not technically feasible; it would
require multi-electrode recordings of sufficiently high spatial resolution to ensure
that most of the firing events generated by PNG neurons were captured. In the
absence of such high-resolution data, an active area of research aims to provide
methods for evaluating the significance of the spike sequences that can be captured
using current techniques (Diekman et al., 2009).
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Polychronicity is not dependent on a specific cortical architecture or neural circuit,
but is instead an emanant property of networks with variable connection delays
(Izhikevich, 2006a). This observation has prompted Rolston et al. (2007) to test for
the occurrence of polychronous patterns in dissociated cultures of rat cortical cells.
These dissociated cultures form loosely structured but highly connected networks
that are more akin to the random network architectures described in the polychronicity literature than to the layered architecture of a cortical column. Within these
cortical cultures, Rolston et al. (2007) found evidence of precise spatio-temporal
sequences, supporting the idea that these recurring patterns are an intrinsic feature of loosely-coupled recurrent networks. Although there may be arrangements
of neural circuits in the brain that are able to generate precisely timed but nonpolychronous spatio-temporal patterns, the emergence of precisely timed sequences
in self-organizing networks is suggestive of polychronicity.
Given that the existence of polychronous groups is dependent on variable conduction
delays, is there good evidence for such variation in the brain? Izhikevich (2006a)
maintains that there is, citing the many decades of careful measurements of axonal
conduction delays made by Swadlow and others. Such measurements have been
made in a range of different species and in different neocortical areas, generating a
wide variety of axonal conduction delays (Swadlow, 1974, Swadlow and Waxman,
1975). If neural circuits with variable conduction delays are a general property of
the brain, then the precise timing of individual spiking events is likely to have considerable impact on the dynamics of the network. A recent study suggests that the
required variability is common: local interneurons in the fly antennal lobe, the equivalent of the vertebrate olfactory bulb, exhibit a high degree of variability in their
inter-cell connectivity, resulting in local olfactory circuitry that is unique to each
insect (Chou et al., 2010). This group examined the patterns of glomerular innervation across 1500 local interneurons, and compared them to the spiking responses of
each cell to a range of olfactory stimuli. The morphological and physiological properties of these cells were found to be only coarsely stereotypical across fly brains,
and with considerable variation in the connectivity of individual interneurons. These
results suggest a model in keeping with Neural Darwinism in which genetic factors
determine the initial coarse connectivity, and this general layout is acted upon by
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developmental plasticity and sensory experience to determine the final connectivity
at neural level.
The variability observed in interneurons is conducive to polychronicity, but what
about in projection neurons? In interneurons, but not projection neurons, much of
the observed variability can be attributed to variance in the path length within a
highly ramified axonal process. However, the spatial projection patterns of antennal
lobe projection neurons are much more stereotyped, allowing the distinct patterns of
glomerular activation to be preserved as an olfactory neural map (Marin et al., 2002).
Nevertheless, the terminal arborization of these projection neurons may contribute
to some degree of variability in the conduction delay; in general, ramification of
axonal terminals is thought to contribute to the conduction delay by between two
and four milliseconds (Debanne, 2004). However, it is not clear whether this small
range of variability can support polychronization within the connections between
neural maps.
Despite the evidence for variability in neural circuits, there is nevertheless an important issue that appears to be largely overlooked. Alongside the requirement for variability in the connection delays within local circuits, a second important principle,
and a prerequisite for PNGs to exist, is that the conduction delay along individual
axons be precise and reproducible (Izhikevich, 2006a). For this principle to hold,
the conduction delay must be consistent i.e. either the propagation of spikes along
an axon occurs at constant velocity, or the overall conduction delay for each spike
is consistent despite variation in the propagation velocity. Provided the conduction
delay for each axon is consistent, the existence of stable convergent sub-graphs in the
network is supported and the principles of polychronization can unfold as described
by Izhikevich (2006a). But what if the conduction delay was activity-dependent?
Such an idea takes axonal conduction delays into the realm of activity-dependent
plasticity, a functional mode that is normally reserved for synaptic plasticity. However, evidence for such activity-dependent changes in axonal conduction delays is
starting to appear.
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2.4.6 Activity-dependent conduction delays
The neurohypophysis (or posterior pituitary) consists of axonal projections from the
hypothalamus that release oxytocin and vasopressin into systemic circulation from
in-line neurosecretory varicose swellings that occur at regular intervals along each
axon (Jackson, 1993). In examining the propagation of an externally applied stimulus across the neurohypophysis of mice, Muschol et al. (2003) have observed an
increase in the latency of the population spike with increasing distance from the site
of stimulation. Importantly, regular spiking modulates this effect: frequent propagation of spikes along the axon due to repeated stimulation increases the spike latency,
and increasing the stimulation frequency further augments the effect, shifting the
peak of the population spike by up to several milliseconds.
Muschol et al. (2003) model the activity and frequency-dependent latency as an
effect of “stuttering conduction” in which spike propagation is temporarily delayed
as it enters each in-line varicosity or into the nerve terminal. They hypothesize
that repeated stimulation leads to a temporary loss of excitability in the varicosity;
however, the action potential is still able to passively propagate across the structure, albeit with a small delay. The K+ and Ca2+ channels found in varicosities and
nerve terminals are thought to have different electrophysiological properties to those
in axonal segments, explaining these localized effects on action potential propagation.Whether this activity-dependent latency effect is a specialized feature of the
neurohypophysis is still unknown. Muschol et al. (2003) suggest that a temporary
loss of excitability may also occur in en passant synapses that are a common feature
of cerebellar Purkinje and other cells.

2.5 Conclusions
In this chapter I have provided an overview of spiking neural networks and polychronicity. However, this thesis is not about polychronous neural groups, but more
specifically about the role of polychronicity in providing a system of representation.
Before delving into the representational power of PNGs in Chapter 5, the inter29
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vening chapters provide some further introductions, firstly to Spinula in Chapter 3,
a software tool that I have developed specifically to serve the experiments in this
thesis, and then in the following chapter (Chapter 4) I make use of this tool to
reexamine some experiments on polychronous group adaptation that were described
in Izhikevich (2006a).
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Spinula

pinula is a software package for the simulation of spiking networks based on
the Izhikevich neuron (Izhikevich, 2006a). The package allows the simulation of networks of arbitrary size, from single neurons and single synapses
to networks containing thousands of neurons and more than one hundred thousand
synapses. Simulation experiments based on Spinula are normally interactively constructed as scripts that define the run parameters for the experiment and additional
run-time details such as the network architecture and the data collection requirements. Data analysis can also be scripted, making use of a library of functions for
loading, transforming and visualizing the collected data. Spinula may also be used
to add features to an existing software program. For example, neural network simulation might be added as a feature to an existing program by linking the program
to a Spinula code library.

S
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3.1 Some common terms
A network engine generates the simulation environment and there are two of these
to choose from that provide a trade-off between performance and flexibility. For
example, the higher performing network engine can implement only grid networks
in which each neuron has a fixed number of connections per neuron, while the less
efficient engine can also construct ad hoc networks with variable numbers of connections per neuron. Grid networks are created by connecting each pre-synaptic
neuron in the network with a fixed number of randomly selected post-synaptic neurons. Each grid network is therefore unique with respect to the connectivity between
neurons, and the polychronous neural groups that it supports.
Independently of the network engine type, the size of a new network is specified in
terms of the total number of neurons in the network. Some typical network sizes
are 100 neurons (i.e. an N100 network) or 1000 neurons (an N1000 network). The
more flexible network engine also supports experiments on single neurons or small
networks of a few neurons. There is also support for introducing both external
stimulation and random background stimulation to the network. The external stimulation (or stimulus) is the simulated equivalent of an externally applied source of
stimulation as might be applied by a microelectrode to a single neuron. It is defined
as a pattern that is applied to the network repetitively with a constant period (both
Stimulus and Pattern are underlying types in the Spinula core library). The pattern
is both spatial (distributed over multiple neurons) and temporal (distributed over
time) and is therefore referred to as a spatio-temporal pattern. Random background
stimulation is also defined by a spatio-temporal pattern except that the temporal
component is generated by a random generator function such as a Poisson Process.
Random stimulation is an important contributor to the dynamics of the network but
as it is distinct from the externally applied (foreground) stimulus it is often referred
to in this text as background stimulation.
Spatio-temporal firing patterns are composed of neural firing events that record the
firing of specified neurons at specified times. These firing events can be seen as
dots in Panels A and B of Fig. 3.1. Panel A shows two commonly utilized patterns
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taken from Izhikevich (2006a) called the Ascending pattern and the Descending pattern. Panel B shows three different stimuli constructed by repeating the Ascending
pattern at one of three different frequencies. Random background stimulation is
also composed of firing events and examples of these random firing patterns can be
seen in Fig. 3.2. The complete set of firing events generated by the network during
a simulation run is called the network firing data and this dataset is one of the
primary data sources for Spinula analytical functions. Firing events are captured
at one millisecond resolution, a limitation imposed by the one millisecond timestep
employed by the simulator. The network can also be saved to a network state file
at specified intervals allowing the complete state of the simulated network to be
reconstructed at a later time. During a simulation run the internal simulation time
(i.e. the subjective time for the network) may be either faster or slower than realtime depending on the size of the simulated network and the performance of the
underlying hardware.

3.2 Scripts
Simulation experiments based on Spinula are normally scripted in a language called
F# (F-Sharp) that in its simplest form displays much of the sparse expressiveness of
pseudo-code. Most Spinula scripts are used to define and execute network simulation
experiments and therefore contain instructions for constructing the experimental
network, starting the simulation run, and gathering network data over the course
of the run. Other scripts are written for the purpose of data analysis and involve
reading and transforming potentially large volumes of simulation data. Listing 3.1
shows an example of a network simulation script that generates random spiking in
a grid network of one thousand neurons.
The script begins by constructing a network, making use of a predefined network
specifier that describes an N1000 network with no connections. The call to the
Run method in line 13 begins the network simulation with parameters that specify
no stimulus (None) and a random background frequency of 1 Hz. Random background stimulation is generated from a pattern generator on each neuron, the current
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Figure 3.1: Some example patterns and stimuli. A. The Ascending and Descending patterns
are two commonly utilized spatio-temporal patterns. B. Three different stimuli constructed by
repeating the Ascending pattern at either 1, 5 or 25 Hz.

implementation of which is a homogeneous Poisson process, where the probability
distribution of spiking events generated from the pattern generator is proportional to
the time period between events. Firing events are collected automatically throughout the simulation run and line 16 selects firing events generated during the third
simulated second between t = 2000 and t = 3000 ms. This firing data is then saved
to a file in line 19 and displayed in a window in the final line of the script (see
Appendix B for more script examples and Appendix B.3 for a more detailed explanation of this script). Figure 3.2 shows the resulting output with the background
frequency set to either one hertz (Panel A) or ten hertz (Panel B).
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// Test the Poisson Process background pattern generator at 1 Hz
let
let
let
let

verbose = true
runSeconds = 5
backgroundFrequency = 1
outputFilePath = ‘‘some file’’

// create a new network with no connections between neurons
let network = CrossbarNetwork.CreateAdHocNetwork(
CrossbarNetworkSpecifier.N1000_Unconnected_Network, None, verbose)
// run the network with background stimulation but no stimulus and collect firing data
network.Run(runSeconds, None, backgroundFrequency)
// select the third one second frame of firing data
let thirdFrameData = network.OneSecondEventCollector.SelectRange(2000, 3000, false)
// save the data
thirdFrameData.Save(outputFilePath)
// show the data as a spike raster
SpikeVisualisation.ShowSpikeRaster(thirdFrameData.AllEventPairs)

Listing 3.1: A sample script that tests the background pattern generator.
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Figure 3.2: The result of running the sample script: The background frequency was set to either
1 Hz (A) or 10 Hz (B).
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3.3 Default experimental parameters
The following sections detail the default experimental parameters used in all experiments, unless otherwise stated within the Methods section of each experimental
chapter.

3.3.1 Neuron defaults
Regular spiking RS type Izhikevich neurons are used as excitatory neurons throughout this thesis, and fast spiking FS type Izhikevich neurons are used as inhibitory
neurons (see Section 2.2.5). The parameters that govern these two neuron types
produce a simulated neuron that requires two or three near simultaneous inputs of
maximum strength in order to fire. The connection weights between neurons are
clipped to the values 0 mV and 10 mV (minimum synaptic weight and maximum
synaptic weight, respectively) except in some metaplasticity experiments where the
clipped limits may be changed (see Chapter 9).

3.3.2 Network defaults
The default network is composed of 1000 Izhikevich neurons, with 800 excitatory
and 200 inhibitory neurons i.e. a 4 to 1 ratio of excitatory to inhibitory neurons.
The neuron indexes are organized so that the excitatory neurons come first (0-799),
followed by the inhibitory neurons (800-999). This organization becomes apparent
in many of the plots shown throughout this thesis. Weights are initialized to the
values +3.0 (for excitatory weights) and -2.0 (for inhibitory weights). The spiketiming-dependent plasticity rule (STDP) operates on excitatory weights only, using
−t
t
the equations A+ e τ+ and A− e τ− to produce a shape that follows the classical model
of the STDP rule shown in Fig. 2.2. Here, A+ and A− control the magnitude of
synaptic change for the positive and negative curves, respectively. The use of unequal
parameter values, A+ = 0.1 and A− = 0.12, results in a temporally asymmetric
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variant of the classical model. However, the time constants for both the positive
and negative curves are set equal (τ+ = τ− = 20ms) (Izhikevich, 2006a).
Each simulated neuron is connected to 100 randomly selected post-synaptic neurons.
Excitatory connections are randomly assigned a conduction delay in the range 1 to
20 milliseconds. Inhibitory neurons are connected to excitatory neurons only and
the connection is assigned a 1 millisecond conduction delay.

3.3.3 Network maturation defaults
All network simulation times are quoted as internal simulation time (not external
clock time). Before being used in an experiment, each network is matured for two
hours (simulation time) by exposure to 1 Hz random input and with the STDP rule
enabled. Random input is generated by an independent Poisson process on each
neuron. After this maturation step, synaptic weights are observed to be redistributed
in a strongly bimodal fashion, with the majority of weights near their maximum or
minimum values.

3.3.4 Stimulation defaults
Internally to the Spinula software, stimuli are represented as spatio-temporal firing
patterns that are repeatedly presented to the network at regular intervals. Each
spatio-temporal firing pattern consists of a sequence of firing events, each of which
records the firing of a specific neuron at a specific time. Many of the experiments
in this thesis employ stimuli derived from the patterns shown in Fig. 3.1. The
Ascending and Descending patterns are composed from the same set of neurons
but with a different firing order (see Izhikevich, 2006a). In each pattern there are
forty neurons arranged in an ascending sequence: 1, 21, 41, 61, ..., 741, 761, 781.
The Ascending pattern fires these forty neurons at one millisecond intervals in the
specified order, whereas the Descending pattern inverts the neuron sequence order,
producing a step-like descending firing sequence.
Random background
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With network training, the stimulus is typically accompanied by a random pattern
of background firing. This random firing pattern is generated within the network in
the same way as for network maturation i.e. each neuron is fired at random times in
each second using an independent Poisson process. The default random background
frequency is 1 Hz.

3.4 A small experiment
In this section we will explore some more Spinula features by performing a simple
experiment on a small ad hoc network. The network consists of five neurons: two
input layer neurons and three output layer neurons, with the structure shown in
Figure 3.3. The network has four synaptic connections arranged in a W-pattern
and we can therefore refer to it as a W-Network. All connections have the same
axonal delay (1 ms) and initial synaptic weight (8.5 mV). Output neurons 2 and 4
of this network are connected to just one input neuron each, while output neuron 3
is connected to both input neurons (0 and 1). The neuron types are excitatory RS
type Izhikevich neurons with a firing threshold of about 17 mV so that, even with
saturated connection weights, the neurons in the output layer require simultaneous
input from two neurons in order to fire. Only neuron 3 receives input from two
neurons and therefore only neuron 3 can reach the firing threshold due to input
from neurons 0 and 1 alone.
The W-network topology has been designed to provide a simple demonstration of the
effects of spike-timing-dependent plasticity (STDP) in the presence of background
firing. The STDP rule specifies that for each synaptic connection in the network,
the degree of synaptic potentiation or depression is a function of the difference in
the firing time of each post-synaptic neuron and the arrival time of spikes at the
synapse. There are therefore two necessary conditions in order for the STDP rule
to produce changes in synaptic plasticity: both the pre-synaptic neuron and the
post-synaptic neuron must fire and the pre-synaptic spike must arrive close to a
post-synaptic firing event (within a small temporal window). In our experimental
network, only output neuron 3 is able to fire in response to the firing of input
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neurons, and therefore only the connections leading to neuron 3 are plastic in the
absence of background firing.

Neuron numbering:
Layer

Neuron Indices

input
output

0, 1
2, 3, 4

Connection numbering:
Connection

PreNeuron

PostNeuron

0
1
2
3

0
0
1
1

2
3
3
4

Initial synaptic weight:

(a) Connectivity

8.5

(b) Data

Figure 3.3: W-Network structure and parameters

A Spinula script must be written to orchestrate the experiment, including definitions
for the network architecture, the stimulus and the data collection requirements. The
script must then construct the W-network, start the simulation run and display the
resulting data (see Listing B.5 of Appendix B for the full script). The experiment
requires that the two input neurons are simultaneously stimulated at intervals of one
hundred milliseconds throughout the simulation run. We will run the experiment
twice with different parameters in order to test the effects of STDP with different
levels of background stimulation, firstly in the absence of background firing and
secondly in the presence of high frequency background noise. In the latter case the
output layer neurons will occasionally be selected to fire by the background pattern
generator and these firing events can therefore occur independently of any input
from the input layer.
In each run, the network is trained by repeated exposure to the stimulus i.e. the
STDP rule produces consistent potentiation of synaptic weights for connections that
see coherent pre- before post-synaptic firing, and consistent depression of weights
for connections that see post- before pre-synaptic firing. We can therefore expect to
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see potentiation of connections 1 and 2, because the connection architecture and the
stimulus together ensure that neuron 3 will be consistently fired shortly after the
firing of neurons 0 and 1. The effect on connections 0 and 3 is less clear, especially
if the simulation is run in the presence of high-frequency noise. We will therefore
let each simulation run continue for 100 seconds internal simulation time so that
any long-term trend in the connection weights (either upwards or downwards) is
apparent.
An effective demonstration of the effects of the STDP rule requires that the network
data be sampled at a high temporal resolution. We will need to record both the
membrane potential of each neuron and the synaptic weight of each connection
at the maximum temporal resolution of one millisecond. To achieve this goal we
create a OneMillisecTickDataCollector, specifying the required number of neuron
and connection samples as follows:
let hiDataResCollector =
let numberOfMembraneSamples = 1000
let numberOfWeightSamples = 100000
let selectedNeurons = [ 0; 1; 2; 3; 4; ]
let selectedConnections = [ 0; 1; 2; 3; ]
let parameters = new OneMillisecTickDataCollectorParameters(selectedNeurons, totalNeurons,
selectedConnections, totalConnections, numberOfMembraneSamples, numberOfWeightSamples)
new OneMillisecTickDataCollector(parameters)

Collection of weight samples occurs throughout the run (corresponding to 100 seconds × 1000 ms/sec = 100,000 samples). In contrast, only 1000 samples (i.e. the
data produced in one second) are collected for the membrane potential data, as there
is little variation in the response to the stimulus over the course of the simulation.
Each weight sample includes both the current synaptic weight (w) and the synaptic
derivative (d), where the derivative is an internal simulator variable that tracks the
current magnitude and direction of synaptic change. Membrane potential samples
record both the membrane potential (v) and the membrane recovery variable (u),
both variables derived from the Izhikevich equations (Izhikevich, 2006a).
After each simulation run, the collected weight and membrane samples can be retrieved from the OneMillisecTickDataCollector and either saved to a file or passed
to a Spinula data visualization function as follows:
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MillisecondResolutionDataVisualisation.ShowCollectedMembraneData(hiResDataCollector)

MillisecondResolutionDataVisualisation.ShowCollectedWeightData(hiResDataCollector)

The results after running the network for 100 seconds can be seen in Figs. 3.4
and 3.5, with membrane potential data shown in the top panel of each figure, and
the corresponding synaptic weight data in the bottom panel. With no background
stimulation (Fig. 3.4, top and bottom) neuron 3 is the only output neuron to produce
regular spiking in response to repeated stimulation of the input neurons 0 and 1.
If the firing of neuron 3 occurs just after the firing of the input neurons then the
consistent correlation between the regular spiking of the input neurons and the
spiking of neuron 3 leads to potentiation of connections 1 and 2, as specified by the
STDP rule. However, the other two output neurons (2 and 4) receive insufficient
input from the input neurons (0 and 1) to reach firing threshold in the absence of
background firing. The STDP rule therefore produces no net effect on connections
0 and 3.
If background firing is enabled then all of the output neurons will fire, although
perhaps only infrequently. This irregular firing can produce occasional correlations
in the firing of output and input layer neurons within the STDP window. In order
to study this effect we will repeat the experiment, but this time with a background
firing rate of 50 Hz. The results in Fig. 3.5 (top and bottom) show firing of all neurons, including output neurons 2 and 4. The spiking of output neuron 3 shows both
correlated and uncorrelated components although the correlations are sufficient to
produce rapid potentiation of afferent connections 1 and 2, despite the additional
non-correlated spiking. On occasion, the additional output neuron spiking events
produced by the 50 Hz background stimulation occur in the same STDP window as a
pre-synaptic spiking event and therefore produce synaptic change. These rare correlated events can occur either before or after input neuron firing and the connections
leading to output neurons 2 and 4 therefore display both potentiation and depression. Repeated runs of the experiment show a small overall bias towards depression:
if pre- before post-synaptic firing events are equally as likely as post- before pre-
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Figure 3.4: The response of a W-Network following repeated simultaneous stimulation of the two
input neurons (no background stimulation). The top panel shows changes in membrane potential
(v) for each neuron in the network and the bottom panel shows synaptic weight (w) changes for
each connection. The initial synaptic weight value was 8.5. With no background stimulation just
one of the three output neurons produces regular spiking (neuron 3). The synaptic weights onto
neuron 3 are potentiated, reaching saturation within a few seconds (Connections 1 and 2 in the
bottom panel).
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Figure 3.5: The response of a W-Network following repeated simultaneous stimulation of the
two input neurons (with background stimulation). With a background stimulation frequency of 50
Hz spiking events are frequent for all three output neurons, although only the firing of neuron 3 is
strongly correlated with the firing of the two input neurons. The visible stepping in the synaptic
weight is an artifact of the weight aggregation process occurring just once each second (each step
is exactly one second wide).
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events, then this bias is likely due to the default parameters employed for the STDP
implementation in the simulation engine: the parameters A+ = 0.10, A− = 0.12 produce a temporally asymmetric STDP equation with a bias towards depression.

3.5 Getting Spinula
For those wishing to utilize Spinula in their own experiments, I have made the Spinula source code available at https://spinula.codeplex.com/. Simply navigate to the project home page at this address and perform the following steps:
1. Click on the tab labeled Source Code
2. Click on History
3. Select the Change Set labeled 5e2448edfd24 (Second publication 0910)
4. Click on Files
5. At this point there are two choices:
(a) EITHER click on the Download button to download a compressed zip file
containing the complete source.
(b) OR clone from the Git repository (see description below)
Cloning from a Git repository: Those with the necessary client software
can clone the software from the Git repository at Codeplex. Git is a distributed version control system that is widely utilized in both open source
and commercial projects (see http://git-scm.com/). Assuming you
have a Git client installed on your computer, simply click on the Clone
button and copy the Uniform Resource Locator (URL) for the Git repository. This URL can then be passed as an argument to the Git clone
command, causing a copy of the software to be installed under version
control in the default local repository.
The current location of the Codeplex repository for Spinula is:
https://git01.codeplex.com/spinula
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Activity-dependent adaptation of
polychronous groups

ccording to the theory of neuronal group selection, adapted polychronous
groups are selected from a large repertoire of competing adapted groups by
their ability to polychronize in response to a specific triggering stimulus.
Neuronal group selection theory assumes that the presence of adapted PNGs in a
network is more than just a matter of chance. Instead, supported PNGs are continuously adapted by spike-timing-dependent plasticity (STDP) to create a constantly
changing pool of adapted PNGs. The adaptation of polychronous groups is therefore
dependent on both the on-going activity in the network and on the action of the
STDP learning rule. The requirements imposed by this theory are fundamental to
the idea that PNGs are representational because they utilize a biologically relevant
learning rule to create a relationship between a stimulus and a polychronization
response.

A
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In this chapter I explore the relationship between STDP-mediated changes in synaptic weights and the numbers of adapted PNGs in the network. An initial test of this
relationship was provided in a paper by Izhikevich, Gally, and Edelman (2004) in
an experiment that tested the sensitivity of adapted polychronous groups to synaptic disruption. The authors of this paper argue that self-organization of neurons
into adapted polychronous groups is a consequence of activity-dependent selective
strengthening of the connections between group neurons. They reasoned that the
dependency of adapted groups on specific arrangements of synaptic weights implies
a sensitivity to rearrangements of the synaptic weight values in the network. Synaptic disruption produced by random shuffling of synaptic weights should therefore
produce a reduction in the number of adapted groups that can be found in the network. The experimental method, although only summarily described, entails regular
sampling of the PNG count over the course of network maturation, a procedure that
generates a temporal profile such as the one reproduced in Fig. 4.1. Izhikevich et al.
(2004) found that in the presence of random input the immature network produced
a rapid increase in the number of PNGs that was followed by a prolonged period of
stability in PNG numbers. However, random reassignment of synaptic weights in
the mature network produced a dramatic decrease in the PNG count, followed by a
swift recovery. The temporal profile generated in this experiment has two distinct
phases, the first beginning at the start of maturation, and the second starting at
the point of synaptic disruption. For convenience I will refer to these phases as the
initial phase and the recovery phase.
The results reproduced in Fig. 4.1 support the idea that the large number of polychronous groups found in mature networks are more than just chance arrangements
of weights, and that the increase in PNG numbers both before and after shuffling
is STDP-mediated. The experiments described in this chapter are intended primarily to reproduce the results of this original experiment and therefore share the
original hypotheses: adapted polychronous groups are not formed from random arrangements of synaptic weights, and their formation is instead mediated by STDP.
However, there is more that can be made of this experiment. For example, the
original experiment did not examine the effect of synaptic shuffling on any adapted
groups that may remain in the network. It is predicted that synaptic disruption
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Figure 4.1: The number of polychronous neural groups found in a network over the course of
maturation, both before and after the synaptic weights are randomly shuffled. Reproduced from
Izhikevich et al. (2004); permission granted.

will substantially reduce the size of any remaining polychronous groups; a new experiment will therefore examine the size and temporal length of the PNGs found
in each of multiple networks, both before and after the rearrangement of synaptic
weights (see Sect. 4.2). Another unexplored issue with the original experiment is
that the profile results shown in Fig. 4.1 are from just one network, leaving open
the possibility of significant variation in the temporal profiles produced by different
networks. A modified version of the original experiment will therefore explore this
inter-network variation (see Sect. 4.3). Together these experiments are intended to
reveal more on the proposed interaction between supported and adapted groups that
may be at the heart of PNG formation.

4.1 Methods
This chapter includes two different experiments, both examining the effects of synaptic disruption on the number of PNGs in the network. The first compares the PNG
counts before and after synaptic disruption and examines the effect of synaptic disruption on the polychronous groups that remain. The second experiment samples
the PNG count at regular intervals over the course of network maturation, following
the original procedure outlined in Izhikevich et al. (2004) that creates a temporal
profile. However, unlike the original experiment, the profile results from multiple
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networks are compared.
Both experiments examine the effect of synaptic disruption on multiple independent
networks with an STDP learning rule. Each experimental network is composed of
1000 Izhikevich neurons with default parameters as described in Section 3.3 of Chapter 3. The networks were matured by exposure to 1 Hz random input generated by
a Poisson process. In the first experiment (see Sect. 4.2), twenty networks were
matured for two hours and the PNG counts, sizes and lengths from each network
were sampled both immediately before and again immediately after synaptic disruption of the newly mature networks. In the second experiment (see Sect. 4.3), ten
networks were sampled at one minute intervals throughout the course of a two-hour
network maturation period. Regular samples were also taken at one minute intervals throughout an equivalent two-hour recovery period that followed the synaptic
disruption of each network. The two hour periods were taken from earlier work in
which the maturation period was continued for 1000 minutes. This earlier experiment found that PNG counts peak at around 120 minutes (not shown).
PNG Sampling Method: PNG samples were generated using the PNG search algorithm described in Izhikevich (2006a). This algorithm scans the structural groups
in the network, looking for groups with synaptic weights that are able to support
the propagation of spatio-temporal firing patterns beyond a minimum length. The
values returned from the PNG search algorithm include a structural description of
each discovered group, allowing the PNG size and temporal length to be computed.
For performance reasons, the search domain is limited to trigger patterns composed
of spatio-temporal triplets i.e. any combination of three neurons. Even with this
restriction, each sample takes around 7±4 minutes to execute the search algorithm.
Extracting 240 sample points therefore requires about 28 hours of computer time
for each of the ten networks i.e. 7 × 240 = 1680 minutes on an Intel Core 2 Duo @
2.66 GHz with 4 Gigabytes of RAM.
Synaptic Disruption: The procedure for producing synaptic disruption uses a shuffling technique (Izhikevich et al., 2004): for each connection between two excitatory neurons, another excitatory-excitatory connection is randomly chosen and the
synaptic weights are swapped (see also Guise et al., 2013c).
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Scripts: A Spinula script that outlines the experimental procedure can be found
in Section B.1 of Appendix B. The full scripts, allowing the reproduction of each
experiment, can be found in the accompanying technical report (Guise et al., 2013a).
Execution of these scripts requires the installation of the Spinula software package
(Guise et al., 2013c).

4.2 The effect of synaptic disruption
In this first experiment, polychronous group counts are sampled both before and
after the synaptic weights are disrupted using a random shuffling procedure. Like
the original experiment of Izhikevich et al. (2004), this experiment reports the effects
of synaptic shuffling in terms of changes in the number of PNGs in the network.
However, unlike the original experiment, I also examine the size and temporal length
of the adapted polychronous groups in the network. Samples are taken both before
and after synaptic shuffling, allowing the size and length of the pre-shuffle groups to
be compared with any groups that remain after shuffling. If the pattern of synaptic
weights that supports polychronization is more than just a random arrangement
of weights, then synaptic shuffling will disrupt this pattern, resulting in adapted
PNGs that are smaller (contain fewer neurons) and shorter (have reduced temporal
length).
The results averaged over twenty independent networks are shown in Fig. 4.2 [Left].
There is a significant drop in the PNG count after shuffling, with the post-shuffle
mean falling to around 5% of the pre-shuffle value. This decrease is consistent
across all twenty networks and reproduces the decline in PNG numbers observed in
the original experiment by Izhikevich et al. (2004).
The effect of synaptic shuffling on PNG size and temporal length is summarized
in Fig. 4.2 [Middle and Right]. As predicted, there is a shift towards smaller sizes
and shorter temporal lengths following synaptic shuffling: the mean PNG size after
shuffling is less than half of the pre-shuffling size (see Fig. 4.2 [Middle]) and this
size decrease is highly significant (p < 0.001). Mean temporal lengths, shown in
Fig. 4.2 [Right], lose around a quarter of their value following synaptic shuffling
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Figure 4.2: The effect of synaptic shuffling on PNG count, size and temporal length (n=20).
Mean values are shown both before ( Pre) and after ( Post) synaptic disruption. Error bars show
the 99% confidence interval relative to the sample mean. Comparing the Pre versus Post means,
synaptic shuffling produces a significant difference in: [Left]: the mean number of groups in the
network (paired t(19) = 9.0, p < 0.001, mean (Pre) = 3392; mean (Post) = 169) [Middle]: the
mean PNG size (paired t(19) = 10.7, p < 0.001, mean (Pre) = 83; mean (Post) = 36) [Right]:
the mean temporal length (paired t(19) = 10.8, p < 0.001, mean (Pre) = 143; mean (Post) =
104)

and this decrease is also highly significant (p < 0.001). These results reject a
model of PNG adaptation in which adapted PNGs occur as random arrangements of
synaptic weights. Instead, they show that PNG adaptation is dependent on precise
arrangements of synaptic weights that cannot be recreated by random shuffling.
They also support the idea that these precise non-random arrangements of weights
are generated by the effects of STDP.

4.3 Variation in temporal profiles
In the original experiment of Izhikevich et al. (2004), PNG numbers were sampled at
multiple time-points over the course of maturation. The time-course of maturation
shown in the initial phase of the resulting temporal profile (see Fig. 4.1) appears to
be recapitulated in the recovery phase that begins immediately following synaptic
disruption, suggesting that synaptic shuffling causes the network to regress to an
immature state and then re-grow. In the next experiment, these temporal profiles are
generated for ten different networks and the variation between profiles is examined.
Each network is matured in the presence of random input, with regular sampling
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throughout the course of maturation. After two hours of maturation, synapses
are shuffled and PNG numbers are allowed to recover in the continued presence of
random input.
The most important observations from the original experiment are the dramatic drop
in PNG numbers following synaptic shuffling, and the rapid increase in PNG numbers at the start of both the initial and recovery phases (Izhikevich et al., 2004).
Importantly, the current experiment reproduces both of these observations. The
average trend across all network profiles (bold line in Fig. 4.3) is similar to the original experiment in displaying an initial strong surge in PNG numbers during early
maturation, and again in the period immediately following synaptic shuffling. The
timescales for these initial growth periods are also similar in the two experiments,
with a baseline to peak time interval of around 15 to 20 minutes. Also observed in
both experiments, synaptic shuffling produces an immediate rapid decline in PNG
numbers.
30000
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Figure 4.3: Emergence of polychronous groups as a function of time, both before and after
synaptic shuffling (n=10). Individual runs plot 240 time points taken at intervals of one minute
during maturation (1 - 120 minutes) and following synaptic shuffling (121-240 minutes). The
vertical arrow marks the time at which synaptic shuffling occurred in the middle of each run. A
line through the mean values over all ten runs is plotted in bold.
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However, looking at just the bold line in Fig. 4.3, there are some notable differences
between the two experiments: the average PNG count slowly declines in the current experiment, while the original experiment shows long-term stability in PNG
numbers. The current experiment also manifests an initial small peak in the PNG
numbers at the beginning of each of the two phases, a feature not previously reported
in Izhikevich et al. (2004). This early peak is consistent across all ten networks in
Fig. 4.3, occurring within three to six minutes following the initialization of each
phase (both before and after shuffling) and with counts ranging from around 400
to 1200. Another significant difference is the magnitude of the PNG counts in the
two experiments. The PNG counts in the current experiment peak at well over ten
thousand polychronous groups, while the original experiment plateaued at around
900 (Izhikevich et al., 2004).
Another difference between the two experiments is in the number of PNGs found
in the period immediately after synaptic shuffling: the number of adapted groups
ranges between 17 and 233 shortly after synaptic shuffling in Fig. 4.3, but reaches
zero in Fig. 4.1 in the same time range (Izhikevich et al., 2004). One explanation
for this difference is the use of an incorrect shuffling technique in the original experiment: the original C++ shuffling code (Izhikevich, 2006b) copies memory locations
rather than swapping them. This was assumed to be unintentional and was fixed
in the Spinula source code (see Guise et al., 2013c). This supposedly unintentional
shuffling technique, as implemented by Izhikevich et al. (2004), may still produce
effective randomisation of synaptic weights. However, it is likely that the two different methods of randomisation will result in different probabilities for the survival of
supported PNGs as adapted groups in the period immediately after shuffling.
Although the average PNG counts (bold line in Fig. 4.3) reproduce many of the
important features described in Izhikevich et al. (2004, and in Fig. 4.1), there are
some additional features that can be observed by comparing the temporal profiles
for individual networks. One such previously unobserved feature is a cyclic behavior
that is observed in some networks. In these networks the PNG numbers wax and
wane with a regular period of thirty to thirty-five minutes. Of the ten network
profiles, four in the maturing phase, and three in the shuffled phase display this
cycling behavior, although only two profiles manifest the behavior both before and
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after shuffling. The ten profiles shown in Fig. 4.3 also demonstrate a high degree of
variability in the productivity of each network, with some networks producing more
than twice as many polychronous groups as others. However, synaptic disruption
has the same effect on all networks, producing an immediate disappearance of most
polychronous groups followed by a full recovery within thirty minutes.

4.4 Discussion
Izhikevich et al. (2004) found that the number of polychronous groups varies over
the course of maturation, with a strong initial increase in early maturation followed
by a plateau in PNG numbers. Over this time-course, the distribution of excitatory
synaptic weights becomes increasingly bimodal (see Fig. 6 of Izhikevich et al.,
2004), with many weights either decreasing to zero or increasing to saturation. The
bimodal weight distribution of mature networks is a consequence of the interaction
between random unstructured inputs and the STDP rule, but it may also reflect
the STDP-mediated formation of polychronous groups with their strong intra-group
connections.
The intended effect of synaptic shuffling is to disrupt these strong intra-group connections, and thus reduce the length of the paths in the network that are able to
polychronize. The method used here (and previously in Izhikevich et al., 2004,
Izhikevich, 2006a, Chrol-Cannon et al., 2012) for counting polychronous groups utilizes a PNG search algorithm to identify adapted polychronous groups in the network
i.e. structural groups with strong intra-group connections that can support polychronization. The dependency of adapted groups on strong intra-group connections
means that these groups are sensitive to synaptic disruption. The reduction in the
PNG count following synaptic shuffling is therefore reflective of a reduction in the
potential for polychronization due to weakening of the intra-group connections.
The first of two experiments focused on the effects of synaptic disruption on the
adapted polychronous groups that remain after shuffling (see Section 4.2). Synaptic
shuffling elicited a significant decline in the number of PNGs that can be found in
the network, in agreement with Izhikevich et al. (2004). However, and in contrast to
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the results of Izhikevich et al. (2004), not all groups disappeared following synaptic
shuffling, although only a small proportion of the original groups remain. For these
remaining groups, synaptic shuffling produced a significant reduction in the number
of neurons that participate in each group, and a smaller drop in the mean temporal
length of the remaining groups. This first experiment showed that a small number
of adapted PNGs are still discoverable in the network after the shuffling procedure,
albeit smaller and shorter. That adapted PNGs still exist after shuffling could be
interpreted as evidence that these strongly connected sub-graphs can and do occur
in the network by chance, even if only in small numbers.
An alternative view is that the remaining adapted groups are merely an artifact
of the shuffling procedure. In both the original experiment (see Fig. 4.1) and the
current results (bold line in Fig. 4.3), the time-course in the recovery phase appears
to recapitulate the time-course in the initial phase. This reiteration of the overall
trend in the two phases of the experiment suggests that synaptic shuffling causes
the network to regress to an immature state and that the recovery in group counts
following shuffling is really just a reinitialization of each network. This account might
be reasonable if the synaptic weight distributions at the start of each phase were
equivalent. However, the initial phase begins with initialization of synaptic weights
to constant values, whereas the weight distributions at the start of the recovery phase
are produced by randomly swapping weight values in a mature network. Because
the shuffling procedure does not modify weight values, synaptic weights at the start
of the recovery phase continue to maintain the strongly bimodal distribution of
a mature network. Therefore, the network state immediately following synaptic
shuffling cannot be equivalent to the state of an immature network. However, given
this analysis a small number of supported PNGs might be expected to maintain their
adapted status after shuffling, because the majority of shuffled weights are either
at maximum or minimum values within the weight range. These surviving groups
may have substantially altered weight distributions, but they nevertheless continue
to exist as adapted PNGs.
Whether or not some adapted PNGs survive the shuffling procedure, the effect of
shuffling on the overall numbers of polychronous groups in the network strongly
argues that adapted PNG formation requires more than just a chance arrangement
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of synaptic weights. The results from the second experiment support this view: as
for the first experiment, synaptic shuffling produces an immediate rapid decline in
PNG numbers (see Fig. 4.3). If adapted groups were purely chance arrangements of
synaptic weights, then random shuffling of the synaptic weights should have minimal
impact on the number of adapted groups in the network. However, synaptic shuffling
substantially reduces PNG numbers, as demonstrated in Izhikevich et al. (2004), and
in both of the experiments described in Sections 4.2 and 4.3. There are just two
systems of synaptic change in these experiments: the disruptive change in synaptic
weights brought about by synaptic shuffling, and the more selective change in synaptic weights generated by application of the STDP rule. The large decline in PNG
numbers produced by synaptic shuffling refutes the idea that adapted PNGs are
formed from just random associations of weights. Instead the evidence supports the
hypothesis proposed by Izhikevich et al. (2004) that the connections between PNG
neurons are strengthened by a selective learning rule. In the experiment described
in Section 4.3, the temporal profiles of ten different networks all show a strong initial
growth in PNG numbers in both the initial and recovery phases of each profile. This
trend is also observed in the original experiment (Izhikevich et al., 2004), supporting
the hypothesis that PNG formation is mediated by the STDP learning rule.
The overall results from these experiments reproduce the most important features of
the original experiment (Izhikevich et al., 2004). However, there were differences in
the magnitude of the PNG counts between the original and current experiments and
also in the overall trend observed in the temporal profiles (i.e. long-term stability
versus a slow decline in PNG numbers). These discrepancies may be explained by
the different STDP implementations in the two experiments and the use of both
short-term and long-term plasticity mechanisms in the original experiment. The
profiles shown in Fig. 3a of Chrol-Cannon et al. (2012) more closely resemble the
average PNG counts observed in Fig. 4.3 (bold line), with a peak at around thirty
minutes followed by a lower level plateau at around fifty minutes. However, ChrolCannon et al. (2012, Fig. 3b) were able to replicate the plateau in PNG counts
observed in Izhikevich et al. (2004) by using a modified STDP rule. Discrepancies
between the original and current experiments may also be explained by differences in
network size and topology. The current experiment (and that of Chrol-Cannon et al.

55

CHAPTER 4. ACTIVITY-DEPENDENT ADAPTATION

(2012)) used network parameters taken from Izhikevich (2006a), whereas the original
experiment was carried out on a considerably larger network (100,000 neurons) with
a spherical small-world topology (Izhikevich et al., 2004).
The current experiments also unearthed some previously unreported features in the
temporal profiles generated during network maturation: firstly an initial small peak
in the PNG numbers at the beginning of each of the two phases, and secondly, a
regular cyclic variation in PNG numbers that is observed only in some networks.
The cyclic behavior is observed in only some networks while others follow the average trend (bold line) i.e. exhibiting an initial burst of productivity followed by
a gradual decline. Both of these newly observed features support a model of PNG
formation that emphasizes the dynamic nature of the interaction between supported
and adapted groups. Izhikevich et al. (2004) has proposed that synaptic weight values constantly fluctuate as individual neurons dynamically change the strength of
their affiliations to the different neural groups in which they participate. However,
a higher level dynamic process may also be occurring in the form of a bidirectional
flux between groups that exist as mere spatio-temporal structures (i.e. supported
PNGs), and adapted groups that are capable of polychronization. Such a model
is not inconsistent with neuronal group selection theory in which the formation of
adapted groups occurs through the selective reinforcement of supported groups that
match the current inputs. Together, the experiments recounted in this chapter provide evidence in favor of this STDP-mediated relationship between stimulus and
response. This support for a biologically relevant learning rule mediating the relationship between stimulus and response also provides an initial building block on
which to build a PNG-based representational system.
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Requirements of a
representational system

he previous chapter demonstrated that randomly connected mature networks
of Izhikevich neurons can contain many thousands of structural groups that
are in a constant competitive state of adaptation to their stimulus environment. Izhikevich (2004, 2006a) favors a selectionist view of these structural groups
that is inspired by the Theory of Neuronal Group Selection (Edelman, 1987). Viewing polychronization through the lens of this theory, the structural PNGs that exist
in mature networks form a primary repertoire from which a secondary repertoire is
dynamically selected by synaptic learning rules. The secondary repertoire of selected
neuronal groups then provides a foundation upon which are built mechanisms for
learning and memory.

T

In this chapter I consider the representational potential of polychronous groups, first
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looking at the general requirements of a representational system, and then suggesting
some specific criteria that a representational system based on polychronicity must
satisfy. I then complete the chapter with a general proposal for how PNGs might
meet these criteria. Izhikevich (2006a) observed that the number of structural PNGs
in a network can be many times greater than the number of neurons. Given this
large repertoire of structural PNGs, how might we use it to build a representational
system?

5.1 Representation and memory
The concept of representation is inextricably linked to current ideas on memory, both
the capacity-limited retention of information over brief periods of time (short-term
memory), and the encoding and storage of information for longer periods that might
extend for the lifetime of the organism (long-term memory). Many current memory
models assume that separate subsystems are used to support the storage of memory
items over short and long time-scales (e.g. Atkinson and Shiffrin, 1968, Baddeley
and Hitch, 1974, Cowan, 2008). Such models require a representational system that
can encompass the full range of information flow through the brain, ranging from
representations of perceptual stimuli to representations that are purely mnemonic
or conceptual. Importantly, they also require an underlying representation for the
transfer of information between subsystems, particularly between working memory
buffers in frontal cortex and perceptual processing areas in posterior cortex.
More recently, models of memory based on modular subsystems have been gradually
giving way to more integrated state-based models that remove the need for information transfer between brain regions (Postle, 2006). In state-based models, the
storage of memories and the storage of temporary information is tied to the same
cortical areas. This integration of short-term and long-term memory is achieved
by altering the activation state of stored memory representations through an attentional mechanism i.e. short-term memory is defined in terms of an increase in the
activation state of a long-term memory that is stored in a localized region of cortex.
There are several competing models of state-based memory that differ in such factors
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as the size of the attentional focus, and the number of different levels of activation
(McElree, 1998, Cowan, 1999, Oberauer, 2002). However, there is also considerable
overlap between the models: for example, all models postulate a focus of attention,
a region of limited capacity whose activation is maintained by attention.
In some models there is also a fast-decaying region of heightened activation surrounding the attentional focus. This surrounding activation zone maintains recently
selected memory items in a state of enhanced accessibility, thus allowing them to be
more easily activated in future (Cowan, 1999, Oberauer, 2002). However, recent analyzes of both functional Magnetic Resonance Imaging (fMRI) and electroencephalogram (EEG) data have failed to find evidence of neural activation for memory items
outside of the attentional focus (LaRocque et al., 2013). While seeming to cast
doubt on models that maintain an activation zone around the focus of attention,
LaRocque et al. (2013) instead argue that enhanced accessibility in this zone might
be achieved, not by elevated neural activity, but by other mechanisms such as the
short-term potentiation of synaptic weights, or transient increases in the presynaptic
concentration of Ca2+ (Erickson et al., 2010, Mongillo et al., 2008).
The integration between short-term and long-term representations in state-based
models fits easily into a representational model based on the activation of polychronous groups. Izhikevich (2006a) has already proposed a memory model based
on the adaptation of structural PNGs, although only the activation of long-term
memories is described. More recently, Szatmáry and Izhikevich (2010) have utilized
a mechanism for short-term synaptic plasticity to create a model with both shortterm and long-term representations. Their model is based on the observation that
random noise can produce spontaneous activation of polychronous groups in model
networks (see for example Izhikevich, 2006a). This spontaneous activation can be
made to be selective for stimulus-specific PNGs if the network is first primed with
repeated stimulation. The repeated activation of selected PNGs leads to adaptation of the synaptic weights that bind the group, increasing the probability of their
selective reactivation in the presence of random background noise.
They found that the introduction of short-term plasticity to the model enhanced this
selective reactivation, allowing the selected PNGs to remain activated for more than
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ten seconds. These results show that the combination of both short-term and longterm forms of spike-timing-dependent plasticity can provide a biologically plausible
foundation on which to build a more complete state-based memory model based on
polychronicity. Although Szatmáry and Izhikevich (2010) present these results in
the context of a theory of working memory, the model might be better described as
a short-term memory model as it does not allow for the manipulation of information
through an attentional mechanism. More work is also needed in extending this
model to support other aspects of a complete memory system such as a memory for
sequences.

5.2 Topological requirements
Polychronization places only modest demands on the topology of simulated networks, seeming only to require a topology that supports variable conduction delays
and a spatio-temporal pattern of input. For example, Izhikevich has demonstrated
polychronization in both randomly connected Erdős-Rényi networks and in smallworld networks, suggesting that polychronization is quite robust to variations in network topology (Izhikevich et al., 2004, Izhikevich, 2006a)1 . Erdős-Rényi networks
are often used to model the neural networks found in cortical columns, although
the larger-scale networks of the brain are thought to exhibit a small-world topology
(Humphries et al., 2006). Small-world networks have the property that sending a
message between nodes requires only a small number of vertex transitions or hops,
due to the existence of high-degree hubs i.e. network nodes that have a large number of vertexes. Small-world networks may also be scale-free, a classification that
requires that the distribution of high-degree nodes follows a power law.
Chrol-Cannon et al. (2012) have compared the performance of scale-free networks
with randomly connected Erdős-Rényi networks and found that repeated stimulation of these networks produced similar numbers of adapted PNGs in each network
type. However, they observed that the PNGs found in scale-free networks were generally smaller than those in random networks, and group sizes were distributed over
1

Both demonstrations employed a classical STDP rule (see Fig. 2.2).
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a smaller range. This result suggests that large scale networks in the brain that exhibit some of the properties of scale-free networks may have different characteristic
patterns of polychronization than has been observed to date in randomly connected
network simulations. However, it is not yet clear how many of the brain’s networks
are genuinely scale-free. For example, the medial reticular formation of the brainstem is a small world network without being scale-free, suggesting that a scale-free
classification is not a universal requirement of biological networks (Humphries et al.,
2006).

5.3 PNG-based models of representation
Before going on to discuss the requirements of a PNG-based representational system
in the context of current experimental data, it is important to introduce the model
systems that have generated these results. Previous experiments on polychronization
that are able to be related to representation have been conducted in both randomly
connected Izhikevich network models, and in reservoir models in which the reservoir
is composed of a sparsely connected network of spiking neurons that are able to
polychronize. The topologies of both of these network types are typically recurrent,
resulting in complex dynamics that have been exploited to model a large number of
temporally-sensitive real-world problems. Reservoir models have evolved from the
difficulties in generating effective training strategies for recurrent networks; rather
than attempt to develop new types of supervised training methods, one solution was
to leave the network untrained, and instead train a simple linear readout layer. This
new class of recurrent networks are variously called Echo State Networks (Jaeger,
2001) or Liquid State Machines (Maass et al., 2002), or combined under the umbrella
term of reservoir networks.
Paugam-Moisy et al. (2008) have exploited this idea to create a polychronizingreservoir-based model of representation. They justify this choice of model by pointing out that network models based on STDP alone cannot explain task-specific
learning that occurs over slower timescales. Instead, they argue that STDP, as a
learning rule that is local in both time and space, must be paired with learning
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rules at larger scales, a system they call “multi-timescale learning”. In addition
to the STDP-based reservoir in which adapted PNGs were able to develop, they
included a slower supervised learning algorithm to classify the outputs from the
reservoir. The supervised learning rule, based on delay learning, selects PNG activations within the reservoir that best respond to a stimulus, providing an effective
system for classification. Although the performance of this system is impressive,
reservoir output selection using a supervised learning algorithm is not biologically
plausible and therefore more thought is needed on how a polychronization-based
reservoir might realistically interface with other parts of the brain.

5.4 Requirements of a representational system
There are many potential requirements that might be imposed on a system capable
of representation. This section lists just four requirements, selecting those that
I consider to be both critical and amenable to experimental testing. In order to
be representative, the representational entities in the system must be capable of
activation in response to stimuli. The first two requirements are therefore defined
in terms of PNG activation. Minimally, if a PNG functions to represent a given
stimulus, it must be activated whenever the stimulus is presented, and it must not
be activated if the stimulus is not presented. I use the term consistency to refer to
the requirement for activation on each stimulus presentation, and selectivity to refer
to the stimulus-specificity of the PNG activation. A selective system produces PNG
activations in response to a stimulus that are sufficiently specific to allow the unique
identification of the stimulus. A consistent system is able to dependably produce
PNG activations on every presentation of the stimulus.
However, PNG activation is dependent on the presence of structural PNGs that have
been adapted to the perceptual environment of the organism. These adapted PNGs
provide the foundation for two additional requirements that I consider critical to a
representational system, the requirements of stability and capacity. A stable system
is able to maintain long-term representations in the form of structural PNGs that
are capable of activation, and a system with good capacity allows a biologically plau62
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sible number of these structural representations. (Izhikevich, 2006a) has previously
commented on the extraordinary potential capacity of a PNG-based representational
system, a product of both the number of structural PNGs in the network, and the
ability of neurons to be shared between groups. This definition of capacity is distinct
from a definition based on the number of simultaneous activations that a network
is able to support that is perhaps more akin to short-term memory than to the
long-term storage of representations.
The polychronicity literature provides some initial results that touch on all of these
requirements except for stability. Factors that ensure the stability of structural
polychronous groups or of PNG activation have yet to be determined although I
discuss some thoughts on this in the concluding chapter. For now, the following
sections summarize the relevant support for each requirement in the literature.

5.4.1 Selectivity
After training a network on two different stimuli Izhikevich (2006a) has shown that
different groups of PNGs are activated in response to each stimulus. His training
regime involved the repeated presentation of stimuli derived from either the Ascending or Descending patterns (see Fig. 3.1). After twenty minutes of stimulation, the
adaptation of structural PNGs in the network allowed group activation, producing
patterns of polychronization that could be detected in the network firing data. Importantly, the polychronous groups that were activated could be divided into two
sets according to the stimulus that produced their activation.
Paugam-Moisy et al. (2008) have extended this work using their polychronizingreservoir-based system to successfully discriminate between the Ascending and Descending patterns, achieving up to 100% success in classification of noisy versions
of the two patterns presented in random order. A larger reservoir was also able to
successfully classify handwritten numerals from the USPS data set2 , although with
a substantial increase in classification errors. Paugam-Moisy et al. (2008) found that
2
A database of numerical data scanned from envelopes by the US Postal Service (see ZIP code
dataset at http://statweb.stanford.edu/~tibs/ElemStatLearn/data.html).
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the polychronous groups in the reservoir that were most frequently activated in the
learning phase were also most frequently activated in the testing phase, providing
support to the idea that the two sets of groups were representative of the two classes.
Although these experiments provide some support for the selectivity of PNG activation, the stimulus specificity of each set of PNG activations was not explicitly tested
in either experiment. However, both experiments provide evidence of multiple PNG
activations for each stimulus, suggesting that individual PNG activations cannot be
representational, at least for complex stimuli.

5.4.2 Consistency
The activation of a polychronous neural group requires that the firing time of each
PNG neuron occurs with some degree of precision, a requirement that might be
difficult to achieve with consistency given the competition between groups, and
a complex dynamic environment. However, both of the experiments described in
the previous section have also produced results that provide insight into this requirement for consistency. Izhikevich (2006a), when he tracked the evolution of
polychronous groups in response to one of two input patterns also noted that the
polychronous groups that responded to each pattern were only inconsistently activated, with only 15% of the groups polychronizing on each stimulus presentation.
Similarly, the reservoir-based system of Paugam-Moisy et al. (2008) provides evidence of only inconsistent activation of individual polychronous groups. Figure 12
of their paper shows the activation of individual PNGs over the course of their
experiment, described previously, on two-class classification of the Ascending and
Descending patterns. During the testing phase (17-20 secs), many of the PNGs associated with each class are activated regularly but not consistently. Once again these
results suggest that individual PNGs cannot be representational, although they do
not exclude the possibility of combined sets of PNGs being an underlying basis for
representation.
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5.4.3 Capacity
The enormous potential memory capacity of a PNG-based representational system is
one of the most cited observations from Izhikevich’s 2006 paper on polychronization.
Izhikevich assessed this potential for immense capacity in only theoretical terms, as
the algorithms used for discovering structural groups in the network are far from
exhaustive and the number of structural groups in each network is therefore likely to
be substantially underrepresented. Chrol-Cannon et al. (2012) have further examined the capacity of networks containing polychronous groups by testing networks
that have been simultaneously trained on multiple stimuli. Using an alternating set
of from one to eight unique stimuli, they found that competition between groups
intensified with increasing number of stimuli. Contrary to their expectations, this
increased competition lead to a reduction in the number of adapted groups in each
network as the number of different stimuli increased.
The training protocol in this experiment involved alternately presenting either 1,
2, 4 or 8 different stimuli in each epoch, with stimulus presentation continuing for
the full duration of the experiment. It would have been interesting to investigate
alternative training protocols to see how much of the group competition effect could
be attributed to the training protocol. For example, sequentially training on each
single stimulus might allow the effect of subsequent training on network forgetting
to be more easily assessed (Robins, 1995, Abraham and Robins, 2005). Other than
the effect on PNG numbers, it is difficult to assess from these results the outcome
of multi-stimulus training on the distribution of stimulus-specific PNGs. For example, were PNGs that were responsive to stimuli presented early in each epoch
maintained through subsequent epochs, or were they displaced by the adaptation of
PNGs responsive to stimuli presented later in the same epoch? Categorization of
the adapted groups that remained after each epoch according to the post-training
selectivity of each stimulus might have answered this question, and contributed to
the overall significance of the experimental results.
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5.5 The unit of functional activation
According to Izhikevich (2006a), the activation of polychronous groups is equivalent to evoking a specific memory representation. Activation of PNGs is triggered
by spatio-temporal input patterns that match some portion of the group structure. The spatio-temporal alignment of a triggering firing pattern with the spatiotemporal structure of the group causes convergent spiking within the group that
initiates polychronization. For performance reasons, the trigger in simulation experiments that study PNG activation is typically a triplet of three firing events that
have a spatio-temporal structure that matches the initial segment of a previously
identified structural PNG. Although a single triplet trigger is capable of producing
group activation, a complex input pattern might consist of multiple triggers and
might therefore produce multiple simultaneous activations. This possibility suggests a view of PNG activation in which a unique set of groups is activated for each
stimulus, and this view is supported by the reports of multiple PNG activations for
each stimulus that were described in previous sections.
Given this support I propose the following interim hypothesis:
• an adequate functional response consists of multiple group activations
• and this co-activating set must uniquely discriminate the stimulus
I describe a co-activating set that uniquely discriminates the stimulus as being selective for the stimulus. With the evidence at hand it seems likely that multiple
activations are necessary in order to sufficiently represent anything other than a
very simple stimulus. A representational system based on PNGs therefore requires
a multi-PNG activation response as the fundamental unit of functional activation
and the relationship between a triggering stimulus and subsequent PNG activation
is one to many. On first exposure to a stimulus, there may be few if any PNG
activations making up this multi-PNG activation response. As I will show in later
chapters, this initially weak activation response becomes increasingly well defined
over the course of training as the connection weights supporting PNG activation are
strengthened.
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However, some caution is needed regarding the current definition of a polychronous
group. In most reports, structural groups are defined by the algorithm used for finding PNGs in the network connection structure, and these algorithms are typically
limited by performance constraints to finding only those structural PNGs that are
triggered by different spatio-temporal combinations of three firing events. Networks
can of course contain numerous structural PNGs that are triggered only by wider
input stimuli consisting of more than three firing events. In biological networks,
where each neuron may have many thousands of inputs, the activation of structural
PNGs may require triggers consisting of many hundreds of firing events. Nevertheless, given this current limited definition of the bounds of individual PNGs, the unit
of functional activation must normally consist of multiple PNG activations, even in
biological networks.
If the functional response to a stimulus normally consists of multiple PNG activations, can two different stimuli produce overlapping activations? The experimental
results shown in Fig. 5.1 demonstrate that they can. The example shows just a
selected portion of the activation response for each stimulus, demonstrating near
identical spatio-temporal patterns of polychronization resulting from two different
stimuli. The full activation response for each stimulus consists of a combination
of the overlapping region, and additional PNG activations that are unique to each
stimulus. The overlapping region shown in Fig. 5.1 is not in itself sufficient to select
the stimulus. At least in this case a unique combination of multiple PNG activations
is required to allow discrimination of each stimulus.

5.6 A view of the PNG activation response based on sets
The previous sections have emphasized that individual PNG activations are unlikely to be selective for their triggering stimuli. Instead, a representational system
based on multiple co-activating PNGs has been proposed, an idea that is consistent
with both the selectivity and consistency data presented in Izhikevich (2006a) and
Paugam-Moisy et al. (2008). Given this hypothesis, I will now provide a more precise definition of a set-based activation response: given two stimuli, a set of triggers
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Figure 5.1: Near identical patterns of polychronization in the PNG activation response to
two different stimuli (filled circles). The spatio-temporal pattern of firing produced in response
to the Ascending pattern (unfilled circles, left) is identical to that produced in response to the
Descending pattern (unfilled circles, right) if a temporal jitter of ±4 milliseconds is allowed. The
two stimuli fire the same neurons, but in a different order. Note that only selected portions of
the stimulus and PNG activation response are shown.

and a resulting set of activations:
1. stimuli: S1 and S2
2. triggers: (T = t1 , t2 ...)
3. activations: (A = a1 , a2 ...)
such that each trigger produces a unique activation (t1 →a1 , t2 →a2 ...), then each
stimulus can be composed of multiple triggers from the set T (i.e. S1 T and S2 T )
that produces multiple activations from the set A (S1 A and S2 A).

5.6.1 Selectivity
Given these definitions, selectivity can now be defined as follows: a PNG-based
representational system is selective if the activation sets S1 A and S2 A are sufficiently
unique so as to uniquely define the stimulus. At a minimum this requires that the
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intersection of the two activation sets is a subset of each set:

Either:
S1

A

∩

S2

A

∩

S2

A

⊂

S1

A

⊂

S2

A

Or:
S1

(5.1)

A

In addition, the activation of each set (S1 A and S2 A) must occur whenever the
corresponding stimulus (S1 and S2 ) is present, and not occur when the triggering
stimulus is absent. It is inevitable that complex spatio-temporal input patterns will
sometimes contain overlapping firing events. In many cases these overlapping events
will be triggers for PNG activation. Given the restriction that each trigger produces
a unique activation then these shared triggers will produce shared activations i.e. if
S1
T and S2 T overlap, then so will S1 A and S2 A. However, the full activation response
consisting of the complete activation set for each stimulus is still selective for the
stimulus provided that the relationships in 5.1 still hold.

5.6.2 Consistency
There is an interaction between the requirements for a selective system and those
of a consistent system such that a reduction in consistency can result in loss of
selectivity. If S1 A consists of a1 , a2 and a3 , and S2 A contains a1 , a2 and a5 , then
the failure of a3 renders the two stimuli indistinguishable. With this understanding,
the term consistency can now be defined as follows: given a stimulus, S and an
activation set, S A, a system is consistent if some subset of S A that is sufficient to
uniquely identify S is activated on every presentation of the stimulus.
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5.7 Conclusions
In this chapter I have described a view of PNG activation based on sets of coactivating polychronous groups, and described how this mechanism might provide
the representational foundation for a PNG-based representational system. In the
next chapter I examine the selectivity and consistency requirements of PNG activation in the light of this set-oriented view, using structural PNGs as templates to
match the firing data. Note however that this set-oriented view of a representational
activation response still treats polychronous groups as monolithic entities, leaving
room for this notion of a representational unit to further evolve as described in a
later chapter.
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Consistency of the PNG activation
response

olychronization is often described as “stereotypical” and “reproducible”
suggesting that specific polychronous groups are reliably activated on every
presentation of a triggering stimulus. However, initial experiments on the
selectivity of activation have shown that only a subset of the groups that match
the stimulus are triggered in any one stimulus presentation, with only inconsistent
participation from individual PNGs (Izhikevich, 2006a). Polychronous groups exist
in a competitive medium in which the group affiliation of individual neurons is in
constant flux (Izhikevich et al., 2004). These changes in group affiliation together
with the complex dynamics of the network impact on the ability of group neurons to
participate in polychronization following the presentation of a stimulus. The inconsistency of individual group activation might seem to cast doubt on the reliability of
a proposed representational system that is based on the activation of polychronous

P
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groups. However, this issue needs reexamining in the light of a more sophisticated
view of the PNG activation response. In this chapter I examine the empirical support for a consistent representational system whose unit of representation is the
combined activation of multiple polychronous groups.
A test for the consistency of the PNG activation response requires a means of detecting PNG activation, although few techniques have been reported in the literature.
Rather than directly scanning for activated groups, Martinez and Paugam-Moisy
(2009) present an algorithm for detecting PNG triggers in the firing data, on the
assumption that the firing of PNG neurons within an early triggering segment of
the group entails polychronization throughout the group. Of course this need not be
the case, as the firing probability of each group neuron is influenced by the network
dynamics. Factors such as recent firing, inhibitory input, and spike latency can all
adversely affect the ability of polychronizing neurons to meet the required temporal precision, causing the advancing wave of polychronous firing to die away. This
trigger-detecting algorithm therefore has the potential to over-estimate the rate of
PNG activation by detecting triggers where no further polychronization has taken
place.
An alternative technique has been proposed by Izhikevich (2006a) that uses structural PNGs as templates for the detection of PNG activation. However, this technique is only minimally described and there are no published algorithms or implementations of the technique in software. What is known is that the isolated
templates are used to match against the network firing data; a match requires that
at least half the template overlap some portion of the firing data i.e. the matching
firing events must have the same spatio-temporal structure as the template, or with
only minimal deviation. However, the spatial and temporal bounds of the activating
polychronous group can extend beyond that of the template; the group activation
that is detected by the match is therefore likely to be only partially represented by
the matching template.
In his Representation experiment, Izhikevich restricted his experimental templates
to those that that can be triggered by specific stimuli, presumably by selecting only
those structural PNGs whose anchor neurons matched the spatio-temporal structure
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of some part of the stimulus. Hence, the number of stimulus-specific templates that
match the firing data provides a measure of the number of PNG activations that
are specific to the stimulus. Using this technique, Izhikevich observed the activation
of multiple polychronous groups on each presentation of the stimulus, although
only a small proportion of the available stimulus-specific groups were activated. In
addition, he described group activation as occurring in a random manner, suggesting
that the activation of individual PNGs was inconsistent.
Given that multiple groups were observed to match each stimulus, perhaps it is
the activation consistency of the set of matching groups that should be tested for
consistency, rather than the activation of individual groups. Could an activation
response that is composed of a set of co-activating polychronous groups provide a
solution to the inconsistency of individual PNG activations? The primary objective
of this chapter is to test this idea. The experiment described below follows Izhikevich
in utilizing a template-matching method to measure the PNG activation response.
However, because some aspects of the original template-matching method remain
unknown, a reference software implementation of the method was first developed as
a new addition to the Spinula simulation software.

6.1 Methods
A test of the consistency of the PNG activation response requires: networks that
have been trained on a particular stimulus; a method for finding structural PNGs
in the trained networks; a method for selecting stimulus-specific structural PNGs
for use as templates; and a method for matching templates against the firing data.
These methods are utilized in two separate experimental steps: firstly, multiple
networks are trained on a stimulus and templates are isolated at regular intervals.
The templates are then used in a second step to match against the firing data
generated by each network.
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6.1.1 Overview
For convenience, the experiment is split into two phases that follow this two-step
procedure: in an initial training phase, the network is repeatedly stimulated, and
stimulus-specific structural PNGs are isolated at regular intervals throughout the
training period; in the following test phase of the experiment, the network is presented with the same stimulus, and the stimulus-specific templates isolated during
the training phase are used to probe for group activation.

6.1.2 Preparation
Twenty independent networks were generated and the networks were matured for two
hours by exposure to 1 Hz random input generated by a Poisson process. Each network was composed of 1000 Izhikevich neurons (800 excitatory and 200 inhibitory)
with default parameters as described in Section 3.3.

6.1.3 Training Phase
Training
The mature networks were either left untrained, or were trained for twenty minutes
using a stimulus constructed from either the ascending or descending input patterns
(see Fig. 6.1).1 Stimuli were created by repeating the selected firing pattern at either
5 or 25 Hz.

Template isolation
At one minute intervals throughout the training phase a search was initiated for
structural PNGs that can act as stimulus-specific templates. The search involved
1

The use of the ascending and descending input patterns and a twenty minute training period
reproduces some of the few known details of the Representation experiment described in Izhikevich
(2006a).
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Figure 6.1: The ascending and descending patterns: each spatio-temporal input pattern is
composed of 40 firing events (see also Fig. 3.1). Both patterns share the same neurons, differing
only in the temporal order of their firing events.

testing all triplet combinations (i.e. combinations of three firing events) from the
input pattern for their ability to discover structural PNGs in the network. The
algorithm is limited for performance reasons to testing just triplet combinations.
Therefore, any polychronous groups that require larger combinations of input pattern events as triggers are not found by this procedure.

6.1.4 Test Phase
In the test phase of the experiment the trained networks were stimulated at 1 Hz
using the training stimulus, and the resulting PNG activations were detected. The
use of a 1 Hz stimulation frequency in the test phase creates a well-defined temporal
frame for each stimulus and its response. Stimulus onset occurs at t = 0 in each
one second response frame, and the remainder of the frame has sufficient temporal
length to include all of the firing events in the resulting neural response. A 1 Hz
random background stimulus was present throughout each test period.
The technique used by Izhikevich (2006a) for detecting PNG activations involves
scanning the network firing data using structural PNGs as spatio-temporal tem-
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plates. With no algorithmic description or software implementation, the method
had to be redeveloped for the purposes of the current experiment and the resulting
software implementation can now be found in the Spinula source code (Guise et al.,
2013c).
The procedure involves scanning the stream of firing events generated by the stimulated network for template matches. For each temporal offset in the network firing
data, each of the templates was matched in sequence and successful matches were
saved to a file. A matching threshold of 50% means that at least half the firing
events in each template were required to match the events in the firing data (Izhikevich, 2006a). A low threshold was required due to the variability in PNG activation,
particularly at the tail end of the activation response. Matching events required a
match of both the neuron and the firing time, although the firing time was allowed
a jitter of ± 2 milliseconds. Each successful template match provided evidence of
PNG activation in response to the stimulus.

6.1.5 Stimulus-specific templates
Testing the consistency of PNG activation required that the template matching
method be able to discriminate stimulus-specific PNG activations from unrelated
PNG activations, and from other spiking events generated by the network. However, the method used for selecting stimulus-specific templates was not described
in Izhikevich (2006a). It was assumed that template selection occured as a postprocessing step following the isolation of structural PNGs from the network (using the Izhikevich search algorithm: see Izhikevich, 2006b, for example code that
searches for structural PNGs).
The default behavior of the Izhikevich search algorithm is to initiate a PNG search
based on combinations of three anchor neurons (i.e. triplets). In order to limit
the search to just stimulus-specific PNGs I have created a small modification to
this algorithm that limits the search to triplet combinations that occur only in the
patterns that make up the training stimuli. When used as templates, the structural
groups found by this modified algorithm match PNG activations that are initiated
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by triggering triplets that occur in the input stimulus.

6.2 Results
Together the training and test phases of the experiment produce a large set of data
that allows multiple analyzes. Training phase data provides a view of the evolution
of structural PNGs over the course of training, while test phase data provides a
snapshot of the process of PNG activation. Figure 6.2 uses a combination of both
datasets to show a selection of three matching templates following low-intensity (1
Hz) test stimulation of one of the experimental networks. These matching templates are sampled from a larger pool of stimulus-specific templates that match
PNG activations triggered by some triplet combination from the ascending input
pattern. The first few firing events in each of the templates in Fig. 6.2 are therefore upward-sloping, reflecting the isolation of the template from a network trained
on the ascending pattern. Each group consists of multiple convergent connections
that support the propagation of neural firing across the members of the group; this
polychronous firing pattern generally terminates at an inhibitory neuron (gray-filled
circles).
Temporal alignment of just these first few firing events for all matching templates
(and with all other firing events removed) produces sloping firing patterns that
reproduce the structure of the stimulus (see Fig. 6.3). These first few firing events
in each template (the initial triplet) correspond to the stimulus trigger that initiates
PNG activation. The gray-scale intensity in this figure encodes the number of times
the corresponding firing event contributed to triggering PNG activation, using the
number of matching templates accumulated across twenty independent networks as
a measure of activation. The figure therefore provides a picture of which of the input
pattern firing events succeeded or failed at initiating PNG activation. Many of the
forty firing events that make up each input pattern failed to trigger a matching
group over the ten minutes (six hundred response frames) of the testing phase.
Significantly, the majority of these failures are clustered in the later stages of the
input pattern, suggesting that the activation response is concentrated on the early
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Figure 6.2: A selection of three templates that match the firing data following stimulation with
the ascending input pattern. The x- and y-axes for each template represent time in milliseconds
and neuron index respectively (the y-axis is ordered so that inhibitory neurons are at the top
of the graph). Nodes depict firing events generated by excitatory or inhibitory neurons and are
drawn using either open circles (excitatory neurons) or gray-filled circles (inhibitory neurons).
Lines between nodes represent causal connections between firing events.

part of each stimulus presentation.
Figure 6.4 compares the template matching results using either a single template or
a combined pool of templates for each network. The selected single template is the
best for each network i.e. the template with the most matches over the entire test
period. The figure shows the activation response of twenty different networks in the
first 100 seconds of a 10 minute test run (only the first 100 of 600 response frames
are shown in Fig. 6.4). The stimulus is presented at the start of each frame and any
templates that match the firing events in the remainder of the frame are taken as
evidence of PNG activation. Each row in Fig. 6.4 represents a single network and is
divided into one hundred segments representing each of the one hundred response
frames. The presence of a filled circle in each segment indicates the detection of
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Figure 6.3: The initial triplets from all templates that match the ascending input pattern
(left) or the descending input pattern (right). The first three firing events from each matching
template were extracted and aligned in order to show the coverage of the input pattern firing
events. Firing events are represented by filled circles; the intensity of the fill color for each firing
event represents the number of templates that matched PNG activations triggered by the event.
This number, accumulated across twenty independent networks, is greatest in the early stages of
each input pattern (darker fill color) and decreases in later stages of the input pattern (lighter
fill color). The missing firing events in the later stages correspond to input pattern firing events
that failed to initiate a group response during the test period.

a PNG activation response in the corresponding response frame. If there was no
response, or the template matching method was unable to detect the response,
the segment is left empty. The activation response in each row was measured on
networks that were trained on the ascending pattern and tested on the same pattern.
A similar result is seen for networks that were trained and tested on the descending
pattern (results not shown).
The PNG activation response using a single template is shown at the top of Fig. 6.4
while the response using a combined pool of all templates is shown at the bottom
of the figure. Comparing between networks there is considerable variation in the
consistency of template matching when using just the single best template. Some
networks such as network 8 are fairly consistent while others such as network 20
are very inconsistent. The template matching performance using single templates
other than the best template is of course considerably worse (results not shown).
However, the results using a combined pool of templates are much more consistent
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Figure 6.4: The PNG activation response of twenty independent networks to the ascending
stimulus over one hundred response frames. Networks were first trained on the ascending pattern
at 5 Hz. The activation response was measured by matching either the single best template for
each network (top) or a combined pool of all templates (bottom). The single best template was
the highest responding template for each network. A filled circle represents a positive response
to the stimulus while an empty space denotes a lack of response.

across all networks, with some networks detecting PNG activation in every response
frame.
The proportion of response frames in which a PNG activation is detected provides an
overall measure of the empirical likelihood of a response given the presentation of a
known stimulus at the start of each frame. Figure 6.5 shows the response likelihood
for each of the trained networks in Fig. 6.4. As before the response measured using
the single best template is shown at the top of the figure, and the response measured
using a combined pool of templates is at the bottom of the figure. The response
likelihood (proportion of response frames with matching templates) is represented
by the vertical axis. Although the ratios computed from the single best template
are quite variable, many of the networks respond with a near perfect consistency
(i.e. a response likelihood of 1.0) when measured using combined templates.
The results so far show that consistent template matching is observed only when
measured using combined templates, suggesting that multiple PNG activations are
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Figure 6.5: The proportion of response frames with matching templates for each of the trained
networks in Fig. 6.4. The ratio value on the y-axis measures the number of frames in which a
template matched as a proportion of the total number of frames. A ratio of one indicates perfect
consistency in the response to the repeated stimulus. Ratios were computed using all six hundred
response frames.

required for a consistent PNG activation response. Of course, some of these consistent PNG activations may not be specific to the stimulus, reducing the selectivity
of the activation response. Activating PNGs might for example be members of both
the ascending and descending responding repertoires and therefore be triggered by
both stimuli. This possibility suggests a potential trade-off between consistency and
selectivity in the activation response. Does increased consistency imply decreased
selectivity? In order to test this idea, networks trained on one stimulus were tested
on other stimuli. Untrained networks were also tested to explore the possibility
of non-specific template matching contributing to the apparent consistency of the
activation response.
Figure 6.6 shows the activation response of 40 networks (20 trained on the ascending
pattern and twenty untrained networks) over the first one hundred of six hundred
response frames. The response frames were divided into four groups of twenty-five
consecutive frames and a different stimulus was tested in each group. The first
group of 25 frames were tested with the ascending pattern as a stimulus, the next
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group used the descending pattern, the third group repeated the use of the ascending
pattern, and in the final group no stimulus was provided (the null pattern). Networks
that have been previously trained on the ascending stimulus can be expected to
produce many PNG activations when presented with the ascending stimulus in the
test phase of the experiment. However, when presented with the descending stimulus
they should produce few or no PNG activations as they have no previous experience
of this stimulus.
When using a combined pool of all templates to measure the template matching
response, the twenty trained networks at the top of Fig. 6.6 show a consistent response to the ascending pattern, but little or no response to the descending pattern
or the null pattern. In contrast, the twenty untrained networks at the bottom of
Fig. 6.6 show only sporadic activation and no apparent correlation with the type of
input pattern. Comparing the activation response of the trained networks with the
response of the untrained networks, we see a high degree of consistency in the response to the ascending pattern only where the network has been previously trained
on the ascending pattern.
In addition to providing supporting evidence in favor of the consistency of PNG activation, these results also provide some validation to the template matching method
as a technique for detecting PNG activation. Additional validation can be produced
by examining the timing of template matching within the response frame. The PNG
activation response to each stimulus presentation is assumed to occur only in the
early portion of each response frame, shortly after stimulus presentation at t = 0.
Over the one second period of each response frame, one or more PNG activations
triggered by the stimulus have the opportunity to match the pool of PNG templates.
However, any matches that occur late in the frame are unlikely to correspond to PNG
activations and therefore cast doubt on the validity of the method.
An analysis of the precise timing of template matches within the frame can also
provide some insight into the temporal evolution of PNG activation, and help resolve
the question of the location of template matching within the sequence of firing
events that represent an activating PNG. A reasonable assumption is that most
templates match the initial portion of the activating PNG, including the stimulus
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Figure 6.6: The PNG activation response of twenty trained networks and twenty untrained
networks over one hundred response frames. Trained networks were trained on the ascending
pattern. A filled circle represents a positive response to the stimulus while an empty space denotes
a lack of response. The stimulus for the first and third quarter of the one hundred frames was
the ascending pattern and the stimulus for the second quarter was the descending pattern. No
stimulus was provided in the fourth quarter (null pattern). The top panel shows the response for
networks trained on the ascending pattern at 5 Hz and the bottom panel shows the result using
an untrained network. The trained networks in the top panel were derived from the untrained
networks in the corresponding row of the bottom panel.

firing events that trigger polychronization. The procedure for testing these ideas
involves computing the proportion of matches that occur at each offset: firstly, each
one second response frame is sliced into 1000 consecutive sub-frames and the number
of template matches at each one millisecond sub-frame is counted; the value for each
offset is then computed by aggregating the number of matches for each offset across
all response frames. The computed value is an empirical measure of the likelihood
of PNG activation at each temporal offset within the frame and provides a rough
picture of the timing of polychronization relative to the stimulus.
Using this procedure we expect to see an isolated peak in the proportion of matching templates at a short delay following the stimulus. This isolated peak reflects
the transient activation of PNGs triggered by the stimulus. Figure 6.7 shows the
template matches per offset for each of twenty networks, distributed over the initial
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Matching templates per offset

20 sub-frames in each response frame. As predicted there is an isolated peak that
consistently occurs in the first ten milliseconds following the stimulus. Within this
small temporal window the likelihood of a template match typically reaches 50% or
more, indicating that PNG activation is in full swing. As PNG activation comes to
an end, the likelihood of a template match decreases to zero and remains at zero for
the remainder of the response frame.
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Figure 6.7: Template matches in each one millisecond offset of the response frame. The proportion of template matches per offset was computed for each one millisecond slot in the response
frame, accumulated over multiple frames. The response in each of the twenty independent networks is confined to the first ten milliseconds following the stimulus and therefore only the first
twenty milliseconds of the frame are shown.

6.3 Discussion
The template matching method attempts to match spatio-temporal templates derived from the structural PNGs found in a trained network with the sequence of
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firing events that are produced when the network is stimulated with the same pattern. To ensure that template matches are stimulus-specific, the selected templates
are restricted to structural PNGs that are triggered by triplet combinations of the
input pattern firing events. These firing event triplets are spatio-temporal triggering
patterns that evoke a group activation response. The pool of stimulus-specific templates that were generated in the training phase of this experiment are therefore all
able to be activated by triggering patterns consisting of just three firing events taken
from the input stimulus. There may also be many structural groups in the network
that require larger, more complex, triggering patterns to initiate polychronization.
However, the probability of finding groups with larger triggers is likely to decrease
with the size of the triggering pattern.
Templates that match the firing data such as those shown in Fig. 6.2 provide an
impression of the corresponding PNG activations that occur in the milliseconds following each stimulus. However, looking at a selection of matching templates creates
only a partial picture of the complex pattern of neural firing in response to spatiotemporal stimuli. Visualization of the PNG activations initiated by all combinations
of the stimulus firing events produces a complex graph in which individual PNGs
appear to interact and merge (results not shown). Izhikevich et al. (2004) showed
that neurons can be shared across multiple polychronous groups, constantly shifting their affiliation by synchronizing their firing times with different polychronizing
pathways. However, these competitive interactions may also be complemented by
cooperative interactions in which firing events generated by separate PNG activations together produce the required spatio-temporal initiators for additional PNG
activations. The emerging picture is one in which the activation response to complex
stimuli is a composition of individual PNG activations that interact and merge in a
complex manner.
Aligning the initial triplets from just the templates that found a match in the neural
response showed that the majority of these matching templates were initiated by firing event triplets near the start of the stimulus, and few if any matching templates
were initiated by firing events occurring late in the stimulus (see Fig. 6.3). This
effect was found across all networks and for both ascending and descending stimuli.
A possible explanation is that competition during PNG formation for use of shared
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neurons creates an interference effect between early PNG activations and those that
come later; earlier activating groups form first and are therefore able to dominate
the available neural resources. Such an outcome might seem at odds with experiments with sequential training, in which later training patterns tend to overwrite
the synaptic weights of earlier training patterns. However, in the context of the
PNG activation response, the early and late PNG activations are both part of the
same activation response. In particular, they have a constant temporal relationship,
such that the firing of the early activation is able to interfere with the firing of the
late activation.
The idea of competition between early and late activations has implications for
the maximum number of simultaneous activations that a network of a given size
is able to support, and might also have an impact on the maximum number of
representations that can simultaneously be “held in mind” in a representational
system based on polychronous groups. However, note that this explanation does not
contradict the extraordinary potential capacity of a PNG representational system
(Izhikevich, 2006a) because any potential limitation in the number of simultaneous
activations supported by a representational system does not necessarily affect the
network capacity i.e. the total number of representations that can be stored within
the network.
As shown in Figs. 6.4 and 6.5, the consistency of template matching is poor when
using only single templates to match the firing data in each frame, but approaches
perfect consistency when using a combined pool of all templates. While these results
show that multiple templates are necessary to detect the PNG activation response
with consistency, it is still not clear whether these multiple templates are matching multiple independent PNG activations, or a single unified PNG activation in
which stimulus-dependent PNG activations are merged with group activations triggered by cooperative interactions between groups. While the template matching
method is unable to resolve this question, a combined pool of templates is nevertheless able to detect template matching in almost every response frame, suggesting a
consistent PNG activation response following each stimulus presentation. Despite
any interference caused by interactions between simultaneous activations, the template matching method is able to support the case for consistency in a PNG-based
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representational system.
Importantly, this consistency is not at the expense of selectivity. Figure 6.6 shows
that a high degree of consistency in the activation response to a stimulus occurs only
if the network has been previously trained on the stimulus. Trained networks presented with unfamiliar stimuli do not produce consistent PNG activations, and nor
do untrained networks. While this result is necessary to show selectivity in the PNG
activation response, it is not in itself sufficient. A more definitive demonstration of
selectivity would require networks that have been trained on two or more stimuli so
that a lack of overlap in the stimulus-response could be demonstrated in both directions. While multi-stimulus training is explored in a later chapter, the techniques
at hand in the current chapter are insufficient to ensure a balanced representation
of multiple stimuli.
Despite any doubt surrounding the selectivity of the activation response, the results
in Fig. 6.6 demonstrate a high degree of consistency to familiar stimuli and either an
inconsistent response or no response to unfamiliar stimuli, both necessary features
of a PNG-based system of representation. In addition, the possibility of non-specific
template matching contributing to the apparent consistency of PNG activation is
not supported by these results. Figure 6.7, showing the proportion of template
matches for each one millisecond time-slot in the response frame, provides additional
validation of the method. All template matches are confined to a narrow temporal
window following stimulus presentation and this strong correlation between the time
of stimulus onset and the time of template matching supports the view that template
matching reflects the causal relationship between stimulus onset and subsequent
PNG activation.
However, despite the overall consistency of template matching, there are occasional
response frames with no matching templates even though a known stimulus is presented in each frame. The lack of a detectable response does not mean that PNG
activation did not occur and may instead be a limitation of the template matching
method. Examination of the precise timing of the firing events in consecutive response frames shows considerable jitter in the spike times of PNG neurons between
frames (results not shown). The firing times of neurons that are shared between
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polychronous groups are likely to be particularly prone to jitter, as each group competes for precious neural resources. This resource competition between activating
groups may increase the temporal jitter within some portions of the activation response to the point where the corresponding template fails to match.
The lack of tolerance of the template matching method to temporal jitter is just one
of the flaws of this method for detecting PNG activations. Although this technique
is able to respond selectively to substantially different stimuli (e.g. discriminating
between the ascending and descending patterns, or the ascending and null patterns
in Fig. 6.6), the low matching threshold used in these experiments potentially allows templates to match unrelated spatio-temporal patterns. The template matching method may therefore have difficulty in resolving stimuli that are too closely
related.
Another problem with the template matching method is that it treats matching as
a local process when it is likely to be a global one. Given the view that the neural
response to a complex stimulus is a unique set of PNG activations, it is the set as a
whole and not individual activations that provide a unique signature of the stimulus.
Given a set-oriented view of the neural response, if a single template happens to
match a single PNG activation, does this provide good evidence of the presence
of the stimulus? For example, two stimuli with partial overlap in their spatiotemporal firing patterns could both match the same template and may therefore
not be individually resolvable. In recognition of a set-oriented view of the neural
response, the template matching method makes use of a pool of templates that
are able to detect multiple PNG activations. However, this method does not take
into account the number of unique matches in each response frame and is therefore
unable to counter the problem of overlapping stimuli.
An additional problem is that generating potential templates using a PNG search
algorithm is very slow, as is scanning the firing data for matches. Each of the
templates generated in the training phase contributes to the time it takes to scan
the firing data in the testing phase. Unfortunately, many of these templates are
ineffective, with fewer than half of the templates ever able to generate a match
(results not shown). Although the single best template for each network matches
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the neural response very consistently, the majority of templates that are able to find
a match do so only rarely. In addition, the number of matches in each response
frame is sometimes very low suggesting that this method is close to the threshold of
sensitivity for some networks. For example, the trained network in the bottom row
of Fig. 6.6 (Network 1) matches fairly consistently whenever the ascending pattern
is present. However, the evidence for PNG activation in many of these response
frames comes from only a few template matches. In contrast, the templates from
the best performing network average more than thirty matches per frame.
It is likely that Izhikevich (2006a) used a similar template matching technique to
show selectivity in the activation response, despite the flaws of this method. The
flaws presented here, while limiting the scope and accuracy of the current results,
do not invalidate the overall finding in this chapter: given a set-based view of the
PNG activation response, both selectivity and consistency are given initial support,
suggesting that polychronous groups may be able to meet at least some of the criteria
for a representational system. However, despite this support the results do not
yet definitively satisfy the selectivity and consistency criteria defined in Chapter 5.
Selectivity needs to be demonstrated on networks that have been trained on multiple
stimuli, and consistency needs to be 100% i.e. a stimulus-specific activation response
needs to be detectable on every stimulus presentation. The experiments in this
chapter have found a substantial degree of variability in the firing times of PNG
neurons that may explain the occasional response frame that fails to match the
templates. However, intolerance to jitter is just one of the issues that prevent
the template-based method from satisfying the criteria; as discussed above, there
are additional problems with both sensitivity and accuracy. The neural response to
complex stimuli appears to involve multiple interacting PNG activations, suggesting
that an alternative method for measuring the neural response must treat any single
PNG activation as only partial evidence in favor of a particular stimulus. In the next
chapter I describe the development of a new method called Response Fingerprinting
that overcomes the issues of the current method.
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Response Fingerprinting

he unique pattern of firing events generated by the activation of polychronous
groups provide distinct activation signatures that can be detected in the
network firing data. The previous chapter described the use of a template
matching technique for detecting these unique firing signatures and discussed problems with the method such as lack of sensitivity. Another difficulty with the template
matching method is that templates can only match PNGs that are directly triggered
by the stimulus. However, the activation of multiple stimulus-specific groups can
provide triggers for additional PNG activations that are not directly triggered by
the stimulus. A template-matching technique that employs only stimulus-specific
templates cannot detect these indirect PNG activations.

T

A template-based approach can tolerate only a limited variability in the timing
of firing events corresponding to the PNG activation. In order to avoid missing
significant features of the activation response, it is important that any alternative
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method for studying the activation response not only accommodates this temporal
jitter but also includes a stochastic component to model the variable participation
of PNG neurons in response to changes in the network dynamics. In addition, an
alternative method should allow for the possibility of indirect PNG activations that
are not directly caused by the stimulus, and for the changes in neural recruitment
that occur over the course of training.
In this chapter I abandon the template-based approach in favor of a probabilistic
representation of the activation response called a response fingerprint. Rather
than viewing the activation response as a fixed set of PNG activations, this new
representation views the activation response as a probabilistic set of firing events
that are conditional on the stimulus. Unlike the existing template-based method, the
Response Fingerprinting method can be shown to satisfy both the selectivity and
consistency criteria discussed in Chapter 5. In addition, this new method allows
the activation response to be quantified, allowing changes in the relative strength
of the response to be studied. Quantification of the PNG activation response is a
useful feature for studying many aspects of PNG activation, including the effects
of stimulus degradation, the variability of the response, and the changes that occur
with training (see later chapters and Guise et al., 2013b).

7.1 Introduction
To introduce the concept of Response Fingerprinting, I will begin by examining
the statistical behavior of the neurons that are involved in a stimulus-related PNG
activation. As described previously, a significant feature of PNG activation is the
variability in the pattern of polychronization produced by the network dynamics,
and the resulting mis-firings, or temporal jitter in the firing of PNG neurons. The
firing of an individual PNG neuron following stimulus presentation is therefore far
from certain. However, if the neuron belongs to a stimulus-related polychronous
group then it will often be fired as part of the group, despite the variability imposed
by network dynamics. Over the course of many stimulus presentations the firing
of PNG neurons can be observed to be strongly correlated with the presence of the
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Figure 7.1: Stimulation of a trained network produces the activation of a PNG, represented
here as the propagation of firing activity through multiple layers due to convergent patterns of
firing. Nodes in the figure represent the firing of PNG neurons, and lines represent causal links
between firing events. Activation is triggered by an external stimulus, represented as a set of
three firing events with a gray background.

stimulus. In particular, the firing of the neuron at a specific time after stimulus
presentation is strongly correlated with stimulus presentation.
This statistical consistency in the firing times of PNG neurons is a consequence of
the causal nature of PNG activation. Figure 7.1 shows a schematic representation of
PNG activation. The external stimulus produces firing of neurons in the input layer
that produces subsequent firing of neurons in layer 1, and so on into deeper layers of
the network. Given repeated stimuli then, the firing of input layer neurons should
be highly correlated with the subsequent firing of neurons in layer 1. We might
also expect to see correlations between the stimulus firing events and firing events
in deeper layers of the network, although these correlations should get progressively
weaker due to the non-deterministic nature of polychronization.
The consistent firing of PNG neurons over multiple stimulus presentations can be
represented as a histogram of spike counts over time as shown in Figure 7.2. Consistency in the firing of PNG neurons produces peaks in the spike counts that occur at
a fixed interval following stimulus presentation at t = 0. While PNG neurons show
peaks in the spike counts, neurons that are not a part of any activated polychronous
group fire at random times over the same interval and therefore fail to produce peaks.
If spike count histograms are produced for each of the neurons in the network, the
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Figure 7.2: A histogram of spike counts accumulated over a 250 millisecond response frame and
drawn at two different Y-axis scales. The spiking data of a single PNG neuron was collected from
a trained network following repeated stimulation with a triggering stimulus at regular (250 ms)
intervals. The Y-axis scales are chosen to show only high amplitude peaks in the top figure and
low amplitude peaks in the bottom figure. A single high amplitude peak in the accumulated spike
counts (top) is formed by a consistent spiking response to each repeated stimulus presentation at
t = 0. The same neuron also spikes at times that are unrelated to stimulus presentation (bottom)
due to random background firing and recurrent input.

neurons that are involved in stimulus-related PNG activations show strong peaks,
while those that do not participate in the activation response show only random
spiking. For the participating neurons, the timing of each PNG-related peak in
their respective histograms reflects the relative timing of the firing event produced
by the neuron as it participates in PNG activation.
The timing of these peaks over multiple neurons produces a spatio-temporal signature that reflects the PNG activations produced by the stimulus. This unique
response signature describes a statistical average over many activations of the connectivity subgraphs within the underlying polychronous groups. I define a temporal
window that overlaps each peak in the histograms, specifying a temporal range
within which the majority of the spikes counts are captured. Given this framework,
each presentation of the stimulus produces an activation response whose firing events
are statistically likely to fall within these temporal windows.
This unique spatio-temporal signature within the statistical activation response is
utilized by the Response Fingerprinting method to create a stimulus-specific fingerprint that can then be used for the study of the PNG activation response. Each
temporal window in the fingerprint specifies a small range of temporal offsets within
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which the probability of a spike occurring is significantly greater than average. If
the majority of windows capture a spike, then it is probable that the response produced by the stimulus associated with the fingerprint is specific to the stimulus. On
the other hand, if few windows capture a spike, then it is unlikely that the network
firing response was related to the stimulus.
The Response Fingerprinting method not only imposes a probabilistic view on the
activation response, it also usefully allows the quantification of the non-deterministic
relationship between the stimulus and the activation response. In particular, it allows us to make statements such as “given some spiking of selected neurons in these
selected time ranges, the probability that this response was specific to the stimulus
is X”. To implement this statement requires the computation of a conditional probability: the probability that the response is stimulus-related, given the pattern of
spiking in the activation response. Of particular interest is a spiking pattern that
produces the activation of the stimulus-related temporal windows within the activation response, where window activation is defined as the event of one or more
spikes occurring within a temporal window. The objective in producing a response
fingerprint is therefore to compute the conditional probability that the activation response is stimulus-related, given the evidence of coincident spiking within a specified
timeframe. Using a more succinct notation:
p(stimulus-related activation response | window activations).

7.2 Methods
The following sections provide a more detailed description of the Response Fingerprinting method. An implementation is provided in the Spinula software package
(see Guise et al., 2013c).
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Figure 7.3: A schematic of a single response frame showing the presentation of a stimulus at
the time indicated by the arrow, and the subsequent neural response produced by one or more
PNG activations. The firing events in this schematic have been filtered so as to show just the
stimulus events, and the events that are part of the resulting PNG activation response. This
single response frame is assumed to be one of many in a long consecutive sequence of frames.

7.2.1 Response histograms
Response histograms are generated from the network firing data by aggregating the
firing data over multiple one second intervals called response frames (see Fig. 7.3).
Each response frame is evenly divided into one millisecond slots, representing fixed
temporal offsets relative to the start of the frame. Within each response frame the
stimulus is presented at the start of the frame, leaving the remainder of the frame
for the activation response.
Figure 7.4 shows an actual response frame taken from a network trained on the Ascending pattern shown in Fig. 3.1. The pattern can be seen as a rapidly ascending
sequence of firing events (the steep staircase starting just after t = 2000 milliseconds). Repeated stimulation of the network with this pattern produces a flurry
of firing activity immediately following each presentation of the stimulus, with a
subset of these firing events defining a reproducible response pattern that is visible
in every response frame (within the dense region of firing events centered around
t = 2030 milliseconds). The following period is devoid of firing events, perhaps
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due to mounting inhibition caused by PNG activation. Stimulation at 4 Hz produces a 250 millisecond frame size, here shown between t = 2000 and t = 2250
milliseconds.

Figure 7.4: An example of the stimulus response to a 4 Hz stimulus. A network trained on
the Ascending pattern was repeatedly presented with the same pattern at 4 Hz with a 1 Hz
random background. The example shows a randomly selected response frame between t = 2000
and t = 2250 milliseconds. The input pattern can also be seen as an ascending sequence of firing
events in the first 40 ms of the frame.

7.2.2 Temporal Windows
A response histogram is generated for each neuron by accumulating the number of
spikes that occur within each response frame slot. The collection of response histograms for each neuron in the network together provides a unique profile of the
response of the network to a stimulus (a frame profile). Although many neurons
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produce no significant peaking in response to a stimulus, the peaks that occur in
the remainder reflect a strong correlation between stimulus presentation and subsequent neural firing. I define a temporal window for each of the neurons whose firing
strongly correlates with the stimulus, with each window specifying the temporal
range that captures the largest peak in the spike counts for that neuron. The combined temporal windows for these selected neurons define the response fingerprint,
so-called because each fingerprint provides a unique spatio-temporal signature of the
PNG activation response produced by the stimulus.

7.2.3 Window activation
Generation of a response fingerprint requires aggregation of firing events across
multiple response frames. However, the response fingerprint produced by a given
network and stimulus need only be generated once, and can be used thereafter for the
analysis of the stimulus response. This analysis involves the examination of the PNG
activations that occur in each frame, and is produced by filtering the firing events in
the frame through the temporal windows of the selected stimulus-specific fingerprint.
The occurrence of one or more spikes within a temporal window is termed window
activation. Each window activation provides accumulating evidence that a stimulusspecific PNG activation has occurred within the response frame.

7.2.4 Probability scores
I compute a conditional probability for each temporal window to represent the probability of window activation given presentation of the stimulus. For convenience
I will define resp as an activation response that may be related to the stimulus,
and act as a window activation. The probability that the activation response is
stimulus-related is therefore P(resp), and the probability of a window activation is
P(act).
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Applying Bayes Theorem produces the following:
P (resp | act) =

P (act | resp) P (resp)
P (act)

(7.1)

Given that each response frame typically includes multiple items of evidence (i.e.
multiple window activations), the following computation is needed: P (resp | act1 ∧
act2 ∧ act3 . . .). This requires the use of an extended form of Bayes Theorem
that supports multiple events. Or more simply the conditional independence of
act1 , act2 , act3 can be assumed such that:
P (act1 ∧ act2 ∧ act3 . . . actn | resp) =

Y

P (acti | resp)

(7.2)

i

This conditional independence assumption allows a more general equation as follows:

P (respi ) j P (actj | respi )
P (respi | act1 ∧ act2 ∧ act3 . . . actn ) = α
P (act1 ∧ act2 ∧ act3 . . . actn )
Q

(7.3)

where respi represents a stimulus-related response that is related to stimulus i.
A naive Bayes classifier probabilistically selects the best hypothesis from a range
of competing hypotheses based on evidence provided by a set of class features.
For my purposes, I wish to decide whether the response is related to a particular
stimulus, given the set of coincident window activations in the frame. In equation
7.3 the denominator (P (act1 ∧ act2 ∧ act3 . . . actn )) is constant and independent of
the hypothesis on the stimulus allowing us to simplify:
P (respi | act1 ∧ act2 ∧ act3 . . . actn ) = argmax(P (respi )

Y

P (actj | respi )) (7.4)

j

where the function, argmax selects the maximum value of its arguments i.e. the best
hypothesis.
Equation 7.4 can be applied to multiple fingerprints in order to determine which of
multiple potential stimuli the response is most closely related. This is achieved by
98

CHAPTER 7. RESPONSE FINGERPRINTING

simply selecting the result with the largest probability (see Guise et al. (2013b) for
further details).

7.3 Discussion
In previous research, the PNG activation response has been conveniently viewed as a
fixed and deterministic sequence of firing events, with the timing of each event corresponding to the fixed axonal delays between the neurons constituting the underlying
structural PNG. However, this view is at odds with the observed variability in neural participation and firing times between different activations of the same PNG.
Another source of variability is the change in the PNG activation response that
occurs over the course of training as neurons are recruited into the polychronous
group.
In response to this observed variability the Response Fingerprinting method takes
a probabilistic view of PNG activation, viewing the PNG activation response as a
set of firing probabilities that are conditional on the presentation of a triggering
stimulus. Each neuron in the network has an associated firing probability given the
presentation of a stimulus: for neurons involved in PNG activation the firing probability is high, while for other neurons it is very low or zero. The firing probability
of PNG neurons reaches a peak within windows that have a fixed temporal position
relative to stimulus onset and these windows therefore capture the majority of firing
events that are related to PNG activation.
The spatio-temporal arrangement of windows describes the averaged spatio-temporal
path of polychronization that occurs in the PNG activation response. This unique
fingerprint can therefore be used to selectively filter the post-stimulus firing events
for those events related to stimulus-specific PNG activation, creating a new method
for the study of the PNG activation response. The fingerprint also provides a means
for the visualization of PNG activation by using the underlying network structure
to identify the causal connections within the filtered firing events. These different
techniques based on the Response Fingerprinting method are demonstrated in a
number of experiments that are described in the next chapter.
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Some experiments using Response
Fingerprinting

he previous chapter described a new technique for studying PNG activation
that overcomes some of the limitations of previous methods. In this chapter
I utilize the Response Fingerprinting method to explore different aspects of
network behavior, particularly with respect to polychronization. The first of the four
experiments described in this chapter examines a biologically observed phenomenon
of integrator-type neurons called spike latency that I will be making reference to
in a later chapter. The spike latency experiment demonstrates the use of frame
profiling, making use of this feature of the Response Fingerprinting method to create
a response histogram in order to determine the consistent firing time of a neuron.
The following experiments utilize the full Response Fingerprinting methodology to
examine some of the properties of PNG activation that are relevant to the idea of
a representational system based on polychronicity. The first of these investigates

T
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network learning by generating response fingerprints to measure changes in PNG
activation over the course of training. The second experiment explores the use of
the Response Fingerprinting method for the visualization of PNG activation, and the
final experment examines the PNG activations produced by fully-trained networks,
paying special attention to the selectivity and consistency of these activations and
how these attributes impact on the requirements of a PNG-based representational
system.

8.1 Spike latency
This first experiment demonstrates the use of frame profiling as a means to examine
the consistency of neural firing in response to a repeatedly presented stimulus. I
will use this method to demonstrate a property of spiking neurons called spike
latency that alters the precise firing time of a stimulated neuron as a function of
the total level of synaptic input. As the total synaptic input onto the neuron nears
the minimum threshold level needed to evoke firing, there is an increasing delay
before the input is integrated and a spike is elicited. This latency to first spike is an
intrinsic property of the integrator type neurons employed as excitatory cells in all
of the experiments described in this thesis (Izhikevich, 2007a).
A simple demonstration of spike latency can be seen in Panels A and B of Fig. 8.1.
Panel A shows a small network of four neurons in which neurons 1, 2 and 3 provide
input to neuron 4. In Panel B, I show the effect of varying levels of post-synaptic
input on the firing time of neuron 4 by progressively incrementing the connection
weights together in fixed-sized steps. If the input level is barely superthreshold (at
17 mV), neuron 4 spikes at around 30 ms (including connection delays). However, as
the input level is increased, the firing time of neuron 4 migrates backwards until all
three connection weights reach saturation and no further increase is possible.
The script that drives this experiment can be found in Section B.7 of the Appendix.
The script defines a function called ShowSpikeLatencyEffect that tests different combinations of synaptic weights on inputs A, B and C and measures the effect on the
spiking time of neuron 4. The precise firing time is determined by profiling the spik101
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Figure 8.1: The effect of spike latency. A. The network topology: three neurons providing input
to a single output neuron. B. Near threshold inputs produce a delayed spiking response in neuron
4. The firing time of neuron 4 decreases as the combined synaptic weights of the three inputs is
increased. Weights on connections A, B and C were incremented together in steps of 1 mV in
the range 17 mV to 30 mV. The y-axis shows the summed input weights while the x-axis is the
time between stimulus onset and the firing time of neuron 4. Stimuli were generated to match
the randomly chosen connection delays, such that neuron 4 receives convergent input on each
run of the experiment.

ing activity of neuron 4 over a large number of response frames and constructing a
response histogram from the accumulated firing data. A response histogram holds
the accumulated spike counts for each temporal offset in the response frame; the
peaks in this histogram therefore reflect the consistent firing time of neuron 4 over
many presentations of the stimulus. The script performs a number of trials, with
each trial testing a different combination of input weights. Each run of the script
tests the full range of weight combinations (17 to 30 mV) and generates data such
as the following:
> ShowSpikeLatencyEffect
17 3 0 0 0 0 0 0 0 0 0 0
18 3 0 0 0 0 0 0 0 0 0 0
19 3 0 0 0 0 0 0 0 0 0 0
20 3 0 0 0 0 0 0 0 0 0 0
21 3 0 0 0 0 0 0 0 0 0 0
22 3 0 0 0 0 0 0 0 0 0 0
23 3 0 0 0 0 0 0 0 0 0 0
24 3 0 0 0 0 0 0 0 0 0 0
25 3 0 0 0 0 0 0 0 0 0 0
26 3 0 0 0 0 0 0 0 0 0 0
27 3 0 0 0 0 0 0 0 0 0 0
28 3 0 0 0 0 0 0 0 0 0 0
29 3 0 0 0 0 0 0 0 0 0 0
30 3 0 0 0 0 0 0 0 0 0 0
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The first column shows the summed value of the three inputs onto neuron 4, and
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the second column is the number of inputs. The remaining 250 values in each row
(only the first thirty-two values are shown here) represent the spike counts at each
temporal offset in the range t = 0 to t = 250 milliseconds. At each level of synaptic
input the delay before spiking is highly consistent, producing a distinct peak in the
spike counts at a fixed offset within the response frame. Four hundred presentations
of the stimulus over four hundred response frames produces four hundred output
spikes, with each occurring at a consistent offset within the frame given the specified
level of post-synaptic input. As the input level increases the latency decreases and
the location of the peak shifts backwards (see Fig. 8.1). The peak continues to exist
even with a low level of random background firing, although it broadens and reduces
in magnitude. For example, with 1 Hz background firing:
> ShowSpikeLatencyEffect
17 3 0 0 3 0 0 2 1 1 1 0
18 3 0 0 0 3 0 0 0 0 0 0
19 3 1 1 2 0 1 1 2 0 1 1
20 3 0 0 0 0 0 0 0 0 0 1
21 3 0 0 0 0 1 0 0 1 1 1
22 3 0 1 0 0 1 0 1 0 1 0
23 3 0 0 0 1 1 1 1 1 0 1
24 3 1 0 1 0 0 0 1 0 1 1
25 3 0 0 0 1 0 0 0 0 2 0
26 3 0 0 0 0 0 1 0 2 0 1
27 3 0 1 1 0 0 0 0 1 0 0
28 3 0 0 0 0 0 1 0 0 0 0
29 3 0 1 2 1 0 0 0 0 0 0
30 3 0 0 1 1 1 0 0 0 0 0
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0 346 15 4 0 0 1 0 ...
264 103 9 2 0 0 1 ...
295 80 8 2 0 0 0 0 ...
300 83 6 1 0 0 0 0 ...
309 70 3 1 1 0 1 0 ...
301 81 1 0 2 0 0 0 ...

8.2 The rate of learning
The next experiment uses the full Response Fingerprinting method to measure the
changes that occur in PNG activation over the course of training. Many of the
structural PNGs that reside within the connection graph of a network have the potential for activation, but do not have sufficiently strong intra-group connections to
support polychronization. Adaptation of these connection weights typically occurs
only after a network training regimen that involves repeated exposure to a triggering
stimulus in the presence of an STDP learning rule. Training results in selective reinforcement of the connections between PNG neurons, but only for those structural
PNGs that are spatio-temporally congruent with (and therefore triggered by) the
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stimulus.
As matching structural PNGs adapt to the stimulus the number of PNG activations
that are evoked by the stimulus is assumed to increase, although the time-course
of this increase in the stimulus response is unknown. This lack of knowledge of
the time course of stimulus learning means that the optimum protocol for network
training is not known; this is clearly a problem for all of the experiments described
in this thesis as neural networks can be over-trained, resulting in a reduced ability
to generalize to closely related stimuli. Previous experiments have allowed twenty
minutes for stimulus training, a protocol suggested by the selectivity experiment of
Izhikevich (2006a). But is a twenty minute training protocol adequate? Or does it
produce over-trained networks?
To answer these questions requires a technique for measuring changes in the size
of the stimulus-specific PNG activation response. The previous template matching
technique for detecting PNG activation was not well suited for this task as the size
of the response is difficult to assess from the number of template matches without
knowing how much of the activation response is covered by the available templates.
Response Fingerprinting is a much better alternative for measuring the changes in
PNG activation over the course of training: following each stimulus presentation, the
size of the activation response is directly proportional to the number of window activations captured within a stimulus-specific fingerprint. As structural PNGs adapt
to the stimulus over the course of network training, there is a concomitant increase
in the probability of evoking stimulus-specific PNG activations in response to each
stimulus presentation. With STDP enabled, the selective strengthening of synaptic
connections between PNG neurons results in a rapidly increasing probability of firing events occurring within the temporal windows that map out the spatio-temporal
pattern of PNG activation. A response fingerprint with the same spatio-temporal
mapping should therefore capture these stimulus-specific firing events. But how
should this response fingerprint be defined?
A fingerprint that is generated from a fully-trained network would be ideal as it
would provide a suitable benchmark for measuring changes in the number of window activations over the course of stimulus learning. However, generating such a
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fingerprint creates a circular causality dilemma in that the fingerprint is needed to
measure changes during network training but the network must be fully trained before generating the fingerprint. The solution used in this experiment is to generate a
sequence of save points during the network simulation that record the network state.
The network state is a frozen representation of the complete state of a network at
a particular point of the network simulation. This state can be saved to a file and
later restored, allowing the simulation to proceed from the save point as if nothing had happened. The network state can be sampled at regular intervals during
training, providing a saved representation of the network over the course of stimulus
learning. The size of the stimulus response can then be measured in each of the
sampled network states using a fingerprint that is generated from the fully-trained
network.

8.2.1 Methods
Networks: Twenty independent N1000 networks were matured and trained as follows: twenty networks were trained on a single stimulus, twenty networks were
trained on two stimuli, and twenty networks were left untrained.
Training stimuli: Stimuli were composed from the Ascending and Descending patterns (see Fig. 3.1). When training with a single stimulus the selected pattern was
presented at 5 Hz. For multi-stimulus training the selected pattern was alternated
once per second producing an alternating set of five pattern presentations in each
second. Stimuli were accompanied by a 1 Hz random background during training
and the STDP learning rule was enabled throughout.
Profiling stimuli: Analysis of the stimulus response in each saved network state used
a stimulus composed from the training patterns at 1 Hz; analysis of the stimulus
response requires that the stimulus is presented once per frame, corresponding to a 1
Hz stimulation frequency when using a one second response frame (see Section 7.2.1).
Profiling was performed with STDP disabled and a 1 Hz random background.
Learning curves: Learning curves show changes in the PNG activation response over
time relative to the activation response of a fully trained network. Learning curve
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experiments have two phases: firstly, a network is trained on a specified stimulus
while saving the network state at regular intervals; and secondly, probability scores
and window activation counts are calculated for each saved state using the response
fingerprint from the fully trained network (the last of the saved network states). The
first phase produces a sequence of networks in progressively more advanced stages of
training. These saved network states are then used in the second phase to generate
the learning curve.
Scoring: The Response Fingerprinting method defines a Bayesian classifier that
computes probability scores from the number of window activations in a response
frame (i.e. the number of temporal windows in the fingerprint that capture firing
events). Using the Bayesian classifier, learning is assessed for each network state by
averaging the window activation counts and probability scores over multiple response
frames. The window activation counts in each network state were computed using
a fingerprint generated from a network trained for 600 seconds. Window activation
counts were averaged over one hundred frames (see also Section B.2 of the Appendix,
and an accompanying technical report: Guise et al., 2013b).

8.2.2 Results
If the network state is sampled at regular intervals throughout the training period,
each saved state in the training sequence produces a progressively larger stimulus
response as the matching structural PNGs in the network adapt to the stimulus. The
size of the stimulus response produced from each saved state can be determined by
averaging the number of window activations over a large number of response frames.
Plotting each of these window activation counts produces a sigmoid-shaped learning
curve that represents the change in the size of the stimulus response over the course
of learning. Figure 8.2 shows learning curves generated from twenty independent
networks as they learn a stimulus composed from the ascending pattern. The window
activation counts for each network are initially very low as an untrained network
has only a low probability of generating firing events that fall within the fingerprint
windows defined by a fully-trained network. However, as training proceeds and the
networks become increasingly familiar with the stimulus, the number of window
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activations produced by each network increases exponentially, reaching a plateau at
around 130 seconds.
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Figure 8.2: Changes in the number of window activations following repeated stimulation with
the ascending stimulus. Each line represents the changes in window activation counts for each
of twenty independent mature networks trained on the ascending stimulus at 5 Hz.

The time-course of learning a single stimulus is very consistent across networks,
with only a small inter-network variation in the rate of learning and the size of the
maximal stimulus response. In a later experiment I will be examining the specificity
of this stimulus response, and for this I will need a set of networks that have been
trained on multiple stimuli. It is therefore of interest to examine whether training
with multiple stimuli has an effect on the network learning curves. The experimental
protocol for the multi-stimulus version of the learning curve experiment is identical
to the single-stimulus version except that the window activations produced by each
sampled network state are measured for two different stimuli, using two unique
stimulus-specific fingerprints. As with the single-stimulus version of the experiment,
the set of measurements that constitute the learning curve are produced for each of
the twenty test networks, and use the fingerprint (or pair of fingerprints) from each
fully-trained network state.
The results shown in Fig. 8.3 highlight some important differences in the learning
behavior of networks during multi-stimulus training relative to single stimulus training. The twenty networks in each panel of Fig. 8.3 are the same as in Fig. 8.2 except
that each network in Fig. 8.3 was trained on two different stimuli, the ascending
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and descending stimuli. Changes in the PNG activation response to each stimulus
are shown in separate panels in Fig. 8.3, as each is measured separately using the
fingerprint corresponding to each stimulus. The results using the ascending fingerprint are shown in the left panel and those for the descending fingerprint in the right
panel.
Many of the networks in both panels show an angled sigmoid-like learning curve similar to the curves shown in Fig. 8.2. However, unlike the single-stimulus results there
is no clear plateau reached by the networks in Fig. 8.3 over the six hundred seconds
of training. Some of the networks achieve large activation responses, achieving a
similar window activation count as the networks produced by single-stimulus training. However, a large number of networks show a more flattened learning response.
In both panels there is a clear divide between networks that learn quickly and those
that do poorly. In the left panel there are thirteen networks that perform well in
response to the ascending stimulus, eventually converging on a window activation
count close to 400. In the right panel, just seven networks perform well in response
to the descending stimulus, while the remaining networks perform relatively poorly
over the training period. Interestingly, the networks that perform well on the ascending stimulus are poor performers on the descending stimulus (and vice versa),
suggesting a limitation in network capacity using this training regimen.

Window Activations

500
400
300
200
100
0

0

100 200 300 400 500 600

0

100 200 300 400 500 600

Time (secs)
Figure 8.3: Changes in the number of window activations following repeated stimulation with
the ascending stimulus (left) or the descending stimulus (right). Each line represents the changes
in window activation counts for each of twenty independent mature networks trained on both the
ascending and descending stimuli at 5 Hz.
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The Response Fingerprinting method is also able to compute a probability score
from the patterns of window activations produced by each stimulus presentation.
This score represents the probability that the window activation response is specific
to the stimulus and not just some random pattern of firing. In the early stages of
training this probability score is very low, reflecting a low probability that any firing
events captured by fingerprint windows are representative of a coherent stimulus
response. However, single-stimulus training produces a steep sigmoidal change in
probability score in all networks, mirroring an underlying growth in the size of the
PNG activation response (single stimulus results not shown). The shape of this curve
is sensitive to the width of the Bayesian classifier threshold and reflects the degree
of variability in the average window count values as they approach this threshold.
Importantly, the probability scores typically reach their maximum within 300 to 500
stimulus presentations (60 to 100 seconds), well before the window activation counts
reach a plateau. This property of the Response Fingerprinting method allows the
method to differentiate between the stimulus response of different stimuli even in
partially trained networks.
Figures 8.4 and 8.5 show changes in the probability scores over the course of learning
multiple stimuli. Figure 8.4 shows the thirteen networks favoring the ascending
stimulus, while Fig. 8.5 shows the seven networks favoring the descending stimulus.
As with the window activation counts, each network is measured twice, once with the
ascending fingerprint (left) and once with the descending fingerprint (right). Each
set of networks produces a tight sigmoidal curve in the probability scores, but only
when the networks are measured using the fingerprint of their favored stimulus.
When measured using the non-favored stimulus fingerprint the probability scores
are much more scattered and erratic, reflecting a lack of consistency in the stimulus
responses.

8.3 Visualization of PNG activation
In the learning experiment the Response Fingerprinting method was used to evaluate
the size of the stimulus response produced by a network at different stages of stimulus
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Figure 8.4: Changes in the probability scores during multi-stimulus training for the thirteen
networks favoring the ascending stimulus. The figure on the left shows changes in the probability
scores produced by stimulation with the ascending stimulus and measured using the ascending
stimulus fingerprint. The figure on the right shows the probability scores for the same thirteen
networks using the descending stimulus and measured using the descending stimulus fingerprint.
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Figure 8.5: Changes in the probability scores during multi-stimulus training for the seven
networks favoring the descending stimulus. The figure on the left shows changes in the probability
scores produced by stimulation with the ascending stimulus and measured using the ascending
stimulus fingerprint. The figure on the right shows the probability scores for the same seven
networks using the descending stimulus and measured using the descending stimulus fingerprint.
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learning. However, there are other uses for the method that utilize the fingerprint
in very different ways. One such use is for visualization of the PNG activation
response: the visualization technique involves filtering the firing events generated
in each frame through the temporal windows defined by the fingerprint, leaving
only those firing events that correspond to the activation response. The spatiotemporal causality between the remaining firing events can then be inferred using
the underlying network connectivity: two firing events whose neurons are directly
and strongly connected, and whose temporal spacing agrees with the axonal length
of the underlying connection, are likely to be causally connected i.e. the earlier
event is likely to be causal in the generation of the later event.

8.3.1 Methods
There are two different visualization experiments described in this section: the first
looks at variability between response frames, and the second examines changes in
the PNG activation response over the course of stimulus learning. Variability in the
stimulus response can be visualized by examining the response data from a single
trained network over consecutive response frames. However, this variability between
response frames limits the ability to compare between different network states, such
as those generated over the course of stimulus learning. The solution for this second
visualization experiment is to generate an averaged response that represents the
window activations that occur consistently in each frame from each of the saved
network states.
Variability between response frames: A network was trained on the descending pattern for thirty seconds at 5 Hz. A response fingerprint was generated by profiling
the response of the network to the descending pattern over four hundred response
frames. Firing data was then collected from the network over ten one second response frames, using a single presentation of the descending pattern at the start of
each frame. The firing data was then filtered through the fingerprint and the causality between the remaining firing events was inferred from the network connection
data. Listing B.6 in the Method Scripts section of the Appendix outlines the general
procedure. The script generates four frames of firing data from a trained network
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and extracts a PNG structural description from each frame that is then displayed
and saved to a file.
Visualization of the activation response over the course of stimulus learning: The
network state was saved at regular intervals throughout training on either the ascending or descending pattern (see Section 8.2). Firing data was then collected over
one hundred response frames from each restored network as it responded to repeated
presentations of the training stimulus. However, only a subset of the collected firing
events will consistently occur in most or all response frames. This critical subset
was isolated by first generating a Response Fingerprint from the final network state.
This computed fingerprint defines a set of temporal windows that are frequently
activated in response to the stimulus. The collected firing events for each frame
were then filtered through this set of temporal windows: only those firing events
that occur within temporal windows cause window activation in the frame, allowing the activation statistics for each temporal window to be computed. Fingerprint
windows with low activation frequency (< 50% of frames) were rejected and the
empirical probability of activation for each window was calculated for the remaining
windows by dividing the number of activations of each window by the total number
of frames. An average firing event was constructed for each remaining window by
averaging the firing time of the accumulated events captured in each window. The
causality between the averaged firing events was inferred from the network connection data.
Visualization parameters: Only connections with saturated weights were selected
(i.e. synaptic weight > 9.9) in order to lower the connection density. Visualization
is difficult if there are too many remaining connections, although this is normally
only a problem in later stages of learning.

8.3.2 Results
While a response fingerprint records the consistent firing of PNG neurons within
specific temporal windows, this consistency is only apparent when accumulated over
multiple response frames, as the activation of individual PNGs is not deterministic.
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Instead, there is a significant variability in the PNG activations that occur from
frame to frame, a result of variability in the underlying network dynamics. This
variability in the activation response is reflected in the conditional probabilities
assigned to each temporal window within the fingerprint. Those that have low
conditional probabilities of window activation show the most variability in the firing
events that are captured within the window, and temporal jitter or firing failures
within such windows dynamically alter the shape of the PNG activations in each
response frame.
Figure 8.6 shows the PNG activation response in four selected frames. The PNG
activation response in each frame is visualized as a directed graph of connected firing
events. The lines between nodes in the graph represent causal links between the
firing events that constitute the group activation. For the purposes of this figure only
connections with saturated weights are shown, although removing this restriction
has very little effect on the resulting graph implying that most connections in the
underlying structural group are saturated. The network used for generating the data
in Fig. 8.6 was not a fully trained network having had only 150 presentations of the
stimulus during the training period. The number of firing events and causal links
in a structural diagram produced from a fully trained network is very dense, and
a partially trained network was therefore chosen for clarity, to avoid obscuring the
variability between frames. The variability in the PNG activation response across
frames is best viewed as an animation, as the human visual system is very good at
partitioning invariant parts of the image from those that constantly change. Firing
events that occur within fingerprint windows with high conditional probabilities
tend to remain stationary in such animations, whereas events that occur with lower
probability show more variability.
In order to prevent the evolution of the underlying structural PNG, synaptic plasticity was disabled during the collection of firing data for this experiment. The
observable small variations between frames are therefore due to changes in the network dynamics. There are two types of variation: firstly, a firing event can occur
in one frame but be absent in another; secondly, a firing event can occur in multiple frames but with variation in the precise firing time (i.e. temporal jitter). An
example of jitter can be seen with the isolated firing event in the south-west region
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Figure 8.6: PNG activations triggered by the descending pattern in four consecutive response
frames. Nodes in the figure represent firing events, and the lines between nodes denote causal
links inferred from the underlying network connectivity between event neurons. Dashed reference
lines draw attention to the variable firing time of neuron 178 (discussed in the text).
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of each response (dashed reference lines in Fig. 8.6): neuron 178 fires at t = 16 in
frame 2 but t = 18 in frames 1 and 3 (it does not fire at all in frame 4). The same
firing event is causal in producing either two, one or three subsequent firing events in
frames 1, 2, and 3 respectively (observe the number of out-going lines from the node
representing the event). This variation in the causal connections between the firing
of neuron 178 and subsequent firing events might be due to the jitter in the firing
of this neuron, or to jitter in the firing events of other neurons that are themselves
causal in the firing of the same downstream neurons.
While generating response frames from a single network state allows the variability of PNG activation to be demonstrated, a comparison between different network
states allows changes in the activation response over the course of training to be
studied. Section 8.2 found that the network states saved at different stages of stimulus training produced consecutively larger PNG activations as training progressed.
However, the variability between response frames requires a modification to the visualization procedure to produce an average response from each training stage (see
Section 8.3.1: Visualization of the activation response over the course of stimulus
learning). Averaging the firing events captured across multiple response frames is
closely analogous to the frame profiling procedure used to generate a response fingerprint in which the spike counts from many response frames are averaged into
a peak. Comparison of the averaged response from each network state allows the
overall changes in PNG activation to be visualized across the course of network
training. Figure 8.7 shows such a comparison as a network learns the ascending
input pattern.
At each stage in Figure 8.7 the forty firing events from the input pattern can be seen
as a straight ascending line of nodes. Any small gaps in this sequence of nodes are
due to the removal of input pattern events that were not causal in the generation of
later firing events. Nevertheless, almost all of the input pattern events participate
in causal relationships, either with later input pattern events (these intra-pattern
links are difficult to distinguish as they all occur on the same straight line), or with
events that are a part of the subsequent PNG activation. As learning proceeds, the
size of the stimulus-specific PNG activation response increases. Most of this size
increase occurs within one hundred seconds (500 stimulus presentations) although
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Figure 8.7: Evolution of the stimulus response over the course of training with the ascending
input pattern. At four selected points (10, 30, 50 and 70 seconds) during training the network
state was saved and the average stimulus response to the ascending pattern was computed. The
stimulus response in each figure represents an average over one hundred response frames. Nodes
in the figure represent firing events, and the lines between nodes denote causal links inferred from
the underlying network connectivity between event neurons.
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the probability scores suggest that the stimulus response is stable within the first
minute of learning i.e. around 300 presentations (see Section 8.2).
Figure 8.8 shows a different view of the data that focuses on just the firing events,
removing the causal connections between events. Although the averaging method
(Section 8.3.1) has the primary effect of improving the quality of the fingerprinting filtering procedure (i.e. removing more firing events that are unrelated to the
stimulus response), another significant advantage is that averaging across multiple
frames allows the firing probability for each fingerprint window to be empirically
computed. Figure 8.8 shows changes in these firing probabilities while learning the
ascending pattern. Firing events in each plot are color-coded according to the empirical firing probability of each firing event, revealing the evolution of the group
activation response over the course of training. The forty firing events that make
up the ascending input pattern have a firing probability of 1.0 while the events in
the resulting stimulus response often have significantly lower firing probabilities. As
learning proceeds there is a rapid increase in the firing probabilities of PNG neurons, particularly within the inhibitory neurons (neurons 800-999) at the top of each
diagram (inhibitory neurons were excluded from previous figures for clarity).

8.4 Selectivity and consistency of the activation response
The final experiment in this chapter revisits the question of whether the PNG activation response is sufficiently consistent to justify the claim for a PNG-based representational system. The previous attempt used a template-based approach to test
the consistency of PNG activation. Although the consistency claim was supported,
the template matching method was unable to show PNG activation in every response frame, perhaps due to the intolerance of this method to temporal jitter, or
to limited coverage of the stimulus response with the available templates.
In this section I will investigate not just the consistency but also the selectivity of
the activation response. The previous template-based consistency experiment found
that a consistent activation response to a stimulus occurred only if networks had
been previously trained on the stimulus (see Fig. 6.6). However, while an activa117
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Figure 8.8: Changes in the empirical firing probabilities of PNG neurons over the course of
training. Each firing event is color-coded according to the empirical firing probability of the
event occurring, as measured over one hundred response frames (firing probability is encoded in
the color bar on the right). Events with a firing probability lower than 0.5 were rejected. Note
that this data was generated in a separate training run and can therefore not be compared with
the data in Fig. 8.7.
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tion response was consistently triggered by the ascending stimulus and not by the
descending stimulus, the networks in this experiment had not been trained on the
descending stimulus. Whether these consistent PNG activations were specific to
the ascending stimulus is therefore still open to debate. However, the availability
of networks trained on two different stimuli (see Section 8.2) provides an opportunity to further investigate the selectivity of the activation response. The following
experiment analyzes the PNG activation response generated from each of these stimuli. This response data is then separately evaluated from the perspective of either
selectivity or consistency.
The experiment consists of a series of trials: each trial presents a single stimulus
in a single response frame and the resulting stimulus response is then collected for
analysis. In each trial either the ascending or the descending stimulus is selected for
presentation. Response fingerprints generated for each of the two stimuli are used
to evaluate the stimulus response for each trial. Filtering the stimulus response
from each trial through the fingerprint for each stimulus generates a pair of window
activation counts, one for each fingerprint. From these a pair of probability scores
is computed from the distribution of window activations. The stimulus fingerprint
that generates the largest probability score is selected as the trial winner.
The selectivity requirement is tested as follows: if the response is specific to the
stimulus then the ascending fingerprint should identify a large number of window
activations in frames where the ascending stimulus is presented and few window
activations in frames where the descending stimulus is presented (and vice versa
for the descending fingerprint). The probability scores computed for each stimulus
fingerprint estimate the probability of a stimulus-specific PNG activation response.
If the system is selective then each stimulus presentation results in the selective
activation of PNGs that are triggered by the stimulus. An ascending stimulus trial
that passes the selectivity requirement will therefore furnish strong evidence for
PNG activations specific to the ascending stimulus but little or no evidence of PNG
activations related to the descending stimulus.
The consistency requirement is also tested in this experiment by dividing the trials
into ascending or descending trials and comparing the pattern of scoring within
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each group. For example, the group composed from all of the ascending stimulus
trials must show a consistently high probability score across the group in order to
demonstrate consistency in the response to the ascending stimulus. If the ascending
stimulus consistently triggers PNG activation, then most trials in the group will
generate a high probability score when using the ascending fingerprint.

8.4.1 Methods
Data generation: Twenty networks were trained on both the Ascending and Descending patterns for three minutes using the protocol described in Section 8.2.
Networks were then tested for selectivity and consistency as follows: firing data was
collected with STDP disabled over three hundred one second response frames (300
trials of one second each) after an initial priming run of ten response frames with
just 1 Hz random background. In each trial, the selected stimulus was presented at
the start of the response frame and was accompanied by a 1 Hz random background
throughout the frame. Either the ascending stimulus, the descending stimulus or
no stimulus (the Null stimulus) was selected in each trial. Trials were conducted in
blocks of twenty-five, with each block using the same stimulus.
Data analysis: The firing data from each frame was analyzed by a Bayesian classifier
and a probability score was computed from the distribution of activated windows
in the frame. The classifier used response fingerprints generated from both stimuli
in order to classify each frame (response fingerprints generated from the ascending
and descending patterns are referred to in the text as the ascending and descending
fingerprints, respectively). The classifier computed two probability scores for each
trial, one for each stimulus fingerprint. Selectivity in the stimulus response requires
that the probability scores be substantially different so that an unambiguous winner
is generated for each trial. Consistency of the stimulus response requires that each
trial winner correspond to the selected stimulus for that trial. The winner for each
frame is the stimulus that generates the largest score for the frame. With the current
stimuli, the probability scores for each stimulus are expected to differ by many
orders of magnitude. These stimuli have quite different fingerprints and therefore
the activation of a large number of windows for one fingerprint is likely to produce
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only very rare window activations in the other fingerprint. If the fingerprint windows
for a stimulus are rarely activated, then the computed probability score will be
very small in comparison to the computed score for a stimulus whose windows are
mostly activated. In order to simplify the comparison of these score differences, the
stimulus scores for each frame are normalized across the stimuli by dividing each
score by the total score for the frame. When the frame scores are wildly different,
as in this case, normalization effectively sets the winner score to 1.0 and the loser
scores to 0.0, providing an unambiguous winner. However, if the test stimuli were
closely related the scores would take more intermediate values, requiring a more
sophisticated method for determining the winner.

8.4.2 Results
The pattern of trial winners and losers for each of twenty networks is shown in
Fig. 8.9. Only the first three trial blocks are shown: this set of three blocks (or
seventy-five trials) was repeated four times over the three hundred trials of the
experiment, with identical results in each set. In each of the two panels (top and
bottom) each row consists of seventy-five positions, one for each response frame
trial. A pair of probability scores is generated for each trial, one score each from the
ascending and descending fingerprints. From these scores the trial winner and loser
is selected and these are represented in the corresponding rows in top and bottom
panels for each network. The top panel shows the trial results selected using the
ascending fingerprint and the bottom panel shows the results using the descending
fingerprint.
Stimuli were presented in blocks of twenty-five over the seventy-five response frames
shown in the figure. The ascending stimulus was chosen for the first stimulus block,
the descending stimulus for the second block, and no stimuli were presented in the
remaining twenty-five frames (see the stimulus ranges at the top of the figure). In
each trial position, the presence of a small filled circle represents the trial winner,
while the absence of a filled circle in the corresponding row represents the trial loser.
In order to meet the consistency requirement the stimulus selection and the trial
winner must match. The block of filled circles in the top panel of Fig. 8.9 corresponds
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Figure 8.9: The PNG activation response of twenty independent networks measured using two
different response fingerprints. Each of the twenty networks was trained on both the ascending
and descending stimuli and tested on both the ascending fingerprint (top) and the descending
fingerprint (bottom). The horizontal axis for each figure shows trial winners (a dot) and losers
(an empty space) for the first seventy-five response frames. Three different stimuli were used to
test each network: the ascending stimulus was presented for the first twenty-five of the seventyfive frames; the descending stimulus for the second twenty-five; and no stimulus was provided in
the third set of twenty-five frames.

to trials in which the ascending stimulus was selected and the trial winner was the
ascending fingerprint, and therefore the response to the ascending stimulus is shown
to be consistent. Likewise, the block of filled circles in the bottom panel of Fig. 8.9
corresponds to trials in which the descending stimulus was selected and the trial
winner was the descending fingerprint, showing that the descending stimulus also
produces a consistent response in all twenty networks.
In stimulus blocks where no stimulus was provided, very few window activations
were counted producing no clear winner. However, in trials where a stimulus was
presented an unambiguous winner was selected in all trials, providing support for
the selectivity of the stimulus response. In each trial in which a stimulus was presented the probability scores computed for each stimulus fingerprint differed by
orders of magnitude, depending on which of the two stimuli was presented (data not
shown).
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8.5 Discussion
In this chapter I have described a number of experiments that utilize the Response
Fingerprinting method to examine different aspects of network behavior. The first
of these experiments (Section 8.1) demonstrated a phenomenon of spiking networks
called spike latency that I will be referring to in a later chapter. It also provided an
opportunity to elaborate further on the notion of frame profiling by applying this
technique to the task of determining the precise delay in spike generation following
different levels of pre-synaptic input.
The Response Fingerprinting method has for the first time allowed the development
of the PNG activation response to be examined over the course of stimulus learning.
The methodology for measuring changes in the size of the activation response over
time involves counting the number of window activations at each time-point, using
a fingerprint that is generated from a fully trained network. The results described
in Section 8.2 show a rapid growth in the number of window activations during
stimulus training, producing a sigmoid-shaped learning curve that reaches a plateau
after around 650 repetitions of the stimulus (see Fig. 8.2).
Once the window activation counts reach a plateau a strong activation response is
generated on every stimulus presentation and the network can be deemed to have
learned the stimulus. However, the probability scores show that a unique and consistent PNG activation response can be detected at an earlier stage of training,
within 300 to 500 repetitions, suggesting that learning may be largely complete at
this earlier stage. Nevertheless, this requirement for repeated exposure in stimulus
learning may at first seem incompatible with a perceptual world in which stimuli are
not so conveniently repeated. However, the replay of temporally compressed spatial memories during the sharp-wave-associated ripple state might provide a bridge
between a mechanism for neocortical memory consolidation that requires repetition
and a short-term memory system in the hippocampus (Cutsuridis and Hasselmo,
2011, Girardeau and Zugaro, 2011).1
1

These sharp-wave-associated oscillations in the local field potential are observed in recordings
from the hippocampus during slow wave sleep.
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When training with multiple stimuli, networks that produced a large activation response for one stimulus were found to generate a much more muted response with
the other stimulus (see Fig. 8.3). This result suggests that networks are optimizing
themselves for one stimulus at the expense of the other, an interpretation that has
significant implications for the representational capacity of these networks. However,
the optimum training regimen for multiple stimuli is not yet known and therefore a
poor training strategy may explain this apparent compromise in the network capacity for each stimulus. Although multi-stimulus training appears to slow down the
growth rate of the activation response for many of the networks, it is not clear from
the current results whether the activation size (number of window activations) would
eventually reach that observed during single-stimulus training. A future version of
the experiment might explore this possibility by extending the stimulus training
period.
Examination of the probability score data shows that the activation response for
both the ascending and descending stimuli can be reliably detected for all networks
within two hundred to three hundred seconds, despite the reduced size of the activation response observed during multi-stimulus training. Even the worst performing
networks generate an activation response that still offers a large number of temporal windows, allowing considerable remaining scope for generating a fingerprint
that is unique to each stimulus. The observed decrease in the size of the activation
response may therefore have no appreciable effect on either the selectivity or consistency of the activation response generated by these networks. These measures are
much more relevant to a representational system than is the size of the activation
response. Interestingly, although doubling the number of training stimuli appears
to increase the number of repetitions required for each individual stimulus to reach
the criteria, this increase may be less than twice that for single-stimulus training
(i.e. 500 to 750 repetitions of each stimulus for multi-stimulus training versus 300
to 500 repetitions for training on single stimuli).
As a final thought on the reduced size of the activation response during multistimulus training, consider that the learning curves generated in these experiments
are computed from the number of window activations generated by the activation response using the fingerprint generated from the fully trained network. This method124
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ology assumes that the fingerprint (i.e. the distribution of temporal windows) at
each stage of stimulus learning is a subset of the final fingerprint. But what if it
wasn’t? What if the activation response explores multiple branches of polychronous
activations over the course of network training, and some of these are later abandoned, therefore having no effect on the final fingerprint? If this is the case then
using the final fingerprint to evaluate the activation response of earlier stages of
training can only show the overlap between these earlier fingerprints and the final
activation response, generating a learning curve that underestimates the size of the
response at each stage. In this scenario, competition for synaptic weights may force
networks in a multi-stimulus learning environment to abandon some branches to
competing stimuli, although this effect would not be properly visible to the current
methodology.
The third experiment in this chapter (see Section 8.3) explored the use of the Response Fingerprinting method to visualize PNG activation. This visualization technique has allowed a more detailed analysis of the activation response, such as the
variability between response frames and the role of inhibitory neurons in limiting
activation. The technique relies on the observation that the majority of firing events
that constitute the PNG activation response in each frame must occur within the
temporal windows defined by the fingerprint, because it is only these firing events
that are strongly correlated with the stimulus. The fingerprint can therefore be
used to filter the events in each response frame, assigning the firing events that
are captured inside fingerprint windows to the stimulus response and rejecting the
remaining events.
Visual analysis of the activation response over multiple runs of the experiment found
that the response of the first frame in each run was consistently muted when measured relative to subsequent frames. The first presentation of the stimulus occurs
over the initial 40 milliseconds of the first one second frame, and the subsequent
stimulus response therefore occurs before the network has had the opportunity to
come to equilibrium. The muted response in the first frame suggests that the firing
events that make up the input pattern are not sufficient in themselves to trigger a
full PNG activation response, without the addition of the recurrent input produced
by the underlying network dynamics of a network at equilibrium. To counter this
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reduced response in the first frame the network was first primed with ten frames of
just random background stimulation, prior to presenting the first test stimulus.
The first visualization experiment looked at variability in the activation response between frames. The activation of polychronous groups is not deterministic: the same
PNG can polychronize in different ways, with variation in both the neurons that
participate in each activation and in the precise time of their firing (see Fig. 8.6).
This variability is caused by perturbations in the internal dynamics of each neuron
due to the integration of recent events. For example, if random or recurrent input
to a PNG neuron has recently caused it to fire, the neuron may resist participating
in the current activation for a small interval (the neural refractory period), or may
fire with a small delay. In addition, Izhikevich et al. (2004) have noted that there
is considerable competition between polychronous groups for the affiliation of individual neurons, causing the synaptic weights to be constantly adjusted to support
the activation of first one group then the other.
The results from the second and third visualization experiments show that the evolution of the stimulus response with training occurs very quickly, with a stable
representation in as few as three hundred presentations of the stimulus. Almost
all of the stimulus firing events were found to participate in causal relationships,
although many of these causal connections were initially with firing events that occur later in the stimulus (see Figure 8.7). Synapses between input pattern neurons
are quick to learn the strong correlations between the individual firing events that
make up the stimulus, and these intra-pattern links therefore tend to dominate the
causal relationships in the early evolution of the stimulus response. As excitation
builds within the PNG neurons, firing events that are not a part of the input pattern
become increasingly involved in the PNG activation.
A significant feature of the mature stimulus response is that it does not extend
beyond the last firing event of the input stimulus. The most likely explanation is that
mounting inhibitory firing reduces the firing probability of subsequent events and
slowly brings the PNG activation response to an end (see Fig. 8.8). This dampening
mechanism may also explain the apparently greater influence of earlier stimulus
firing events on the successful stimulus response, as shown in Fig. 6.3 and suggested
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by a stimulus degradation experiment (results not shown). The ability to limit the
temporal scope of PNG activation has implications for a representational system
based on PNG activation and is worthy of further study.
The final experiment in Section 8.4 revisited the consistency experiment described
in Chapter 6. Both the original template-based version of the experiment, and the
experiment described in Section 8.4 (using Response Fingerprinting) were able to
demonstrate consistency of the PNG activation response following each stimulus
presentation in trained networks. However, limitations of the previous template
matching method prevented PNG activation from being detected in all frames. In
contrast, the probabilistic approach of the Response Fingerprinting method allows
the activation response to be readily detectable despite the variability imposed by
temporal jitter or firing failures (see Fig. 8.9). The same experiment also provides
initial support for the selectivity of PNG activation as previously indicated in experiments by Izhikevich (2006a) and Paugam-Moisy et al. (2008).
The experiments described in this chapter highlight the complexity of the PNG
activation response, and emphasize the need for a sophisticated view of what selectivity in the activation response might entail. As previously discussed in Chapter 5,
polychronization that occurs on a sufficiently small scale is not unique, as near
identical patterns of PNG activation can be triggered by two different stimuli (see
Fig. 5.1). Instead, the prevailing view is that specific stimuli are selective of (and
therefore trigger the activation of) unique sets of PNGs. In this set-based view of
the PNG activation response, a unique stimulus representation requires a specific set
of individual PNG activations to co-occur (Izhikevich, 2006a, Paugam-Moisy et al.,
2008).
However, visualization experiments have revealed a considerably more complex view
of the PNG activation response in which individual PNG activations are no longer
resolvable. These results suggest that both competition and cooperation occur between polychronizing pathways, leading to a dynamic response in which individual
PNG activations are merged. A further consequence of this more sophisticated view
is that a representational activation response can be more than just the sum of the
individual PNG activations that are directly triggered by the stimulus. Instead,
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interactions between polychronizing pathways can trigger further indirect PNG activations that would never otherwise have been triggered in isolation (Maier and
Miller, 2008). Paugam-Moisy et al. (2008) have noted the emergence of new groups
late in the simulation run that occur after many presentations of the stimulus. Could
these late arriving groups be indirect PNG activations?
This emerging more sophisticated view of the PNG activation response arises naturally from a probabilistic model based on individual firing events that strongly
correlate with stimulus events. Presentation of the stimulus causes the firing events
produced from the interaction of direct PNG activations to co-occur with high probability, and therefore these indirect activations can also correlate with stimulus presentation and be detected by the Response Fingerprinting method. A response
fingerprint captures the spatio-temporal layout of the PNG activation response and
assigns a probability to the firing of each PNG neuron that is conditional on the
presentation of a triggering stimulus. In contrast to the set-based view of PNG
activation, this new probabilistic view is more fine-grained, providing a much wider
combinatorial range to express the selectivity of the stimulus response. The next
chapter attempts to link this developing high-level notion of representation to a
low-level synaptic mechanism called metaplasticity.
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Metaplasticity

ne of the appealing features of a PNG-based representational system is that
it defines a cognitive-level model of mental representation that is expressed
at the level of spiking neurons. However, this expression at the level of
neurons makes establishing the case for PNGs as having representational power
more difficult. In this chapter I examine a low-level synaptic mechanism called
metaplasticity and its effects on maintaining the stability of PNG-based mental
representations. In doing so I hope to highlight the role of polychronicity in linking
a high-level notion of representation to a low-level synaptic mechanism.

O

The term metaplasticity describes the ability of neurons to modulate their overall
levels of synaptic plasticity as a function of recent inputs. Models of Long-term
potentiation (LTP)/Long-term depression (LTD) induction that include a metaplastic mechanism have been around for some time, with the Bienenstock, Cooper
and Munro (BCM) learning rule and its sliding modification threshold being a

129

CHAPTER 9. METAPLASTICITY

significant early influence (Bienenstock et al., 1982). The BCM rule provides a ratedependent model of the tipping point between LTD and LTP induction based on
instantaneous neural firing rates.
More recently, Izhikevich and Desai (2003) have combined the BCM rule with spiketiming-dependent plasticity (STDP), a learning rule that takes the precise spike
timing of pre- and post-synaptic neurons into account. The addition of a BCM sliding modification threshold to an STDP learning rule has also been used to explain
experimental data showing hetero-synaptic LTD of untetanized inputs in a model of
a hippocampal dentate granule cell (Benuskova and Abraham, 2007). The precise
mechanism behind metaplasticity is still an open question despite receiving much
recent attention (for a review see Abraham, 2008). Intensive research into the cellular processes behind metaplasticity has uncovered multiple mechanisms that both
cooperate and compete, with the balance between the various mechanisms varying
between different brain regions.
Models based on BCM define a modification threshold for LTP/LTD induction that
is dynamically altered as a function of previous post-synaptic spike activity. When
spiking activity increases, the modification threshold is also increased and it therefore becomes harder to induce subsequent LTP and easier to induce LTD. A decrease
in spiking activity produces the opposite effect, with LTP induction becoming easier and LTD induction becoming more difficult. The BCM learning rule defines a
single modification threshold, while later versions have defined separate thresholds
for LTP and LTD (Ngezahayo et al., 2000). In one example of a single threshold
model (taken from Benuskova and Abraham (2007)), the relationship between the
modification threshold and synaptic change is defined as follows:

ALT P (t) = ALT P (0) ( 1 / θM (t) )
(9.1)
ALT D (t) = ALT D (0) ( θM (t) )
where θM (t) is the current value of the modification threshold, ALT P (0) and ALT D (0)
are the baseline amplitudes of synaptic change, and ALT P (t) and ALT D (t) are the
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new amplitudes. Models such as these typically assume that the metaplastic modification threshold is determined primarily by the post-synaptic firing rate (e.g. Benuskova et al., 2001), although this assumption is still open to debate (Hulme et al.,
2012). Shouval et al. (2002) suggest that the modification threshold is more directly
set by the levels of intracellular Ca2+ while Izhikevich and Desai (2003) suggest that
synaptic size might also be an influence.
In a synapse whose learning is governed by a spike-timing-dependent plasticity
(STDP) rule, the direction and magnitude of neural plasticity is determined not
only by factors that govern the level of synaptic input, but also by the precise timing of pre-synaptic and post-synaptic spikes. Changes in synaptic plasticity cannot
therefore be predicted from either the post-synaptic firing rate or the total synaptic
input alone (Izhikevich and Desai, 2003). In this scenario, the conditions under
which the modification threshold should be modified relate to the consistency of
these timings in the recent history of the synapse. I use the term synaptic drive
to describe these conditions: strongly correlated spike trains with pre- before postsynaptic spike timings are defined as producing a positive drive on synaptic plasticity, whilst post- before pre-synaptic spike trains with identical firing rates are
defined as having a negative synaptic drive.
In the Methods section of this chapter I define a model of metaplasticity that is
determined by the direction and magnitude of synaptic drive, and also by the size
of each of the synaptic connections onto the cell (Delorme et al., 2001, Guetig et al.,
2003). The model is therefore both spike-timing-dependent and reactive to synaptic
weight extremes i.e. it resists synaptic pruning and opposes synaptic weights that
grow too large. I have chosen to define the metaplastic modification threshold in this
model as a cell-level property that integrates the changes in plasticity that are occurring at each of the synapses onto the cell. The choice of a cell-level property, rather
than defining a modification threshold at each synapse, allows the metaplasticity
model to be more easily integrated into a larger model of network behavior, and is
supported by a recent finding that metaplastic effects can be seen in non-primed
dendritic compartments (Hulme et al., 2012). Previous computational models of
metaplasticity have typically focused on the modeling of single synapses, although
reports on the effect of metaplasticity at network-level have recently started to ap131
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pear (Clopath et al., 2010, Zenke et al., 2013). Importantly, the model is described at
the level of computational theory rather than biological implementation, and therefore focuses on characterizing the abstract properties that define the computation
of the metaplasticity threshold (Marr, 1982).
The primary focus in this chapter is the impact of metaplasticity on polychronicity. Polychronization requires that the connection weights between PNG neurons be
adapted in order to support a causal chain of neural firing (Martinez and PaugamMoisy, 2009). With an STDP learning rule, this adaptation occurs readily when
networks are exposed to repeated spatio-temporal stimuli: repeated stimulation potentiates intra-group connection weights and prunes non-contributing connections,
leading to the preferential selection of stimulus-dependent polychronous groups
(Izhikevich et al., 2004). A metaplastic mechanism that limits the synaptic weight
range is therefore likely to have an impact on the formation of adapted groups. A
modified STDP rule that includes such a metaplastic mechanism may also be more
biologically plausible than existing STDP rules.
Given that polychronous groups evolve via selective enhancement of the connections
between PNG neurons, it is often assumed that the stability of adapted PNGs over
an extended period requires that these same connections be maintained. However,
polychronicity requires only that the combined input to PNG neurons be sufficient
to produce firing within a precise temporal window. Theoretically therefore, PNG
neurons can remain stable within the group even if the weight value on some of
their afferent connections wanders randomly, so long as other input connections
evolve their weights to compensate. This proposed independence of PNG stability
from the weight values of specific synapses leaves the weights free to support other
aspects of the network dynamics such as the maintenance of the balance between
excitation and inhibition (van Vreeswijk and Sompolinsky, 1996, Vogels et al., 2005),
supporting mixture states of synchronization and desynchronization in the network
firing activity (Lubenov and Siapas, 2008), and contributing to competing or coactivating PNGs.
Freeing the stability of polychronous groups from a dependence on fixed distributions of synaptic weights also allows room for an interaction between PNG stability
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and a mechanism that modulates synaptic weight values such as metaplasticity. Previous studies have found that metaplasticity has a positive effect on overall network
performance. Lazar et al. (2007) report improvements in both network performance
and stability using a combination of intrinsic plasticity with STDP to produce a
reduction in synaptic saturation. A metaplastic modification to the STDP rule that
maintains synaptic weights more centrally in the range may therefore produce a
similar performance advantage. However, the formation of polychronous groups has
a significant effect on the synaptic weight distribution, resulting in a characteristic
bimodal distribution that opposes this predicted centralizing effect. Polychronizing
pathways are very dependent on strong connections that support convergent input
to PNG neurons, and therefore any network mechanism that affects the synaptic weight distribution is predicted to have a significant effect on PNG formation.
Given the opposing effects of PNG formation and metaplasticity on synaptic weight
distributions, it is not clear whether PNG formation will be supported in networks
with the new metaplastic mechanism, and if it is supported, what the effect will be
on PNG stability.

9.1 Methods
9.1.1 Metaplasticity model
One of the defining features of the metaplastic mechanism that I have selected for
implementation is that it limits the range of synaptic weights, forcing weights away
from both the upper and lower extremes of the weight range. Accordingly, the
primary design goal for my computational model is that it produces this effect. The
model defines a metaplastic modification threshold that is a neuron-level property
whose value is computed from a weighted average of the synaptic sizes on each
afferent connection. The model is therefore best described in two sections: a synapselevel model that weights the size of each synapse according to the current direction
and magnitude of synaptic change (synaptic drive); and a neuron-level model that
is computed as a weighted sum of the individual synaptic values.
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Synapse-level model
The metaplasticity model at the level of each individual synapse is defined by a
weighting function that computes a weighted value for each synapse. The weighting
function takes values representing the current synaptic weight and synaptic drive
as arguments, and returns a weighted value representing the resistance to synaptic weight change. The synaptic drive is dependent on both the level of synaptic
input and the precise timing of that input relative to a back-propagating dentritic
signal. In the simulated network, I approximate the synaptic drive with a synaptic
derivative, an instantaneous measure of the direction and magnitude of change at
each synapse that is an explicit value from the original network simulation code
(Izhikevich, 2006b).
The desired weighting function needs to exert little influence when synaptic weights
are within bounds, but must step in with increasing resistance as the weights approach the upper or lower weight limits. One possibility, that I use throughout this
chapter, is as follows:
f (di , wi ) = rep(map(di ))(wi −min) − rep(10−map(di ))(max−wi )
where:
p = precision
r = resistance
min = minimum soft limit
max = maximum soft limit
di = derivative of synapse i, di = lim∆t→0

∆wi
∆t

wi = weight of synapse i

map(x) =




0




10




0.5(x + 10)

if 0.5(x + 10) < 0
if 0.5(x + 10) > 10
if 0 ≤ 0.5(x + 10) ≤ 10
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The map function maps the normal range of synaptic derivative values (-10 to +10)
into the range 0 − 10, and clips values outside of this normal range. The precision (p) and resistance (r) parameters control the curvature and amplitude of the
function. The weight limits are determined by the parameters min and max that
specify uncapped soft limits rather than capped hard limits on synaptic weights.
Figure 9.1 (left panel) shows the full picture for both parameters (di and wi ) over
the weight range 0 − 10 and limiting the range of the synaptic derivative to ±10.
Most combinations of di and wi generate a weighting term that is close to zero,
and the resulting surface is therefore largely flat for these combinations. However,
the surface exponentially rises and falls in opposing corners, producing maximum
resistance to increases in synaptic weight when the synaptic drive is positive and
the weight is already large, and maximum resistance to decreases in synaptic weight
when the synaptic drive is negative and the weight is already small. However, the
function generates little resistance to large weights if the synaptic drive is negative,
or to small weights if the synaptic drive is positive, providing no impediment to
migration of synaptic weights away from the weight limits.
A simple model of two connected neurons demonstrates the effect: in the absence
of metaplasticity, stimulation of both neurons with a strong positive drive causes
saturation of the single synapse; however, if metaplasticity is enabled the synaptic
weight eventually settles at a new weight value, without ever reaching saturation
(see right pane of Fig. 9.1). In this scenario spike trains onto each neuron cause the
pre-synaptic neuron to fire immediately before the post-synaptic neuron, producing
a strong positive synaptic drive and a corresponding rapid increase in the synaptic derivative (SD in Fig. 9.1). With metaplasticity enabled, the initial increase
in the synaptic derivative causes a countering increase in the metaplastic modification threshold (θM (t)) that eventually limits the increase in synaptic weight (SW ).
The interactions between these variables produce an initial oscillation that eventually settles when the modification threshold finds a new stable point, allowing
the synaptic derivative to return to zero. Without metaplasticity, the modification
threshold remains at zero, allowing both the synaptic derivative and synaptic weight
to increase unchecked, if not for the hard limit on the synaptic weight value that is
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Figure 9.1: Metaplasticity model for a single synapse showing the weighting function and an
example of some computed output values. Left panel: a symmetrical weighting function based
on Eqn 9.2 with parameters (r=0.1, p=0.05) Right panel: data generated over 100 seconds from
an implementation of the neuron-level metaplasticity model with a single synapse. The model
consisted of two excitatory RS-type Izhikevich neurons (Izhikevich, 2006a) with a single synaptic
connection between them (delay = 1 ms; initial weight = 6.0 mV; max. synaptic weight =
15.0 mV). Both neurons were directly stimulated with two evenly-spaced bursts of six pulses at 5
Hz delivered every second, with each pre-synaptic pulse leading the post-synaptic pulse by 5 ms
(producing positive synaptic drive). Weighting function parameter values (Eqn. 9.2) were (r=0.1,
p=0.05). Generation of θM (t) using Eqn. 9.3. SD = synaptic derivative; θM (t) = metaplastic
modification threshold; SW = synaptic weight (mV)

imposed by the network simulation.

Neuron-level model
The modification threshold (θM ) in this model is a neuron-level property that determines the ease of subsequent synaptic change. Unlike previous models, the modification threshold is dependent on synaptic drive and therefore only indirectly dependent
on the post-synaptic spike rate or the total input. When synaptic drive is strongly
positive, θM increases, and subsequent LTP induction becomes harder (and LTD
induction becomes easier). A negative synaptic drive produces the opposite effect
by causing θM (t) to decrease.
The modification threshold is computed as a range-limited average of the weighting
function output for each of the afferent synaptic connections. The weighting function
output for each synapse represents a weighted synaptic derivative, and the overall
average therefore represents the integrated synaptic drive across all synaptic inputs.
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The weighting mechanism assumes that a global metaplastic signal interacts with
the local conditions (particularly the synaptic size) at each synapse.
Given a weighting function f(di , wi ), the modification threshold is computed as follows:
 Pn

θM (t) = tanh I

i=1

f (di , wi )
n



(9.3)

where:
I = inertia
n = number of synapses
f(di , wi ) = a weighting function

The hyperbolic tangent limits the range of the modification threshold to ±1, while
the inertia parameter controls the rate of change of θM i.e. the sensitivity of the
modification threshold to small changes in the average weighted synaptic derivative.
Here I am assuming a biophysical process that maps a wide input range into a
narrower response range such as in the proposed power-law relationships between
stimulus strength and perceived intensity (MacKay, 1963).
Given the modification threshold, the amplitudes of synaptic change in LTP and
LTD can now be calculated as follows:








ALT P (t) = ALT P (0) − ALT P (0)θM (t)

ALT D (t) = ALT D (0) + ALT D (0)θM (t)

(9.4)

The two equations in (9.4) are symmetrical by design: if θM (t) is positive then the
LTP amplitude (ALT P ) decreases, and the LTD amplitude (ALT D ) increases by the
same proportion. Unlike the equation described by Benuskova and Abraham (2007)
(see Eqn. 9.1), the LTP and LTD amplitudes in Eqn 9.4 are modified in direct proportion to the modification threshold (θM ) and the current baseline amplitudes. In
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contrast, each of the amplitudes of synaptic change in the equation of Benuskova
and Abraham (2007) differ in their relationship to the modification threshold: ALT P
is inversely proportional to θM , while ALT D is directly proportional. If spike activity
is low but consistent, the equation of Benuskova and Abraham (2007) has the potential to create a dramatic imbalance between ALT P and ALT D that allows synaptic
weight to increase without limit.
Metaplasticity models based on post-synaptic spike rate restrict the modification
threshold to positive values. However, in the current model (based on synaptic
drive) and in models based on post-synaptic membrane potential, both positive
and negative values are allowed (Ngezahayo et al., 2000). I limit the range of the
modification threshold to ±1 (in Eqn. 9.3) so that both the LTP and LTD amplitudes
have the range 0 − 2 times the baseline amplitudes, and have default values of
ALT P (0) and ALT D (0) respectively. Although there is no explicit limit on synaptic
growth in Eqn. 9.4, the symmetry between the equations for LTP and LTD limits
the degree of imbalance between the two.
It is worth emphasizing that because the metaplastic modification threshold is calculated from an average of the values returned by the weighting function, the resistance
to synaptic weights that near the limits also applies only on average. Therefore, individual synapses are allowed to grow without limit so long as the average across
all synaptic inputs is within the allowed weight range. Synaptic pruning can still
therefore occur, even if the value for weight limit resistance in equation 9.2 is large.
Likewise, while individual synapses are allowed to grow large, they will increasingly
dominate the weighted average as they grow, providing an implicit limit to their
growth.

9.1.2 Network Simulations
Networks
Twenty different networks were generated for these experiments, with each network
composed of 1000 Izhikevich neurons (800 excitatory RS type Izhikevich neurons
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and 200 inhibitory FS type Izhikevich neurons). Within each network each simulated neuron was connected to 100 randomly selected post-synaptic neurons with
the restriction that inhibitory neurons were connected to excitatory neurons only.
Inhibitory connections were assigned a 1 ms conduction delay while excitatory connections were randomly assigned a delay in the range 1 to 20 ms. Connection
weights were initialized to the values +3.0 mV (for excitatory weights) and -2.0 mV
(for inhibitory weights). Each network was then matured for two hours by exposure
to a 1 Hz random input under the influence of a spike-timing-dependent plasticity
(STDP) rule. The STDP rule was temporally asymmetric and with parameters as
in Izhikevich (2006a) i.e. A+ = 0.1 and A− = 0.12. Random input was generated
by an independent Poisson process on each neuron.

Training
Networks were trained on a 5 Hz stimulus with a 1 Hz random input for 180 seconds
(internal simulation time). Previous work has shown that PNG size reaches a plateau
within around two minutes with this training protocol (see Fig. 8.2 and Guise et al.
(2014)). Each stimulus was composed of forty firing events arranged in an ascending
pattern as in Fig. 3.1. Metaplasticity-related parameters were r = 0.1; p = 0.5;
inertia = 0.2; maximum synaptic weight = 10.0 mV (hard limit). Following training,
synaptic weight distributions were generated from the saved synaptic weights for
each network. The number of neurons participating in PNG activation was assessed
by generating a response fingerprint for each network.

9.1.3 Firing data analysis
Response Fingerprinting
The effect of metaplasticity on the ability of a network to polychronize was assessed
by comparing the response fingerprints generated by each network with and without
metaplasticity enabled. Response fingerprints were generated by profiling the firing
event data in the presence of a 1 Hz random background and identifying peaks in the
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histograms using a final consistency threshold of 0.75, a measure of the consistency
of spiking within each peak region.

Connection Activation
The presentation at fixed intervals of a known stimulus (one on which a network
has previously been trained) produces a regular pattern of firing that reflects the
activation of a PNG. The connections in these trained networks can be partitioned
into those that are regularly activated by the stimulus and those that are not, allowing an examination of the differential effect of metaplasticity on connections that
participate in PNG activation versus those that do not. Participating connections
can include both excitatory connections (i.e. excitatory-to-excitatory (e → e) and
excitatory-to-inhibitory (e → i) connections) and inhibitory (i → e) connections.
Although inhibitory connections are non-plastic, the proportion of these connections
that participate in PNG activation can vary with changes in the network dynamics,
including any changes produced by the introduction of metaplasticity.
The partitioning procedure involves attempting a fit for each of the 100,000 connections in each network to firing data generated from the network in response
to the stimulus: for each connection and each pair of firing events in the firing data, I label the connection as active if connection delay ≤ time difference ≤
connection delay + jitter, otherwise the connection is labeled non-active i.e. if the
time difference between firing events is longer than the connection delay by some
small amount then the pre-synaptic spike was probably a contributor to the postsynaptic firing event. Connections that meet this criteria in at least 80% of response
frames can be considered to be regularly activated and are labeled as participating
in the PNG activation. The allowed variation or jitter is typically set to two milliseconds.
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9.2 Results
The intention of the metaplasticity model was to force the synaptic weight values
away from the extremes and towards the middle of the weight range. However, in
networks with many afferent connections this effect might be diluted by the large
number of synaptic inputs onto each neuron. Nevertheless, the metaplasticity model
attempts to maintain a central weight for each synapse on average, and might therefore be expected to increase the number of non-saturated weights in the network.
Significantly, this predicted effect opposes the bimodal weight distributions observed
during PNG formation. It is unclear which of these effects will be stronger, the PNGformation effect that moves synaptic weights towards the limits through STDP, or
the metaplasticity effect that moves weights towards the center of the range.

9.2.1 Overall Effects
Weight distributions
The results on twenty large networks of 100,000 synapses each are shown in Fig. 9.2.
Metaplasticity was found to have a significant effect on the distribution of excitatory
synaptic weights in each network (inhibitory (i → e) connections in these simulated
networks are non-plastic and are therefore not shown in Fig. 9.2). For convenience,
each of the eighty thousand excitatory connections was categorized into just one
of three weight groups as follows: synaptic connections with zero weight (pruned
synapses); connections with the maximum synaptic weight (saturated synapses);
and the remaining connections that were neither pruned or saturated (non-saturated
connections). The overall effect of metaplasticity on these networks was a shift in
the weight distribution towards larger weights when metaplasticity is enabled.
Pruned synapses were particularly affected (see Fig. 9.2B). The number of pruned
synapses dropped significantly when metaplasticity was enabled relative to the number with metaplasticity disabled, producing an increase in the number of effective
connections (i.e. those with non-zero weight). On average, around 1500 additional
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Figure 9.2: The effect of metaplasticity on twenty large networks, showing the change in PNG
size (Panel A), or changes in synaptic weight distributions (Panels B, C, D) and with metaplasticity either enabled or disabled. The boxes in each box-and-whisker plot show the location of the
middle 50% of the data, while whiskers show either the maximum (minimum) value or 1.5 times
the interquartile range (IQR). Outliers that are outside 1.5 times the IQR are shown as circles
(Crawley, 2012). A. Change in the average number of PNG neurons (PNG size). B-D. Change
in average synaptic weight distributions. Each of the 80,000 excitatory connections in each network was assigned to one of the following categories: Pruned (synaptic weight of zero), Saturated
(maximum synaptic weight), Other (non-zero and non-saturated synaptic weight). Data: PNG
Size = (means: with meta = 493 no meta = 426) (paired t-test: t = 15.0106, p < 0.001 (2tailed), d.f. = 19) Pruned = (means: with meta ≈ 69400 no meta ≈ 71000) (paired t-test: t
= 18.0874, p < 0.001 (2-tailed), d.f. = 19) Saturated = (means: with meta ≈ 9300 no meta
≈ 8300) (paired t-test: t = 20.4666, p < 0.001 (2-tailed), d.f. = 19) Non-saturated = (means:
with meta ≈ 21300 no meta ≈ 20800) (paired t-test: t = 8.2596, p < 0.001 (2-tailed), d.f. =
19)

connections were added to the network when metaplasticity was enabled and these
were distributed between both saturated and non-saturated connections, affecting
the counts for these weight groups. The number of saturated connections was therefore significantly increased with approximately 1000 additional connections becoming saturated when metaplasticity was enabled (see Fig. 9.2C). There was also a
significant increase in the number of non-saturated connections (Fig. 9.2D): around
500 additional non-saturated connections were observed with metaplasticity enabled,
relative to a network with no metaplasticity. This increase in non-saturated weights
was predicted from the the single synapse model.
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PNG Size
Of particular relevance to the focus of this chapter, metaplasticity also produced
a significant increase in the average PNG size across networks (see Fig. 9.2A): the
number of PNG neurons was significantly higher with metaplasticity enabled than
with metaplasticity disabled. There was also a significant increase in the excitatory
firing rate measured at the end of the training period when networks were trained
with metaplasticity enabled (t = 17.7123, p < 0.001 (2-tailed), d.f. = 19; mean
(enabled) = 6.0; mean (disabled) = 5.1) (results not shown).

9.2.2 Effects on PNG connections
Given the observed increase in PNG size when metaplasticity is enabled, it is worth
considering the differential effect of metaplasticity on the weight distributions of
connections that either do or do not participate in PNG activation. This entails
detecting those connections that are regularly activated by the stimulus and then
partitioning the network connections into PNG connections (i.e. those that participate in PNG activation) and non-PNG connections (i.e. those that do not).

Weight distributions
The effect of metaplasticity on the proportion of PNG versus non-PNG connections
in each of the weight groups of Fig. 9.2 can be seen in Figs. 9.3 and 9.4. There is
a significant interaction between the metaplasticity status of the networks and the
PNG participation of the connections for some but not all of these weight groups.
Saturated weights increase for PNG connections when metaplasticity is enabled,
but not for non-PNG connections (left panel of Fig. 9.3). Within the non-saturated
weight group both PNG and non-PNG connections increase in numbers when metaplasticity is enabled, but with no significant interaction for this weight group (right
panel of Fig. 9.3). Particularly notable is that, despite the overall decrease in pruned
weights observable in Fig. 9.2, the number of pruned PNG connections actually increases when metaplasticity is enabled (see Fig. 9.4). These effects of metaplasticity
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are small, but given the strongly recurrent structure of these networks, they might
still have important consequences on the network dynamics.
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Figure 9.3: The effect of metaplasticity on the proportion of PNG versus non-PNG connections. Connections were assigned to three categories as in Fig. 9.2. In each weight category,
connection numbers were counted for each combination of PNG participation and metaplasticity
status i.e. PNG/with metaplasticity, PNG/no metaplasticity, non-PNG/with metaplasticity
and non-PNG/no metaplasticity. Each of the four plotted values in each graph represents the
mean over twenty different networks with metaplasticity enabled or twenty networks with metaplasticity disabled. The vertical bars on each plotted value represent one standard deviation above
and below each plotted mean. Pruned data is shown in a separate figure (see Fig.9.4). The interaction between PNG participation and metaplasticity status is significant for the saturated group
but not for the non-saturated group. Data: Saturated = (means: no meta +PNG 4595; with
meta +PNG 5662; no meta -PNG 3658; with meta -PNG 3601;) Non-Saturated = (means: no
meta +PNG 294; with meta +PNG 532; no meta -PNG 512; with meta -PNG 781)

PNG Connection Numbers
The results in Section 9.2.1 show a significant increase in the number of neurons
involved in PNG activation when metaplasticity is enabled. A technique for partitioning connections allows an alternative view of PNG activation size in terms of
the number of participating connections. Figure 9.5 shows the effect of metaplasticity on PNG connection counts for each of the twenty independent networks in
Fig. 9.2. Unsurprisingly, given the previously observed increase in the number of
PNG neurons, enabling metaplasticity produces a significant increase in the total
144

1800

non-PNG7Connections

PNG7Connections

Number7of7Connections

Number7of7Connections

CHAPTER 9. METAPLASTICITY

1600
1400
1200
1000

No
Metaplasticity

With
Metaplasticity

70000

69000

68000

67000
No
Metaplasticity

With
Metaplasticity

Figure 9.4: The effect of metaplasticity on the number of pruned connections for both PNG
connections (left) and non-PNG connections (right). The counts of PNG versus non-PNG connections are too far apart to use the plotting method of Fig. 9.3, as the resulting wide scale on the
y-axis prevents the data from being clearly visualized. Instead, the pruned connection data is divided into two separate datasets representing PNG and non-PNG connections, and each dataset
plotted as a boxplot graph. Each boxplot represents the mean and range for the twenty networks
shown in previous figures, and with metaplasticity either enabled or disabled. The interaction between PNG participation and metaplasticity status is significant for the pruned connection data.
Means: no meta +PNG 1038; with meta +PNG 1533; no meta -PNG 69903; with meta -PNG
67891

number of PNG connections in each network. Interestingly, most of this increase
comes from additional excitatory (e → e and e → i) connections that are recruited
into the PNG activation when metaplasticity is enabled.

9.2.3 Effects of variation in the metaplasticity parameters
All of the effects reported above used the same values for the resistance (r) and
precision (p) metaplasticity parameters (r = 0.1 and p = 0.5). However, there
may be other values that can be applied to these parameters to produce a similar
effect. Alternatively, all values in the parameter space produce a significant effect,
suggesting that the underlying mechanism for the enhancement is independent of
metaplasticity. Initial trials on the effect of parameter changes have found that
there is a strong interaction between the two metaplasticity parameters and that
very small values for the resistance parameter have the same effect as disabling
metaplasticity.
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Figure 9.5: The effect of metaplasticity on the number of connections that participate in PNG
activation. Left: Connection counts for excitatory PNG connections. Middle: Connection counts
for inhibitory PNG connections. Right: Total connection counts. Although the weight of inhibitory (i → e) connections cannot change, the number of these connections that participate in
PNG activation may vary with changes in the network dynamics. Data: Excitatory = (means:
with meta ≈ 7730 no meta ≈ 5930) (paired t-test: t = 27.5989, p < 0.001 (2-tailed), d.f. = 19)
Inhibitory = (means: with meta ≈ 6120 no meta ≈ 5730) (paired t-test: t = 7.2883, p < 0.001
(2-tailed), d.f. = 19) Total = (means: with meta ≈ 13900 no meta ≈ 11700) (paired t-test: t =
23.1757, p < 0.001 (2-tailed), d.f. = 19)

Figure 9.6 shows the effect of a random selection of alternative values on the PNG
size distributions. The size distribution with metaplasticity disabled is shown on
the left for comparison. Some, but not all of these parameter values produce a
similar effect to the original values with a significant enhancement in mean PNG
size. As previously reported the mean PNG size with r = 0.1 and p = 0.5 is 493
which is significantly larger than the mean with metaplasticity disabled (426). Other
parameters that produce significant enhancement are r = 0.001 and p = 0.12 (mean
= 456) (paired t-test: t = 7.319, p < 0.001 (2-tailed), d.f. = 19), r = 0.1 and p
= 0.05 (mean = 459) (paired t-test: t = 7.0517, p < 0.001 (2-tailed), d.f. = 19),
and r = 100.0 and p = 0.5 (mean = 488) (paired t-test: t = 11.2943, p < 0.001
(2-tailed), d.f. = 19). The remaining parameter pairs fail to produce any significant
enhancement, perhaps because the resistance is very small (r = 0.0001 and p =
0.1) or because an adequate resistance is not balanced by an appropriate level of
precision (r = 0.5 and p = 0.01).
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Figure 9.6: Changes in the distribution of PNG sizes produced using different values for the
metaplasticity parameters r and p. Each boxplot shows the mean and distribution of PNG sizes
produced from twenty different networks using the specified values for resistance and precision.
The two left-most plots are taken from Fig. 9.2A: the first shows the PNG sizes produced with
metaplasticity disabled and the second shows the PNG sizes produced with the original metaplasticity parameters (r = 0.1; p = 0.5). The remaining five boxplots show the effect of other
parameter values on the PNG size distribution. The value of the inertia parameter was 0.2 in
all cases.

9.3 Discussion
The BCM model famously introduced the idea of a sliding modification threshold
in which the tipping point for LTP/LTD induction is determined by the average
of recent spiking activity in the post-synaptic cell. Many subsequent models of
metaplasticity have followed the BCM model in defining a spike-activity-dependent
modification threshold, although these models are typically independent of synaptic size and are not able to prevent synapses from becoming arbitrarily large. In
this chapter I have developed a model of metaplasticity in which the modification
threshold (θM (t)) is not spike-activity-dependent but is instead set more directly
from both the current synaptic weight and the level of a spike-timing-dependent
variable, the synaptic drive. An implementation of this model was shown to have a
significant effect on the size of polychronous groups in large recurrent networks. An
understanding of the underlying mechanism for this enhancement is likely to shed
light on the principles of PNG formation and stabilization, and perhaps therefore
also on the processes of memory formation and storage.
A spike-timing-dependent learning rule appears to be a significant contributor to
synaptic plasticity in many parts of the brain. As shown by Izhikevich and Desai
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(2003), BCM-like behavior can be reproduced with an STDP learning rule using
uncorrelated or weakly correlated firing of pre- and post-synaptic cells, provided that
the spike interaction model conforms to a variant of nearest-neighbor. Biologically
realistic spiking patterns are likely to have both weakly correlated and strongly
correlated components, with polychronous firing patterns providing an important
example of the latter. With strongly correlated spiking patterns the direction and
magnitude of synaptic plasticity is no longer determined by the post-synaptic spike
rate alone: spike trains with pre- before post-synaptic spike timings produce an
upwards or positive drive on synaptic plasticity, whilst post- before pre-synaptic
spike trains with identical firing rates produce the opposite effect, a downwards or
negative synaptic drive.
The new metaplastic mechanism was found to maintain the weight of a single synapse
within predefined limits without reaching maximum capped values (Synapse-level
model, see Section 9.1.1 of the methods). However, when translated into a large
scale network composed of one hundred thousand synapses this moderating influence was considerably diluted and capping at the global weight limits was no longer
achieved. Nevertheless, my modeling results show that metaplasticity has a small
but significant effect on the distribution of synaptic weights in each network, producing an overall shift towards larger weights. Networks with metaplasticity show
a decrease in the number of pruned synapses, and an increase in the number of saturated and non-saturated synapses (Fig. 9.2). This trend towards stronger weights
is particularly noticeable in PNG connections where there is a significant preference
for saturated weights relative to non-PNG connections. However, PNG connections
also show a significant increase in pruned synapses, in contrast to the overall trend
observed in Fig. 9.2.
Other effects of metaplasticity include an increase in the excitatory firing rate, and
an increase in the overall number of PNG connections. Much of the increase in
the number of PNG-participating connections is due to an increase in participating
excitatory connections, although both excitatory and inhibitory connections show
an increase in participation with metaplasticity enabled (see Fig. 9.5). Perhaps the
most interesting finding from the current study was the sensitivity of PNG size to
these small metaplasticity-induced changes in network parameters. Small changes
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in weight distributions produced a 16% increase in PNG size, suggesting that factors
that alter the network connectivity have a strong influence on the stability of neural
circuits based on polychronization. A more refined version of the current metaplastic
model with carefully tuned parameters might therefore substantially influence the
efficiency of polychronization.
Together these results suggest that neurons that participate in polychronization prefer a smaller number of stronger afferent connections relative to non-participating
neurons. A high level account of the effects of metaplasticity on PNG size might
therefore be constructed by observing the overall match between the effects of metaplasticity on the synaptic weight distribution (i.e. more saturated and non-saturated
weights), and the preference of PNG connections for saturated weights. However,
a deeper explanation is required that describes the underlying mechanism whilst
accounting for the pruning of PNG connection weights. To this end I have explored
a number of avenues such as the effect of metaplasticity on the temporal firing precision, or on the evolution of synaptic weights over time. One such avenue of research
is discussed in the next chapter.
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Conclusions

an polychronous groups be representational? In this final chapter I will revisit some of the experimental evidence from previous chapters that points
towards the affirmative. I will also highlight some of the gaps in the evidence and indulge in some speculation, before ending with some thoughts on directions for new research.

C

10.1 Adaptation
The first experimental chapter (Chapter 4) revisited an early experiment described in
Izhikevich et al. (2004) on the adaptation of structural PNGs. In both the original
and reproduced versions of the experiment, particular emphasis is placed on the
periods immediately before and after the shuffling of the network’s synaptic weights,
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where changes in PNG adaptation are maximal. Both versions of the experiment
showed that synaptic shuffling disrupts the strong intra-group connections that bind
PNG neurons into groups and produces a dramatic drop in the number of adapted
groups that can be found in shuffled networks using a PNG search algorithm. As
pointed out by Izhikevich et al. (2004), this dramatic decline in PNG numbers is
inconsistent with the idea that the large numbers of adapted polychronous groups
found in mature networks can be explained as just chance arrangements of synaptic
weights. Instead, they explain the existence of adapted polychronous groups in the
network as the result of an interaction between random network activity and STDP
that selectively enhances the convergent connections within supported polychronous
groups.
The spike-timing-dependent adaptation of supported polychronous groups is also
the simplest explanation for the dynamic variation in group counts observed in my
second experiment. Changes in adapted PNG numbers were followed over the course
of network maturation and both before and after synaptic shuffling, generating a
temporal profile of the number of adapted groups in the network. A profile was
generated for each of ten different networks and the averaged profile was compared
to the corresponding profile generated in the original experiment of Izhikevich et al.
(2004). While the overall trend was similar between the averaged profile from my
experiment and the profile from the original experiment, there was one significant
difference: Izhikevich et al. found that mature networks exhibit a long-term stability
in PNG numbers, whereas I observed an initial peak followed by a slow decline in
the averaged profile, a result similar to that obtained previously by Chrol-Cannon
et al. (2012). This pattern of results was explained by differences in network size
and topology, and in the STDP implementation between the simulated networks
described in Izhikevich et al. (2004) and the networks employed by Chrol-Cannon
et al. (2012) and myself.
Of particular interest was a previously unobserved feature in the profiles generated
in my experiment, but not reported in the experiments of other polychronicity researchers. Based on this feature, the network behavior of the ten individual profiles
could be divided into two categories as follows: a default class that follows the
average trend across networks (i.e. an initial burst of productivity followed by a
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gradual decline), and a cyclic class in which network productivity waxes and wanes
with a regular period of thirty to thirty-five minutes. The reason for the gradual
decline in adapted PNG numbers that is observed in the default class is not immediately evident. One possibility is that the observed decline is merely an artifact
of the Izhikevich search algorithm: although the more accurate of the two algorithms employs simulation to enhance the accuracy of adapted PNG detection, it
does not simulate the entire network and cannot therefore take into account the
effect of recurrent connections on the network dynamics. The observed decline in
PNG numbers may therefore reflect the continuing refinement of polychronous group
adaptation within the network, and the inability of the algorithm to detect these
more closely adapted groups without simulating the full network.
Alternatively, the decline may indicate the beginning of a very slow cycle. If this is
indeed the case then both classes of behavior are cyclic, differing only in the period
of the cycle. This cyclic behavior is particularly intriguing as it appears to reflect
a dynamism in the interaction between supported and adapted groups. However, it
is not immediately clear which aspects of the network dynamics can support these
slow regular cycles. In one scenario, I propose that cyclic behavior is influenced by
competition between groups, with the number of simultaneously competing groups
determining whether a network exhibits cyclic or steady-state behavior. According
to this proposal, networks with large numbers of closely-matched groups may be
more likely to generate cycles in the number of adapted groups.
An alternative proposal is that cyclic networks produce a slow oscillation in the
balance of excitation versus inhibition, leading to cycles of group building followed
by group pruning. According to this proposal, the increase in the number of adapted
groups reflects an increase in the size of the dominant groups in the network. An
increase in PNG size implies that more PNG neurons are able to respond to a
given stimulus, generating an increase in the overall level of excitation. Increasing
excitation produces further increases in group building, leading to more responding
PNG neurons and mounting excitation. However, many of the firing paths in a
polychronous group terminate in an inhibitory neuron. Building levels of excitation
therefore produce a mounting inhibitory drive that counters the excitation. As the
level of inhibitory firing increases, input levels onto PNG neurons begin to drop and
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they start to fire out of step with the group. Competition for the participation of
these neurons then results in the pruning of the most inhibited pathways and a slow
downward trend in the PNG count.
In order to generate experimental support for either of these hypotheses, a new
experiment must examine not just the evolution of individual groups, but the dynamic environment and changing patterns of affiliation of individual group neurons.
At the time that the temporal profile experiments were first implemented, polychronous groups were viewed as monolithic entities that could be readily extracted
from the network structure using the PNG search algorithms. However, these algorithms can identify only disconnected fragments of the larger network structure
that is capable of polychronization. This is because, without simulating the entire
network, the dynamic environment in which polychronization occurs is not available
to the search algorithms. Izhikevich (2006a) referred to this dynamic environment
when he described the time evolution of a polychronous group in which the “tail
expands and shrinks in an unpredictable manner”. In the larger activation response,
first described in Chapter 5, the tail may be a partial trigger for further polychronization, causing the downstream groups to appear and disappear from the view of
algorithms searching for group adaptation.
The Response Fingerprinting method described in Chapter 7 expanded this idea of
an activation response, changing the definition from a set of co-activating monolithic
PNGs to a finer grained set of individual neurons that are consistently triggered by
the stimulus. In this new definition, the dynamically evolving affiliations of PNG
neurons to particular sub-graphs within the network structure is viewed probabilistically. In the context of this new definition of the activation response, networks
exhibiting cyclic variations in adapted group numbers require experiments that track
the changes in affiliation of each neuron in the activation response, or track the variations in total input to each neuron. Neurons that change their group affiliation
must have multiple stable firing times relative to stimulus onset, and experiments
that track these neurons might therefore reveal long-period cycles in the affiliation
of each neuron to different temporal windows. Early experiments along these lines
have already discovered long-period cycles in the weights of individual connections
that may be a prelude to these switches in affiliation.
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10.2 An evolving view of the activation response
In Chapter 5, an earlier definition of the activation response described it as consisting of co-activating sets of monolithic groups. This more limited definition was
first tested in Chapter 6 in experiments that examined the consistency of PNG activation in response to coherent patterns of stimulation. In this chapter, a template
matching technique was used that is likely to be similar to the technique employed
by Izhikevich (2006a) in his early experiments on polychronization. The template
matching method isolates structural PNGs from a trained network and attempts
to match these spatio-temporal templates with the activation response that follows
stimulation of the network with the corresponding pattern. When using only single templates to match the firing data in each frame, the consistency of template
matching was poor. However, a combined pool of all templates was able to demonstrate a good level of consistency in the activation response to familiar stimuli. The
combined pool matched the firing data whenever the familiar stimulus was present
but failed to match when the stimulus was absent, an important initial requirement
for a selective system. However, this pattern of results is not sufficient to demonstrate selectivity and a more definitive demonstration of selectivity had to wait until
the development of effective training protocols for the training of networks on two
different stimuli.
Chapter 6 was also the first experimental chapter to discuss the evolving view
towards an activation response in which individual PNG activations interact and
merge, supporting cooperative interactions that can trigger additional polychronization. While the results generated in this chapter showed that multiple templates are
necessary to detect the PNG activation response with consistency, it left open the
question of whether the combined templates were matching multiple independent
PNG activations, or matching a single unified PNG activation bound together by
cooperative interactions. The experiments in this chapter also highlighted problems
with the template matching method, including lack of sensitivity, limited tolerance to
jitter and a difficulty in resolving closely related stimuli. These problems prompted
the search for a new method called Response Fingerprinting whose development was
described in Chapter 7.
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The Response Fingerprinting method has provided new techniques for studying the
activation response. For example, a study of the development of the activation
response over the course of stimulus learning would be difficult to achieve using
template-based techniques but is straight-forward using Response Fingerprinting.
An experiment based on this new method was able to demonstrate a sigmoid-shaped
learning curve that achieves a consistent PNG activation response within 300 to 500
repetitions of the stimulus. Although this requirement for many repetitions of the
stimulus is a concern, it was argued in Chapter 7 that the brain includes neural
circuits for reactivating or replaying significant stimuli. Examples include the selective reactivation of stimulus-specific PNGs in the memory model of Szatmáry and
Izhikevich (2010) that used a short-term variant of STDP to sustain repeated PNG
activation for over ten seconds, or the replay of temporally compressed spatial memories during the sharp-wave-associated ripple state in the hippocampus (Cutsuridis
and Hasselmo, 2011, Girardeau and Zugaro, 2011).
An important application of the Response Fingerprinting method is the visualization of PNG activation. The use of this visualization technique has supported the
investigation of variability in the activation response, and the role of inhibitory neurons in limiting activation, both experiments being implemented at a previously
unavailable level of detail. The probabilistic approach of the Response Fingerprinting method has also allowed a new version of the experiment in Chapter 6 that
tested the consistency of PNG activation. Although the template-based method
was able to demonstrate consistency overall, the combined templates failed to find a
match in some response frames, perhaps due to excessive jitter in the firing times of
PNG neurons. In contrast, the Response Fingerprinting method was able to detect
the activation response in every frame. The new method was also used to demonstrate the selectivity of the activation response, using stimulus-specific fingerprints
to reveal unique patterns of polychronization triggered by each stimulus. Although
these results are consistent with the prevailing view that the activation response
consists of co-activating sets of individual PNGs, fingerprint-based visualization experiments disclose a complex and dynamic activation response in which individual
PNG activations are merged.
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10.3 The structural attributes of representation
The experiments described so far have provided evidence in favor of a selective and
consistent PNG activation response, but have not addressed either the stability of
PNG-based representations, or the capacity of the system for these representations.
These two additional attributes were proposed in Chapter 5 as also necessary for a
representational system based on polychronization.

10.3.1 Capacity
There are two types of capacity that are of interest and these correlate broadly with
the difference between short-term and long-term memory in the brain. The first is
the number of representations that can be simultaneously active in memory and this,
like short-term memory, has a limited capacity. The second is the maximum number
of representations that can be stored; as with the capacity of long-term memory,
this variety of capacity is assumed to be very large. Although the issue of capacity
was not the focus of any experiments in this thesis, some of the experimental results
reported in different chapters may have implications for both types of capacity.
For example, the consistency experiment described in Chapter 6 may impact on
the first variety of capacity, the number of representations that can be simultaneously “held in mind”. In this experiment the majority of the stimulus firing events
that successfully triggered PNG activation were found to fire early in each stimulus
presentation, suggesting that competition for PNG neurons during group formation
allows the groups that activate early to dominate the available neural resources.
Hence, although there are potentially many adapted groups in the network that
might be triggered by different parts of the stimulus, only some of these are able to
activate at one time.
A related observation from one of the visualization experiments described in Chapter 8 is that the mature activation response does not extend beyond the last firing
event of the input stimulus, perhaps due to mounting inhibitory firing that slowly
brings the activation response to an end. This dampening mechanism may explain
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the greater influence of earlier stimulus firing events in the consistency experiment,
limiting the temporal scope of the PNG activation response, and perhaps also impacting on the simultaneous number of activations that can be supported by the
network.
Chapter 8 also described the training of networks on two different stimuli. It was
found that networks that produced a large activation response for one stimulus generated a smaller response for the other stimulus, suggesting that networks are optimizing themselves for just one of the two stimuli. This interpretation impacts on the
second type of representational capacity, the maximum number of representations
that can be stored in these networks. However, this interpretation may be premature as the training protocol used for this experiment was very simple and unlikely
to be optimal. The possibility of a sub-optimal training strategy is supported by
the observation that the number of window activations continues to increase beyond
the end of the training period, suggesting that the maximum activation response
was never attained.
The Response Fingerprinting method is a useful tool for the development of effective
training protocols, as it allows the number of PNG neurons that respond to each of
multiple stimuli to be measured and thereby provides an important metric of training
efficiency. However, the optimum training strategy for multi-stimulus training has
yet to be explored in depth, providing new scope for experiments on capacity. The
functional relationship between network size and capacity is also unknown and it is
not clear to me how amenable this relationship is to mathematical analysis; if it is
exponential as implied by Izhikevich (2006a) then small increases in network size will
produce substantial gains in capacity. The degree of connectivity in the network will
also substantially impact the network’s capacity; the current PNG search algorithms
are limited for performance reasons to finding PNGs with small triggers, therefore
providing only a lower bound on PNG numbers. New algorithms that can efficiently
search for PNGs that require hundreds of inputs to trigger activation will provide
new scope for experiments on capacity.
Experiments that follow a traditional view of the analysis of network capacity might
attempt to count the number of adapted PNGs in networks of different sizes. How-
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ever, the ill-defined and overlapping boundaries of traditional monolithic PNGs
makes a true determination of PNG numbers very difficult. An alternative perspective can be achieved by turning this search for stimulus-responsive groups on its
head: the capacity of a network is not just a function of the number of representational entities in the network but also of the number of different stimuli that can be
uniquely distinguished. Therefore, rather than counting representational entities, a
better strategy for assessing network capacity is to count the number of different
stimuli that can be distinguished in the network, using probabilistic techniques such
as Response Fingerprinting. While this technique avoids the difficulties in counting
monolithic overlapping PNGs, it encounters a smaller version of the same problem
in counting stimuli, where the uniqueness of spatio-temporal patterns is difficult to
determine due to overlap. However, generating unique spatio-temporal patterns is
a simpler problem than locating the highly constrained spatio-temporal patterns of
polychronous groups within randomly connected networks.

10.3.2 Stability
The stability of PNG-based representations has also not been directly tested in the
experimental work described in this thesis. While current views of PNG formation
envision a dynamic flux between supported and adapted groups, there also needs to
be a mechanism to support the long-term stability of PNG-based representations.
Chapters 4 and 8 explored various aspects of PNG formation, although neither of
these chapters has examined the long-term stability of adapted groups. However,
the discovery that a spike-timing-dependent model of metaplasticity increases the
size of the PNG activation response has stimulated an investigation into the underlying principles of PNG formation that contribute to this enhancement. This
size increase is assumed to be a function of an increase in the stability of temporal
windows that are at the periphery of the group, allowing the PNG to extend its
peripheral branches into new territory. The introduction of metaplasticity produced
a shift in the network’s synaptic weight distribution towards stronger synapses, particularly within the subset of synapses that participate in polychronization. How
these alterations in the network connectivity influence the stability of neural circuits
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based on polychronization is still not clear. Also not clear is the degree of interaction between metaplasticity and STDP, and whether these two biologically plausible
mechanisms work together to enhance the stability of polychronous groups.
Although the mechanism behind this enhancing effect is still unknown, this is the
concluding chapter and therefore some license for speculation can be assumed. As
previously discussed, a fine-grained view of the activation response requires experiments that examine changes in the environment of individual PNG neurons. Therefore, to get to the bottom of the enhancing effect of metaplasticity requires an examination of the changes in the input environment of PNG neurons as a result of the
observed shifts in the weight distribution of the network. I have shown throughout
this thesis that in large networks with recurrent connections, the effect of recurrent input and other factors such as random firing influence the firing probabilities
of PNG neurons in response to subsequent activating stimuli, resulting in complex
and unpredictable dynamics. Nevertheless, PNGs are able to exist and even extend, despite this input variability that threatens their stability. The neurons in a
polychronous group are exposed to a wide range of spatio-temporal input patterns
that I refer to as an input space. Individual PNG neurons fire in response to only
some of these input patterns due to variability in the lengths of their afferent axonal
connections, and this subset of the input space I term the active input space.
Input patterns of particular significance in the active input space are those that result from the polychronous firing of pre-synaptic PNG neurons. However, even these
polychronizing input patterns can occur with considerable jitter in impulse arrival
times due to the complex dynamics of the network. I infer that a mechanism that
expands the size of the active input space (i.e. the range of patterns that produce
neural firing) will increase the firing probability of each PNG neuron in response to
the current wave of polychronization. Expansion of the active input space should
therefore increase the stability of polychronization, resulting in extended polychronization and an increase in PNG size. Of course, this hypothesis only connects the
observed increase in the size of the PNG activation response to the expansion of
the active input space of individual PNG neurons. It does not explain the connection between metaplasticity and any changes in the input space, although the
metaplasticity-induced shift towards stronger weights is likely to expand the input
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space of PNG neurons.
There are a number of candidate mechanisms that could contribute to an increase
in the active input space of PNG neurons. For example, Section 2.4.6 discussed an
activity-dependent variability in axonal conduction delays that has been observed in
axonal projections from the hypothalamus. Polychronization is normally assumed
to require consistency in axonal conduction delays and the lack of reproducibility
in the conduction delays for these axons may therefore impact on their ability to
support polychronization. However, this activity-dependent mechanism might also
be involved with fine tuning the conduction delays in a way that maximizes the
activity of both pre- and post-synaptic neurons. To achieve this requires an opposing
force so that an interaction between the two mechanisms keeps the spike arrival
time at the post-synaptic neuron within a sweet spot that optimizes the neural
input. A rarely studied phenomenon called spike latency might provide this opposing
mechanism. As discussed in Section 8.1, spike latency has the effect of decreasing
the effective conduction delay with increasing input to the post-synaptic neuron,
whereas the activity-dependent delay discussed above increases with repeated firing
of the pre-synaptic neuron. The interaction between these two mechanisms might
create an interesting new model of delay adaptation (Paugam-Moisy et al., 2008).
See Appendix C for a description of some preliminary experiments.

10.4 Final word
The overarching theme of this thesis has been the representational potential of polychronous neural groups: can polychronous groups provide the underlying neural
substrate for representation and memory? As touched on in this concluding chapter, there are still many potential avenues for exploring this topic further. However,
the evidence presented in this thesis supports the idea of a representational system
based on PNGs. Indeed, the case for a representational system based on polychronous groups is now sufficiently advanced to consider designing a larger-scale
memory model based on polychronicity. A complete memory model must encompass
both short-term and long-term memory such as the state-based model of Szatmáry
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and Izhikevich (2010) that was described in Section 5.1. Working memory could
also be integrated into the model by including an attentional mechanism, although
the implementation of a spike-timing-dependent model of attention is likely to be
non-trivial. A final consideration for the model is the ability to store episodes in
long-term memory in the form of sequences (Baddeley, 2000, Takac and Knott,
2013).
Polychronicity is an intrinsic property of networks that have connections with variable conduction delays and is therefore likely to be a wide-spread phenomenon. For
example, polychronicity can theoretically exist not just within connected groups of
neurons, but also one step up the neural hierarchy, residing within the variable length
connections between neuronal assemblies. According to this proposal, this small elevation in perspective within the organizational hierarchy replaces individual spiking
neurons with localized cortical maps that act as polychronizing reservoirs. Each
reservoir might be a categorizing filter whose output is dependent on recognition of
the input stimulus. Variable conduction delays in the axonal connections between
these reservoirs support a meta-level neuronal group whose polychronization can be
triggered by familiar spatio-temporal stimuli. Polychronization at this meta-level
would appear as a sequence of intense spiking events that are distributed across
the cortical map. Interestingly, the sequencing between reservoirs must occur on a
longer time-scale than neural level polychronization, perhaps providing a new model
for sequence learning. Clearly, there is still much to be learned about the functioning of the brain and I believe that the continued study of polychronicity is likely to
provide a significant contribution.

161

APPENDIX A

Spinula Libraries

Spinula libraries are implemented using a development framework from Microsoft
called the .Net Framework. Although this development choice creates a dependency
on the Microsoft platform, it also allows access to a large class library containing many useful data structures and functions. In addition, .Net is built upon a
language-neutral platform called the Common Language Infrastructure (CLI) and
.Net developers are therefore able to select the most suitable development language
for their given task. Although the .Net Framework is designed to run exclusively on
recent versions of Microsoft operating systems, alternative implementations of the
CLI such as Mono support additional operating systems such as Linux. The Spinula package contains three core libraries: the SpikingNeuronLib library provides core
network simulation services; the SpikingAnalyticsLib library provides data analysis
services; and the SpikingVisualisationLib library provides data visualization services.
These libraries may either be utilized within an interactive scripting environment,
or linked into a new or existing program that provides a user interface to the Spinula
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software.

A.1 The SpikingNeuronLib library
The most significant function provided by the SpikingNeuronLib library is the simulation environment that is generated by one of two network engines, either the
IzhikevichNetwork engine or the CrossbarNetwork engine. I created the initial IzhikevichNetwork engine as a Python port of the original Matlab implementation from
Izhikevich (2006a). The ported code made use of a C matrix library called numpy to
re-implement the matrix-based manipulations that are central to the original Matlab
code. Importantly, both Python and numpy are widely utilized in the neuroscience
community and many projects have been built using these tools.
At a later date, a C++ version of the demonstration code became available on
the author’s website (Izhikevich, 2006b) that had substantially better performance
than the original Matlab version. This C++ version became the foundation of a
new version of the IzhikevichNetwork engine, after some code refactoring and bug
fixes. My primary aim in refactoring was to repackage the code as a CLR-compliant
software library (i.e. compatible with the Common Language Runtime) and to
provide some additional flexibility in the interface between the core simulation engine
and consumers of the simulation data. The refactored network engine code also
encompassed the Izhikevich algorithms for finding PNGs (based on the original code
from Izhikevich, 2006b). For performance reasons both the original demonstration
code and the refactored IzhikevichNetwork engine implement a grid network and no
other network topologies are supported. Each neuron therefore has a fixed number
of connections allowing for an efficient array-based implementation.
A new more flexible engine was then developed that allows not only grid networks
but also more free-form network architectures. The CrossbarNetwork engine utilizes
the same simulation algorithm as the IzhikevichNetwork engine, but with substantial changes to the underlying data structures that allow a more flexible simulation
engine and more opportunities for efficient data collection and for instrumentation
of the simulation. The CrossbarNetwork engine supports the construction of ad
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hoc networks with arbitrary connectivity such as the W-Network described in Section 3.4. The increased flexibility has also aided in the development of new network
features such as metaplasticity that have been added to the CrossbarNetwork engine
but not to the less adaptable IzhikevichNetwork engine.
In addition to the network engines, the SpikingNeuronLib library exports a number
of additional types such as FiringEvent, Triplet, Pattern and Stimulus. There are
also more task-specific types such as the MatchScanner that provides methods for
searching the firing data for spatio-temporal patterns, and the PatternGenerator
that provides different methods for the generation of random firing patterns.

A.2 The SpikingAnalyticsLib library
The SpikingAnalyticsLib library has two main purposes: firstly it extends the services provided by the SpikingNeuronLib library, providing additional functionality
that wraps some of the core types exported from this library, particularly the CrossbarNetwork engine, Pattern and Stimulus; secondly, it provides a library of functions
for the analysis of network data such as the changes in neuron membrane potentials and synaptic weights that occur as a network responds to a stimulus. Network
firing data is the primary source for many analyzes and this data is generated at
a rate of more than 30 million firing events every hour in a simulated 1000 neuron
network.
The extended CrossbarNetwork engine provided by the SpikingAnalyticsLib library
simplifies data collection by adding two specialized data collector types: the OneMillisecTickDataCollector (briefly discussed in Section 3.4 and discussed in more
detail in Appendix B), and the OneSecondTickDataCollector. The former collects
membrane potential or synaptic weight data that quickly change over timescales
close to the maximum time resolution of the simulation engine, while the latter collects only firing data which, for performance reasons, is made available just once
each second. The large difference in the sampling rate of the two collectors (one
millisecond versus one second) produces a difference in the performance penalty of
enabling each collector type. For this reason the collection of firing data is enabled
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by default (as the OneSecondTickDataCollector has minimum overhead), while the
collection of higher resolution data is provided as an option due to the performance
penalty of enabling the OneMillisecTickDataCollector.
The extended CrossbarNetwork engine provides a number of additional functions
including methods for network maturation, for saving compressed versions of the
network state and for deducing the structure of an activated PNG. The structure
of PNG activation is deduced by mapping the intervals between the firing events
collected during a stimulus response to the connection delays between the corresponding neurons in the network. The ability to save compressed network state files
is useful in experiments that examine changes in the network state over extended
time periods where disk space usage can sometimes be substantial.
The SpikingAnalyticsLib library also defines types related to Response Profiling:
ResponseFingerPrintFrame, ResponseFingerPrintFrameSet, FrameScore, FrameProfile,
WindowMap, WindowMapSet, MatchedProfilePair,
MatchedProfileSet and NaiveBayesClassifier are all types that support this methodology. Of these the most important are the FrameProfile and WindowMap types.
A frame profile is a measure of the neural response to a repeated stimulus that is
recorded for each neuron in the network. The profile is composed of spike count histograms that are generated for each neuron in a fixed-sized interval following each
stimulus presentation. The WindowMap type uses these histograms to define temporal windows, peaked regions in the histograms where there is a high probability
of post-stimulus spiking. See Guise et al. (2014) for more details.
There are many other types and functions included in the SpikingAnalyticsLib library: for example, extensions to the Pattern and Stimulus types provide many
additional methods for defining or modifying firing patterns and stimuli; network
specifier types provide a simplified means for defining the structure and topology
of a new network and also provide a number of built-in network specifications; the
PNGScanner type supports scanning for PNGs in collections of matured networks;
and the PNGDescriptor type describes the connected structure of a PNG.
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A.3 The SpikingVisualisationLib library
The SpikingVisualisationLib library provides convenience functions for plotting PNGs,
spike rasters and response histograms. It can be used for the visualization of firing data or changes in neuron membrane potential and synaptic weights etc. It
also supports the visualization of polychronous neural groups, using connectivity
data from the network or from analytical data generated in the SpikingAnalyticsLib library. The current implementation manipulates plot data using Deedle and
generates R plotting commands using the R Type Provider (BlueMountain Capital Management LLC, 2012a). It is therefore necessary to install the R Statistical
Software (R Core Team, 2014) along with both of these libraries prior to using the
SpikingVisualisationLib library.
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A walk-through of some scripts

Spinula scripts are written in a CLI-compliant language called F# (F-Sharp) that
was chosen for its flexibility and expressiveness (see Microsoft, 2014, for language
details). The F# language supports two different modes of development: an interactive scripting mode and a compilation mode. Multiple modes allow the scripts in
this section to be either compiled and executed as native code, or to be executed in
an interactive environment called F-Sharp Interactive (FSI). The compilation option
provides substantial performance advantages, while the interactive mode is useful
for data manipulation and for rapid iterative development.
Spinula scripts are generally written in a simple procedural style although the F#
language allows both functional and object-oriented styles of programming for more
complex programming tasks. Although the scripts typically make use of the underlying functionality provided by the Spinula libraries, other libraries may also be
referenced. Both Spinula libraries and any additional libraries must be declared in
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advance by including a reference at the start of each script. Most of the scripts in
the following sections only indirectly access the network simulation engine, instead
making use of the additional functionality provided by the SpikingAnalyticsLib library. Spinula scripts that require direct access to the simulation data may instead
add a reference to the SpikingNeuronLib library.
The following sections present a selection of Spinula scripts as a means of providing
some additional background on the use of the Spinula libraries. They are intended
for a technical audience (those with a background in software development), and
should ideally be read sequentially and together, as each new script builds on the
last in introducing the scripting process. The first two scripts are composed of a
simple sequence of commands, while later scripts employ more advanced techniques
and make use of additional library features.

B.1 Find PNGs
This first example introduces the general procedure for creating a Spinula script,
and also the process of referencing the Spinula libraries. Both network specification and network maturation are discussed, and two Spinula types are introduced:
the IzhikevichNetwork and PNGScanner. The purpose of this script is to find polychronous neural groups in a simulated network running inside the IzhikevichNetwork
engine. The script creates a new IzhikevichNetwork and matures it for two hours
before scanning for adapted PNGs in the network structure. The network weights
are then scrambled and the network is rescanned. The PNG counts, both before and
after scrambling the synaptic weights, are then reported. The script reproduces an
experiment reported in Izhikevich et al. (2004) that showed a substantial reduction
in PNG numbers following synaptic disruption of a matured network.
Izhikevich (2006b) has created two unique algorithms for the discovery of polychronous neural groups, a fast event-driven algorithm and a slower more precise
activity-driven algorithm (see Izhikevich et al., 2004, Izhikevich, 2006a). The Spinula implementation of these algorithms is described in Guise et al. (2013a). While
both algorithms are intended to find what Martinez and Paugam-Moisy (2009) call
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supported PNGs, the slower algorithm tests the ability of each potential PNG to
polychronize and can therefore discover adapted PNGs i.e. groups in which the
synaptic weights have been adjusted by STDP to be compatible with polychronization. Neither of these algorithms is suited to finding activated PNGs that produce
observable changes in the firing data, although many of the PNGs discovered by the
slower algorithm may have the potential for activation if presented with a compatible
stimulus.
The maturation step is particularly important: networks are usually initialized with
either uniform synaptic weights or with small random variations in the weight distribution, neither of which are conducive to the presence of adapted PNGs. Maturation of a network involves running the simulated network with a stimulation protocol
that produces random neural firing, usually at around 1 Hz (i.e. each neuron in the
network is fired at a random time such that it fires on average once per second).
This maturation protocol is continued for sufficient time to ensure that the synaptic
weights come to an equilibrium with the dynamics of the network produced by this
low level of stimulation. Izhikevich (2006a) typically matured the network for 24
hours (internal simulation time) although just two hours simulation time seems to
be sufficient (Guise et al., 2013a).
The script demonstrates the use of the slower algorithm for finding PNGs and is
shown in Listing B.1. The first few lines of the script specify references to the
required Spinula libraries. Within these reference declarations the quoted strings
normally specify the full filesystem paths to each Dynamic Link Library (DLL) although only the filename is shown in these script examples. The script interpreter
dynamically loads the libraries specified here, allowing it to resolve the type and
method names that are referenced throughout the script. Some of the .Net Framework libraries are referenced here by default: an example of one of these implicit
references is the System library which is opened in line 5 even though the underlying
library is not explicitly referenced. The open statements are used to provide easy
access to the specified libraries. In the Common Language Infrastructure, access to
the methods in a referenced library normally requires a namespace qualification, a
long path that is prepended to each method call. However, short-cut access can be
provided by opening the required libraries as shown in lines 5 - 7.
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44

#r @"SpikingNeuronLib.dll"
#r @"SpikingAnalyticsBaseLib.dll"
#r @"SpikingAnalyticsLib.dll"
open System
open SpikingNeuronLib
open SpikingAnalyticsLib
let
let
let
let
let
let

outputFolder = Environment.GetFolderPath(Environment.SpecialFolder.MyDocuments)
algorithmVersion = FindGroupsVersion.Current // slower activity-driven PNG search algorithm
runSeconds = 2 * 3600
// mature for this many seconds
backgroundFiringRate = 1
// with a one hertz random background
matureNetworkBaseName = "MatureNetwork"
matureNetworkName = sprintf "%s_%d.txt" matureNetworkBaseName (runSeconds / 60)

// Network definition
let numExcitatoryNeurons = 800
let numInhibitoryNeurons = 200
let numSynapsesPerNeuron = 100
let maxDelay = 20
let networkSpecifier = new IzhikevichNetworkSpecifier(numExcitatoryNeurons, numInhibitoryNeurons,
numSynapsesPerNeuron, maxDelay)
// Create a new Izhikevich network
let network = new IzhikevichNetwork(numExcitatoryNeurons, numInhibitoryNeurons,
numSynapsesPerNeuron, maxDelay)
// Mature the network and save the network state to a file
PNGScanner.GenerateMaturationStateFiles(network, None, runSeconds, backgroundFiringRate,
outputFolder, matureNetworkBaseName)
// Get a count of the PNGs in the network state file
let beforeCount = PNGScanner.FindAllPNGsInStateFile(outputFolder, matureNetworkName,
networkSpecifier, "before.txt", algorithmVersion)
// Load the same network state file and scramble the network
let scrambledNetwork = PNGScanner.ScrambleNetworkInStateFile(networkSpecifier,
outputFolder, matureNetworkName)
// Get a count of the PNGs in the scrambled network
let afterCount = PNGScanner.FindAllPNGsInState(scrambledNetwork, outputFolder,
"after.txt", algorithmVersion)
printfn "%d %d" beforeCount afterCount

Listing B.1: Find PNGs in an Izhikevich Network
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In line 9 the implicit reference to the System library is used to retrieve the default
document folder path for the Microsoft Windows platform. Lines 17 to 20 define the
parameters of the new Izhikevich network: an N1000 network with 800 excitatory
neurons and 200 inhibitory neurons, 100 synapses per neuron, and a maximum
synaptic delay of 20 milliseconds. This specification is packaged together into a
network specifier in lines 21 and 22 that can be used to reload the network in later
steps. Network specifiers are convenience types that allow network parameters to
be passed around and saved. There are separate specifiers for each network engine
i.e. the IzhikevichNetworkSpecifier (used here), and the CrossbarNetworkSpecifier
used in later scripts. The CrossbarNetworkSpecifier has additional attributes that
reflect the increased feature set of this more flexible network engine (e.g. optional
attributes to specify metaplasticity parameters).
Even without maturation, the new network constructed in lines 25 and 26 will
support many structural PNGs, although PNGs with adapted weights are unlikely
to occur. Spinula provides a convenience type called the PNGScanner to simplify
the scanning process for either supported or adapted PNGs, and all subsequent steps
in the script (maturation, synaptic shuffling and scanning for PNGs) are performed
using static methods on this type. The maturation step is performed in lines 29 and
30 and the resulting matured network is then saved to a network state file in the
output folder. The saved state file is then loaded in lines 33 and 34 and scanned
for PNGs. Lines 37 and 38 load a new instance of the saved state file and shuffle
the synaptic weights. The shuffled network is then rescanned in lines 41 and 42,
returning the number of adapted PNGs in the network after shuffling. Finally, the
PNG count before and after shuffling is reported in line 44 using a standard function
for formatting and writing data to the console window.

B.2 Create a Response Fingerprint
This next script example provides an introduction to Response Fingerprinting, particularly the FrameProfile and WindowMap types. Also new in this script is the use
of a CrossbarNetwork, the saving of network state files and the creation of a stimu171
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lus using the Pattern and Stimulus types. A response fingerprint is a probabilistic
representation of the firing pattern produced by PNG activation as a trained network responds to an input stimulus (see Guise et al. (2014) for a description of the
method). The script demonstrates the effect of stimulus training on the size of the
stimulus-specific PNG activation response, using the number of temporal windows
in the fingerprint to determine the size of the activation response. The generation of
a response fingerprint has two steps: in the first step a frame profile is created that
represents the stimulus response over a defined number of fixed-sized frames; and in
the second step temporal windows are identified and mapped within the profile data.
The SpikingAnalyticsLib library defines two types within the ResponseFingerPrint
namespace that implement these steps: the FrameProfile type creates a frame profile, and the WindowMap type performs the mapping of temporal windows. These
two important types are further described in the following sections.

B.2.1 The FrameProfile type
A FrameProfile is a measure of the consistent spiking response of selected neurons
as the network responds to a known stimulus. It is generated by repeatedly presenting the stimulus within fixed-sized response frames that are sufficiently long to
encompass both the stimulus and the subsequent firing response. Histograms of the
spike counts at each temporal offset within the response frame are aggregated across
multiple frames, and these response histograms are stored for each selected neuron.
Although creating a frame profile takes only seconds, it is dependent on the availability of a large volume of firing data that has been collected from the simulated
network. For this reason, creating a frame profile is the most time-consuming step
in the fingerprinting process, with the data generation time depending on the speed
of the network simulation, and the required sensitivity (number of frames of data).
Using typical parameters of a 250 millisecond frame size and one hundred seconds
of simulation produces 400 response frames of data. Additional response frames can
be added to increase the sensitivity of the fingerprint if the neural response to a
stimulus is minimal, such as with a stimulus that is unknown to the network.

172

APPENDIX B. A WALK-THROUGH OF SOME SCRIPTS

B.2.2 The WindowMap type
A WindowMap is a data structure for storing the temporal windows that define a
response fingerprint and consists of a mapping between each selected neuron and
the temporal windows that have been identified for that neuron. This mapping is
generated from FrameProfile data (see Section B.2.3) and is stored in a raw form
that supports different views of the temporal windows (see Section B.2.4). The
WindowMap type provides window filtering and selection methods and a range of
other methods that manipulate the raw window data e.g. for partitioning windows
into layers, or for comparing response profiles generated under different network
conditions or with different stimuli.

B.2.3 WindowMap Generation
Unlike the generation of a FrameProfile, WindowMap generation is very fast. Initial
peak isolation involves scanning a small fixed-sized window across the response histogram data for each neuron, selecting peaks in the accumulated spike counts. Any
peaks that pass an initial threshold are isolated as potential windows by extending
the histogram data within and around the peak. The raw WindowMap data for each
selected neuron consists of a pair of lists representing the temporal offsets and spike
counts for each of the isolated peaks. Initial thresholding is set low by default so
that small spike count peaks are not excluded. Support for additional thresholding
of the raw window data is provided using a range of different criteria.
The algorithm for determining peaks in the data has three control parameters: the
base threshold, the initial consistency threshold, and the window size. Spike counts
must be above the base threshold (the base spike count level) in order to be included
within a peak. Contiguous temporal offsets with spike counts above the base threshold must additionally contain a minimum cumulative spike count that is calculated
from the initial consistency threshold. The window size determines the minimum
number of contiguous offsets that can be tested to meet the initial consistency criterion. For those windows that pass, the isolated contiguous group is then extended
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at the leading and trailing edges until the spike counts either dip below the base
threshold or begin increasing (indicating an adjacent peak).

B.2.4 WindowMap Views
The Response Fingerprinting method can be used in diverse ways such as examining
changes in PNG activation with stimulus degradation, or exploring the efficiency of
different training methods. These different uses sometimes require different analyses
of the temporal window data: changes in the number of temporal windows might be
sufficient for a simple analysis of the fingerprint data, but more complex experiments
might also require that any changes in temporal window properties be examined e.g.
changes in the temporal precision of each peak, or in the temporal offset relative to
the stimulus. For this reason the data in a WindowMap is stored in a raw form that
allows different views of the underlying window data.
One such view is the spike count ratio view (see ExtractRatioData) that computes
values describing the selectivity and the consistency of the isolated window peak for
each temporal window. Selectivity is measured as a ratio of the spike count within
the peak relative to the total spike count, a ratio that reflects the proportion of
spikes that are captured by the window. Consistency is the ratio of the spike count
within the peak relative to the total number of frames and reflects the proportion
of trials in which the window captured a spike.
Another view is the mean-variance view (see ExtractMeanVarianceData) which computes the mean and variance of each of the selected temporal windows. The variance
is particularly useful for filtering the initial window selection on the basis of the temporal precision of each window peak, but can also be used to investigate changes in
the temporal precision of windows with training or with changes in network properties (e.g. see Guise et al., 2015). Such comparisons require a mapping between
the temporal windows of two WindowMaps (e.g. WindowMaps generated from the
same network but with different network conditions). The mean value is primarily
used to facilitate these comparative mappings but is also useful for studying shifts
in window position under different network conditions.
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B.2.5 Scripting the FrameProfile and WindowMap types
The script in Listing B.2 begins by constructing a new CrossbarNetwork and maturing it over two hours (internal simulation time). It then profiles the network’s
response to a 5 Hz stimulus by analyzing the firing events generated by the network
over a one hundred second simulation run. Using the default frame size of 250 ms
this produces 400 frames of firing data. The script generates the following files: a
network state file representing the network state after maturation, another state file
representing the network state after training, and two files that store a frame profile
of the network (before and after training). The filenames of these files include some
metadata that describes either the number of seconds of maturation or the number
of seconds of training. For this reason the filenames of the saved network states are
constructed on-the-fly by appending the appropriate metadata to the base names
defined in lines 21 and 22. Likewise, the filenames of the saved network profiles
are constructed from the corresponding network state base names using a string
formatting function called sprintf in lines 23 and 24.
Construction of the stimulus involves defining a pattern and then specifying the
pattern repetition frequency. The pattern is created as a linear sequence of 40 firing
events, fired at one millisecond intervals and with the neurons selected at uniform
intervals across the range of neuron indices (line 27).1 Other static methods on the
Pattern type provide alternative means of defining the stimulus parameters. The
Stimulus is then constructed from this pattern at line 28 with a repetition frequency
of 5 Hz. The method call in lines 31 and 32 performs both initialization and maturation of a new CrossbarNetwork with a network specifier that defines a 1000 neuron
network with randomly assigned connections, and additional arguments that specify the output folder path and the network state base name used to construct the
filename for saving the matured network. The matured network is then reloaded in
lines 35 and 36 and the first of two profiles is generated (before training) in lines
40 and 41. The pattern used to construct the stimulus is passed to the profiling
method and the resulting profile (saved to a file in line 44) represents the response
of the network to that pattern. At this point of the training procedure the network
1

This combination of parameters produces the Ascending pattern of Fig. 3.1
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#r @"SpikingNeuronLib.dll"
#r @"SpikingAnalyticsBaseLib.dll"
#r @"SpikingAnalyticsLib.dll"
open
open
open
open
open
open

System
System.IO
SpikingNeuronLib
SpikingAnalyticsLib
SpikingAnalyticsLib.ResponseFingerPrint
SpikingAnalyticsLib.PatternExtensions

let
let
let
let
let
let
let
let

outputFolder = Environment.GetFolderPath(Environment.SpecialFolder.MyDocuments)
backgroundFiringRate = 1
// 1 Hz background for maturation, training and profiling
patternName = "Ascending"
// pattern used for training and profiling
includeInhibitoryNeurons = false
// inhibitory neurons included for fingerprinting
runSeconds = 2 * 3600
// two hour maturation period
patternStimulationsPerSecond = 5
// training frequency
trainSeconds = 120
// training period
verbose = true
// profiling feedback

let
let
let
let

matureNetworkBaseName = "MatureNetwork"
trainedNetworkBaseName = "TrainedNetwork"
profileNameMatureNetwork = sprintf "profile_%s.txt" matureNetworkBaseName
profileNameTrainedNetwork = sprintf "profile_%s.txt" trainedNetworkBaseName

// Create a linear firing pattern composed of 40 firing events, one each millisecond
let pattern = Pattern.FromLinearSequence(1, 1, 40)
let stimulus = Stimulus.Create(patternStimulationsPerSecond, pattern)
// Create a mature network composed of 1000 randomly connected neurons
CrossbarNetwork.CreateMatureNetwork(runSeconds, backgroundFiringRate,
CrossbarNetworkSpecifier.N1000Network, outputFolder, matureNetworkBaseName)
// load the matured network
let matureNetwork = CrossbarNetwork.CreateFromFile(
Path.Combine(outputFolder, sprintf "%s%d.txt" matureNetworkBaseName runSeconds)
)
// Profile the network’s response to the stimulus
let profileBefore = new FrameProfile(matureNetwork, Some(pattern),
patternName, backgroundFiringRate, verbose)
// Save the profile
profileBefore.Save(Path.Combine(outputFolder, profileNameMatureNetwork))
// Create a response fingerprint (temporal windows)
let windowMapBeforeTraining = new WindowMap(profileBefore, includeInhibitoryNeurons, verbose)
// Train the network on a 5 Hz stimulus for 120 secs
matureNetwork.Train(stimulus, trainSeconds, backgroundFiringRate,
outputFolder, trainedNetworkBaseName)
// load the trained network
let trainedNetwork = CrossbarNetwork.CreateFromFile(
Path.Combine(outputFolder, sprintf "%s%d.txt" trainedNetworkBaseName trainSeconds))
// Re-profile the network’s response to the stimulus
let profileAfter = new FrameProfile(trainedNetwork, Some(pattern),
patternName, backgroundFiringRate, verbose)
// Save the profile
profileAfter.Save(Path.Combine(outputFolder, profileNameTrainedNetwork))
// Create the post-training response fingerprint
let windowMapAfterTraining = new WindowMap(profileAfter, includeInhibitoryNeurons, verbose)
printfn "%d %d"
(windowMapBeforeTraining.AllWindows.Count) (windowMapAfterTraining.AllWindows.Count)

Listing B.2: Count fingerprint windows before and after training
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has had no prior exposure to the pattern and the resulting profile is unlikely to show
a strong response.
The script constructs a WindowMap for the untrained network at line 47 so that
the number of temporal windows can be counted at a later stage. The network is
then trained on the stimulus at lines 50 and 51, with the trained network state being
saved to a file at training completion. The saved state is then reloaded in lines 54
and 55 and profiled in lines 58 and 59. The profile saved in line 62 should now show
a strong response to the stimulus and the WindowMap generated from the profile at
line 65 will reflect the strong response by identifying a substantially larger number
of temporal windows relative to the earlier profile (for the untrained network). The
count of temporal windows both before and after training is reported in the final
line.

B.3 Test the background pattern generator
The next script is a version of the script shown in Listing 3.1 that has been modified
to allow the script to be run with different parameters. References to the required
Spinula libraries have also been added. The script has been rewritten as a function
definition with parameters, and a function call with matching arguments. The modified script allows a range of experimental scenarios to be tested by simply varying
the values supplied as arguments to the function. The script also demonstrates the
use of one of the data collector types (OneSecondTickDataCollector) and the use
of a SpikeVisualisation method for visualizing the firing data. The script references
the R type provider (lines 4 and 5) and a data manipulation library called Deedle (lines 6 and 7) both of which are dependencies of the visualization library (see
BlueMountain Capital Management LLC, 2012a,b).
The function definition in Listing B.3 begins at line 16 and continues through to line
37. The function call is on the final line of the script at line 41 and passes the value
ten as the background frequency, and a string value computed at lines 39 and 40 as
the output file path. Within the function definition, the sequence of script commands
is largely identical to the original script in Listing 3.1. A new network is created using
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a built-in network specifier that creates a 1000 neuron network with no connections.
The network is then run with just random background stimulation at the frequency
specified by the first function parameter, and the third frame of firing data is saved
to the file specified by the second function parameter. Selection of the third frame at
lines 30 and 31 uses the OneSecondEventCollector property of the CrossbarNetwork
type to retrieve the data collector (of type OneSecondTickDataCollector) that was
used behind the scenes to collect firing events. The selected firing events are then
displayed at line 37 using a static method on the SpikeVisualisation type.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41

#r @"SpikingNeuronLib.dll"
#r @"SpikingAnalyticsBaseLib.dll"
#r @"SpikingAnalyticsLib.dll"
#I @"RProvider.1.0.12"
#load "RProvider.fsx"
#I @"Deedle.1.0.0"
#load "Deedle.fsx"
#r @"SpikingVisualisationRLib.dll"
#r @"SpikingAnalyticsFrameLib.dll"
open
open
open
open

// references Deedle
// references Deedle

System
System.IO
SpikingAnalyticsLib
SpikingVisualisationRLib

let TestBackgroundPatternGenerator (backgroundFrequency:int) outputFilePath =
let verbose = true
let runSeconds = 5
let showOnlyForegroundEvents = false
// create a new network with no connections between neurons
let network = CrossbarNetwork.CreateAdHocNetwork(
CrossbarNetworkSpecifier.N1000_Unconnected_Network, None, verbose)
// run the network with background stimulation but no stimulus and collect firing data
network.Run(runSeconds, None, backgroundFrequency)
// select the third one second frame of firing data (include background firing events)
let thirdFrameData = network.OneSecondEventCollector.SelectRange(
2000, 3000, showOnlyForegroundEvents)
// save the data
thirdFrameData.Save(outputFilePath)
// show the data as a spike raster
SpikeVisualisation.ShowSpikeRaster(thirdFrameData.AllEventPairs)
let outputFolder = Environment.GetFolderPath(Environment.SpecialFolder.MyDocuments)
let outputFilePath = Path.Combine(outputFolder, "temp.txt")
TestBackgroundPatternGenerator 10 outputFilePath

Listing B.3: Test the Poisson Process background pattern generator

B.4 Demonstrate the effects of weights and delays
The next script shown in Listing B.4 demonstrates the importance of the afferent
connection weights and delays in determining the dynamics of the neuron mem178
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brane potential. It defines two functions, an outer helper function that generates
the stimulus for an inner function that runs a network simulation while collecting
membrane potential data from a single output neuron. The script demonstrates the
effect of varying the arguments to a function, explains the importance of indenting, and introduces two new types: the OneMillisecTickDataCollector type, used
to collect synaptic weight and membrane potential data, and the OneMillisecTickDataCollectorParameters type used to specify the data collection parameters.
The script specifies a network with a single output neuron and two or more input
neurons, and defines the number of inputs as a parameter to each of the two functions. The helper function uses the number of inputs to construct a stimulus that
will fire all input neurons simultaneously. The idea is that spikes will propagate
along each of the connections between the input neurons and the single output neuron, with the connection lengths determining the propagation delays and hence the
degree of spike convergence on the single output neuron. Firing of the output neuron
is therefore a function of both the connection weights and the connection delays,
with the delays determining the degree of spike convergence. The first function
(GenerateMembraneData) sets up and runs the network simulation and collects the
membrane potential data from the output neuron. The second function (GenerateMembraneDataHelper) generates a stimulus appropriate to the number of inputs,
calls the first function and then displays the collected data.
The previous script used the OneSecondTickDataCollector type to collect firing data
over the course of the simulation. The collection of firing data is enabled by default in
a CrossbarNetwork and the OneSecondTickDataCollector type is therefore implicitly
created during network construction. In contrast, the collection of synaptic weight or
membrane potential data has more overhead than collecting firing data and therefore
requires the explicit construction of the OneMillisecTickDataCollector type. Lines
19 to 41 of the script show an example of this explicit construction method. The
indenting throughout the script is critical as it determines the lines in the script
which should be grouped together. Lines 20 to 41 define the construction of the
network and all have (at least) the same level of indenting, forming a single functional
group within the script. Within this group there are nested groups that define the
network specifier (lines 22 to 29) and the data collection parameters (lines 31 to
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63
64
65
66
67
68
69

#r @"SpikingNeuronLib.dll"
#r @"SpikingAnalyticsBaseLib.dll"
#r @"SpikingAnalyticsLib.dll"
#I @"RProvider.1.0.12"
#load "RProvider.fsx"
#I @"Deedle.1.0.0"
#load "Deedle.fsx"
#r @"SpikingVisualisationRLib.dll"
#r @"SpikingAnalyticsFrameLib.dll"
open
open
open
open

// references Deedle
// references Deedle

System
SpikingNeuronLib
SpikingAnalyticsLib
SpikingVisualisationRLib

// Generate membrane voltage data for a network with a single output neuron
let GenerateMembraneData numberOfInputs delays (weights:float list) stimulus =
let network =
let numberOfSamples = 5000
let specifier =
let postNeuron = numberOfInputs
let connections =
// zip three lists together: the presynaptic neurons, the delays and the weights
Seq.zip3 [ for i in 0..numberOfInputs-1 -> i ] delays weights
|> Seq.map (fun (preNeuron, delay, weight) ->
new Connection(preNeuron, postNeuron, delay, weight))
|> Seq.toList
new CrossbarNetworkSpecifier(numberOfInputs + 1, 0, 20, connections)
let hiResCollector =
let selectedNeurons = [ specifier.TotalNeurons-1 ]
// just the output neuron
let selectedConnections = []
let totalNeurons = specifier.TotalNeurons
let totalConnections = specifier.Connections.Value.Count
let numberOfMembraneSamples = numberOfSamples
let numberOfWeightSamples = 0
let parameters = new OneMillisecTickDataCollectorParameters(selectedNeurons,
totalNeurons, selectedConnections, totalConnections,
numberOfMembraneSamples, numberOfWeightSamples)
new OneMillisecTickDataCollector(parameters)
CrossbarNetwork.CreateAdHocNetwork(specifier, Some(hiResCollector), false)
network.Run(10, Some(stimulus :> IStimulus), 0, false)
network.OneMillisecondEventCollector.Value
// Generate and show membrane data
let GenerateMembraneDataHelper numberOfInputs delays weights =
let stimulus =
let firingEvents =
let times = [ for i in 0..numberOfInputs-1 -> 0 ]
let neurons = [ for i in 0..numberOfInputs-1 -> i ]
Seq.zip times neurons
|> Seq.map (fun (time, nindex) ->
new FiringEvent(time, nindex, EventLabel.Foreground))
|> Seq.toArray
let patternStimulationsPerSecond = 1
Stimulus.Create(patternStimulationsPerSecond, firingEvents)
let dataCollector = GenerateMembraneData numberOfInputs delays weights stimulus
MillisecondResolutionDataVisualisation.ShowCollectedMembraneData(dataCollector, 1000, 1100)
GenerateMembraneDataHelper 2 [ 5; 5; ] [ 10.0; 10.0; ]
GenerateMembraneDataHelper 2 [ 5; 5; ] [ 9.0; 8.0; ]
GenerateMembraneDataHelper 2 [ 5; 5; ] [ 8.0; 8.0; ]
GenerateMembraneDataHelper 2 [ 6; 5; ] [ 10.0; 10.0; ]
GenerateMembraneDataHelper 2 [ 8; 5; ] [ 10.0; 10.0; ]
GenerateMembraneDataHelper 2 [ 12; 5; ] [ 10.0; 10.0; ]

Listing B.4: Demonstrate the effect of varying afferent connection weights and delays on the
neuron membrane potential
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40). The newly constructed data collector type is passed to the network constructor
method in line 41.
The data collector can sample both neuron data and connection data by default.
Data collection for each type is enabled by passing a non-empty list to either the
selected neurons or selected connections parameter of the OneMillisecTickDataCollectorParameters constructor. For this example we are sampling only neuron
data i.e. the membrane potential and the membrane recovery variable. Line 31 specifies data collection on the neuron with the highest index (i.e. the output neuron)
while line 32 specifies an empty list for the selected connections, thereby disabling
the sampling of connection data. The OneMillisecTickDataCollector is then constructed at line 40 and the simulation is run for ten seconds with an appropriately
sized stimulus at line 43. The data collector is used not only to collect membrane
data but also to pass the stored data between the two functions. The final line (line
44) of the GenerateMembraneData function determines the function value that is
passed back to the calling function at line 60. The stored membrane data is then
displayed at line 61 using a static method on the MillisecondResolutionDataVisualisation type. Lines 63 to 69 call the outer (helper) function six times, with different
arguments for the connection delays and weights for each function call. The resulting membrane data plots show that both insufficient connection weights, or delays
that cause too much divergence in the spike arrival times have a similar effect in
preventing the output neuron from firing.

B.5 Train a W-Network
This script simulates the network described in Section 3.4 referred to as a WNetwork. Like the previous script, the script shown in Listing B.5 uses a OneMillisecTickDataCollector to collect neuron membrane potential data. However,
the synaptic weight data is also collected as the W-Network experiment requires a
comparison between the neuron and connection data. New features introduced in
this script are type-casting, the use of options, the saving of collected data, and the
display of both membrane potential and synaptic weight data using methods on the
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MillisecondResolutionDataVisualisation type.
The script defines a single function (TrainWNetwork) with parameters that specify
the output folder path (for saving the collected data) and the background stimulation frequency (see the description in Section 3.4 for more details of the experimental
setup). A built-in network specifier is selected at line 24 and the data collection parameters are defined in lines 26 to 40. The construction method at lines 42 and 43
uses an option type for the second parameter: passing Some(hiDataResCollector)
for this parameter will include this optional data collector type in CrossbarNetwork
construction, while passing None for the second parameter will prevent the collection of neuron and connection data (although firing data will still be collected using
the implicit OneSecondTickDataCollector). The stimulus is created between lines
47 and 52, first defining a firing pattern that fires both input layer neurons simultaneously at t = 0, and then constructing a Stimulus by repeating the firing pattern
every 100 milliseconds (i.e. 10 Hz). The script uses an array of firing times and an
array of input neuron indexes to specify the required Pattern type.
The simulation begins at line 55 and runs for one hundred seconds with the background frequency specified by the third function parameter. The second parameter
on the Run method (of the CrossbarNetwork type) is also an option type, allowing an
optional stimulus of type IStimulus to be specified. Passing either Some(IStimulus)
or None for this parameter will run the simulation either with or without a stimulus respectively. IStimulus is an interface type of which there are currently two
implementations: Stimulus and MultiStimulus. The stimulus in this script is of type
Stimulus and therefore must be type-cast (using the upcast operator :>) to the
expected (IStimulus) type.
After the simulation completes, the data collector contains one thousand membrane
potential samples and 100,000 weight samples (line 56). Membrane potential data
is collected only in the first second of the simulation as the membrane potential
responds to the repeated stimulus in a similar way over the entire course of the
simulation. In contrast, the synaptic weight data is expected to change continuously
as the network is trained on the stimulus, and therefore the weight data is collected
throughout the run. The collected membrane data is saved in lines 59 and 60 and
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42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63
64
65
66
67
68
69
70
71
72
73

#r @"SpikingNeuronLib.dll"
#r @"SpikingAnalyticsBaseLib.dll"
#r @"SpikingAnalyticsLib.dll"
#I @"RProvider.1.0.12"
#load "RProvider.fsx"
#I @"Deedle.1.0.0"
#load "Deedle.fsx"
#r @"SpikingVisualisationRLib.dll"
#r @"SpikingAnalyticsFrameLib.dll"
open
open
open
open
open
open

// references Deedle
// references Deedle

System
System.IO
SpikingNeuronLib
SpikingAnalyticsLib
SpikingAnalyticsLib.PatternExtensions
SpikingVisualisationRLib

let TrainWNetwork pathToOutputFolder backgroundFrequency =
let verbose = true
let runSeconds = 100
let stimulusFrequency = 10
let specifier = CrossbarNetworkSpecifier.W_Network
let hiDataResCollector =
// membrane data: record the first 1000 samples from the run (one sample per ms)
let numberOfMembraneSamples = 1000
// weight data: record the entire run (one sample per ms)
let numberOfWeightSamples = runSeconds * 1000
let totalNeurons = specifier.TotalNeurons
let totalConnections = specifier.Connections.Value.Count
// collect membrane data for neurons: 0, 1, 2, 3, 4
let selectedNeurons = [ for i in 0..totalNeurons-1 -> i ]
// collect synaptic weight data for connections: 0, 1, 2, 3
let selectedConnections = [ for i in 0..totalConnections-1 -> i ]
let parameters = new OneMillisecTickDataCollectorParameters(selectedNeurons,
totalNeurons, selectedConnections, totalConnections,
numberOfMembraneSamples, numberOfWeightSamples)
new OneMillisecTickDataCollector(parameters)
let network = CrossbarNetwork.CreateAdHocNetwork(specifier,
Some(hiDataResCollector), verbose)
// create an input pattern:
// repeated firing of both input layer neurons simultaneously (at time 0)
let stimulus =
let pattern =
let times = [| 0; 0; |]
let neurons = [| 0; 1; |]
Pattern.FromFiringSequence(times, neurons)
Stimulus.Create(stimulusFrequency, pattern)
// run the network with this pattern and collect membrane and weight data
network.Run(runSeconds, Some(stimulus :> IStimulus), backgroundFrequency)
let hiResDataCollector = network.OneMillisecondEventCollector.Value
// save the membrane potential data (V and U)
let membraneDataPath = Path.Combine(pathToOutputFolder, "membraneData.txt")
hiResDataCollector.SaveMembraneData(membraneDataPath)
// save the synaptic weight data (weight and derivative)
let weightDataPath = Path.Combine(pathToOutputFolder, "weightData.txt")
hiResDataCollector.SaveConnectionData(weightDataPath)
// show the membrane potential plots
MillisecondResolutionDataVisualisation.ShowCollectedMembraneData(hiResDataCollector)
// Create a new plot window
VisualisationUtilities.NewWindow()
// show the synaptic weight plots
MillisecondResolutionDataVisualisation.ShowCollectedWeightData(hiResDataCollector)

Listing B.5: Plot the change in synaptic weights in a W-Network during training
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the corresponding weight data in lines 63 and 64. The final few lines display first
the membrane data (line 67) and then the synaptic weight data (line 73). In order
to prevent the first plot being overwritten by the second plot line 70 creates a new
window in readiness for the second data visualization method call.

B.6 Show jitter and firing failures in PNG activation
This script generates the data for an experiment described in Section 8.3 that demonstrates variability in the PNG activation response between consecutive response
frames. The experiment requires either a trained or partially trained network and a
matching frame profile. Partially trained networks work best as the reduced number
of fingerprint windows aids in the visibility of temporal jitter and other aspects of
variability in the activation response. The procedure for visualization of PNG activation involves filtering the firing data in each response frame through the temporal
windows defined by the pattern fingerprint. Structural diagrams of the activations
in each frame are then constructed by matching the delays between firing events to
the underlying connection structure of the network.
Listing B.6 shows a script that generates PNG activation data and plots the data
in consecutive frames. New features in this script are loading of network states
and frame profiles, the use of the NaiveBayesClassifier (a type implemented in the
ResponseFingerPrint namespace), the creation of a PathDescriptor for saving files
of different types, and the generation of a PNGDescriptor, a structural diagram that
describes the causal connections between PNG neurons within the PNG activation
response. A PathDescriptor is a convenience type that allows related files of different
type to have a common filename. For example, the script in Listing B.6 generates
both a JPEG image and an accompanying text file for each response frame, using
a filename of the form descriptor_n.ext, where n ∈ [0, 1, 2...] and ext ∈ { “jpg”,
“txt” }. The PathDescriptor describes the full path up to but excluding the filename
extension and allows the required extension to be specified later by whatever type is
saving data i.e. the PNGDescriptor type for the text file and the PNGVisualisation
type for the image.
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24
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26
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28
29
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31
32
33
34
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36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61

// Note that DLL reference order is very important
#r @"SpikingNeuronLib.dll"
#r @"SpikingAnalyticsBaseLib.dll"
#r @"SpikingAnalyticsLib.dll"
#I @"RProvider.1.0.12"
#load "RProvider.fsx"
#I @"Deedle.1.0.0"
#load "Deedle.fsx"
#r @"SpikingVisualisationRLib.dll"
// references Deedle
#r @"SpikingAnalyticsFrameLib.dll"
// references Deedle
open
open
open
open
open
open

System
System.IO
SpikingAnalyticsLib
SpikingAnalyticsLib.ResponseFingerPrint
SpikingAnalyticsFrameLib
SpikingVisualisationRLib

// Show PNG activation over multiple frames for the specified network state
// Ideally the selected network will only be partially trained e.g. 30 secs at 5 Hz
// otherwise the connections will be too dense to clearly see individual firing events
let ShowPNGActivation pathToNetworkStateFile pathToFrameProfileFile =
let numberOfFrames = 4
let synapticThreshold = 9.9

// show this many frames
// weights must be greater than this exclusive threshold

let network = CrossbarNetwork.CreateFromFile(CrossbarNetworkSpecifier.N1000Network,
pathToNetworkStateFile)
// collect firing data in response to the selected pattern
// and create a list of activation-related firing events for each frame
let frameGroups =
let profile = FrameProfile.Load(pathToFrameProfileFile)
let classifier = NaiveBayesClassifier(network)
classifier.GetIndividualFrameGroups(numberOfFrames, profile)
// display each frame
for index in 0..numberOfFrames-1 do
// generate a PNG structural description (saturated weights only)
let groupDescriptor =
network.GetPNGDescriptor(frameGroups, index, synapticThreshold)
// create a save path
let savePath =
let outputFolder = Environment.GetFolderPath(Environment.SpecialFolder.MyDocuments)
let fileBasename = sprintf "descriptor_%d" index
PathDescriptor.Create(outputFolder, fileBasename)
// save the network graph data
groupDescriptor.Save(savePath)
// transform the data into the required form
let plotDataFrame = PNGDescriptorFrame.GetFrame(groupDescriptor)
// show the plot
VisualisationUtilities.NewWindow()
PNGVisualisation.PlotPNG(plotDataFrame, 0, 50)
// save the plot
VisualisationUtilities.SavePlot(savePath, SaveFormat.Jpg)

Listing B.6: Show variability in the PNG activation response
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A new network is initialized by loading the network state of a trained network in
lines 27 and 28 of the script. A frame profile is then loaded in line 33 that contains
the response histograms generated for the network using a selected input pattern. A
Bayesian classifier then performs four trials using the input pattern associated with
this profile, and generates four frames of firing event data (lines 34 and 35). Instead
of scoring each frame, the classifier uses the pattern windows defined by the profile
to select firing events related to group activation. Each of the four sets of filtered
firing events is then processed in the following loop (lines 38 to 61): first a structural
diagram is generated (lines 41 and 42); lines 45 to 48 create a PathDescriptor that
represents the save path; and the structural diagram is then saved in line 51. In line
54 the structural data is transformed into a form suitable to be passed to a plotting
function in line 58 (line 57 creates a new plotting window for each visualized frame).
The final line saves the plot as a JPEG image file, although other formats such as
Portable Document Format (PDF) are also supported.

B.7 Demonstrate the effects of spike latency
These final two scripts generate the data used to demonstrate the effects of spike
latency in Section 8.1 and to demonstrate an interaction between spike latency and
synaptic drive in Section 10.3.2. The first script shown in Listing B.7 generates the
data shown in Panel B of Fig. 8.1. The script consists of a function (ShowSpikeLatencyEffect) that takes parameters specifying the background firing rate (normally
zero), and the number of input connections onto a single output neuron (Fig. 8.1A
shows a network with three input connections). The script performs a number of
trials, with each trial testing a new value for the total synaptic input onto the single
output neuron. Line 22 generates trials by creating different combinations of weights
on the input connections that increment over the range 17 to 30 mV. The output of
this function looks like this:
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> let numberOfInputs = 3
> GenerateWeightTrials numberOfInputs 30.0
[(17.0, [6.0; 6.0; 5.0]); (18.0, [6.0; 6.0; 6.0]); (19.0,
(20.0, [7.0; 7.0; 6.0]); (21.0, [7.0; 7.0; 7.0]); (22.0,
(23.0, [8.0; 8.0; 7.0]); (24.0, [8.0; 8.0; 8.0]); (25.0,
(26.0, [9.0; 9.0; 8.0]); (27.0, [9.0; 9.0; 9.0]); (28.0,
(29.0, [10.0; 10.0; 9.0]); (30.0, [10.0; 10.0; 10.0])]

[7.0; 6.0; 6.0]);
[8.0; 7.0; 7.0]);
[9.0; 8.0; 8.0]);
[10.0; 9.0; 9.0]);

and consists of a list of fourteen tuples, each of which holds a summed value in the
range 17 to 30 paired with the set of synaptic weights that produced that sum. If
the number of inputs is three, as in the example, then the tuples will hold a list of
three floating point values for each summed value.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53

#r @"SpikingNeuronLib.dll"
#r @"SpikingAnalyticsBaseLib.dll"
#r @"SpikingAnalyticsLib.dll"
#I @"RProvider.1.0.12"
#load "RProvider.fsx"
#I @"Deedle.1.0.0"
#load "Deedle.fsx"
#r @"SpikingVisualisationRLib.dll"
#r @"SpikingAnalyticsFrameLib.dll"
open
open
open
open
open
open

// references Deedle
// references Deedle

System
SpikingNeuronLib
SpikingAnalyticsLib
SpikingAnalyticsLib.GeneralUtilities
SpikingAnalyticsLib.ResponseFingerPrint
SpikingVisualisationRLib

// Test different combinations of input weights on spike latency
let ShowSpikeLatencyEffect backgroundFiringRate numberOfInputs =
// generate trials that increment the total input to the output neuron
let trials = GenerateWeightTrials numberOfInputs 30.0
let outputNeuron = numberOfInputs
let delays =
let r = new Random()
[ for i in 1..numberOfInputs -> r.Next(1, 21) ]

// between 1 and 20 inclusive

let stimulus =
let patternStimulationsPerSecond = 1
let times = List.map (fun delay -> 20 - delay) delays
let firingEvents =
// zip times and neuron indexes to create firing events
Seq.zip times [ for i in 0..numberOfInputs-1 -> i ]
|> Seq.map (fun (time, nindex) ->
new FiringEvent(time, nindex, EventLabel.Foreground)
)
|> Seq.toArray
Stimulus.Create(patternStimulationsPerSecond, firingEvents)
for sum, weights in trials do
let specifier =
CrossbarNetworkSpecifier.GetNetworkNto1Specifier(numberOfInputs, delays, weights)
let network = CrossbarNetwork.CreateAdHocNetwork(specifier, None, false)
let profile =
new FrameProfile(network, Some(stimulus.Pattern), "Test", backgroundFiringRate, false)
profile.PrintHistograms(outputNeuron, int sum)
// Test a 4 neuron network (3 inputs -> 1 output)
let backgroundFiringRate = 0
let numInputs = 3
ShowSpikeLatencyEffect backgroundFiringRate numInputs

Listing B.7: Demonstrate spike latency
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Lines 26 to 28 generate random delays for the input connections by using a list
comprehension to generate a list of numbers in the range n ∈ [1..20], where n
measures the propagation delay on each connection in milliseconds. Lines 30 to 40
generate a 1 Hz stimulus that matches these delays so that spikes from each input
neuron converge together on the single output: line 32 generates the matching firing
time for each connection delay; the resulting list of firing times is then paired zipwise with a neuron index and mapped to a FiringEvent that describes the firing
of each neuron at a time that matches the firing delay; and a 1 Hz stimulus is
generated from the list of firing events in line 40. The remaining lines (42 to 48)
in the ShowSpikeLatencyEffect function form a loop. For each trial: a function
is called in lines 43 and 44 that generates a network specifier that describes the
connection parameters for the current trial and a new network is initialized with
this specifier in line 45; lines 46 and 47 generate a frame profile from the network,
using the stimulus pattern to repeatedly stimulate the network over a large number
of response frames; finally, line 48 prints the response histogram for the output
neuron as a single line, first prepending the summed input weights and the number
of inputs, and then continuing on with the spike counts at each of the 250 temporal
offsets in the default response frame used to generate the profile. After iterating
over fourteen trials the output of Listing B.7 looks like this:
> ShowSpikeLatencyEffect
17 3 0 0 0 0 0 0 0 0 0 0
18 3 0 0 0 0 0 0 0 0 0 0
19 3 0 0 0 0 0 0 0 0 0 0
20 3 0 0 0 0 0 0 0 0 0 0
21 3 0 0 0 0 0 0 0 0 0 0
22 3 0 0 0 0 0 0 0 0 0 0
23 3 0 0 0 0 0 0 0 0 0 0
24 3 0 0 0 0 0 0 0 0 0 0
25 3 0 0 0 0 0 0 0 0 0 0
26 3 0 0 0 0 0 0 0 0 0 0
27 3 0 0 0 0 0 0 0 0 0 0
28 3 0 0 0 0 0 0 0 0 0 0
29 3 0 0 0 0 0 0 0 0 0 0
30 3 0 0 0 0 0 0 0 0 0 0

numInputs
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0
0 0 0 0 0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
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0
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0

0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0

0 0 0 0 0
0 0 0 399
0 0 399 0
0 0 399 0
0 399 0 0
0 399 0 1
0 399 0 1
0 399 1 0
0 400 0 0
399 1 0 0
399 1 0 0
400 0 0 0
400 0 0 0
400 0 0 0

399
0 0
0 1
0 0
1 0
0 0
0 0
0 0
0 0
0 0
0 0
0 0
0 0
0 0

0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0

...
...
...
...
...
...
...
...
...
...
...
...
...
...

The second script shown in Listing B.8 generates the data for the plot shown in Panel
B of Fig. C.1. This experiment examines changes in the synaptic weights between
three input neurons connected to a single output neuron (Panel A of Fig. C.1),
and deliberately chooses values for the connection weights and delays that engineer
a spike latency effect on one of the connections. The result is that the affected
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connection switches from an initial positive synaptic drive to a negative synaptic
drive, causing the synaptic weight on that connection to first increase and then
decrease to zero.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59

let ShowSpikeTimeMigration runSeconds delays (weights:float list) (outputFilePath:string) =
let backgroundFiringRate = 0
let patternStimulationsPerSecond = 5
let plasticityEnabled = true
let stimulus =
let firingEvents =
// zip times and neuron indexes and create firing events
Seq.zip [ 0; 0; 0; ] [ 0; 1; 2; ]
|> Seq.map (fun (time, nindex) ->
new FiringEvent(time, nindex, EventLabel.Foreground)
)
|> Seq.toArray
Stimulus.Create(patternStimulationsPerSecond, firingEvents)
let specifier =
let connections =
// zip connected neurons, connection delays and weights
Seq.zip3 [ (0, 3); (1, 3); (2, 3); ] delays weights
|> Seq.map (fun ((preNeuron, postNeuron), delay, weight) ->
new Connection(preNeuron, postNeuron, delay, weight)
)
|> Seq.toList
new CrossbarNetworkSpecifier(4, 0, 30, connections)
let network =
let numberOfSamples = runSeconds * 1000
let hiResCollector =
let selectedNeurons = [ 0; 1; 2; 3; ]
let selectedConnections = [ 0; 1; 2; ]
let totalNeurons = specifier.TotalNeurons
let totalConnections = specifier.Connections.Value.Count
let numberOfMembraneSamples = numberOfSamples
let numberOfWeightSamples = numberOfSamples
let parameters =
new OneMillisecTickDataCollectorParameters(selectedNeurons, totalNeurons,
selectedConnections, totalConnections,
numberOfMembraneSamples, numberOfWeightSamples)
new OneMillisecTickDataCollector(parameters)
CrossbarNetwork.CreateAdHocNetwork(specifier, Some(hiResCollector), false)
// run the simulation
network.TrainWithNoAction(stimulus, runSeconds, backgroundFiringRate)
let dataCollector = network.OneMillisecondEventCollector.Value
// plot the data
MillisecondResolutionDataVisualisation.ShowCollectedWeightData(dataCollector)
// save the data
dataCollector.SaveConnectionData(outputFilePath)
let outputFolder = Environment.GetFolderPath(Environment.SpecialFolder.MyDocuments)
let outputFilePath = Path.Combine(outputFolder, "connectionData.txt")
let runSeconds = 100
let delays = [ 10; 10; 15; ]
// for connections A, B and C
let weights = [ 8.0; 8.0; 6.0; ] // for connections A, B and C
ShowSpikeTimeMigration runSeconds delays weights outputFilePath

Listing B.8: Show the effect of spike latency on synaptic drive

The script defines a function called ShowSpikeTimeMigration that specifies parameters for the connection delays and weights to be used with the simulated four neuron
network. Lines 7 to 15 of the script specify a 5 Hz stimulus in which all three neurons fire together at offset 0 in each 200 ms frame. Lines 18 to 24 group connection
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indexes with the requested connection delays and weights to create a list of three
connections; a network specifier is then created in line 25 for a four neuron network
using these connections. The experiment collects both neural membrane and connection weight data, although only the weight data is shown in the final plot. Lines
29 to 40 specify the parameters of the data collection, and line 41 instantiates a
new network using the previously defined network specifier and data collector. The
network simulation begins in line 44 and the collected data is retrieved in line 45,
following the simulation run. Line 48 plots the collected weight data and line 51
saves it to a file.
The ShowSpikeTimeMigration function is called in line 59 using parameters specified in the previous three lines that run the simulation for one hundred seconds
with the specified delays and weights on each of the three input connections. Importantly, the delay for the third connection is longer than the other delays, putting
the propagation delay on this connection in a range that is affected by changes in
the firing time of the output neuron. As spike latency causes the firing time of the
output neuron to migrate backwards, the spike arrival time on the third synapse
changes position relative to the firing time of the output neuron. Spike arrival time
on this synapse initially occurs before the firing of the output neuron, but later, as
the delay on the firing time of the output neuron decreases it occurs after the output
neuron spike. The initial synaptic weight on the third connection is also different
from that of the other connections, although the switch in synaptic drive still occurs
if all synaptic weights are initially equal.
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Some preliminary experiments on
input space optimization

Section 10.3.2 of the Conclusions discusses the possibility of mechanisms that finetune the firing time of neurons in order to optimize their active input space (i.e.
the number of distinct spatio-temporal input patterns that are able to cause the
neuron to fire). The size of the active input space may be influenced by opposing
forces such as an interaction between activity-dependent delays and the effective
conduction delays caused by spike latency. This section describes some preliminary
experiments on the effects of spike latency on the active input space. Spike latency
can explain some unusual results in the dynamics of connection weights. If a network
such as the one in Panel A of Fig. C.1 is repeatedly stimulated with a firing pattern
that is congruent with the connection delays, then the interaction of STDP with
the convergent impulses arriving on neuron 4 produces a strong positive synaptic
drive that causes the weights on all three connections to increase to saturation and
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stay there. However, small changes in the network parameters can produce the
effect demonstrated in Panel B of Fig. C.1 in which the weight of Connection C first
increases and then decreases. This effect was engineered by making the Connection
C delay just a little longer than the delays on A and B (for more details see script 2
in Section B.7 of the Appendix). In the first five seconds of training the spike arrival
time on C occurs before spiking of neuron 4, as is also true of Connections A and
B. However, as the combined connection weights increase and cause the firing time
of neuron 4 to migrate backwards, the spike arrival time on C occurs after neuron
4 firing, producing synaptic depression on C.
My current hypothesis is that mechanisms such as these optimize the effective conduction delays, allowing increased flexibility in the precise timing of neural firing
and producing an expansion of the input space for each PNG neuron. To see how
this might work, consider the input space diagram for neuron 4 shown in Fig. C.2.
This diagram is generated by varying the firing times of neurons (1, 2 and 3) across
the full range of spiking patterns that define the input space of neuron 4; with three
inputs, this potential input space defines a three dimensional cube. For convenience,
the three-dimensional input space has been flattened to two dimensions by taking
the difference between each pair of firing times for the three input neurons. Nevertheless, the figure represents the entire input space i.e. all possible spatio-temporal
patterns onto neuron 4 that can be generated if each input neuron is allowed to
independently vary its firing time in the range 0 to 20 ms. Each circle in Fig. C.2
represents a pattern, and filled circles denote those patterns that produce firing of
neuron 4 (i.e. the active input space). The larger the proportion of the available
input space that is consumed by the active input space, the more flexible the neuron
is to jitter in its spatio-temporal inputs.
Now consider the network shown in Panel A of Fig. C.3. This potential polychronous
group is composed of six neurons and is derived from the four neuron network of
Fig. C.1. While the previous figure examined the input space of neuron 4 relative to
neurons 1, 2 and 3, Fig. C.3 (Non-optimized) shows the active input space of neuron
6 relative to these same three input neurons. The active input space of neuron 6
determines the firing probability of neuron 6 under variable conditions, and hence
determines the ability of the potential PNG in Panel A to extend beyond neuron
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Figure C.1: An interaction between spike latency and synaptic drive. A. The network topology:
three neurons providing input to a single output neuron. B. Spike latency explains the switch in
synaptic drive that is observed with some combinations of delays on connections A, B and C.
Here a switch in synaptic drive on connection C during training produces an initial increase in
synaptic weight followed by a decrease. The training stimulus involved repeatedly firing neurons
1, 2 and 3 together at 5 Hz. Connection parameters (A, B, C): delays = 10; 10; 15; weights =
8.0; 8.0; 6.0;.
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Firing time difference 2
Figure C.2: The input space of neuron 4 from Fig. C.1. Patterns that produced firing of neuron
4 are shown as filled circles and patterns that failed to produce firing are shown as unfilled circles.
The two axes represent the firing time differences (t1 − t2) and (t2 − t3), where (t1, t2, t3) are
the firing times of neurons 1, 2 and 3 in Fig. C.1. All connection weights are initially set to
the maximum synaptic weight of 10 mV. Neuron 4 therefore requires at least two convergent
inputs to reach firing threshold. The ability of each firing time combination to produce firing of
neuron 4 is tested over 400 trials in fixed-sized 250 ms test frames. Consistent firing requires
that neuron 4 fire in at least 100 of the 400 test frames. If all connection weights are saturated,
just two of the three inputs are required for firing of neuron 4, producing the arms in the input
space diagram.
The Input Space Response (ISR) of a neuron is produced by varying the firing times of each of the afferent neurons
over a defined temporal range and recording which of the resulting spatio-temporal patterns produces consistent
firing of the post-synaptic neuron. This input space of potential firing patterns has the same dimension as the
number of inputs to the target neuron. The active input space is the subset of the input space that produces firing
of the target. For example, neuron 4 has three input neurons. If the firing times of 1, 2 and 3 are systematically
varied over the range 1 to 20 ms (keeping connection delays fixed) then the combination of all inputs produces
a 20 × 20 × 20 cube of spatio-temporal patterns, only some of which produce firing of neuron 4. With just three
inputs the cube may conveniently be flattened to two dimensions by taking the difference between each pair of
firing times i.e. (t1 − t2) and (t2 − t3), where (t1, t2, t3) are the firing times of neurons 1, 2 and 3. Only
two difference pairs are required as the remaining difference (t1, t3) is constrained by the other two. This 2D
projection has the additional benefit of removing redundancies, as many of the patterns in the original cube are
just shifted versions of the same spatio-temporal pattern.
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4. Importantly, the active input space of neuron 6 can be expanded by shifting the
firing time of neuron 4 to a time that is congruent with the 4-6 and 5-6 connection
delays (Fig. C.3 (Optimized)). This shift in the firing time of neuron 4 is produced
by changes in the connection weights of the three input neurons (1, 2 and 3) and
the effects of spike latency.
This optimization effect is robust to changes in the phase of the input space. Changing the length of the 4-6 connection (dashed line in Fig. C.3A) causes a phase shift
in the input space and alters the size of the active input space. The left column of
Fig. C.4 (Non-optimized) shows these changes in the size of the input space, as the
phase is shifted through each of four different delays on the 4-6 connection. Using
the same optimization method as used in the previous figure, the active input space
for many of these phases can be significantly expanded (see the right column of
Fig. C.4 (Optimized)).
For now I have performed these optimizations for each pattern in the input space by
trialling each of ten weight steps on the input neuron connections, and selecting any
weights that produce firing of neuron 6. These results show that a mechanism able
to optimize the effects of spike latency can produce expansion of a neuron’s input
space. The increased flexibility conferred by input space expansion might allow these
neurons to fire within the current wave of polychronization, and hence to extend the
length of a developing PNG. An important research question, and one that has yet
to be resolved, is whether the interaction of any of the known biologically plausible
mechanisms such as metaplasticity and STDP can produce stability enhancement
of polychronous groups through a mechanism that optimizes the active input space
of each PNG neuron.

195

APPENDIX C. INPUT SPACE OPTIMIZATION

A

1
4

2

6

3
B

5

Firing time difference 1
0
10
20
-20 -10

Non-optimized

-20

Optimized

-10
0
10
20
Firing time difference 2

Figure C.3: Optimization of spike latency in a six neuron network. A. A potential polychronous
group consisting of six neurons. B. Optimization of spike latency produces expansion of the input
space of neuron 6. Patterns that produced firing of neuron 6 are shown as filled circles and
patterns that failed to produce firing are shown as unfilled circles. The optimization procedure
involves systematically varying the weight on connection 1-4 over the range 0 to 10 mV in order
to shift the firing time of neuron 4. Neuron 5 has a fixed 1 ms conduction delay and is fired at
a fixed offset of 19 ms relative to each test frame.
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Figure C.4: Different phases of the neuron 6 input space, both with (right) and without (left)
optimization. Patterns that produced firing of neuron 6 are shown as filled circles and patterns
that failed to produce firing are shown as unfilled circles. Four different delays on the 4-6 connection produce a phase shift in the input space of neuron 6 as delays increase from 2 to 5 ms
(top to bottom). Optimization of neuron 4 spike latency produces an expansion in the input space
of neuron 6 in each case, although the effect is small for some phases.
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