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Abstract 

A cavity length control scheme was developed in order to investigate correlation 

between the chaotic Raman lasing of two unidirectionally coupled Raman lasers for 

two Ne Raman lines, 603.0 (2p2→1s4) nm and 659.9 nm (2p2→1s1). The Raman 

lasers were standard internal mirror He-Ne lasers and were both pumped externally by 

588.2 nm radiation from a single dye laser. 

The cavity lengths of each He-Ne Raman laser were monitored via the beat 

frequencies between the modes in the standard 632.8 nm output and the 632.8 nm 

modes of a stabilised reference He-Ne laser. A software based PID feedback 

servomechanism actively controlled the cavity length by varying the current supplied 

to heating pads wrapped around each cavity, altering the thermal 

expansion/contraction. 
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1. Introduction 

1.1. Project Aims and Background 

This project was undertaken in the context of ongoing research into the dynamics 

of a Raman laser system constructed using standard commercially available, fixed 

mirror Helium-Neon (He-Ne) laser cavities. This research, which is outlined in more 

detail in Chapter 2, started with the observation of many stable continuous wave 

Raman modes in commercial He-Ne laser cavities. It continued with research into the 

characteristics and the dynamics of the observed Raman modes, in particular the 

603.0 nm and 659.9 nm modes that are the focus of this project. 

The aim of this project was to develop a working system which would allow the 

investigation of any correlation between two unidirectionally coupled Raman lasers 

which were both pumped by a single liquid dye laser. A necessary condition in order 

to observe any such correlation is that Raman lasing must be observed in both lasers 

simultaneously. In order to achieve this, the cavity length of each laser must be held 

constant, such that the pump beam is simultaneously resonant in them both. This 

required simultaneous control of the cavity length of each He-Ne laser to a high level 

of accuracy. 

With these conditions met, the Raman output of one He-Ne laser was to be 

introduced into the other laser cavity (unidirectional coupling of the Raman output). A 
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further goal was to monitor the simultaneous Raman output of each Raman laser with 

the aim of establishing whether there was any correlation between the Raman signals. 

Unfortunately, despite the successful development of a cavity length control 

scheme, the power obtained from the single available pump laser was insufficient to 

observe simultaneous Raman gain in both He-Ne lasers. This precluded any 

opportunities to investigate correlation between the Raman signals of the two cavities. 

1.2. Raman Lasing, Chaos Synchronisation 

Chapter 2 contains a brief history of the discovery of the Raman scattering effect 

and the development of experimental and theoretical investigations into stimulated 

Raman scattering (SRS) and stimulated electronic Raman scattering (SERS). Also 

covered are prior investigations into the dynamics of Raman laser systems at the 

University of Otago which led to the undertaking of this project. Also discussed is a 

selection of previous research into chaos synchronisation between lasers systems. 

Proposed methods to identify any correlation between the Raman signals from 

each He-Ne laser are briefly explored in Chapter 4. Due to the inability to obtain 

simultaneous Raman lasing in both He-Ne cavities in a reasonable amount of time 

however these were never able to be implemented. 

1.3 Simultaneous Cavity Length Control 

Chapter 3 contains a detailed description of the development of the cavity length 

control system including the digital servo and its ancillary electronic and optical 

components. This system was successfully used to simultaneously stabilise and 

control the cavity length of the two He-Ne cavities in which Raman lasing was to 

occur. 

While simultaneous pump resonance was the main goal of the cavity length 

control system it was also considered important that the control system be able to 

actively control the cavity lengths of each laser over a range of scales. Fine 

adjustments of the cavity length were needed in order to ensure that the pump beam is 

simultaneously resonant with both cavities. Changes in the nature of the Raman lasing 

process occur over large cavity length ranges (thousands to tens of thousands of 

nanometers) and so the control system was also designed to be able to operate over a 

large range of cavity lengths. 
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Typically, the cavity length of a laser is controlled by mounting one of the cavity 

mirrors on a piezo driven stage, or by an intra-cavity etalon. As the lasers used in this 

project were ready-to-use commercial units with fixed mirrors these options were not 

available. Instead control of the cavity length was achieved by controlling the thermal 

expansion/contraction of the lasers as a complete unit. 

In the He-Ne lasers used 2 or 3 longitudinal 632.8 nm modes exist under the gain 

curve, and are lasing, at any one time. Small changes in the cavity length of the He-

Ne lasers results in small changes in the frequencies of these longitudinal modes. 

Monitoring the optical beat frequencies between the He-Ne lasers of interest and a 

stabilized reference He-Ne laser allows information about the change of cavity length 

of the object cavity to be obtained. This information was used as the basis of the 

feedback control servomechanism used to stabilise the cavities. 

The control system itself was implemented digitally via software running on a 

standard desktop PC. The core of the control system was a TurboPascal program 

called Henmon10 which interacted with the other equipment via various Input/Output 

cards. A spectrum analyser was used to monitor the optical beat frequencies between 

each He-Ne laser and the stabilised reference laser. He-Nemon10 periodically 

interrogated the spectrum analyser to obtain this information from which it calculated 

any changes in the cavity length. 

Algorithms implementing a Proportional-Integral-Differential (PID) feedback 

control servomechanism formed the core of He-Nemon10. When actively controlling 

or stabilising the cavity, the cavity length information was passed to the PID routines 

which output a control signal between 0 and 5 volts via digital to analogue converters. 

These control signals were used to control a current amplifier circuit driving heating 

pads wrapped about each Raman laser cavity, thereby influencing thermal 

expansion/contraction of the cavity. 

He-Nemon10 also featured a simple status display to allow real time monitoring 

of the behaviour of each Raman laser cavity and a simple menu system allowing the 

user to implement a number of functions, such as changing the target cavity length of 

each laser. 
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1.4 Simultaneous Pumping of the Two He-Ne Laser Cavities 

Chapter 4 contains a description of the optical equipment, including a method by 

which both He-Ne laser cavities were pumped from the single dye laser available and 

furthermore, a descrition of how the Raman He-Ne lasers were unidirectionally 

coupled. Figure 1.1 shows a stylised representation of the pumping and coupling of 

the two Raman He-Ne laser cavities. 

 

Dichroic mirrors reflect some wavelengths and transmit others and so provided a 

convenient way to separate or combine the pump beams and the Raman beams of 

interest. Utilising dichroic mirrors instead of blazed gratings or beam splitters to 

separate and combine the beams has the advantage that, with careful selection of the 

dichroic mirrors used; a large fraction of the power in all beams can be usefully 

conserved. 

Also in Chapter 4 is a discussion of the process used to mode-match the cavities 

to each other. As there were several lots of mode matching between cavities that 

needed to be performed and a limited number of lenses available, a small Matlab 

script was written that allowed good mode matching configurations utilising the 

available equipment to be derived easily. 

Raman He-Ne 

Raman He-Ne 

Pump Laser 
603.0 and/or 659.9 

nm Raman Beam 

603.0 and/or 659.9 

nm Raman Beam 

588.2 nm 

Pump Beam 

Combined 

Beams 

Fig 1.1. The pump laser is required to pump both Raman He-Ne cavities. 

In addition, the Raman output of one cavity is unidirectional coupled into 

the other. The Raman output of each He-Ne is monitored independently. 

(The standard 633 nm output of the He-Ne lasers is not shown) 



 

 

 

 

 

 

 

 

 

 

 

2. Raman Lasing, Digital Servos and Correlation between 

Chaotic Lasers 

This section provides an explanation of the history and theory behind Raman 

lasing and, more briefly, an exploration of some previous research into correlation 

between chaotic systems and finally a discussion of the advantages of implementing a 

digital servomechanism for this project. 

2.1. The History of the Raman Effect 

Throughout the 1920’s C.V Raman and his colleagues at the University of 

Calcutta were undertaking a considerable amount of research into the scattering of 

light by gasses, liquids and solids. In a nice illustration of the serendipity inherent in 

much of scientific progress, observations made during this research led C.V Raman to 

identify and explore the process which would bear his name and his investigations of 

which would earn him the Nobel Prize for Physics in 1930. 

In the early 1920’s, while investigating light scattered from transparent fluids, 

Raman observed, in addition to standard Rayleigh scattering, very weak scattering 

that was composed of different spectral components to the incident light. This spectral 

shifting could not be explained by the classical (Rayleigh) scattering mechanisms that 

they had been utilising in their investigations up to this point. Exhaustive purification 

of the substances used in these experiments confirmed that this was an intrinsic 
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property of the materials under investigation (water, ether, methyl alcohol and ethyl 

alcohol) and not merely the fluorescence of some impurity present in the samples 

used. This was the first unintentional, observation of Raman scattering. 

Starting in 1925 work was undertaken in an effort to further investigate and 

characterise this phenomenon in liquids, gases and vapours, Unfortunately, due to the 

very weak nature of the effect this research did not meet with much success and 

quickly stalled. Two years later during some unrelated work it was noticed that a 

sample of very pure liquid glycerine displayed the same Raman scattering effect 

observed in water and the alcohols used earlier, but in this case it was very very much 

stronger. This catalysed a period of increasingly intense research into the newly 

discovered effect utilising more specialised equipment, including telescopes and 

mercury arc lamps instead of eyes and sunlight. 

Prior to this point all observed Raman scattered spectral lines were of lower 

energy than the incident light (red shifted). Observations in crystalline materials with 

the new experimental setup allowed the identification of scattered spectral 

components of higher energy than the incident light (blue shifted). Utilising the 

wealth of new information gained, Raman and his colleagues were able to identify the 

effect as being an optical analogue to the Compton Effect and succeeded in observing 

it in a wide variety of crystalline, liquid and gaseous materials. The spectral 

components of the scattered light as compared to the incident light contain a great 

deal of information about the molecular properties of the scattering substance as the 

difference in the energies of incident and scattered quanta must be accounted for on 

the basis of energy transfer between the incident quanta and the scattering molecules 

(Raman, 1928 and Raman, 1930). 

The Raman Effect forms the basis of a large body of historical and current 

research most notably in the field of spectroscopy. The Stimulated Raman Effect is of 

considerable interest in the field of laser physics, not least for the wide, complex and 

varied behaviour of laser systems utilising the effect, and it is in this context that the 

following information is presented. 
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2.2 Raman Scattering and Stimulated Raman Scattering 

2.2.1 Raman Scattering 

Rayleigh scattering is observed as a spectral line in scattered light whose 

wavelength coincides with that of the incident light and can be understood as the re-

emission of a quantum of light, hν, from a dipole forced into oscillation by the 

absorption of an identical quantum. Spontaneous Raman Scattering differs from 

Rayleigh scattering in that a quantum of light, hνL, incident upon some material 

system is scattered into a quantum hνS. Unlike Rayleigh scattering however, the 

scatted quanta are of significantly different energy (frequency) to the incoming 

quanta. The difference in energy baSL hh   )(  is absorbed (or provided) by the 

material scattering centre. This process is illustrated in Figure 2.1. 

 

Raman was able to observe the results of this process as additional spectral 

components in the scattered light close to that of the main (Rayleigh) scattered line. 

These lines were of both longer and shorter wavelengths than the incident light and 

are known respectively as Stokes and Anti-Stokes lines. 

The excitation of the material system may be a pure electronic excitation but is 

often a rotational or vibrational excitation of a molecule. If the incident quantum is 

Energy 

State  

A

B

Stokes  Anti-Stokes  

ShLh Lh Lh Lh Sh

Raman Scattering 

Fig 2.1. Rayleigh and Raman scattering. In Raman Scattering the incident 

quantum, hνL is scattered and shifted in frequency by an amount νba where 

|νba|=|νS–νL| 

Rayleigh 

Scattering 
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scattered to a lower frequency (νL–νS<0) then the scattering centre has absorbed a 

quantum hνba and the frequency νS is called a Stokes frequency. If the atom/molecule 

is initially in an exited state then in interaction with an incident quantum hνL it may 

contribute a quantum hνba and the resulting scattered quantum, hνS, is of an anti-

Stokes frequency which is larger than the incident frequency. 

2.2.2 Stimulated Raman Scattering 

Stimulated Raman Scattering (SRS) is the process that occurs when light waves 

of frequencies νL and νS are incident upon the material system simultaneously (see 

Figure 2.2). The Raman wave of frequency νS is amplified with the addition of a 

quantum hνS and the energy of the incident Pump wave of frequency νL is decreased 

by a quantum hνL. For Stokes scattering, the material system is exited by a quantum 

hνba (Hellwarth, 1963). This process is shown in Figure 2.2, and given a material 

system with suitable properties, forms the basis of a Raman laser. 

 

Experimental investigation into SRS did not begin until the development of the 

ruby laser by T.H. Maiman (1960). In early 1962 whilst working with a Q-switched 

Ruby laser, which utilised a Kerr cell containing nitrobenzene inside the optical 

cavity; Woodbury and Ng found that the intensity of the red ruby light unexpectedly 

decreased for very high excitation of the ruby. Investigation showed a concurrent, 

strong emission in the infrared at 767.0 nm (Woodbury and Ng, 1962). This was later 

identified as stimulated Raman emission in nitrobenzene associated with the usual 

694.3 nm emission. Soon afterwards the effect was found in many liquids, several 

crystals and in hydrogen gas (see Bloembergen, 1967 and the references contained 

ShLh

Spontaneous Raman 

Scattering 

Fig 2.2. A Quantum representation of Spontaneous and Stimulated Raman 

Scattering. In Stimulated Raman Scattering the Raman wave (νS) is 

amplified whereas the Pump wave (νL) is depleted by the interaction with 

the material system. 

Stimulated Raman 

Scattering 

Shn )1( 

Lh

Snh
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therein). A further account of the first investigations into SRS may be found in 

Eckhardt et al (1962) and Zeiger et al (1963). The Ruby laser allowed the provision of 

the required intense pumping wave needed to overcome damping of the SRS effect. 

(Bloembergen, 1967). 

2.3 The Development of Raman Lasing 

2.3.1 Early Raman Lasing and Stimulated Electronic Raman Scattering 

Of interest in this project is the SRS process in atomic neon. As this occurs in an 

isolated atom this process is purely electronic and is known as Stimulated Electronic 

Raman Scattering (SERS). SERS was first observed by Ronki and Yatsiv in 

potassium atoms pumped by a strong ruby laser (Rokni and Yatsiv, 1967) and by 

Sorokin and colleagues (Sorokin et al, 1967). Sorokin et al were able to observe 

second order SERS, where the Raman scattered light of frequency νL+νba acted as the 

pump producing scattered light at a frequency of νL+2νba. SERS has been observed in 

a wide variety of atomic gases, including neon, since that time. 

The theory of SERS was developed over the 70’s and early 80’s with the earlier 

semiclassical models giving way to the more powerful quantum models over time. 

The semiclassical model of SERS separated the scattering process into two parts, 

spontaneous initiation (Wang, 1969) and the spatial propagation and amplification of 

the resulting wave (Carman et al, 1970). Other models utilising photon rate equations 

(Wynne and Sorokin, 1977), single mode models (Walls, 1970) and semiclassical 

wave equations for SRS with a multimode pump beam were proposed (Egglestone 

and Byer, 1980) (also see McRae, 2002 and the references contained therein). 

However, the unified quantum treatment that included statistical effects reviewed 

by Raymer and Mostowski (Raymer and Mostowski, 1981) and later by Raymer and 

colleagues (Raymer et al, 1985) proved to be better suited for the exploration of the 

fundamental interactions between the various participants in the SERS process. 

2.3.2 Raman Lasing in a He-Ne Laser 

The first quasi-continuous Raman laser to operate utilising the electronic 

transitions in atomic neon was done so in the afterglow of a neon-hydrogen discharge 

(Schmieder et al 1981). This Raman laser operated at 585.3 nm utilising the neon 

2p1→1s2 (Paschen notation) transition. 
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This type of Raman laser was also investigated by Musa (Musa, et al 1985) in 

Penning mixtures of Ne + Ar, and Ne + Xe in a 5 kHz radiofrequency discharge. A 

further investigation of lasing in this Raman transition was undertaken by Bunkin et al 

(Bunkin et al, 1986) by pumping a dense mixture of Ne–H2 and Ne–He–Ar with a 

high energy electron beam. Additional pulsed Raman lasing lines have been reported 

at 659.9 nm (2p2→1s2), 724.5 nm (2p10→1s4) and 703.2 nm (2p10→1s5) and 

population inversion at 588.2 nm (2p2→1s5), 594.5 nm (2p4→1s5) and 653.3 nm 

(2p7→1s3) (see Xia et al, 1993 and the references contained therein). See Appendix 1 

for a partial energy level scheme for neutral neon. 

The first continuous SERS Raman laser utilising neutral neon atoms was 

observed at 650 nm in an ultra high finesse ring cavity (Q=35200 at 633 nm) 

(Assendrup et al, 1986). Later, this 650 nm Raman line was also observed by Franke 

and colleagues in a simple standing wave resonator (Q ≤ 1000) (Franke et al, 1989). 

The standard 633 nm He-Ne output acted as a pump for the Raman emission where 

the neon was excited from the 1s4 level to a virtual intermediate level in the vicinity of 

the 2p8 level but detuned by 15.6 cm
-1

. 

Raman lasing in the available 2p→1s transitions was investigated by Xia and 

colleagues (Xia et al, 1993) who calculated the Raman gain for 7 2p→1s4 transitions 

and 7 2p→1s2 transitions and established that all 14 transitions should be visible in a 

standard He-Ne laser given cavity mirror coatings of sufficient spectral width. Also 

observed and investigated in some detail was Raman lasing at the 603.0 nm 

(2p2→1s4) and 659.9 nm (2p2→1s2) transitions. In this case the He-Ne cavity used 

was a standard commercial He-Ne cell and was pumped externally with 588.2 nm dye 

laser radiation. 

2.3.3 The Three Level Approximation and Cavity Length Effects 

Xia and colleagues (Xia et al, 1996) developed a theoretical model for Raman 

lasing based on the semiclassical three-state model which was able to qualitatively 

reproduce observed results in the same Raman laser system described in Xia et al 

(1993) and enabled insight into the process underlying the observed bistable 

behaviour (see section 2.4) in such a Raman laser. 

The three level approximation models the three electronic energy levels involved 

in Pump and Raman transitions. The two lower levels are coupled by the two photon 
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process, a simultaneous absorption of a pump photon at a frequency νp, and emission 

of a Raman photon of a frequency νR. These two lower energy levels are also coupled 

directly by collision processes (Xia et al, 1996). The two photon process is 

represented in Figure 2.3.  

 

The pump and Raman frequencies are detuned from their respective electronic 

transitions and each other. The pump detuning is given by Δ = νp – ν31 while the 

Raman detuning is given by ΔR = νR – ν32. The two photo detuning, Δ’, is a measure 

of the overall detuning of the system from an exact two photon resonance and is 

defined as the difference between the Raman and Pump detuning, Δ’ = ΔR – Δ 

(Manson et al, 1998). 

The Raman lasing process depends upon the two photon detuning being small 

and that both the Raman emission and Pump beam are resonant with the cavity. An 

implication of this is that because the pump and Raman lines are at different 

frequencies, the frequency range over which Raman lasing is able to be observed is 

restricted, this effect being dependent on the length of the lasing cavity. The cavity 

resonance frequencies for the pump and Raman lines are given in Equations 2.1 and 

2.2 respectively. 

1 

2 

3 

νp 

νR 

ν21 

ΔR Δ 

Δ’ 

Fig 2.3. A simplified energy level structure for a Raman transition used to 

illustrate two photon detuning, Δ’. Pump tuning is denoted by Δ, and 

Raman tuning by ΔR. The pump and Raman lines are denoted by νp and νR 

respectively. 
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Np and NR are large integers corresponding to the order number of the resonances and 

Ω is the free spectral range of the cavity. n(ν) is the frequency dependant refractive 

index of the gain medium and may be scaled to account for the proportion of the 

cavity occupied by the discharge. Combining these expressions with the two photon 

detuning gives Equation 2.3. 
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In the case that the pump is far from atomic resonance, the two photon detuning 

is close to zero only if the cavity free spectral range is such that ν21 is an integer 

multiple of Ω. This strict condition is relaxed when considering the frequency pulling 

effects due to strong adsorption and dispersion effects present when the pump is near 

atomic resonance. 

The form of this equation suggests aspects of a Raman lasers behaviour that are 

related to cavity length. During a typical pump frequency scan both Np and NR change 

by unity over one cavity resonance. This implies that the difference in the frequency 

dependant refractive index of the gain medium at the Raman and Pump frequencies 

determines the range of frequencies for which Raman lasing will occur (for a 

particular cavity length). Also over cavity length changes of a few microns the order 

numbers of the Raman and Pump lines (NR and Np) change given fixed Raman and 

Pump frequencies. This alters the effect of the frequency dependant refractive indices 

of the two lines and changes the range of Pump frequencies over which Raman lasing 

will occur (Xia, 1993; Xia et al 1993; Xia et al 1996; Manson et al, 1998). 

2.4 Bi-Stability and Chaos in a He-Ne Raman Laser 

Raman lasers have been observed to exhibit instabilities and chaotic behaviour 

under a range of conditions, Harrison and colleagues observed intermittent, weak and 

fully developed chaotic behaviour in the 12.8 μm Raman output of an externally 

pumped ammonia laser (Harrison and Biswas, 1985). Harrison and Lu described over 
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a series of papers theories for such behaviour in which pump behaviour and depletion 

were ignored (Harrison et al, 1989; Lu and Harrison, 1991; Lu et al, 1992; Harrison et 

al, 1994). 

Xia et al (1996) developed a separate model in which both pump depletion and 

cavity resonance effects were accounted for. Xia et al (1996) focused on the 

behaviour of two Raman lines at 603.0 nm and 659.9 nm produced by a 588.2 nm 

pump (see Xia et al, 1993 and section 2.4.3). They were able to explain the bi-stable 

switching behaviour observed in both Raman lines and the pump beam with reference 

to the cavity detuning and the Three State Approximation model developed 

concurrently with these observations. Complex polarisation dynamics have also been 

observed in the output of neon Raman lasers (Manson et al, 1998) including 

competition between orthogonal polarisations and oscillatory behaviour 

Chaotic behaviour has been observed in the Raman output at both 603.0 nm and 

659.9 nm of commercial He-Ne lasers as investigated by Xia et al and Manson et al. 

This behaviour manifests as rapid variations in the power of the Raman signal as the 

pump is swept through resonance with the cavity. The concurrent frequency pulling 

and bi-stable effects of the laser-atom interaction broaden and distort the pump 

resonance peak. 

2.5 Synchronisation of Chaos between Lasers 

The synchronisation of chaotic signals between two lasers has potential impact in 

the field of secure communications and optical spread spectrum communication 

(Goedgebuer, 1998; VanWiggeren and Roy, 1998). It has been proposed that a signal 

could be transmitted by methods such as embedding a small signal in the chaotic 

output or by parameter modulation of the laser system itself (Pecora et al, 1997). 

Synchronisation between chaotic lasers (usually unidirectionally coupled) has been 

observed for a wide variety of systems such as He-Ne lasers (Uchida et al, 2003), 

solid state lasers (Uchida et al, 2000) and optical fibre ring resonators (Suzuki and 

Imai, 2004), and including externally driven chaotic systems (Tang et al, 1998; Tang 

and Liu, 2001). 

Two dynamical systems can be said to be generally synchronised if a unique 

functional relationship exists between their states (Kocarev and Parlitz, 1996). In a 

unidirectionally coupled system the output of one chaotic system (or a portion 
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thereof) is used to drive the second, which is otherwise isolated from the first. These 

two systems are conventionally called the master and the slave respectively. Kocarev 

and Parlitz present a model for unidirectional coupled systems that implies that 

generalised synchronisation between two dynamical systems, which need not be 

identical, can occur if the response of the slave system is asymptotically stable. That 

is if the system is excited by a signal equivalent to a delta function the response of the 

system decays asymptotically to its original state. 

The simplest form of synchronisation is identical (or direct) synchronisation, in 

which the state of the slave is linearly related to the state of the master. Uchida et al 

(2003) succeeded in observing identical, inverse and general synchronisation in the 

outputs of two unidirectionally coupled He-Ne lasers in which chaotic behaviour was 

induced by feedback. In this case they did not characterise the form of the general 

synchronisation obtained. Synchronisation was identified by both producing 

correlation plots in which the outputs of the master and salve lasers are plotted against 

each other on orthogonal axes and by calculating a correlation coefficient between the 

signals (Tang et al, 1998; Uchida et al, 2000). Identical synchronisation and inverse 

synchronisation are identified by the convergence of the correlation plots onto the 

diagonal (opposite slopes) while general synchronisation is characterised by a 

definite, though not linear, structure to the correlation plot. 

2.6 Digital Servomechanisms 

The feedback servomechanism implemented in the cavity length control scheme 

for this project was done so digitally, as a piece of software interacting with and 

directing the external experimental apparatus only periodically. There were a number 

of reasons for deciding to take this option instead of developing an analogue servo. 

These included ease of compatibility with external apparatus, greatly simplified 

developmental requirements and finally the fact that the inherent advantages of an 

analogue servo are mitigated by the characteristics of the system being driven. 

 

2.6.1 Interaction with the Spectrum Analyser 

A basic constraint put upon the servo that was to be developed for this project 

was the inclusion in the control system of a spectrum analyser (SA) with which the 
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(2.4) 

(2.5) 

raw information to operate the servo is gathered. The interrogation of this device was 

an inherently digital process. Code contained in He-Nemon10 called upon the SA to 

return a value that corresponds to the frequency of a peak in the frequency spectrum. 

In addition commands were sent to find the next highest peak. 

In the case of the HP-8596E SA used the process of retrieving two frequencies 

takes approximately 0.7 seconds. This large time interval would have forced the 

effective digitisation of the drive signal even if an analogue servo was employed. 

2.6.2. Digital versus Analogue Servos 

The form of the analogue PID servo is shown in equation 2.4. In this case the 

error signal and the drive signal vary continuously. The digital equivalent of this is 

shown in Equation 2.5. In this case the error signal is discrete and is updated after a 

constant time interval of Δt. 
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An early comparison of the advantages and disadvantages of analogue and digital 

servos is given by Dalle-Molle and Defreese (Dalle-Molle and Defreese, 1979). The 

disadvantages of digital servos cited in this paper include restrictions on the control 

resolution of the system created by the digitisation of the error signal. Another 

disadvantage of digital servos cited is the limited servo locking ability when the speed 

of response of the system is very fast.  

It is easy to see that in the case for which the time interval, Δt, between iterations 

of the servo approaches zero, the behaviour of the servo approaches that of the 

equivalent analogue servo (with the same gain parameters, P, I and D). If however Δt 

becomes large enough the servo may be unable to respond to changes in the error 

signal quickly enough to lock the system. This is illustrated in Section 3.4.8. The 

value of Δt for which this becomes significant gets smaller with increasing speed of 

the system response.  

Advantages of a digital servo implemented via programmable software include 

controllable bandwidth, infinite hold if desired, and extreme flexibility in 
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development and implementation in most situations as compared to analogue 

servomechanisms (De Serio et al, 1984). 

2.6.3. Reasons for Implementing a Digital Servo 

It was decided to implement a digital servomechanism in this project for a 

number of reasons. Firstly, the method used to monitor changes in the cavity length, 

which is the basis for the error signal, produced an inherently discrete output with 

cavity length measurements made only every 0.7 seconds. 

Additional considerations were the ease of development afforded by utilising a 

software based servomechanism, the subsequent portability and scope for 

modification and customisation, and potential benefits in terms of the ease of use of 

the system. 

The use of a digital servo and the subsequent development of the 

servomechanism as a software based system provided great flexibility in 

development. Even greater benefits are the potential for the wholesale translation of 

the servomechanism to a different application and/or its continued development. 

Because the servo is software based, it would be easy to reuse much of it whilst 

changing only those parts of the code responsible for the collection of data (in this 

case the interrogation of the SA) if necessary. 

 



 

 

 

 

 

 

 

 

 

 

 

3. Cavity Length Control 

3.1. Monitoring the Cavity Length 

Accurate, simultaneous control of the cavity length of both Raman He-Ne lasers 

is required in order for the pump beam to resonate simultaneously in both cavities. 

For each Raman laser, the standard 632.8 nm He-Ne output was mixed on a 

photodiode with the 632.8 nm output of a stabilised reference He-Ne laser. The 

change in cavity length of each Raman He-Ne laser was monitored via the change in 

the beat frequencies obtained. The incremental changes in cavity length measured 

provided information about the cavity length with respect to some arbitrary value. 

Control of the cavity length of each He-Ne laser was achieved via a software 

implemented PID feedback servomechanism which controlled the current through 

heating pads wrapped around each Raman laser. This enabled the control over the 

thermal expansion of the cavities. He-Nemon10, a Turbo Pascal program, was written 

to implement the control servomechanism. This chapter provides an explanation of 

the method used to monitor the cavity lengths of each Raman He-Ne laser, implement 

the PID servo and an explanation of the structure of He-Nemon10 and some of the 

algorithms used within it. 

3.1.1 The Raman He-Ne Laser Cavities 

Both of the Raman laser cavities were Melles Griot 05-LHR-020 He-Ne lasers. 

The lasing transition is the 3s2 – 2p4 transition in atomic Neon. The resultant laser 
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radiation is at 632.8nm. The lasers have integral mirrors with reflectivity’s of  

RHR =0.9999 for the high reflector and ROC = 0.9920 for the output coupler. The lasers 

drew 6.5mA of current and emitted ~5.6mW of optical power from the output coupler 

and ~25µW from the high reflector. 

The longitudinally resonant mode frequencies of a cavity are given by 

nL

mc
fm 2

=  

where m is a large integer, n is the refractive index of the medium in the cavity and L 

is the length between the mirrors in the cavity. Each cavity has many possible 

resonant modes. Define the free spectral range of the cavity, Ω, as the difference in 

frequency of adjacent modes, fm and fm+1. 

MHz694
21 ==−=Ω + nL

c
ff mm  

Define fm as the frequency of an arbitrary Raman cavity mode. The frequency of 

the m±q th mode is fm±q = fm ± qΩ. Due to the width of the gain curve in the Melles 

Griot He-Ne lasers used, two or three longitudinally resonant modes of each cavity 

experience gain and are lasing with significant intensity simultaneously at any given 

f

Gain Curve

fm+1fm-1 fm

Fig 3.1. A representation of longitudinal modes under the gain curve for 
the Melles Griot He-Ne lasers used. Adjacent modes have orthogonal 
polarisations (indicated) and are separated by the free spectral range, Ω. 

(3.1) 

(3.2) 
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time (see Figure 3.1). Each mode is linearly polarised and adjacent modes have 

orthogonal axes of polarisation. Figure 3.1 is a representation of three longitudinal 

modes present under the gain curve of on of the He-Ne lasers used in this project. 

Each adjacent mode is orthogonally polarised. 

The weak beams emitted from the high reflectors of the Raman He-Ne’s were 

used to monitor the cavity length as, in order to pump the Raman lasing process in 

each cavity, the cavities were optically pumped via the output coupler with a strong 

588.2 nm beam. 

3.1.2. The Stabilised Reference Laser 

The reference laser, also a Melles Griot 05-LHR-020 He-Ne laser, was stabilised 

using a well known two-mode polarisation technique. A feedback servo controlling 

the power dissipated in a heating pad wrapped around the He-Ne laser was used to 

lock the modes under the gain curve to equal intensities. This resulted in the reference 

laser beam containing two longitudinal modes spaced evenly about the centre of the 

gain curve. (Balhorn et al 1972) 

3.1.3. Obtaining a Beat Spectrum 

An HP-8596E RF Spectrum Analyser was used, as shown in Figure 3.2, to 

monitor the beat frequencies between the two modes present in the stabilised 

reference He-Ne laser and the two or three modes in each Raman He-Ne laser cavity. 

PD 

Fig 3.2. Raman He-Ne and reference He-Ne beams are mixed on the fast 
photodiode (PD). The beams are made collinear by accurate superposition 
of the beam spots on both the beam splitter (BS) and the photodiode. The 
spectrum analyser picks up the beat frequencies between the modes present 
in each beam. 

Raman 
He-Ne 

BS 

Reference 
He-Ne 

Spectrum 
Analyser 
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The spectrum analyser is set to pick up the low (up to 1.5GHz) frequency 

oscillations in the photocurrent of the fast photodiode created by the optical beat 

between the modes present in the beams incident on the photodiode. 

The relative polarisations of the beams are also important with respect to the final 

intensity of the beat spectrum. The intensity of a beat between two polarised modes is 

greatest when the polarisations of the two modes are the same. The individual 

longitudinal modes from a single cavity are essentially exactly overlapping and 

collinear. Despite adjacent modes being orthogonally polarised there is a large peak at 

the free spectral range. This is due to optical elements between the laser and the 

photodiode having slight polarising effects resulting in non-orthogonal polarisations 

at the photodiode. 

In this case the weak beam from the high reflector of the Raman He-Ne lasers 

was used. The beams from the Raman cavities were much less intense than the 

reference beam and the intensities of the resultant beat amplitudes reflect this. 

 

Fig 3.3. A typical beat spectrum obtained by mixing the Raman He-Ne and 
reference He-Ne beams on a fast photodiode. 
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3.1.4 Interpretation of the Beat Spectrum 

The gain curve and free spectral range for the Melles Griot He-Ne lasers used is 

such that in the Raman He-Ne lasers up to three longitudinal modes may be 

experiencing gain, and hence lasing, at the same time. In the reference laser, only two 

modes are lasing with significant intensity due to the manner of stabilisation 

employed. The beat spectrum that results from the mixing of the beams from the 

reference and Raman He-Ne’s is a result of all of these modes. 

Unfortunately, the beat frequencies in a given beat spectrum between the 

Reference and Raman modes are not unique. The spectrum in Figure 3.3 may be 

produced by both of the mode frequency examples given in Figure 3.4. These 

examples are symmetric about the centre of the gain curve, or more generally the 

midpoint between the two reference modes. They may be considered to be 

‘reflections’ about the midpoint of the two reference modes. 

One of the consequences of this is that for the simplest experimental setup, in 

which no effort is made to orientate the polarisation axes of the Raman and Reference 

He-Ne modes or remove modes from either the Raman or reference laser beams, there 

is no simple way to tell which of the two possible Raman He-Ne mode frequency 

‘reflection’ sets gave rise to the given spectrum. Some methods for resolving this 

issue are discussed later on in the chapter. 

Each beat contains contributions from more than one Raman He-Ne mode. As 

shown in Figure 3.4. In Figure 3.4 (a) the beat at 242MHz could be the result of the 

combination of beats between the fn and fm modes and also fn+1 and fm+1 modes. In 

Figure 3.4 (b) the 242MHz beat could be the product of the combination of the beats 

between the fn and fm–1 modes and also fn+1 and fm modes. The relative strengths of the 

two contributions depend on the relative intensities of the modes concerned and the 

relative polarizations of the modes. As can be seen by comparison between Figure 3.4 

(a) and (b) will be the same for these two mode configurations. 
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Fig 3.4. Two (approximate) examples of possible Raman/Reference mode 
frequency configurations which could give rise to the beat spectrum shown 
in Figure 3.3. The reference modes are the same in each case, whereas the 
Raman modes are reflections of each other about the centre of the gain 
curve. Subscript m refers to Raman He-Ne modes while subscript n refers 
to the reference modes. Fi are beats. 
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Steady expansion of the length of the Raman cavity causes the frequency of the 

mth resonant mode to decrease at a constant rate, provided the change in cavity length 

is very small in comparison to the absolute cavity length. Modes move under the gain 

curve from the high frequency to the low frequency side. As they do so the beat 

spectrum resulting from these moving modes and the stationary reference modes also 

changes. It is easy to see that the beat spectrum will change cyclically. Define fn as the 

frequency of the lower frequency reference mode and fm as the frequency of an 

arbitrary Raman cavity mode. Consider the situation where fm = fn. As the Raman and 

reference lasers are identical, fm+1 = fn+1 also. The resultant beat spectrum would 

consist of only one peak at Ω. As the cavity expands, fm and fm+1 reduce, until the case 

where fm+1 = fn and fm+2 = fn+1. The beat spectrum for this case is identical to that 

where fm = fn, a single peak at Ω. 

3.1.5. Simplification of the Beat Spectrum 

As noted in the previous section an un-simplified beat spectrum, such as the one 

in Figure 3.3, cannot be unambiguously assigned to a particular configuration of mode 

frequencies, only to a pair of possible configurations. A consequence of this is the 

inability to distinguish between expansion and contraction of a Raman cavity based 

on measured raw beat frequencies alone. The expansion of a cavity with mode 

frequencies such as those in Figure 3.4 (a) will produce the same change in beat 

spectrum as the equivalent contraction of a cavity with mode frequencies reflected 

about the origin (as in Figure 3.4 (b)). Any simplification of the beat spectrum which 

enables the unambiguous identification of a Raman mode frequency negates this 

problem and it is worthwhile investigating if such an identification can be made. 

Reducing the number of modes that are present in the Raman He-Ne beam, the 

reference beam or both will simplify the beat spectrum. As adjacent modes are 

orthogonally polarised this could be achieved through the use of polarised beam 

splitters or other polarisation sensitive optics. 

First we can consider the changes when modes are removed from the Raman He-

Ne beam only. This was achieved as shown in Figure 3.5 by placing a polarising 

beam splitter in the path of the Raman He-Ne beam and aligning it with the beams 

polarisation axis so that every second mode is either wholly transmitted or wholly 

reflected (to within the limits of the polarising beam splitter). 
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By removing modes in this manner the beat spectrum is simplified as shown in 

Figure 3.6 and Figure 3.7. When the remaining Raman mode frequency lies between 

the reference mode frequencies two peaks that sum to the free spectral range of the 

cavity are visible (see Figure 3.6). When the remaining Raman mode lies outside of 

the reference modes two peaks whose difference is equal to the free spectral range are 

observed (see Figure 3.7). 

While this neatly enables the frequency of the transmitted Raman mode/s to be 

identified as either between the two reference modes or larger/smaller than them both, 

it unfortunately still does not resolve the ambiguity regarding modes reflected about 

the centre of the gain curve. Just as before, these reflected modes result in identical 

beat frequencies. 

By using a polarising beam splitter to remove one of the modes in the reference 

beam, in addition to removing modes from the Raman beam, a very simple beat 

spectrum in which, in most cases, there is just one peak (aside from the peak at the 

free spectral range) is obtained. Figure 3.8 shows a representation of such a case in 

which the higher frequency reference mode has been removed. The intensities of the 

obtained beat relative to some known threshold value would unambiguously indicate 

the relative positions of the Raman and reference modes. 

Fig 3.5. Raman He-Ne modes selected by polarising beam splitter (PBS). 
BS – beam splitter, PD – fast photodiode. 
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Fig 3.6. (Top) Possible resultant modes contributing to the beat spectrum 
when the Raman He-Ne beam has been passed through a PBS. In this 
example the Raman mode is in between the two reference modes. (Bottom) 
An example of the beat spectrum resulting from such a mode arrangement. 
Note: the position of each peak is accurate to the nearest 1.9 MHz 
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Fig 3.7. (Top) Possible modes contributing to the beat spectrum when the 
Raman He-Ne beam has been passed through a PBS. In this case the 
Raman mode lies outside the the frequency range bound by the two 
reference modes. (Bottom) An example of the beat spectrum resulting 
from such a mode arrangement. Note: the position of each peak is accurate 
to the nearest 1.9 MHz 
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If the Raman mode frequency, fm, was close to the reference mode, fn, only one beat 

would be observed as the fm±2 modes have negligible intensity. In the case where fm is 

very near either end of the gain curve there would be two peaks as the fm±2 mode gains 

intensity. The lower frequency of the two resultant beats would be the one resulting 

from the Raman mode at the lower frequency end of the gain curve. 

The two reflections about the remaining reference mode, fm1 and fm2 in Figure 3.8, 

can be differentiated by their intensities relative to some threshold intensity found via 

observation of the system. The threshold intensity would be the intensity of the beat 

when the Raman mode is almost degenerate with the reference mode, fm ≈ fn. In other 

words the threshold intensity is that of the beat when it is almost at 0Hz. If the 

intensity of the beat is less than the threshold value then the Raman mode must be  fm1 

(see mode intensities in Figure 3.8). If the intensity of the beat is larger than the 

threshold value then fm2 is the most likely Raman mode frequency. For the case when 

the Raman mode, fm, is on the far side of the gain curve to the reference mode the beat 

frequency would be quite large (greater than half of the free spectral range). 

Unfortunately, as the cavity expands and contracts the polarisations of each mode 

can ‘flip’ (Brand, 1989). The effect is more pronounced the more rapid the change in 

f

Cavity Modes
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fnfm1 fm2

Fa Fb

Fig 3.8. Only one mode from each laser mixed to obtain a beat spectrum. 
Two possible Raman modes that would give identical beat frequencies are 
shown, Fa = Fb. The intensity of beat Fb is larger that Fa as fm2 is more 
intense that fm1. 
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cavity length. When the polarisation of the modes flip, the mth mode and the (m±1)th 

modes swap polarisations. In a beat spectrum, such as the ones shown in Figures 3.3, 

3.6 and 3.7, where several different modes in each laser contribute to the spectrum 

this would result in pairs of peaks swapping intensities. In the case where only one 

mode from each laser contributes to the beat spectrum, the observed peak will ‘jump’ 

discontinuously to a different frequency each time the polarisations switch. This 

complication would either limit the speed at which the cavity length could be changed 

or increase the complexity of the software monitoring the cavity length. 

The sensitivity of the mode polarisations to changes in the cavity length is such 

that limiting the speed of change of the cavity length is not feasible. One of the 

desired capabilities of the control system was to access a large range of cavity lengths 

and to do so in a reasonable length of time. Changing the cavity length slowly enough 

not to prompt polarisation switching would result in impractical spans of time to 

achieve the large changes in cavity length desired. 

The software monitoring the beat frequencies could be designed so that 

polarisation flipping was recognised and compensated for in some manner. This 

would inevitably entail extra complexity and compromises that would reduce the 

stability of the control system. As this is exactly the opposite of the goal behind trying 

to obtain a simple beat spectrum in the first place the final cavity length control 

scheme does not make use of such a refined beat spectrum. 

3.1.6. Final Experimental layout and Beat Interpretation 

The scheme ultimately used in this project was, in terms of experimental layout, 

the simplest option. No attempt was made to eliminate modes from either the Raman 

or reference beams. The extra experimental complexity and lack of a clear advantage 

in terms of beat interpretation counted against the more refined schemes. Figure 3.9 

shows the layout of the optics for the cavity length control scheme, the final 

experimental layout for the full Raman laser experiment can be viewed in Appendix 

2. The resultant beat spectrum was a combination of contributions from the two 

reference modes and either two or three Raman modes. When interpreting the beat 

spectrum the intensities of the beats were ignored, only the frequencies of the beats 

were recorded, this reduced the time taken to interrogate the spectrum analyser. 
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The magnitude of the change in beat frequency per unit change in cavity length is 

the same for all variable beats in this spectrum. Because of this, in principle only one 

beat need be monitored to provide complete information about the magnitude of the 

change in the cavity length. 

Monitoring just one beat however does not provide any redundancy. The 

spectrum analyser was set to return the frequencies of the two highest peaks in the 

scan range (see Section 3.1.3). In addition the SA does not scan the complete 

frequency range between 0 MHz and 694 MHz in order to avoid the large DC (0 

MHz) and Ω (694 MHz) peaks. If there are no beat peaks present within the scan 

range then the SA will return random frequencies based upon the noise in the signal. 

Reference He-Ne laser 

BG BG 

M 
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BS BS 

BS 
L 

L 

FPD 

FPD 

Master Cavity 

Fig 3.9. Layout of the optics for the simultaneous monitoring of the cavity 
lengths of the Master and Slave Raman He-Ne lasers. The weak beam 
from the high reflector of the Raman cavities is trained on a blazed grating 
and the resultant 1st order 632.8nm beam picked off and combined with a 
portion of the reference beam. 
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BG – Blazed Grating 
M – Mirror 
BS – Beam Splitter (non-polarising) 
L – Lens 
FPD – Fast Photo Diode 
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The control system contains code to quickly identify such events in addition to code 

that would alter the mode of operation of the servo to prevent driving the cavity based 

on invalid data. 

As the Raman lasers and the reference laser are identical they have the same free 

spectral range (Ω) and so there is always a mode, fm, whose frequency is either 

degenerate with, or in between the reference modes, fn and fn+1, as shown in Figure 

3.10. The beats between this mode and the two reference modes, FA and FB, sum to Ω. 

Recording the frequencies of both beats and checking that they sum to Ω is a simple 

way to enable the control system to identify situations in which the beats either lie 

outside the range scanned by the spectrum analyser or are not being produced at all. In 

such situations the control software can alter its mode of operation (based on context) 

to prevent the servo driving the cavity incorrectly. The advantage to this approach 

over recording the frequency of just one beat is that the situations in which no valid 

beat frequencies exist are immediately obvious (the recorded beats do not sum to Ω) 

and do not require any comparison with previously recorded information. 

Recording the two beats with frequencies larger than the free spectral range adds 

no additional information as the frequency of these beats is directly related to the two 

lower frequency beats at all times. In addition recording the frequencies of these beats 

would require extra time interrogating the spectrum analyser. Recording these beats 
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Fig 3.10. There is always a Raman mode fm in the frequency range between 
the reference modes, fn and fn+1. The two beats FA and FB sum to Ω 
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would also fail to provide any extra redundancy as, in the experimental setup used, no 

easily conceivable situation exists in which the absence of one or more of the lower 

frequency beats is not matched by a corresponding absence in the higher frequency 

beats, or vice versa. 

3.1.7 Defining Mode Frequency and Establishing the Mode Frequency using 

Measured Beat Frequencies. 

The basis for calculating a change in cavity length of the Raman lasers is the 

observation of a change of a mode frequency in the 632.8nm output of these lasers. 

The frequencies of those modes experiencing gain for such a laser are on the order of 

108 MHz. Changes in the mode frequency brought about by heating the cavity as done 

in this project are typically of the order of MHz per second. Due to this large 

difference in scale between the absolute mode frequency, fm, and observed changes in 

mode frequency it is convenient to define Raman mode frequencies, Fi, in terms of 

their difference from one of the constant reference mode frequencies, fn. 

nmi ffF −=  

For the purposes of this project the Raman frequencies will be expressed in terms 

of their difference from the lower frequency of the two reference modes. The choice 

of the lower frequency reference mode is entirely arbitrary. This difference 

Fig 3.11. As the cavity expands, fm decreases. As fm decreases FB decreases 
and FA increases. The mode frequency is, fm = fn + Fi, where Fi is the 
decreasing beat, in this case FB. 
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corresponds directly to one of the two recorded beat frequencies and so one of the 

recorded beat frequencies may be assigned as the mode frequency. Which of the two 

beats should be assigned as the mode frequency may initially be found by observation 

of the system under known conditions. Thereafter it may be assigned by comparison 

with a set of the immediately preceding beats. 

As shown in Figure 3.11, when the Raman cavity expands the frequency of the 

cavity modes decrease. Heating the cavity when it is near thermal equilibrium with its 

surroundings will cause it to expand. The beat whose frequency decreases over time 

represents the mode frequency (as it was defined earlier) of the Raman mode that lies 

between the two reference modes. After the forced expansion of the cavity has ceased 

and there is no direct knowledge of whether the cavity is expanding or contracting the 

mode assignment may be made by keeping track of the appropriate beat as it changes. 

The cavity length control system contains routines that allow the mode frequency 

to be automatically selected from between the two beat frequencies by forcing the 

cavity to expand. This process is undertaken only once at the beginning of an 

experiment. It also contains routines to track the mode frequency as the cavity length 

increases and decreases. These tracking routines are used in all other circumstances 

such as when the cavity is undergoing uncontrolled drift or when the servo is 

attempting to lock the cavity to a desired length. 

As the cavity either expands or contracts the mode being tracked, fm, can leave 

the region bound by the reference modes. Because the reference laser and Raman 

laser have the same free spectral range, as it does so another mode, fm±1, enters this 

region from the other end. The control system also contains routines that cope with 

these occasions by selecting the appropriate beat for the new fm±1 mode as it enters the 

region bound by the reference modes. When the Raman lasers cavity length is 

changed by a large amount, a number of successive Raman cavity mode pass through 

the frequency range bound by the reference modes. The change in cavity length is 

calculated based on the change in frequency of the mode that is currently located 

between the two reference modes. 

Figure 3.12 shows an example of this method of establishing the mode frequency 

in action. The graphs show the raw beats and the mode frequency assigned by the 
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control software as the current through the heating pads wrapped around the cavity 

was manually varied. 

The mode being tracked by the cavity during each time period is noted, the initial 

mode is defined as the mth mode. The mode being tracked changes several times as the 

cavity expands and contracts and a particular Raman He-Ne mode leaves the range 

bound by the reference modes. 

3.1.8 Relating Changes in Mode Frequency to Changes in Cavity Length 

Changes in the mode frequencies were used find the change in cavity length of 

the Raman He-Ne laser cavities. The frequency of the longitudinally resonant modes 

changes nearly linearly as the cavity expands or contracts. The change in cavity length 

was used to build up a record of the cavity length at some time with respect to some 

arbitrary length. This arbitrary length was fixed at the start of the experiment or by the 

experimenter at some later time. 
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Fig 3.12. Raw Beat Frequencies read from the spectrum Analyser and the 
selected mode frequency based on these raw beats. The cavity length was 
manually varied by ‘twiddling’ the current through the heating pads. The 
mode frequency was selected by interpreting the raw beats in the manner 
prescribed in section 3.1.7. Several different modes were tracked in the 
course of this example, they are labelled in the plot of the mode 
frequencies. The initial mode is defined as the mth mode. 
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The optical cavity length, D, can be defined in terms of the physical cavity length, L, 

and the refractive index of the intracavity medium, n. 

nLD =  

If the optical cavity length changes by a small amount, ∆D, the frequency of the mth 

mode changes by an amount, ∆f. This is represented pictorially in Figure 3.13. 

We can define the new values as the old with the addition of small perturbations, 

∆D and ∆f. 
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Substitution allows the relationship between ∆f and ∆D to be found. 
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Fig 3.13. As the cavity length changes, so too does the frequency of the mth 
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Further substitution of fm = c/λm and Ω= 2
cD from Equation 3.2 gives 
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The absolute cavity length does not change by a significant proportion over the 

range of cavity lengths accessible by heating. For the purposes of this experiment both 

the absolute cavity length and the free spectral range may be considered constant. The 

modes that experience gain for the He-Ne laser have a wavelength (in a vacuum) of 

632.8nm. This corresponds to a frequency (in a vacuum) of ~4.74x108 MHz. 

Experimentally, the change in mode frequency measured is typically only 1-50 MHz 

and so the term in brackets may be assumed to be approximately equal to unity. The 

final relationship between change in mode frequency and cavity length used was 

Ω
∆−

=∆
2

f
D mλ

 

Where λm = 632.8nm and Ω = 694MHz. 

fMHznmD ∆×−=∆ −1. 4559.0  

This allowed any measured change in mode frequency to be translated to a change in 

cavity length. 

The spectrum analyser was set to scan a frequency range between 10 and 684 

MHz. The spectrum analyser records 400 points over this range giving a frequency 

resolution of 1.69 MHz and a cavity length resolution of 0.78 nm. Each frequency 

reading has a possible error of ± 0.85 MHz. This corresponds to a cavity length error 

3.3 

3.4 
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of ± 0.39 nm in each measurement of the change in cavity length. Figure 3.14.shows 

the calculated cavity length based on the same data as used in Figure 3.12. 

The cavity length used as the basis of the servomechanism in He-Nemon10 is the 

product of the repeated addition of incremental cavity length changes. While the 

errors in each cavity length measurement are quite large they are not purely additive 

when calculating an extended change in cavity length. This is due to the fact that this 

large error in individual measurement is due to digitisation of the beat frequency 

signal (Bevington, 1969). The cumulative error in the system (the range error) relates 

to the error in the values of the wavelength and free spectral range used in equation 

3.4. The values used were λ = 632.8 ± 0.05 nm and Ω = 694 ± 0.5 MHz. This gives an 

error in the cavity length of 0.08%. Also, the assumption of linearity made in the 

derivation of this equation adds additional error as the cumulative cavity length 

changes get larger, although this is negligible (<0.1%) for changes in cavity length of 

less than 216 µm, and as such was ignored. 
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Fig 3.14. Mode Frequencies and the cavity length calculated based on the 
changes between successive mode frequencies. The cavity lengths quoted 
are with respect to some arbitrary cavity length. 
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The ‘divots’ seen in the cavity length data in Figure 3.14 are an artefact of the 

way the cavity length control system copes with loss of beat data as the beat 

frequencies leave the range scanned by the spectrum analyser. This effect will be 

explained fully in section 3.3.6. 

3.1.9 Limitations When Monitoring Cavity Length and their Implications 

Outlined here are several limitations to the circumstances in which He-Nemon10 

is able to accurately monitor the cavity lengths of the Raman lasers. These limitations 

had implications for the stability and development of the cavity length control system. 

These aspects are considered more fully in later sections for which they are in context. 

The inherently digital nature of the monitoring scheme combined with the 

relatively long time period between successive instances of data collection results in a 

relatively low Nyquist rate of 132 nm s-1. If the rate of cavity length change is greater 

than this, aliasing will occur and the cavity length will not be calculated correctly 

(Section 3.3.8). As the sampling rate was fixed by the SA used, in order to ensure that 

the cavity length did not change at rates greater than this the drive power output by 

the control system was artificially limited to a subset of its full range. 

A follow on effect created by limiting the speed at which the servo was the able 

to change the cavity length was the necessity to introduce an integration range in the 

implementation of the servomechanism (Section 3.3.7). 

Limiting the range of frequencies scanned by the spectrum analyser so as to avoid 

the large 0 MHz and 694 MHz beats has the effect of obscuring the behaviour of the 

cavity when the reference and Raman modes are nearly degenerate. It the scheme 

outlined in the previous section of this thesis, it is assumed that when the reference 

and Raman modes are degenerate, the behaviour of the cavity does not change. It is 

assumed that if the cavity is slowly expanding when the beats leave the range scanned 

by the SA, it continues to slowly expand until the beats between the next Raman 

mode are large enough to be picked up by the SA. 

If the cavity should go from contracting to expanding or vice versa while the 

beats between the Raman and reference modes lie outside the range scanned by the 

spectrum analyser, the cavity length control scheme will not pick up this change as it 

relies upon monitoring the beats themselves for this information. The implication of 

this is that there are certain small ranges of cavity lengths corresponding to beat 



3. Cavity Length Control  38 

frequencies which lie outside the SA range for which any change in sign of expansion 

(a ‘turn-around’) will not be picked up. 

An implication for the behaviour of the cavity length control servo was that the 

servo must lock the cavity to a new target cavity length without oscillating. This 

minimised the chance of having a turn-around upon one of these ranges of obscured 

cavity lengths. For the same reasons it was also required that the target cavity length 

did not lie in one of these ranges, this was easily ensured by including code to 

automatically modify the target cavity length if such a case was identified. 

Many optimisation schemes for PID servos require recording the response of the 

system to a random (broadband) input or a range of specified inputs (Section 3.2.3). 

When such drive signals were applied to the cavities used here, the cavity length 

would invariably oscillate such that in a short time, a turn-around of the cavity would 

occur when the beats were outside the SA range. It was attempted to resolve this 

problem by post processing the cavity length data but the nature of the cavity length 

signal was such that many of these occurrences were not able to be resolved by hand 

either. This was a contributing factor towards the decision to use the Ziegler-Nichols 

tuning method when optimising the servo gain coefficients (see Section 3.2.3). 
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3.2. Controlling the Cavity Length 

Active control of the cavity length is achieved by varying the power dissipated in 

heating pads wrapped around each cavity. If the cavity is near thermal equilibrium 

and the power through the heating pads is subsequently increased then the cavity 

temperature will increase and the cavity will undergo thermal expansion. Similarly 

when the power is decreased the cavity will undergo thermal contraction. The 

magnitude of the response of the cavities to a given change in power depends to some 

extent upon its immediate environment. 

3.2.1. Heating the Cavities 

Each Melles Griot He-Ne laser tube has two Minco HK5477 Thermofoil heating 

pads (R = 12.7Ω, Imax = 1.2A) wrapped about it. The heating pads were connected in 

series to the current amplifier shown in figure 3.15. The heating pads were placed 

such that the current carrying elements were superimposed upon each other in a bifilar 

arrangement. This ensured that the net magnetic field created by the closely spaced, 

counter-propagating currents was close to zero. In conjunction with large external 

coils used to cancel earths magnetic field in the vicinity of the He-Ne discharge this 

minimised Zeeman splitting effects on the Raman lasing process. 
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Fig 3.15. The output of the Henmon10 program (0-5V) is used to control 

the current through a heating coil. The potential at the gate terminal on the 

FET is a result of the operation of the op-amp on the control potential and 

the potential of the source terminal on the FET. 
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The software based feedback servomechanism directly controlled the voltage of 

an analogue output port, with a range of voltages from 0 – 5 V. A current amplifier 

was required to control the current through the heating pads based upon this output 

voltage. An op-amp governed FET circuit modified from a previous cavity length 

control scheme (Figure 3.15) gave the desired response (O’Neill, 2002). The current 

and power response of the current amplifier to control voltage is shown in Figure 

3.16. 

The response of the current amplifier to the control voltage was linear but the 

power dissipated in the heating coil is proportional to the square of the current and so 
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Fig 3.16. Current and Power through the heating pads. Response of the 

current control circuit to input voltage. The power response is non-linear 

and while this may not pose a large problem can be easily rectified by 

scaling the computer output in a suitable fashion. 
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is non-linear. When the PID servo is locking it is not varying the power supplied over 

a large range and so this non-linear power response would not pose a large problem. 

However, one of the desired capabilities of the servo is to lock the cavities to a wide 

range of cavity lengths. Widely spaced cavity lengths will result in significant 

differences in the characteristics of the servo between these cavity lengths. This is 

problematic as the servos’ characteristics would then depend strongly on the target 

cavity length. 

The software based implementation of the servo means that the output of the PID 

servo may be easily scaled so as to provide a linear power response in the heating 

coils, negating non-linear effects in the behaviour of the servo over wide ranges of 

cavity lengths caused by a non-linear driving signal. 

The software based P.I.D servo outputs a numeric value between 0 and 15. This 

number represents the desired power dissipated in the heating pads in Watts. Using a 

servo output in Watts increases the transparency of the servomechanism which is 

worth the small effort required to scale this quantity for output as an integer via the 

digital-to-analogue converter. The drive power is limited to 15 Watts in order to avoid 

burning out the heating pads and subjecting the He-Ne laser cavity to excessive 

thermal stresses. This value in Watts is scaled to an integer value between 1 and 

65535 and written to a digital-to-analogue converter resulting in output voltages 

between 0 and 5 V. The integer written to the analogue output is: 

Power Maximum

Power Drive
maxout II   

Where I is an integer and Imax = 65535 and the maximum power output by the PID 

servo is 15 Watts. This results in a linear relationship between PID servo output and 

power dissipated in the heating coils. 

3.2.2. Feedback control and the P.I.D Servo 

Control of the cavity length was obtained by the use of a feedback control 

mechanism to lock the cavity length to some desired value. The following is a brief 

introduction to the relevant aspects of feedback control servomechanisms. For more 

extensive treatments see Phillips and Harbor (1996) or Dorf and Bishop (2005). The 

kind of feedback control used was a discrete P.I.D (Proportional, Integral, and 

Differential) servo. 
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Consider a system, H, whose output state at some time, t, is described by H(t). A drive 

signal used to control the system is based on the difference between the system state, 

H(t), and some target state, HT (see Figure 3.17). The quantity, E(t), is the known as 

the error signal and is the basis for the drive signal. 

)()( tHHtE T   

A drive signal, G(t), is calculated from the error signal using the following algorithm 

where, P, I and D are, respectively, proportional, integral and differential gain 

coefficients. 

dt

tdE
DdttEItEPtG

)(
)()(.)(    

Appropriate gain coefficients will result in the system being locked closely to the 

desired state. The proportional component of the drive signal does the bulk of the 

work in when driving the system towards the desired state whereas the integral 

component does the bulk of the work at steady state. The integral part compensates 

for losses in the system and the differential part can increase the locking speed. 

The cavity length is the basis of the error signal and is not monitored continually. 

The cavity length was only known at certain discrete times, Tn, and as such the P.I.D 

H(t) 

G(t) 

Process 

Control 

Servomechanism 

E(t) 

Fig 3.17. Configuration for feedback control. The output of the process, 

H(t) is monitored and the error signal, E(t), is used as the basis of a control 

mechanism. The control servomechanism then inputs some drive signal, 

G(t), which is based on the error signal into the process. 

Measurement 
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servo used was a discrete servo. En, the nth error value, is based on the difference 

between Ln, the nth cavity length, and LT, the target cavity length. 

nTn LLE   

The drive signal, Gn, between time Tn and Tn+1 is found using the discrete version of 

the P.I.D servo. 
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The gain coefficients for the servo that produce accurate locking depend upon the 

units of G, E and T. In the scheme used in this project E is measured in nanometres 

and T in seconds. Due to the method of driving the cavities via a current amplifier 

controlled by the output of a digital-to-analogue port (section 3.2.1), the drive signal 

could be expressed as an integer value, as a voltage, or as a power. The drive signal 

was expressed directly as a power with units of Watts. 

The natural units of the gain coefficients in these circumstances are: 
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It was convenient to represent the final drive signal as the power in Watts dissipated 

in the heating pad. While this requires the drive signal to be scaled to an integer value 

the effort required to do so is trivial and the relationship between the gain coefficients 

and the power dissipated in the heating pad is much more transparent.  

3.2.3. The Ziegler Nichols Tuning Method 

The values of the gain coefficients determine the behaviour of the driven system. 

The gain coefficients need to be optimised so that the system locks tightly to a target 

cavity length but drives towards the desired cavity length in a reasonable amount of 

time. Also, oscillation of the system as it settles is not desired as outlined in Section 

3.1.9. 

Selection of the initial gain coefficients for the Raman HeNe cavities was based 

on the Ziegler Nichols tuning method (see Ziegler and Nichols, 1942; Astrom and 

Hagglund, 1995). The Ziegler Nichols (ZN) tuning method is a heuristic method 

developed to give an indication of gain coefficients that will give rise to desired PID 
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servo behaviour based upon a few simple measures of system behaviour. Some 

manual optimisation of these gain coefficients was required to obtain a satisfactory 

control servomechanism. While the ZN tuning method is in many respects outdated 

and has been superseded by other more comprehensive methods (see Phillips and 

Harbor, or Dorf and Bishop) it was chosen for this task for a number of reasons. 

The characteristics of the servomechanism used to control the cavities in this 

project were required to be a compromise such that adequate behaviour was attained 

for all situations in which the system was to be used. The Ziegler Nichols tuning 

method is a very simple way to provide a starting point for manual exploration of the 

effect of the gain parameters. Using a more rigorous method would not negate the 

need to manually find a compromise between the behaviour of the servo at different 

lengths (corresponding to different temperatures) and is not aided by the difficulty in 

obtaining the measures of system response required (see Section 3.1.9). The benefits 

provided by alternative optimisation methods were judged to be outweighed by the 

extra complexity and process required to utilise them. 

In the ZN tuning method the response of the system to a step function is 

measured when the servo has proportional gain only. The proportional gain is 

gradually increased until sustained oscillations are observed in the response of the 

system. The critical gain coefficient, KC, is the smallest value of the proportional gain 

for which stable sustained oscillations are observed. The critical time period, TC, of 

the system is the period of the oscillations obtained when P = KC, I = 0 and D = 0. 

The method provides ‘recipes’ for various kinds of servo based on KC and TC. For 

example descriptions include tight locking in which the servo locks tightly to the 

target state but which may oscillate before settling down; no overshoot in which the 

servo is damped enough to prevent any overshoot of the target state; or some 

overshoot in which the servo is less damped and may overshoot the target state a 

small amount in the process of locking to it. 

Table 3.1 shows some ‘recipes’ for various servo behaviours based upon the 

measured values of KC and TC. Kp is the prescribed proportional gain coefficient, Ti is 

the prescribed integral time constant and Td is the prescribed differential time 

constant. 

The values of P, I and D can be found from Kp, Ti and Td as follows 
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3.2.4. The Effect of the Gain Coefficients 

Each part of the P.I.D servo contributes differently to the drive signal. Increasing 

the gain coefficients increases the strength of the drive signal. Changing the relative 

values of each gain coefficient changes the behaviour of the driven system as the 

servo drives the system towards the desired state. 

The proportional part of the drive signal is directly proportional to the error 

signal. It always drives the system towards the target state. With the exception of 

lossless systems there is a steady state offset when using a proportional only servo. 

This occurs when the effect of the drive signal is exactly balanced by losses from the 

system. In this case the cavities are constantly losing heat to their surroundings at a 

rate proportional to the temperature difference between the cavity and its 

surroundings. The larger the heat loss to the surroundings the larger the steady state 

offset of the system. Figure 3.18 shows the effect of increasing the temperature of the 

HeNe cavity upon the performance of a proportional only servomechanism. 

 Kp Ti Td 

P only 0.5 KC     

P I 0.45 KC 0.833 TC  

P I D tight control 0.6 KC 0.5 TC 0.125 TC 

P I D some overshoot 0.33 KC 0.5 TC 0.33 TC 

P I D no overshoot 0.2 KC 0.3 TC 0.5 TC 

    

 
Table 3.1. Ziegler Nichols tuning recipes. The proportional gain 

coefficient, Kp, the integral time constant, Ti, and the differential time 

constant, Td, can be found from the measured critical gain coefficient, KC, 

and the measured critical time constant, TC. 
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In a P.I servo the integral contribution to the drive signal corrects for losses. The 

integral drive signal is based on the cumulative sum of the difference between the 

system and its target state. It increases while the error signal is positive (the system is 

below the desired state) and decreases while the error signal is negative. As a 

consequence the integral component can be non zero when the error signal is zero. 

The integral drive signal may not drive the system towards the desired state at all 

times. If the integral gain is too large then a large integral drive signal can build up 

before the system reaches the desired state. This causes the servo to overshoot. The 

system will oscillate before coming to rest at the target state, or if the integral gain is 

large enough, oscillate with ever increasing amplitudes. If the losses (or gains) to the 

system change so will the strength of the contribution of the integral component of a 

well tuned servo. At steady state the integral part of the servo is responsible for the 

bulk of the drive signal and the proportional part is close to zero. Figures 3.19 and 

 

Fig 3.18. As the cavity is preheat at higher power settings (higher 

equilibrium temperatures) the rate of heat loss from the cavity is greater. 

The P only servo (P = 0.08 Wnm
-1

) locks the cavity length to increasingly 

larger offset values. 
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Fig 3.19. An example of the behaviour of a P.I servo. As the servo gets 

closer to locking the cavity to the Target length the Integral component of 

the servo does the bulk of the work. The gain coefficients were: P = 

0.02W.nm
-1

, I = 0.00175W.(s.nm)
-1

, D = 0Ws.nm
-1

 

Fig 3.20. An expanded view of the data shown in the right half of  fig 3.19. 

As the cavity length approaches the target length the proportional gain 

approaches zero. The integral component of the drive signal is non zero 

however. As the target length is approached the change in the integral 

component approaches zero. 



3. Cavity Length Control  48 

3.20 show the behaviour of a P.I servo components as it locks the cavity length to a 

desired target length. 

The differential component of the drive signal is proportional to the rate of 

change in the error signal. This allows the control system to respond to changes 

quicker than it would otherwise but comes at the cost of stability. Too large a 

differential gain coefficient will amplify any noise in the error signal. 

3.3. Henemon10 

Henemon10 is the program that was written to implement the cavity length 

control scheme. It was written in Turbo Pascal and uses a Metrabyte DASH-16 

analogue/digital data acquisition and control card for data output and a G-PIB digital 

data acquisition and control card for interrogation of the spectrum analyser. The 

program allows the user to monitor or control either one or both cavities at once. This 

section provides and overview of the workings of Henemon10, Appendix 3 contains 

more detailed explanations of the algorithms used for selected parts of Henemon10. 

3.3.1. The Structure and Capabilities of Henemon10 

Henemon10 was written in Turbo Pascal which is not an object orientated 

language and as a result has a quite linear structure (see Figure 3.21). After 

initialisation, during which all constants and variables are initialised and the Spectrum 

Analyser is remotely set up, the program enters a loop which it will only exit when 

the escape key is pressed. 

The main loop of the program calls upon procedures to collect, save, manipulate 

and display measured data; procedures to output various control signals used in the 

process of collecting data, and to control the heating coils wrapped about the HeNe 

cavities; and procedures that accept input from the user via the keyboard and modify 

the behaviour of the program accordingly. 

Data saved to disc during normal operation includes raw beat frequencies, the 

mode frequency (as defined in section 3.1.7), the calculated cavity length, the target 

cavity length and the servo drive power. These quantities are recorded for both 

cavities along with the time since Henemon10 was initiated. Henemon10 does not 
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automatically save data; instead the user can turn the data saving procedures on and 

off at will and change the file that the data is stored in without exiting Henemon10. 

Data displayed on screen during normal operation includes the date and time, the 

filename of the file used to save data. For each cavity, the raw beat frequencies, mode 

frequencies, cavity length, target cavity length, drive power, preheat power and an 

indication of whether the cavity is expanding or contracting are displayed. Also, an 

interactive menu is displayed. 

Interaction and input into Henmon10 is achieved solely through the keyboard. 

Most of the functions available to users of Henemon10 have shortcut keys to directly 

initiate them. In addition to this, a menu is displayed on-screen whose items can be 

highlighted by using the arrow keys and the highlighted item can be initiated by 

pressing the return key. 

A full list of the procedures contained within Henemon10 and a short description 

of their purpose and the algorithms contained within them can be found in Appendix 

Fig 3.21. Flow diagram showing the basic structure of Henemon10 

Henemon10.pas 

Display Date/Time/Menu 

Key Pressed? 

Collect Data 

Calculate Cavity Length 

Run PID Servo 

Display Data 

Save Data 

Update Variables 

Exit? 

Evaluate Key 

Perform Action 

Unlock SA and Quit 

Initialise 

Yes 

Yes 
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3. The remainder of section 3.3 is dedicated to describing the function of those 

procedures most important to the core function of Henemon10, controlling the cavity 

length of the Raman HeNe lasers. 

3.3.2. Collection of the Data from the Spectrum Analyser 

The process for collecting data from the spectrum analyser requires two way 

communications between the computer and the spectrum analyser. The procedure 

CollectData (Appendix B.1) contains the code that performs the following actions. 

First the input into the spectrum analyser is selected via an RF switch controlled 

via a digital output channel on the Metrabyte card. A digital output is set to 0V for the 

Master cavity photodiode signal to be input into the SA and 5V for the Slave cavity 

photodiode signal. The computer then instructs the spectrum analyser to make a single 

sweep and put the marker on the highest peak found. Further instructions are then sent 

to the SA that causes it to return the frequency, in MHz, of the marker. This is saved 

in the first spot in a two valued array, Freq1 or Freq2 depending upon which cavity 

the data is being collected for (the Master or Slave cavity). A further instruction is 

sent to the SA that sets the marker upon the next highest peak in the range. The 

frequency of this peak is also read from the SA to the second spot in the array. 

The collection of data from the spectrum analyser takes up the bulk of the time 

used for each iteration of the main loop in Henemon10. When sending a command to 

the SA it must send back an indication that it has completed the command before 

Henemon10 can continue with the next step. The total time taken to record two beat 

frequencies is 0.57 seconds. 

3.3.3. Sorting the Raw Beat Frequencies 

Reliable association of beat frequencies over time and the ability to smoothly go 

from monitoring one mode to another as the cavity length changes is essential for the 

accurate calculation of the Raman mode frequency. The cavity length control system 

relies upon measurement of changes in mode frequencies. Without reliable 

association of beat frequencies over time, measured changes in mode frequency may 

be incorrectly based on the difference between beat frequencies rather than the change 

in a mode frequency. Here the algorithmic processes that Henemon10 uses to predict 

changes in beat frequencies and sort raw beat frequencies are outlined. The procedure 
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MonitorCavity (Appendix B.2) is responsible for sorting the raw data, keeping track 

of the mode frequency and calculating the length of each cavity. 

The spectrum analyser records the intensity of the spectral components of a 

signal for 400 points across the frequency range scanned; this is a fixed property of 

the spectrum analyser. The implication of this is that the frequency resolution is tied 

directly to the range of frequencies scanned. The range of frequencies scanned by the 

spectrum analyser was set to between 10 and 684MHz for this project. The purpose 

for this is to avoid the two large peaks at 0Mhz, the DC signal, and 694MHz, the free 

spectral range beat. Both of these are much more intense than the Raman-reference 

beats and rather than devise a more complicated method of interrogating the spectrum 

analyser or increasing the number of beat frequencies recorded, which would increase 

the amount of time taken to collect the data, it was decided to avoid these beats 

entirely. The magnitude of this safety margin is flexible. For the default bandwidth 

setting on the SA (3MHz) the width of the peaks is such that they are still present at 

significant power either side of their centres for 6 or 7 MHZ. Reducing the bandwidth 

narrows the peaks but provides no greater accuracy in peak frequency measurements 

as the frequency resolution is tied to the range of frequencies scanned by the spectrum 

analyser. 

Each time the program collects the beat frequencies, F1 and F2, from the 

spectrum analyser the two beat frequencies are stored in a two valued array of real 

numbers, there are separate arrays for each cavity. For the nth iteration of the loop, the 

raw beat frequency array, Fn, would have the form,  21 FFFn  , where F1 is the 

most intense beat and F2 the next most intense beat in the range scanned by the 

spectrum analyser. The intensity of each beat changes as it moves under the gain 

curve, therefore which beat is the most intense also changes and so the beat (FA or FB 

in the notation used in section 3.2) stored in the first space in the array is not 

necessarily the same beat as was stored in that space in the last iteration. It is 

important that the program be able to recognise which new beat corresponds to which 

old beat in order to correctly work out the change in mode frequency as defined at the 

end of section 3.2. In other words the program should be able to match recorded beats 

to the appropriate preceding beat as they move about. 
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Henemon10 achieves this by making a prediction about what the current set of 

beats, Fn, should be based on the last set of beats, Fn-1, and the set of beats before that, 

Fn-2. The prediction for the new set of beats, ExpFn, is made by assuming that the 

beats change nearly linearly: 

 211   nnnn FFFExpF  

Fn-1 and Fn-2 are the last two sets of (sorted) beats. 

This is performed in the procedure MakeAPrediction which is a sub procedure of 

the MonitorCavity procedure. It then sorts the new beats using SortFreqs, another sub 

procedure of MonitorCavity. It sorts the beats so that each beat goes in the slot for 

which the prediction was closest. In the event that both the new beats are closer to one 

prediction than the other, the beat that is closest to that prediction is placed in that 

slot. This is much more robust than merely associating the beat with the closest 

previous beat as is illustrated by the example below. 

Consider the case where the two previous sets of beats, Fn-1 and Fn-2, are (in 

MHz) 

 
 2.3309.363

7.2890.406

1

2









n

n

F

F
 

And the current set of raw beats, Fn, is (in MHz and in order of beat intensity) 

 7.3213.372nF  

The closest new beat to Fn-1(1) = 363.9MHz is that at 372.3MHz, larger than Fn-1(1). 

However it is fairly easy to see from Fn-2 and Fn-1 that the beat in slot 1 is decreasing 

and the beat in slot 2 is increasing. The expected value of the beat frequency that 

would be in slot 1 returned by MakeAPrediction would be 

    MHzFFFExpF nnn 8.3210.4069.3639.363)1()1()1()1( 211    

Similarly for slot 2 

    MHzFFFExpF nnn 7.3707.2892.3302.330)1()1()1()2( 211    

So the expected frequencies for each slot would be 

 7.3708.321ExpF  

SortFreqs can then sort the new beats so that 

 3.3727.321nF  
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This is the opposite of what would result if the new beats were sorted based on only 

the previous set of beats. 

As the cavity length changes, Raman HeNe modes traverse the frequency space 

between the reference modes. As one Raman HeNe mode, fm, exits this space another, 

fm±1, enters it. MakeAPrediction can cope with this. If a prediction lies outside the 0 to 

694MHz range it is folded back into range at the other end. For example given the set 

of beats 

 4.6606.33nF  

And the previous beats 

 
 9.6787.16

8.6312.62

1

2









n

n

F

F
 

The expected frequencies for Fn based on Fn-1 and Fn-2 

 0.7268.28ExpF  

MakeAPrediction recognises this situation as corresponding to the Raman mode being 

followed leaving the frequency range bound by the reference modes. The Raman 

mode fm±1 has now entered this range however and has done so from the opposite end 

of the inter-reference frequency range (see Figure 3.4). Henemon10 now switches to 

following the fm±1 mode. 

As the spacing between both reference and Raman modes is Ω, if the Raman 

mode frequency ,fm, is an amount, Γ, less than the lower reference mode then the fm+1 

mode is the same amount, Γ, below the upper reference mode. SortFreqs folds the 

frequencies back into the range so that the expected frequencies and sorted beat 

frequencies become 

 
 6.334.660

0.322.665





nF

ExpF
 

The record of the previous beat sets is then altered so that the next prediction is 

consistent. They have Ω either added or subtracted from them. In this way the next 

prediction will be consistent with a mode coming in from the opposite end of the 

inter-reference mode range. (Note: the raw beats that are saved to disk are never 

altered) 
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The algorithms outlined above ensure that the beat frequencies are reliably 

associated between measurements over time. This provides the robust foundation for 

measuring changes in cavity length required for an effective control servomechanism. 

3.3.4. Finding the Raman HeNe Mode Frequency and Monitoring the Sign of 

Cavity Length Change 

As set out in section 3.1.7, the Raman mode frequency can be defined as the 

lower reference mode frequency plus one of the beat frequencies. As the change in 

mode frequency is the quantity used to calculate the cavity length the absolute mode 

frequency does not matter. 

As defined in section 3.1.7 the mode frequency will be expressed as the 

difference between the lower frequency reference mode and the Raman laser mode 

frequency that is between the reference modes. This directly corresponds to one of the 

beat frequencies. Which beat frequency corresponds to the mode frequency as defined 

can be established if the behaviour of the cavity is known. Henemon10 contains code 

that allows the user to force either cavity to expand by temporarily increasing the 

power dissipated in the heating pads of that cavity. 

Provided the cavity was reasonably near thermal equilibrium before this process 

is undertaken this increase in power causes a corresponding increase in cavity length. 

As the cavity length increases the Raman HeNe mode frequency decreases and the 

decreasing beat frequency can be assigned as the mode frequency. While the cavity is 

being force heated Henemon10 looks at the sorted beat frequencies and assigns the 

slot containing the decreasing beats as that containing the mode frequency. 

In ordinary operation when the cavity is not being force heated a sub procedure, 

FindDirection, was used to monitor whether the cavity was expanding or contracting 

and keep track of which slot contains the mode frequency. FindDirection compares 

the change in beat frequencies between Fn-1 and Fn-2 and between (sorted) Fn and Fn-1. 

If the sign of the change in beat frequencies changes the program assumes that the 

cavity has gone from expanding to contracting or vice versa. 

Consider the following data with the knowledge that the cavity is initially 

expanding and the mode frequency is that frequency in slot 1. 
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Finding the change in the beats 

 
 1.108.11

9.219.21

1

211









nnn

nnn

FFF

FFF
 

The sign of the change in both beats has changed and so FindDirection recognises 

that the cavity is now contracting and assigns the mode frequency based upon the 

increasing beat, still in slot 1. 

Ordinarily the procedure FindDirection is run during each iteration in the main 

loop of Henemon10 to keep track of the mode frequency. The exception is when the 

user first needs to establish which of the measured beats corresponds to the mode 

frequency; usually this is only after first starting the program. In this case the user can 

select the appropriate item from the displayed menu or use the appropriate shortcut 

key to increase the power to the heating coils of the selected cavity and suspend the 

implementation of FindDirection for four seconds. Provided the cavity is near thermal 

equilibrium this will result in expansion of the cavity and the decreasing beat is 

automatically assigned as the mode frequency. The implementation of FindDirection 

continues after these four seconds have passed and the power through the heating 

pads is returned to its previous value. 

3.3.5. Calculating Cavity Length 

The cavity length is calculated using a sub procedure of MonitorCavity, called 

FindLength. This just calculates the change in mode frequency and uses Eq 3.4 to 

obtain the change in cavity length that is then added to the current cavity length. 

In the case when the mth mode leaves the range of frequencies bounded by the 

reference modes and the (m±1)th mode enters it. FindLength calculates the change 

cavity length based on the sum of the difference of each mode to its nearest reference 

mode so as to be consistent with the actual cavity length change. 

3.3.6. Coping with Insufficient Data 

The methods outlined so far are sufficient to monitor, record and control the 

cavity length when all the necessary data is available. However, when the Raman 
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mode is within 10MHz of either reference mode, the Raman mode is out of the range 

scanned by the SA and no beats are observed. Similarly if either of the beams from 

the reference or Raman lasers get blocked no beat spectrum is observed. 

MonitorCavity contains code that can cope with this situation. In essence if no beats 

are observed Henemon10 assumes that nothing about the behaviour of the system is 

changing. Henemon10 continues to predict what the beats should be based on the 

information obtained before the beat spectrum was lost. 

In the case where no significant peaks are observed the frequencies returned to 

the program when the SA is interrogated are essentially random. In the case when 

there is just one significant peak, the SA will return two identical values when queried 

for the two highest peaks. MonitorCavity identifies when this has occurred by testing 

the raw beat frequencies using the fact that they sum to Ω (Section 3.1.6). If the beats 

do not sum to Ω or are identical then this is an indication that the information being 

recorded does not correspond to valid beat frequencies. 

If Henemon10 establishes that information being received does not correspond to 

a valid beat spectrum it stops updating the mode frequency and sorting the raw beats. 

It does however keep track of what the beat frequencies should be. As part of its 

normal operation Henemon10 records duplicate sets of the current, last and next last 

beat frequencies. When the program is running normally these are just duplicates of 

the sorted beat frequencies, they ‘ghost’ the regular beats. If the beat spectrum is lost 

for whatever reason MonitorCavity makes predictions on what the beats should have 

been based on these ‘ghost’ beats. 

The ghost beat frequencies continue changing in the way the beat frequencies 

were before the beat spectrum was lost or became abnormal. When a normal beat 

spectrum first returns, the beats are sorted on the predictions based on these ghost 

frequencies until both the last and 2
nd

 last sets of beats contain valid recorded beat 

frequencies. Table 3.2 shows an example of the raw and ghost frequencies that could 

result as the mode frequency slowly reduces and passes out of the range bound by the 

reference modes. 

Once normal beats are again being recorded the updating of the mode frequency 

is resumed. This method is effective in allowing Henemon10 to continue following 

the changes in the cavity even as the mode frequencies move out of range of the SA, 
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essential for accurate monitoring of cavity length. As a bonus it allows the HeNe 

beams to be blocked for a short time while the cavity is locked without resulting in 

problems after the beams are unblocked. 

Figure 3.14 which is reproduced below in Figure 3.22 shows ‘divots’ in the plot 

of the cavity length which are an effect of using this method. The cavity length is 

changing slowly enough that the mode frequency is outside the range scanned by the 

SA for several iterations in a row. When this occurs the mode frequency is no longer 

updated and so the calculated cavity length does not change either. When an adjacent 

mode re-enters the range scanned by the SA updating of the mode frequency and 

cavity length are resumed. The divots C and D are a special case. When there are no 

valid beats in the range scanned by the spectrum analyser, the beat frequencies 

returned by the SA will often be identical. This is used as one indication of an invalid 

beat spectrum and in the event that the beat frequencies are identical by coincidence, 

the cavity length control system will treat them as being invalid. 

Table 3.2. Table illustrating the ‘ghosting’ method used to cope with loss 

of beat information. Those numbers in bold were assigned based on 

predictions made from the ghost beats. The ghost information continues to 

change in the same way as the beats were before the beats were lost. 

Numbers are indicative only and do not represent actual data. 

 Iteration Beats  Ghost Beats  

 n±i F1 F2  GF1 GF2  

 n-18 17 677  17 677  

 n-17 15 679  15 679  

 n-16 13 681  13 681  

  n-15 11 683   11 683   
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n-13 28 529 7 687 

n-12 74 315 5 689 

n-11 211 112 3 691 

n-10 328 565 1 693 

n-9 545 647 693 1 

n-8 213 29 691 3 

n-7 623 190 689 5 

n-6 131 467 687 7 

n-5 174 208 685 9 

 n-4 683 11  683 11  

 n-3 681 13  681 13  

 n-2 679 15  679 15  

 n-1 677 17  677 17  

 n 675 19  675 19  
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3.3.7. Varying the Integration limits 

The integral drive signal relies on the sum of all the previous error signals. There 

are many cases where a large integral drive signal can build up before the system 

approaches the target cavity length. In such a case the servo will overshoot and may 

oscillate before settling on to the desired cavity length. Such a situation arises for any 

case in which the servomechanism cannot drive the cavity towards the target length 

quickly enough to prevent a large integral component building up. Such situations 

include, if the integral gain coefficient is too large, or if the ability of the servo to 

effect changes in cavity length is too weak, or if the difference between the target 

length and the current length is too large. The first case can be easily dealt with by 

reducing the integral gain coefficient. 

Fig 3.22. Mode Frequencies and the cavity length calculated based on the 

changes between successive mode frequencies. The ‘divots’ highlighted 

are a result of coping with insufficient data as the Raman mode leaves the 

range scanned by the spectrum analyser. Each instance of this is labelled 

with a letter from A – F. C and F occur when both beats are equal, this 

condition is also used as a test for an invalid beat spectrum. 

A 

C 

B 
D 

E 

F 

A 
B 

C 

D 
E 

F 
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The second two cases may be thought of as very similar. If for any reason the 

servo cannot drive the system towards the cavity length very quickly, either the target 

cavity length is too far away from the current cavity length or the servo lacks the 

power, the integral drive signal is likely to increase to a large value by the time the 

target length is reached. The system will overshoot and potentially oscillate before it 

locks to the target length. Figure 3.23 shows this effect when the power the 

servomechanism can dissipate in the heating pads wrapped around the cavity is 

artificially constrained to a small range. As the range of power accessible by the servo 

decreases, the servomechanism drives the cavity towards its target length more slowly 

for a given set of gain coefficients (the servo drives on its rails), allowing a larger and 

larger integral drive signal to build up and resulting in increasingly larger overshoot. 

One of the desired abilities of the servomechanism used in this project was the 

ability to lock to a wide range of cavity lengths. Due to the requirement of limiting the 

speed of the servo (see Section 3.3.8), it takes some time for the servo to drive the 

cavity length toward the target length for large cavity lengths (on the order of a 

minute for several thousands of nm). Unchecked, this allows the integral component 

to build up and results in a large overshoot. 

The software implementation of the servo allows an easy fix to this problem. An 

integration range is introduced. For any cavity length where the distance to the target 

is greater than this range the integral part of the servo is forced to zero. The smaller 

the integration range the closer to the target length the cavity will start the integration 

and the less opportunity the integral drive signal has to build up. The integration range 

needs to be large enough so that PD gain only will be enough to drive the cavity into 

this range. For example in Figure 3.18 the P only gain setting of 0.08Wnm
-1

 gives a 

steady state offset of approximately 80nm when the locking the cavity far from 

thermal equilibrium (preheated at 8 W), and less than when locking the cavity when it 

was closer to thermal equilibrium. An integration range less than this and the 

integrator would never start and the cavity would not be locked to the desired length. 

The integration range used for the final servo in this system was 125nm. This 

proved large enough to consistently lock the cavity to the desired length while being 

small enough that when large changes in cavity length were undertaken the integral 

drive component did not build up too much. 
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Fig 3.23. The above plots show the increasing overshoot when the servo 

power (through the heating coil) is artificially limited to 4 Watts ±2.0, 

±1.5, ±1.0 and ±0.5 Watts. (i.e., 2-6 W, 2.5-5.5 W, etc.) The smaller the 

range the slower the servo tracks towards the target value and the more 

integral drive power builds up. The gain coefficients were in each case, P = 

0.0693Wnm
-1

, I = 0.00252W(snm)
-1

, D = 0.0866Ws. nm
-1

. 
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3.3.8. The Limitations of Henemon10 

Henemon10 is subject to a number of limitations. The discrete method of 

monitoring the cavity length combined with the cyclic nature of the beat spectrum 

means that rapid changes in cavity length cannot be reliably followed. A large change 

in power to the heating pads can result in quite large changes in the cavity length in 

the time between any two subsequent measurements. The time taken for one iteration 

of the loop inside Henemon10 is ~0.57 seconds when monitoring only one cavity and 

~1.25 seconds when monitoring two cavities. The interrogation of the spectrum 

analyser takes up by far the most time of all the processes performed by Henemon10. 

This is due to the length of time it takes the SA to execute a command and send 

conformation to the computer Henemon10 is running on. As all commands have to be 

performed twice when monitoring two cavities it takes twice as long for an iteration in 

that case. 

As the part of the beat spectrum monitored is symmetrical about the 347MHz 

point (
Ω
/2) any change in mode frequency, ΔF= 

Ω
/2 + Φ, larger than this (Φ +ve) will 

result in the same beat spectrum as a change in mode frequency of ΔF = - 
Ω
/2+Φ. 

Effectively, as the rate of change of the cavity length increases the Nyquist sampling 

rate required for accurate monitoring also increases. For very rapid changes in cavity 

length this Nyquist rate can exceed the fixed sampling rate of Henemon10. 

When the cavity initially starts rapidly expanding (or contracting) so that the 

change in cavity length between measurements is greater than 
Ω
/2 the SortFreqs sub 

procedure will sort the closest beat to the previous mode beats in each slot as it will be 

predicting the beat frequencies will not change significantly. This will be the wrong 

beat. In effect Henemon10 will ‘see’ the mode frequency changing slower and with 

the opposite sign to its actual change. Henemon10 cannot correctly follow the changes 

in cavity length when the change in mode frequency is greater than 
Ω
/2 in a single 

iteration, or 132 nm s
-1

. This corresponds to a change in cavity length of 
λ
/4 = 158nm 

in around 1.5 seconds when monitoring/controlling both cavities. Even with this 

restriction large changes in cavity length can be achieved in reasonable times, it 

would still only take a few minutes to change the cavity length by 10,000 nm at ⅔ this 

rate. 

In order to avoid driving the cavity so strongly as to result in changes in cavity 

length larger than 158 nm per iteration, the power delivered to the heating pads has 
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been limited to ±2W from the preheat value. The preheat setting can be manually 

changed by the user as the servo is running in order to access the full range of cavity 

lengths accessible by the system. 

In addition to the above limitations there is a limitation on the efficacy of the 

servo with any given set of gain coefficients. While the servo may be optimised for 

low preheat powers (low cavity temperatures) as the power being dissipated in the 

heating pads increases the rate of heat loss from the cavity increases and this reduces 

the effectiveness of a servo optimised at low cavity temperatures. This could be 

solved by having the gain coefficients depend on the preheat power in some way. We 

have not done this as the servo gave acceptable behaviour at high preheat values 

despite being optimised for low temperatures. 



 

 

 

 

 

 

 

 

 

 

 

4. Experimental Method 

The following chapter details the experimental methods and the experimental 

layout of the equipment with the exception of the cavity length control system 

(Chapter 3). Figure 4.1 shows a simple schematic of the experimental setup. The full 

experimental layout may be seen in Appendix 2. 

Both Raman He-Ne cavities were simultaneously pumped by a dye laser, itself 

Ar
+
 Ion Dye Laser Master HeNe 

Slave HeNe 

OI 

OI 

PD 

PD 

588.2 nm 

Pump 

603 and/or 659 

nm Raman 

Fig 4.1. A stylised schematic of the experimental setup used in this project. 

The 588.2 nm dye laser beam is used to pump two Raman He-Ne cavities, 

the Master and the Slave. The 603 and/or 659 nm Raman beams from the 

Master He-Ne are injected into the Slave He-Ne and the Raman output of 

both monitored via the leaked beam from the high reflector (HR). OC – 

Output coupler, OI – Optical isolator, PD – Photodiode. 

OC HR 
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pumped by an Argon ion laser. The cavity lengths of the Raman He-Ne cavities were 

monitored by mixing the 632.8 nm output of each with that of a separate reference 

He-Ne (Not shown in Figure 4.1). The He-Ne cavities were mode matched to the dye 

laser (pump beam) and to each other (Raman beams). 

4.1. The Dye Laser and the Pump Beam 

The Raman Lasing process investigated here requires a pump beam of 

wavelength 588.2nm. This was supplied by a Coherent CR-699 continuous wave 

single mode ring dye laser utilising Rhodamine 6G dye in an ethylene glycol solvent 

as the gain medium. The dye laser was itself pumped using a Spectra-Physics 

Stabilite2017 argon ion laser operating at 514 nm and producing ~5W of optical 

power. The dye laser was run in a single mode regime and produced a TEM00 beam 

with a power of, at most, 200 mW and a waist of 0.75 mm diameter at the output 

coupler. 

4.1.1. Tuning and Sweeping the Frequency of the Dye Laser 

At the commencement of this project the dye laser was already tuned to the 

neighbourhood of the correct wavelength. Subsequently, during the day to day tuning 

of the dye laser to the 1s5 – 2p2 transition in atomic neon (588.2nm), it was generally 

sufficient to manually adjust intra-cavity etalons until Raman lasing was observed. In 

the case where a major overhaul of the dye laser required complete retuning, a home 

made interferometric wavemeter was used to estimate the wavelength (to within 

approximately 1x10
-3

nm) and provide a guide when manually adjusting the intra-

cavity etalons. 

The dye laser was used in conjunction with the Coherent 699-21 dye laser control 

box. This enabled the dye laser frequency to be swept. Both the speed of the sweep 

and the range could be varied by the user. The time to complete the full range of the 

sweep was continuously variable from a minimum of 0.25 seconds up to 625 seconds. 

The range could be adjusted in units of 0.01GHz (10MHz) up to a maximum of 

29.9GHz. As the free spectral range of the He-Ne cavities used was 694MHz the 

range of pump frequencies provided by the sweep was sufficient to observe Raman 

lasing at many longitudinal resonances. 
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4.1.2. Isolating the Dye Laser 

For stable operation the dye laser needed to be optically isolated from the rest of 

the experiment. Ideally this would have been achieved using a tuned Faraday optical 

isolator (Fischer, 1987); unfortunately one only Faraday isolator was available for this 

project ands this was used to isolate the Master Raman Laser from the Slave Raman 

laser. Isolation of the dye laser was achieved using an acousto-optic modulator 

(AOM). The AOM was driven with an 80 MHz signal. A large fraction of the optical 

power (~80%) can be diverted into the frequency shifted beam. Any reflections that 

counter propagate back towards the dye laser are again shifted in frequency (see 

Figure 4.2). This ensures that any back reflections have a sufficiently different 

frequency to avoid disruption of the dye laser (Smith, 1973). 

4.2. The He-Ne Lasers 

Both Raman laser cavities were Melles Griot 05-LHR-020 He-Ne lasers. One 

laser was purchase new and one was an older laser from a teaching lab. These laser 

cavities were 226.1 mm in length, with mirror reflectivities of ROC = 0.9920 and RHR 

= 0.9999 for the output coupler (OC) and high reflector (HR) respectively. These He-

Ne lasers had a free spectral range of 694 MHz and produced a waist of radius 0.3 

mm at the output coupler. The operating voltage of these cavities was 1730 V and the 

current through the discharge was 6.5 mA resulting in a total optical power output of 

at least 2 mW across two or three longitudinal modes at 632.8 nm. The free spectral 

hν 
hf hν 

h(ν+f) 

h(ν+2f) 

h(ν-f) 

hf 

hν 

h(ν+f) 

h(ν+f) 

h(ν+2f) 

Fig 4.2. (i) An AOM.A peizo-electric crystal excites an acoustic beam of 

frequency, f, in a crystal. The incident (optical) pump beam has a 

frequency, ν. The pump beam interacts with the acoustic beam to divert a 

fraction of the pump power into beams that have been frequency shifted by 

an integer multiple of f. (ii) Any counter propagating back reflections are 

shifted by a frequency 2f prior to re-entering the dye laser. 

AOM AOM 

(i) (ii) 
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range was confirmed by measurement of the beat frequencies between adjacent modes 

under the gain curve and the beam waist was confirmed by measuring the beam 

divergence using an omega meter. 

4.2.1. Pumping the Raman He-Ne’s via the Output Coupler 

Consideration was given to pumping the Raman He-Ne laser cavities via their 

high reflectors. A proposed pumping scheme for this configuration is given in Figure 

4.3. 

The primary advantage of pumping via the HR when compared to pumping via 

the OC would be the relaxing of the requirement to mix/separate the pump and Raman 

beams. This would come at the cost of reduced rates of stimulated Raman scattering, 

reducing the intensity of the resultant cw Raman lasing and perhaps resulting in the 

system falling below the pumping threshold for cw Raman output (Bhaumik, 1967). 

The brief calculation that follows illustrates that pumping via the high reflector 

would result in considerably reduced intra-cavity pump intensity when compared to 

pumping via the output coupler. 

Consider an empty cavity bounded by two non perfect mirrors with reflectivities 

of R1 and R2 as shown in Figure 4.4. If we assume that the separation of the mirrors is 

such that the round trip phase change of an EM wave inside the cavity is zero then the 

losses for this EM wave are due solely to the non-unity reflectivity of the mirrors. An 

Ar
+
 Ion Dye Laser Master HeNe 

Slave HeNe 

OI 

OI 

588.2 nm 
Pump 

603 and/or 659 

nm Raman 

Fig 4.3. A stylised schematic of an experimental setup in which the Raman 

HeNe lasers are pumped via their high reflectors (HR). The strong Raman 

beam from the output couplers (OC) will be used in the unidirectional 

coupling scheme. OI – Optical isolator. 

HR OC 
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EM wave with electric field amplitude Einc is incident upon the cavity as shown in 

Figure 4.4. Only a portion of the incident wave is transmitted into the cavity. 

10 1 REinc   

The round trip loss is such that a fraction L of the wave amplitude remains after one 

round trip, where 21RRL  . An expression for the electric field amplitude of the 

wave after n round trips can be found: 
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The total intra-cavity electric field is Equal to the sum of all the electric field 

amplitudes of the reflected beams. 
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And so the intra-cavity intensity of the wave is: 
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This is the maximum intracavity intensity of the wave, if the cavity length is such that 

Fig 4.4. A stylised schematic of an electromagnetic wave incident upon an 

empty cavity with mirrors of reflectivity R1 and R2. The maximum intra 

cavity electric field amplitude, Emax, can be calculated by assuming that the 

mirror separation is such that the round trip phase shift is zero. Emax is then 

given by the sum of E0, E1, E2, …, E∞. 
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the round trip phase shift of the EM wave is not zero then extra losses arising from 

destructive interference between reflections will be present. For the He-Ne cavities 

used the reflectivity of the high reflector is 0.9999 and that of the output coupler is 

0.9920. It has been assumed that the mirror reflectivies for the 588 nm pump beam 

will be similar to this and so it can be determined that the intra-cavity intensity when 

pumped via the output coupler is 486×Iinc and when pumped via the high reflector, 

just 6.07×Iinc. 

The relatively low calculated intra-cavity intensity in the case of pumping via the 

HR indicates that adopting this pumping scheme would at the very least drastically 

reduce the intensity of any Raman lasing in comparison to pumping via the OC. As 

the Raman output of the Master He-Ne cavity was to be the basis for the attempt to 

observe synchronisation between the two Raman laser signals it was decided to pump 

both Raman He-Ne cavities via the OC’s. This was to ensure that the Master Raman 

beam was as strong as possible giving the best chance to observe any correlation 

between the Master and Slave signals. 

4.3. The Dichroic Filters 

The Raman output of the Master He-Ne cavity was injected into the output 

coupler of the Slave Raman He-Ne (as in Figure 4.1). This was the method by which 

chaos synchronisation was to be achieved. As the Slave He-Ne was also pumped via 

the output coupler some method of combining and aligning the pump and Raman 

beams so that they were collinear was required. This could have been achieved using 

traditional beam splitters but at the cost of losing large fractions of optical power in at 

least one beam at each beam splitter. It was desired that the power of the various 

beams being combined/separated be conserved as much as possible and so the use of 

such methods was not ideal. Dispersive optics such as blazed gratings could have 

been used and although it may have been possible to conserve greater fractions of 

optical power using such optics, they would have been very complicated to set up. 

Dichroic filters reflect some wavelengths and transmit others and so provided a neat 

solution to the problem of combining beams while conserving optical power. In order 

to combine two beams with different spectral components using a DC filter, a filter 

whose transmission profile is such that it transmits some spectral components of a 

given or desired beam and reflects others is required. The two beams to be combined 
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can be superimposed on the DC filter and, through adjustment of optical mirrors, be 

made collinear. 

4.3.1. The Dichroic filters, XF2021 and XF2090 

The dichroic filters used were obtained from Omega Optical Inc. They are 

designed to be used at an incident angle of 45
o
. That light which is not transmitted is 

reflected. Two filters were obtained that had different transmission characteristics. 

The filter XF2021 (630DRLP) transmits a large fraction of the power in the 659.9 nm 

Raman beam and reflects the 588.2 nm pump beam and the 603.0 nm Raman beam. 

The filter XF2090 (445-510-600TBDR) transmits a large fraction of the power in both 

of the Raman beams and reflects only the pump beam. The transmission profiles 

(provided by Omega Optical Inc) and transmission at the specific wavelengths of 

interest are shown in Figure 4.5 and Figure 4.6. 

 

Fig 4.5. Transmission profiles for Dichroic filter XF2021. The 

transmission for the specific pump and Raman wavelengths are noted. 
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4.3.2. Combining the Pump and Raman beams 

Initially both Master Raman outputs (603.0 and 659.9nm) were injected into the 

Slave Raman cavity simultaneously (Figure 4.7.i). The filter XF2090 was used to 

combine the pump and the Raman beams. As the DC filter reflects the 588.2nm pump 

beam and transmits the Raman beams this was achieved by reflecting the pump beam 

off opposite faces of the DC filter. Careful alignment of the pump beam hitting the 

rear surface of the XF2090 filter allowed the pump beam to be superimposed upon the 

Raman output of the Master Raman laser and aligned into the Slave Raman laser. 

The two components of the Master Raman output could be injected into the Slave 

cavity independently by modifying the setup shown in Figure 4.7.i. When it is desired 

to inject just the 659.9 nm Raman component into the Slave cavity the filter XF2090 

can be replaced with the filter XF2021 (Figure 4.7.ii). XF2021 transmits only the 

659.9 nm Raman component and reflects the 588 nm pump and 603.0 nm Raman 

beams, thereby excluding the 603.0 nm Raman beam. 

Fig 4.6. Transmission profiles for Dichroic filter XF2090). The 

transmission for the specific pump and Raman wavelengths are noted. 
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Fig 4.7. The DC filters being used to separate and combine the pump and 

Raman beams. (i) Both the 603.0 and 659.9nm Raman outputs of the 

Master Raman laser are transmitted by XF2090 while the pump beam, at 

588.2nm, is reflected. Both Raman wavelengths are injected into the Slave 

Raman laser (ii) The filter XF2021 can be used to select just the 659.9nm 

Master Raman output. (iii) Both filters in series can be used to select just 

the 603.0nm Master Raman output. 
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In the case that the 603.0 nm Raman component is to injected into the Slave 

cavity while the 659.9 nm Raman component is to be excluded, leaving the filter 

XF2090 in place and replacing one of the down-beam steering mirrors with the filter 

XF2021 results in the selection of just the 603.0nm Raman line (Figure 4.7.iii). 

Using these two dichroic mirrors in this way allowed all combinations of Master 

Raman output to be injected into the slave cavity whilst simultaneously pumping both 

cavities without prohibitively large losses when combining/separating beam 

components. 

4.4. Mode Matching 

A resonant mode inside a cavity is an EM field distribution such that after a 

round trip through the cavity the shape and phase of the field is reproduced. Resonant 

modes have maximum intracavity intensities due to all higher order intracavity 

reflections interfering constructively (Verdeyen, 1995). Mode matching is the process 

of shaping a beam such that the EM field distribution matches that of a resonant mode 

of the cavity that the beam is to be injected into. It was desired that the pump beam 

should be well mode matched to each Raman He-Ne cavity so that the intra-cavity 

pump intensity was optimised and that this intra-cavity pump intensity was 

predominantly in the TEM00 (Gaussian) mode. In addition, the Master Raman He-Ne 

was required to be well mode matched to the Slave Raman He-Ne in order that the 

maximum amount of the Master Raman radiation was injected into the Slave Raman 

cavity. 

4.4.1. Gaussian Beam Propagation and the Complex Beam Parameter 

Details of Gaussian beam propagation can be found in many texts (see Verdeyen, 

1995) and so the following is only a brief outline of the relevant aspects and 

applications of the theory and a calculation of some functions used to help mode 

match the various beams and cavities for this project. 

An optical beam propagating along an axis will in general either be expanding or 

contracting, a perfectly collimated beam being prohibited by the quantum mechanical 

uncertainty principle. Also dictated by quantum mechanical uncertainty, and related to 

the divergence of the beam, is a non-zero minimum spot size. Theories of beam 
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propagation attempt to relate the spatial intensity profile of the beam at all points 

through some optical system to the divergence and wavelength of the beam. 

Consider a TEM beam propagating along the z axis with a Gaussian (TEM00) 

intensity profile along the x and y axes as shown in Figure 4.8. The beam at a point z 

may be described by the complex beam parameter, q(z). 

Rw Zzzq .)( i  



 2

0RZ  

where zw is the distance between the point z and the waist and is positive when the 

beam is diverging. ZR is the characteristic Rayleigh length of the beam and is related 

to the waist size, ω0 and the wavelength of the beam, λ. 

 

Given knowledge of the complex beam parameter at some initial point along the 

beam axis, qi, the ABCD rule can be used to find qf, the complex beam parameter 

after propagation through an optical system where the system is described by the 

propagation matrix, M. 
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A, B, C and D are the elements in the propagation matrix, M. 

Fig.4.8. Spreading of a TEM00 mode. The beam has a waist, ω0, at z = 0. 

At the Rayleigh length, ZR, the beam size is now ω(ZR) = ω0√2. The spot 

size tends asymptotically towards the dashed lines and the divergence of 

the beam is the angle θ. 
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If we restrict our attention to the case in which the initial position is on a waist (i.e. set 

z = 0 to be coincident with a waist) then the initial beam parameter, qi, contains only 

the complex term. 
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Equation 4.1 may easily be rearranged so as to give the resultant Rayleigh length, Zf, 

and distance to the waist, zw, in terms of the initial Rayleigh length, Zi, and the 

propagation matrix elements, A, B, C and D. (note: because the refractive index at the 

beginning and end of system used for this project are the same, in the derivation of 

Equation 4.2 the determinant of the propagation matrix (AD - BC) is Equal to unity. 

See Verdeyen) 
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4.4.2 Mode Matching With Lenses 

Lenses can be used to alter the propagation coefficient to create a beam with the 

desired characteristics for mode matching to a cavity. Consider a beam like that 

shown in Figure 4.9 propagating through free space for a distance z1 then through a 

lens of focal length, f1 = 
-1

/a. The variable, a, is introduced so as to tidy up some of the 

expressions obtained later. The initial complex beam parameter is qA and the 

parameter just after transmission through the lens is qint. 

(4.1) 

(4.2) 
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In order to find the final waist size and position it is not necessary to apply the 

propagation matrix corresponding to the full distance between A and B. It is sufficient 

to use just the distance z1 and the lens, all the required information is then contained 

in qint. 

BZzq .2int i  

z2 is the distance from the lens to the focus and has a negative sign in front of it to 

account for the fact that the real part of the complex beam parameter is negative when 

the beam is converging (the waist is further along the optical axis). Applying Equation 

4.2 we are able to find both z2 and ωB (via ZB). 
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The propagation matrix that gives the relationship between qA and qint is 
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Fig 4.9. A diagram representing Gaussian beam propagation through one 

lens. The lens has a focal length of f1. There are waists at A and B. The lens 

is at a distance, z1, from the initial waist, ωA. The second waist, ωB, is a 

distance, z2 from the lens. 
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When mode matching a beam to a cavity, the initial and final waist sizes are fixed 

by the characteristics of the beam and cavity (so ZA and ZB are constants). Given this 

Equation 4.4 can be rearranged to express mode matching solutions, z1, as a function 

of lens focal length, f1. 
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The conditions for a real (and thus physically realisable) solution for z1 are that the 

term inside the square root is greater than zero. 
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Figure 4.10 shows the solutions for z1 when mode matching the pump beam to either 

of the Raman He-Ne lasers. It can be seen that there are no (real) solutions for z1 when 

lenses of focal length less than 0.60 m are used. When mode matching the 603.0 nm 

Raman output of the Master Raman He-Ne into the Slave Raman He-Ne (ωA = ωB = 

0.3 mm) the minimum focal length required is 0.47 m. 

Several aspects of mode matching using a single lens proved unsatisfactory. The 

primary difficulty was a lack of lenses with sufficiently large focal lengths (Only two 

lenses of focal length ≥ 0.5 m were available). In addition the total optical path length 

between the source and the target lasers was relatively short when mode matching 

with the available lenses and it was considered that this may prevent a flexible 

arrangement of Equipment on the optical table from being implemented. For these 

reasons each cavity was mode matched using two lenses and the following section 

extends the above methods as appropriate. 

(4.3) 

(4.4.a) 

(4.4.b) 

(4.4.c) 
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4.4.3. Mode Matching with Two Lenses 

The addition of second lens as in Figure 4.11 enables us to derive a series 

functions for the separation of the lenses, s2, and the distance to the final waist, s3, 

 

Fig 4.11. A diagram representing Gaussian beam propagation through two 

lenses. The lenses have focal lengths of f1 and f2. There are waists at A, B 

and C. 
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Fig 4.10. Solutions for z1 for a λ = 588 nm beam, initial and final waist 

sizes ωi = 0.375 mm and ωf = 0.3 mm. There are no real solutions for focal 

lengths less than 0.6011 m. 
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based on z1, which is Equal to s1. These functions were used to find solutions for lens 

placement (s1, s2 and s3) based upon a know set of lenses (f1 and f2) and known initial 

and final waist sizes (ωA, and ωC). 

Using the same reasoning as that used to obtain Equations 4.3 and 4.4 we can 

define 
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The values of ZA, ZC, a and b (f1 and f2) are constants set by the lasers and lenses used. 

Because of this ZB (as expressed in Equation 4.4.a) may be considered a function of 

z1, ZB(z1). Functions giving z3 and z4 in terms of z1, thereby establishing a system of 

functions of z1, can be found by combing and rearranging Equations 4.4 to 4.7. 

The function z3(z1) can be found by combining and rearranging Equations 4.4 and 
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For a given pair of lenses and given initial and final waist sizes not all values of 

z1 will yield a non-imaginary result for z3. For those values of z1 where z3 is an 

imaginary number, a waist of the required size cannot be formed using the lenses 

specified. The condition to be met in order that there is a real solution to z3(z1) and 

z3(z1) is that the term inside the square root in Equation 4.7 is greater than zero. 
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Substitution of Equations 4.4 and 4.7 into Equation 4.5 enables the function z4(z1) to 

be found. 
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By defining the wavelength of a beam, λ; a known initial waist size (giving ZA) and a 

choosing a final waist size (giving ZB); Equations 4.3 - 4.8 enable the relationship 
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between three parameters, s1, s2 and s3 (see Figure 4.11) to be calculated. s1 is the 

distance between the first (known) waist and the first lens; s2 is the distance between 

the two lenses and s3 is the distance from the second lens to the final (desired) waist. 

11 zs  

)(z)(z 13122 zzs   

)(z 143 zs   

A simple MATLAB script was written using these functions in which z1 (or s1) is 

the independent variable and s2 and s3 are dependent variables calculated for a given 

set of lenses and initial and desired waist sizes. These scripts were used to plot s2 and 

s3 as functions of s1 for the given values of ωA, ωC, f1 and f2. In general, for a given 

value of s1 there may be either, 0, 1 or 2 (real) solutions for s2 and s3. When no real 

solution for s2 and s3 exits, a waist of the required size is not able to be formed for the 

combination of lenses used. 

4.4.4. Final Mode Matching 

There were three lots of mode matching to be achieved for the experimental 

configuration used. It was required that the Master Raman beam be mode matched to 

the Slave Raman He-Ne laser and the Pump beam be mode matched to both the 

Master and Slave Raman He-Ne lasers. In addition two lenses were used to focus the 

pump beam so that optical isolation of the dye laser could be achieved using an AOM. 

The Dye laser has a waist of radius ω0 = 0.375 mm positioned at the output coupler. 

Each 633 nm beam from the Melles Griot He-Ne lasers had a waist of radius ω0 = 0.3 

mm also at the output coupler. Fig 4.12 shows the paths each beam takes and the 

lenses on each path. 
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4.4.5. Focusing the Pump Beam for AOM Isolation 

The dye laser was isolated using an AOM situated between the lenses A and B 

(Section 4.1.2). The lenses A and B are used to focus the pump beam so that it will fit 

through the apertures of the AOM. The decision to use the AOM to isolate the dye 

laser was made after the rest of the mode matching had already been performed. For 

this reason the lenses A and B reproduce the dye lasers initial 0.375 mm waist so that 

the down stream mode matching would not be altered except as a linear translation. 

Lenses A and B both have a focal length of 0.2m. The viable solutions for lens 

placements given the above fixed values are shown in Fig 4.13. 

In Figure 4.13 there are two solutions for all values of s1 except s1 = fA = fB in 

which case there is only one solution (see Section 4.4.8). In addition, for initial lens 

placements greater than s1 = 0.4, s3 is a negative quantity. This is equivalent to a 

‘virtual’ waist. The beam divergence is same as if there were a waist of the required 

size but the beam is diverging from the second lens and no waist is actually formed 

(see Figure 4.14). 
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Fig 4.12. Stylised representation of the beam paths and lens positions used 

in the experimental setup. In order to pump the slave Raman HeNe, the 

pump beam (blue) also needs to traverse the Raman to Raman mode 

matching lenses, H and G. 
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Fig 4.13. The solutions for s2 and s3 for a λ = 588nm beam, initial and final 

waist sizes ωi = ωf = 0.375mm and lenses of focal lengths f1 = f2 = 0.2m. 

The solution for s3 represented by the dotted line becomes negative for 

values of s1 greater than 0.4 m. In this case no waist is formed after the 

second lens (see Figure 4.14). 
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Fig 4.14. Beam profiles for two valid solutions for Lenses A and B. Both 

solutions have the same asymptotic beam divergence, which is directly 

related to waist size. The second solution (s2 = 0.4 m) however does not 

produce a real waist after the second lens. 
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Solutions in which no waist is formed after the last lens are not able to be used in 

this project as the waists created by the mode matching optics must be coincident with 

the output couplers of the relevant laser cavities. 

It can be seen in Figure 4.13 that the separation of the lenses, s2, did not change a 

great deal with increasing s1. In fact there was a solution, s2 = 0.4 m for all values of 

s1. The distance between the final waist and the second lens, s3, however showed 

much more variation with s1. Above s1 = 0.4m the lower branch (s2 = 0.4 m) returns a 

negative value for s3. Physically this results in a ‘virtual’ waist as discussed above. 

The beam emerging from the second lens is diverging and its divergence is the same 

as if it had a waist of the required size. 

The values adopted for this part of the mode matching were quite arbitrarily 

chosen to be , s1 = 0.2m, s2 = 0.4m and s3 = 0.2m. Subsequent mode matching was 

performed using the resultant 0.375mm waist 0.8m from the output coupler of the dye 

laser. 

 

4.4.6. Mode Matching the Pump Beam to the Master Raman He-Ne 

Lenses C and D were used to match the pump beam to the Master Raman He-Ne. 

The 0.375 mm waist 0.2 m past lens B was used as the initial waist for this pair. The 

required final waist had a radius of 0.3 mm. Lenses with focal lengths of 0.52 m and 

0.3 m were used. Fig 4.15 shows valid solutions for s2 and s3. 

As can be seen in Figure 4.16.i there are no real solutions for s2 or s3 for s1 < 1.24 

m. In addition to this the value of s3 changes fairly rapidly with increasing values of s1 
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ωi = 0.75mm ωf = 0.75mm 

ωi ωf 

s1 = 0.2m s2 = 0.4m s3 = 0.2m 

λ = 588nm 

Fig 4.15. Represents the lenses used for the AOM isolation section of the 

pump beam path. 
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Fig 4.16. (i) for s1 < 1.2 m there are no real solutions for s2 and s3. (ii) 

Beam profile for the solution corresponding to s1 = 1.25 m, s2 = 0.980 m 

and s3 = 0.250 m. 
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above s1 = 1.24 m. Choosing an initial lens placing of s1 = 1.3 m and a lens separation 

of s2 = 0.95 m gives a result in which the total path length (2.42 m) is not so long that 

the beam requires excessive folding on the optical table and not so short as to cause 

problematic restrictions on the layout of Equipment on the optical table. The beam 

size for the adopted mode matching configuration as a function of position along 

beam axis is shown in Figure 4.16.ii and a summary of the mode matching 

configuration for lenses C and D is given in Figure 4.17. 

 

4.4.7. Mode Matching the Pump Beam to the Slave Raman He-Ne 

Mode matching the Slave Raman He-Ne cavity to the pump beam was a more 

complex as the pump beam was required to travel through lenses H and G after being 

combined on the dichroic filter with the 603.0 and 659.9 nm Raman output of the 

Master He-Ne. Lenses E and F are used to take the 0.375 mm pump beam waist after 

lens B and produce a 0.3 mm waist 0.20 m in front of lens H. In this way another 0.3 

mm waist will be produced after lenses H and G as will be shown in Section 4.4.8. 

The focal lengths of the lenses used were 0.5 m and 0.3 m. The results found using 

these two lenses were very similar to those found for lenses C and D, which is 

unsurprising given the similarity of the lenses used. As in the previous section, the 

choice of s1 and the subsequent choices between branches of the solutions was 

somewhat arbitrary. The total path length could not be too long to conveniently fold 

on the optical table or so short so that the Slave Raman He-Ne could not be placed in 

a favourable position on the optical table. The values chosen give a convenient 

median between these extremes. 

fC = 0.52 m fD = 0.3 m 

ωi = 0.375 mm ωf = 0.3 mm 

ωi ωf 

s1 = 1.30 m s2 = 0.95 m s3 = 0.17 m 

λ = 588 nm 

Fig 4.17. Represents the lenses used to mode match the pump beam to the 

Master Raman HeNe Cavity 



4. Experimental Method  85 

 

0 0.5 1 1.5 2 2.5 3
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

Beam profile: s
1
 = 1.195 m and  s

2
 = 0.93 m

postion, m

s
p
o
ts

iz
e
, 

m
m
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and s3. (ii) Beam profile for the solution corresponding to s1 = 

1.195 m, s2 = 0.93 m and s3 = 0.20 m. 
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Figure 4.18 shows the available solutions for lens positioning and the beam 

profile of the chosen solution. Figure 4.19 summarises the mode matching 

configuration for lenses E and F. 

 

4.4.8. Mode Matching the Master Raman He-Ne to the Slave Raman He-Ne 

When mode matching the output of the Master Raman laser to the Slave Raman 

laser several different wavelengths must be considered. The 603.0 nm and 659.9 nm 

Raman output of the Master Raman laser and the 588 nm pump beams must all be 

mode matched simultaneously using the same two lenses, G and H (see Figure 4.12). 

In general, the solutions obtained for s1, s2 and s3 vary with wavelength but by using 

two lenses of identical focal length a special case of s1, s2 and s3 may be exploited in 

which the initial waist is reproduced exactly following two lenses, regardless of 

wavelength. 

The following assumes a case in which the focal length of the lenses used is 

greater than the Rayleigh length of the beam to be mode matched, thus ensuring a real 

solution (Equation 4.4.c). By setting the distance between the initial waist and the first 

lens to be Equal to the focal length of the lens, the subsequent waist is at the focal 

plane of the lens. This can be shown by substitution of 
a

fz 1
11

  into Equation 4.3. 
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The size of the Rayleigh length for the intermediated beam is given by 

fE = 0.5 m fF = 0.3 m 

ωi = 0.75 mm 

ωi ωf 

s1 = 1.195 m s2 = 0.93 m s3 = 0.20 m 

λ = 588 nm ωf = 0.3 mm 

Fig 4.19. Represents the lenses used to mode match the pump beam to the 

lenses H and G. 
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Placing the second lens a distance f1 from this intermediate waist, giving a lens 

separation of s2 = 2f1, results in a final waist at the focal plane of the second lens (as 

shown before) and the final Rayleigh length is the same as the initial Rayleigh length 

which implies that the final waist is the same size as the initial waist. This result is 

independent of wavelength, and waist size. 
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The lenses H and G both had focal lengths of 0.2 m and were placed as shown in 

Figure 4.20. Lenses E and F are used to produce a 0.3 mm waist in the 588 nm pump 

beam that can be positioned 0.2 m away from the lens H. This is possible because the 

pump beam is reflected at the dichroic mirror while the Raman beams are transmitted 

(see Figure 4.12 and Section  4.3.2). Using these positions, the lenses H and G 

reproduce the waists of the 588.2 nm, 603.0 nm and 659.9 nm beams at the output 

coupler of the Slave Raman laser. 

4.5. Collection of Raman Data 

Each Raman cavity was pumped via its output coupler; therefore it was most 

convenient to use the weak beams from the high reflector to monitor the Raman 

output of each cavity as shown in Figure 4.21. The weak HR beam from each Raman 

He-Ne cavity was first trained upon a blazed grating in order to separate out the 

spectral components of the beam. The 632.8nm component of the beam was then 

fH = 0.2 m fG = fH  = 0.2 m 

ωA ωC = ωA 

s1 = fH = 0.2 m s2 = 2fH = 0.4 m s3 = fH = 0.2 m 

Fig 4.20. Reproducing a waist using two lenses of the same focal length 

and setting lens positions based upon the focal length of the lenses. 

AZ
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B
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picked off and used in the cavity length control scheme whereas the 603.0 and 

659.9nm Raman components were separated and available to be monitored 

individually. A Wollaston prism was used to separate the orthogonally polarised 

(parallel and perpendicular to the pump beam) components of each Raman line for 

individual analysis. 

 

Data was collected by using a lens to focus each beam onto a photo detector. The 

detectors used were Thorlabs PDA155 switchable gain, amplified photo detectors. 

The photodiode signal was digitised and stored at typical rates of 10
5
 samples per 

second per channel equating to a 1.6×10
3
 Hz sampling rate. 

4.6. Identifying Correlation Between Raman Signals 

The Raman signals over time for each cavity were obtained by digitising the 

signal from each photodiode and storing the values on disk. The photodiode signals 

were stored as a vector of m values between -10 V and 10 V where each element 

represents the signal at some time. 

 mRRRRR 321  

The Raman signal from the master cavity shall henceforth be referred to as M and the 

Raman signal from the slave cavity as S. 

To cavity 

length control 

optics 

BG 

M 

Raman 

HeNe 

cavity 

1
st
 order 

659.9nm 

1
st
 order 

603.0nm 

1
st
 order 632.8nm 

Fig 4.21. The weak mixed beam from the high reflector (HR) is separated 

into its spectral components on a blazed grating (BG) and the 632.8nm 

component picked off with a mirror (M) and forms part of the cavity 

length control scheme. The Raman components are split into orthogonal 

polarizations using Wollaston prisms (W) and trained upon photodiodes 

(PD). 

Combined 632.8nm and 

Raman outputs 
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A variety of methods may be used to identify whether or not M and S are related 

to each other in any way. The easiest of these is to simply plot M and S against each 

other. If M and S are directly related (M = K×S where K is a real number) then this 

will simply be a straight line. If the relationship between M and S is more complicated 

however the shape of the correlation plot will reflect this and any correlation may be 

easily missed when relying on visual inspection of such a plot. This section details 

some more powerful methods that can be used to determine the degree of similarity of 

the two Raman signals, specifically the correlation coefficient and the cross 

correlation function. 

4.6.1. The Correlation Coefficient 

The correlation coefficient, c, between two signals is one method to quantify their 

degree of similarity. The correlation coefficient between two real signals, h(t) and g(t) 

in the time interval between t1 and t2 is given below where Eh and Eg are 

normalisation parameters (Lathi, 1998). 


2

1

)()(
1

t

tgh

hg dtthtg
EE

c  

The normalisation parameter, Ex, for a signal x(t) is essentially a measure of the 

energy contained in the signal and is included in the correlation coefficient in order to 

ensure that the relative magnitude (amplitude) of the two signals does not have any 

bearing when measuring the similarity of the signals. The normalisation parameter is 

given by 


2
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2)(

t

t

x dttxE  

The correlation coefficient defined above is always within the range 

11  hgc  

In the case S = K×M, where K is some constant, then chg is Equal to either 1 or -1. 

When K is a positive number, chg = 1, whereas when K is a negative number then chg = 

-1. When chg is Equal to zero the two signals are orthogonal (unrelated). 

The Equation for the correlation coefficient has the following discrete form 

where the time interval between two consecutive measurements is Δtn = tn-1 – tn. 
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The following is the version of the above Equations that could be used in order to 

investigate the correlation between the two simultaneous Raman signals M and S. As 

each time interval, Δtn = tn – tn-1, is (approximately) constant and each sample of Mn 

and Sn was taken simultaneously the sample spacing, Δtn, cancels out. 
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4.6.2. The Cross Correlation Function 

The cross correlation function is a more powerful tool that could be used to 

establish whether there is any correlation between two signals. The correlation 

coefficient gives the measure of similarity of the two signals but is not useful if one of 

the signals is time shifted in relation to the other (see Figure 4.22). 

The cross correlation function, ψhg(τ), provides a way to identify such cases by 

allowing the signals to be shifted relative to each other. Essentially, the cross 

0hgc

t 

T 

h(t) 

g(t) 

ψhg(τ) 

0 
τ 

-T 

Correlation coefficient 

inadequate 

Cross correlation 

function identifies 

similarity 

Fig 4.22. The cross correlation function can be use to identify two similar 

signals separated in time. In these cases a single correlation coefficient is 

inadequate. 

T 



4. Experimental Method  91 

correlation function is a function of correlation coefficients with a variable shifting 

parameter, τ. Consider two signals h(t) and g(t), the cross correlation function between 

the two signals is given by 

  




 dttgth
EE gh

hg )()(
1

  

Note: when τ = 0, ψhg(τ) = chg. The discrete version of this Equation when applied to 

two simultaneously recorded Raman signals, which are finite vectors of the same 

length, m, gives Equations 4.9 (for τ>0) and 4.10 (for τ<0). 
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Again we have assumed Δtn is constant for each value of n. 

The cross correlation function can be used to find the maximum correlation 

coefficient between two signals, Ψhg-max. This maximum correlation coefficient can be 

used as a measure of the similarity of the signals. As defined for the correlation 

coefficient in Section 4.6.1, a value of Ψhg-max = 1 (or -1) indicates that the signals are 

linearly related. The value of τ for which Ψhg(τ) = Ψhg-max indicates any time shift 

between the signals. 

The auto-correlation function is a special case of the cross correlation function 

and is useful for identifying periodicity in a signal. The auto correlation function of a 

signal h is merely the cross correlation of the signal with itself, Ψhh(τ). The auto 

correlation function of a non-periodic signal will have a single peak centred on τ = 0 

and be approximately zero everywhere else. A periodic signal will exhibit an 

autocorrelation function with multiple peaks, the spacing of which are directly related 

to the time period of the periodic signal. 

 

(4.9) 

(4.10) 
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4.6.3. Applying Correlation Tools to Measured Data 

A typical Raman signal obtained as the frequency of the dye laser is swept 

through one longitudinal resonance of a He-Ne cavity is shown in Figure 4.24. The 

general morphology of the Raman signal is always similar to this and consists of a 

rapidly varying chaotic signal on top of a relatively slowly increasing ‘ramping’ 

signal (see Figure 4.23). For the Raman component polarised perpendicularly to the 

pump beam the ‘ramping’ signal is generally much less prominent. 

As the basic shape of the signals are invariant, any correlation coefficient or cross 

correlation function between two raw Master and Slave signals would likely show 

them to be quite well correlated. 

In order to obtain, as far as possible, only the correlation between the chaotic 

components of the signals it is necessary to remove the other components of the 

Raman signal. This may be done by digitally filtering the signal by taking its Fourier 

transform and removing the undesirable near-DC components before performing a 

second Fourier transform to restore the signal to the time domain (Lathi, 1998). Such 

digital post-processing is easily achieved using a wide variety of numerical modelling 

software. 

Chaotic 

signal 

Observed 

signal 

Ramping 

signal 

Fig 4.23. The observed Raman signal consists of a rapidly varying chaotic 

part and a slowly increasing ramping part. When correlating two such 

signals the two ramping parts will always be relatively well correlated 

resulting in a high value for chg even when the chaotically varying signal is 

not correlated at all. 

+ = 
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Fig 4.24. A typical Raman signal. Pump beam swept with increasing 

frequency through a single cavity resonance. The chaotic component of the 

Raman signal is atop a (generally) increasing baseline signal. 
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4.7 Interpretation of Observed Correlation 

While no investigation into the synchronisation between the Master and Slave 

Raman signals was able to be undertaken, in this section a brief outline of the 

interpretation of calculated correlation coefficients and methods that would have been 

used to ensure that this represented actual synchronisation between Raman signals are 

explored. 

4.7.1 High Correlation is not Proof of Synchronisation 

Of interest is the case in which both Raman cavities are Raman lasing 

simultaneously and in which there is unidirectional coupling of the Master Raman 

beam into the Slave cavity. The maximum correlation coefficient given by the cross 

correlation function between the Master and Slave Raman signals under such 

conditions can be expressed as ΨMS-max. A high value for ΨMS-max should not in itself be 

considered a conclusive indication of correlation between the Raman processes in 

each Raman laser. Attempts to demonstrate that the observed correlation could not be 

due to some other process should be made. It should be demonstrated that the degree 

of synchronisation observed under ideal conditions is significantly greater than that 

under adverse conditions. Ideal conditions are simultaneous Raman lasing with 

unidirectional coupling, adverse conditions would be conditions in which there was 

no chance of the Master Raman output influencing the Slave Raman lasing process. 

Two such test are described below. 

4.7.2. Comparison with Correlation between non-simultaneous Raman Lasing 

Comparison of the value of ΨMS-max to the maximum correlation coefficient found 

between two signals,    and   , in which Raman lasing was not occurring 

simultaneously could falsify the assertion that the observed correlation is due to the 

coupling of the Raman lasers (see Figure 4.25). 

By changing the cavity length of one of the Raman lasers slightly so that the 

pump beam is no longer resonant in them both simultaneously, the Master and Slave 

Raman signals obtained,    and   , cannot be directly related as they are produced at 

distinct, non-overlapping intervals. The maximum correlation coefficient between    

and    is expressed as Ψ     -max. In the case that Ψ     -max is comparable to ΨMS-max it 
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cannot be claimed that the mechanism giving rise to a high ΨMS-max is due to coupling 

of the Raman processes in the lasers. 

 

4.7.3 Simultaneous Raman Lasing Without Coupling between Raman Lasers 

Alteration of the experimental setup such that there is no coupling of the Master 

Raman output into the Slave Raman cavity could provide evidence that some process 

other than coupling between the Master and Slave Raman cavities is the cause of the 

observed synchronisation between M and S. 

Coupling between the Master and Slave cavities could be prevented by the 

introduction of a filter blocking the 603.0 nm and 659.9 nm Raman beams but 

transmitting the 588 nm pump beam or the wholesale removal of the Raman-Raman 

coupling path. The dichrioc filters can also be used by swapping their order in the 

beam path from that shown in Figure 4.7.iii (see Figure 4.26). The method using the 

dichroic filters has the advantage that no extra filters need be obtained and the overall 

layout of optics or the made matching need not be altered. 

In the case that the correlation between two signals,    and   , obtained with this 

experimental setup, is similar to that obtained between the signals M and S, it can be 

concluded that the observed correlation between M and S is not due to coupling 

between the Raman process in the Master and Slave laser, but due to some other 

process such as variations in the pump beam. 

   

Fig 4.25. The cavity lengths of the Master and Slave Raman lasers are 

adjusted such that they do not undergo Raman lasing simultaneously. 

Signals    and    are obtained. The correlation between    and    can be 

used to check the assertion that the observed correlation between M and S 

represents synchronisation due to the influence of the Master Raman laser 

upon the Slave Raman lasing process. 
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Fig 4.26. The DC filters being used to remove both components of the 

Master Raman output. This configuration of DC filters allows the 

synchronisation between simultaneous but uncoupled Master and Slave 

Raman signals to be investigated. 
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5. Results 

Presented in this chapter is the experimental data gathered whilst tuning the 

digital P.I.D servo used to drive each of the He-Ne cavities used in this project. Also 

presented is a selection of data showing aspects of the servo in action. 

5.1. Tuning the Cavity Length Control Servo 

In order to find the critical gain coefficient and critical time period of each cavity 

the Ziegler Nichols tuning method was followed (see Section 3.2.3). The preheat 

power through the heating pads was set to 4W and the cavities were left until they 

were close to thermal equilibrium with their environment. The servo was then 

activated with proportional gain only and a target length of 316 nm above the length 

at which it had started. This process was repeated for different values of proportional 

gain until definite sustained oscillation was observed. 

5.1.1 Establishing likely Servo Gain Coefficients for the Master Cavity using the 

Ziegler Nichols Method 

As shown in Figure 5.1 and Figure 5.2 sustained oscillation was observed at P = 

0.21 W.nm
-1

. This gave KC = 0.21 W.nm
-1

 and TC = 5.4 s. The following figures show 

the servo behaviour for gain coefficients given by the Ziegler Nichols tuning recipes 

for PI only (Figure 5.3), tight control (Figure 5.4), some overshoot (Figure 5.5) and no 

overshoot (Figure 5.6). This data was also obtained when the cavity had been 

preheated at 4 W. 
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Fig 5.1. The response of the Master cavity to a proportional only servo. 

The cavity was close to thermal equilibrium before each run. The target 

length in each case was 316nm above the initial cavity length. 

Fig 5.2. The response of the Master cavity to a proportional only servo. 

Significant sustained oscillations are observed at P = 0.21W.nm
-1

 and have 

a time period of 5.4s. 

(n
m

) 
(n

m
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Fig 5.3. Zeigler Nichols PI tuning. P = 0.0945Wnm
-1

, I = 0.021W(s.nm)
-1

. 

Overshoots the target length considerably and oscillates quite a lot before 

settling. 

Fig 5.4. Zeigler Nichols tight control. P = 0.126Wnm
-1

, I = 0.0458W(snm)
-

1
, D = 0.0866Ws. nm

-1
. As with the PI control, there is too much overshoot 

and oscillation. 
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Fig 5.5. Ziegler Nichols some overshoot. P = 0.0693Wnm
-1

, I = 

0.00252W(snm)
-1

, D = 0.0866Ws. nm
-1

. A well damped servo. 

Fig 5.6. Ziegler Nichols no overshoot. P = 0.042Wnm
-1

, I = 

0.0255W(snm)
-1

, D = 0.116Ws. nm
-1

. As with the PI control, there is too 

much overshoot and oscillation. 
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5.1.2 Inadequacy of Ziegler Nichols ‘Recipes’. 

While all of the Ziegler Nichols recipes lock the cavity to the desired length most 

of them exhibit significant and undesirable oscillations and overshoot. The ‘no 

overshoot’ recipe results in significant overshoot. The recipe that resulted in the least 

oscillation and overshoot was the ‘some overshoot’ recipe. This was used as the 

starting point for manual refinement of the servo. This manual refinement was done 

with the cavities preheated to 4W. 

5.1.3 Refining the Servo Gain Coefficients for the Master Cavity 

The desired servo characteristics are that there should be minimal oscillation and 

overshoot when locking the cavity to some target length. Secondary to this is that the 

time taken to lock the cavity to a new length should be reasonable. As the speed with 

which the cavity length monitoring system can track changes in the cavity length is 

limited by the Nyquist frequency of the servo (Section 3.3.8) the speed with which the 

servo can drive the cavity has been limited. Times to lock would ideally be on the 

order of seconds or minutes. 

Using the gain coefficients obtained via the ‘some overshoot’ recipe as a starting 

point, each gain coefficient (Proportional, Integral, and Differential) was varied 

individually. The following is a short summary of the observed changes in the 

behaviour of the servo, which were used to refine the gain coefficients. 

In Figure 5.7, the proportional gain coefficient, P, is increased while the other 

coefficients remain constant. The amount the servo overshoots the target cavity length 

increases with increasing proportional gain. For very small values of P the cavity may 

not overshoot at all but oscillate a few times below the target cavity length before 

integral component of the servo pulls the cavity length up to the target value. 

As shown in Figure 5.8, increasing the integral gain, I, has a similar effect. A 

larger value of I will increase the amount of overshoot, oscillation and the time taken 

for the servo to lock. A very small value of I however will mean that the servo can 

also take longer to reach the target length as the integral drive signal increases only 

slowly. 
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Fig 5.7. Shows the behaviour of the servo as the proportional gain 

coefficient is varied. I = 0.08 W(snm)
-1

, D = 0.01 Ws. nm
-1

. As P increases 

the amount of overshoot also increases. Target length is 316nm above the 

initial length in each case. 

Fig 5.8. Shows the behaviour of the servo as the integral gain coefficient is 

varied. P= 0.06 Wnm
-1

, D = 0.01 Ws. nm
-1

. As I increases the amount of 

overshoot increases. Also the degree of oscillation of the cavity length 

before it settles increases. Target length is 316nm above the initial length 

in each case. 
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5.1.4 Final Gain Coefficients for the Master Cavity 

The final gain coefficients that gave acceptable behaviour for the Master cavity at 

a preheat power of 4W were P = 0.04W.nm
-1

, I = 0.004.(nm.s)
-1

, D = 0.025Ws.nm
-1

. 

These gain coefficients give a servo that does not exhibit significant oscillation when 

tracking towards a given cavity length, locks in an acceptable time (~1 min for 316 

nm) and locks tightly to the target cavity length. Figure 5.9 and Figure 5.10 show the 

servo in operation using these gain coefficients. 

 

Fig 5.9. Behaviour of the system with the final gain coefficients. There is 

very little oscillation or overshoot. P = 0.04Wnm
-1

, I = 0.004W(snm)
-1

, D 

= 0.025Ws. nm
-1

. 
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5.1.5 Repetition of the Servo Tuning Procedure for the Slave Cavity 

The same method used to tune the servo for the Master cavity was used to tune 

the slave cavity. It was expected that the Slave cavity should have very similar 

characteristics to the Master cavity as they are the same make and model of He-Ne 

laser. 

While the housing of the Slave Cavity has a significantly greater thermal mass 

than that of the Master Cavity it is reasonable to suppose that the thermal mass of both 

housings is significantly larger than that of the laser cavities themselves. This would 

mean that the effect of the greater thermal mass of the more massive housing would 

only be felt in the long-term power required to maintain a given cavity length rather 

than the short-term response of the cavity. 

As shown in Figure 5.11 and Figure 5.12 sustained oscillation was observed at  

P = 036.nm
-1

.This gives a critical gain coefficient , KC = 0.36W.nm
-1

, and a critical 

time period of TC = 4.8s. Both values were quite similar to those for the Master cavity. 

Fig 5.10. Components of the drive signal as the cavity is being locked. 
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Fig 5.11. The response of the Slave cavity to a proportional only servo. 

The cavity was close to thermal equilibrium before each run. The target 

length in each case was 316nm above the initial cavity length. 

Fig 5.12. The response of the Slave cavity to a proportional only servo. 

Sustained oscillations are observed at P = 0.36W.nm
-1

 and have a time 

period of 4.8s. 
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5.1.6 Final Gain Coefficients for the Slave Cavity 

A repeat of the search used to find the final gain coefficients for the master cavity 

was used to find the final coefficients for the slave cavity. It was found that the same 

gain coefficients used for the master cavity also gave very good control for the slave 

cavity. This is not unexpected as they are essentially identical. The final gain 

coefficients used for the Slave cavity were also P = 0.04W.nm
-1

, I = 0.004W.(nm.s)
-1

, 

D = 0.025Ws.nm
-1

. 

Fig 5.13. Behaviour of the system with the final gain coefficients. There is 

no oscillation or overshoot. P = 0.04Wnm
-1

, I = 0.004W(snm)
-1

, D = 

0.025Ws. nm
-1

. 
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5.2. Performance of the Cavity Length Control Servo 

The performance of the cavity length control servo is explored in this section. 

Both of the major requirements for the servo, a large range and the ability to lock both 

cavities such that they are simultaneously resonant are demonstrated. 

5.2.1 Simultaneous Control of both Cavities 

The most important capability of the servomechanism is that it is able to 

simultaneously stabilise the cavity lengths of the Master and Slave Raman cavities 

such that the pump beam is simultaneously resonant in them both. Figures 5.15 and 

5.16 demonstrate that this goal was achieved. 

Both the master and Slave cavities were initially locked to arbitrary cavity 

lengths and the cavity transmission of each monitored as the pump frequency was 

swept through a range of 4 GHz, centred 20 GHz lower than the 2p2 absorption line in 

Neon. This was to avoid distortion of the shape of the resonance due to non-linear 

effects created by the absorption of the pump near line centre. The target cavity length 

for the Master cavity was then varied in small increments until simultaneous 

resonance was observed in both the Master and Slave cavities. Figure 5.14 shows the 

cavity transmission through each cavity for a range of Master Raman cavity lengths. 

Figure 5.15 shows similar data where each successive Master cavity length was varied 

by only 0.78 nm. The quoted cavity length differences, ∆, in Figures 5.14 and 5.15 

refer to the difference between the initial Master cavity length and the cavity length at 

which the data was taken. 

The significant difference in the peak widths for the master and slave cavities is 

unexpected given that the cavities are identical Melles-Griot 05 LHR 020 cavities. 

While the cavities were the same make and model, they did have significantly 

different service histories prior to being used in this project. One cavity was obtained 

from a teaching lab and one was purchased new. 
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Fig 5.14. Cavity transmission as a function of pump frequency as the Slave 

cavity length is held constant and the Master cavity length is varied. At a 

Master cavity length of ∆ = 16.91 nm the pump beam is simultaneously 

resonant with both the Master and Slave cavities. 

Pump Frequency (MHz) 

C
a
v
it
y
 T

ra
n

s
m

is
s
io

n
 (

a
rb

 u
n

it
s
) 



5. Results  109 

 

-40 -30 -20 -10 0 10 20 30 40

-2

0

2

4

6

8

10

12

14

16

18

20
Near Simultaneous Resonance

MHz

a
rb

 u
n

it
s

Slave

Master

 = 13.79 nm 

 = 14.58 nm 

 = 15.36 nm 

 = 16.14 nm 

 = 16.91 nm 

Pump Frequency (MHz) 

C
a
v
it
y
 T

ra
n

s
m

is
s
io

n
 (

a
rb

 u
n

it
s
) 

Fig 5.15. Cavity transmission as a function of pump frequency as the Slave 

cavity length is held constant and the Master cavity length is varied. At a 

Master cavity length of ∆ = 16.91 nm the pump beam is simultaneously 

resonant with both the Master and Slave cavities. The incremental changes 

in Master cavity length are equal to the cavity length resolution of the 

system. 
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5.2.2 Stability of the Cavity Length Control Servo over Time 

Figure 5.16 shows the behaviour of the system as the cavity length is locked to a 

constant value for a long period of time. The cavity length resolution of the system is 

0.78 nm and the standard deviation of the cavity length 0.28 nm for the Master cavity 

and 0.32 nm for the Slave cavity. 

The power being used by the servo varies with time over a small range over the 

course of the experiment (see Figure 5.17). While the laboratory in which the 

experiments were conducted was air conditioned the lab temperature was not 

constant. As the temperature of the room varies the rate of heat loss from the cavity 

also changes. The drive power is smaller when the room is warm and greater when the 

room is cold. 

 

Fig.5.16. Shows the servo holding the cavity length constant over a long 

period of time. The cavity length resolution is 0.78 nm and the standard 

deviation of the cavity length is 0.28 nm for the Master cavity and 0.32 nm 

for the Slave cavity. 
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5.2.3 Flexibility of the Cavity Length Control Servo 

The cavity length control servo can lock the cavity to a large range of desired 

cavity lengths provided these do not fall to too close to a length for which the Raman 

longitudinal mode frequencies are within 10MHz of the reference frequencies or a 

Raman mode frequency lies exactly half way between the two reference mode 

frequencies. 

Changes in cavity length on the order of the cavity length resolution are 

essentially instantaneous (Figure 5.18). Larger changes in cavity length take longer to 

achieve. The servo was optimised for cavity length changes of 316 nm. Changes on 

the order of 10 – 100 nm show some overshoot (Figure 5.19) but this disappears as 

the changes in cavity length get larger (Figure 5.20). 

Fig.5.17. The drive power applied to each cavity. The drive power 

required varies according to the temperature of the laboratory; the pattern 

produced is related to the mode of operation of the air-conditioning unit for 

the lab. The Slave cavity shows a smaller variation in the drive power as it 

has a more massive housing, regulating its temperature in comparison to 

the Master He-Ne. 
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Fig.5.19. Show the behaviour of the servo when changing the target cavity 

length for the Master cavity by 50 nm (<250 s) and 25 nm (>250 s) steps. 

Changing the cavity length this much results in significant overshoot. 

Fig.5.18. Changing the target cavity length by an amount equal to cavity 

length resolution, 0.78 nm. The arrows indicate the times at which the 

target length was changed. 
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5.2.4 Range of the Cavity Length Control Servo 

The range of cavity lengths accessible by Henemon10 is limited by the range of 

cavity temperatures able to be generated by the heating pad driven by the servo. 

Figure 5.21 shows an example of the cavity length control servo being used to 

increase the cavity length up to 28 micrometers above its initial length when initially 

preheated at 3.5 W. Only a fraction of the available power range (0 – 15 W) of the 

servo was utilised as shown in Figure 5.22 indicating that the maximum range of 

Henemon10 is up to several times larger still. 

Fig.5.20. Shows the behaviour of the servo when changing the target 

cavity length for the Master cavity by +158 nm, +316 nm, + 633 nm, -158 

nm, -316 nm and -633 nm. The servo overshoots only when reducing the 

cavity length. 
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Fig.5.22. The drive power applied to the cavity by the cavity length control 

servo when increasing the cavity length over a large range. Each spike 

corresponds to an instance of increasing the target cavity length. As the 

cavity length gets larger, the servo must drive the cavity harder. 

Fig.5.21. Increasing the cavity length in roughly even steps of several 

hundred nm up to a maximum of 28,000 nm. 



 

 

 

 

 

 

 

 

 

 

 

6. Discussion 

6.1. Efficacy of Cavity Length Control and Pumping Systems 

The aim of this project was to construct a system which would allow the 

investigation of any correlation between two unidirectionally coupled Raman lasers. 

This required the construction of an experimental scheme in which a single dye laser 

was used to pump a Raman lasing transition in atomic neon in two commercial HeNe 

lasers. Also required was a servomechanism which enabled simultaneous, accurate, 

robust and flexible control of the cavity lengths of both lasers. The system constructed 

utilised dichroic mirrors in the pumping scheme in order to achieve the best possible 

intracavity pump, and Raman, intensities. Control of the cavity length was achieved 

via control of the thermal expansion/contraction of the Raman laser cavities as a 

whole. The basis of the cavity length control system was a digital PID servo 

controlling heating pads wrapped around each cavity. Monitoring of the cavity length 

(or rather the changes in the cavity length) of each Raman lasers was achieved by 

monitoring the optical beats between the 632.8 nm modes of the Raman lasers and a 

stabilised reference laser. 

6.1.1 The Efficacy of Henemon10 

Overall, Henemon10 (see chapter 3) and its associated physical and optical 

components (see chapter 4) gave a good level of control over both cavities. It was able 

to perform the job required of it, was user friendly, and was robust. 
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Chapter 5 details the performance of the system including its ability to stabilise 

the cavity lengths of both of the Raman lasers simultaneously in addition to actively 

controlling the cavity lengths of each Raman laser. 

In general the system was able to hold the cavity length constant to within ± 0.78 

nm of its target length with occasional small fluctuations of up to two or three times 

this amount. The system was also able to hold the cavity length stable for long periods 

of time (tens of hours) without loosing lock. It seems reasonable that in the absence of 

large external perturbations of the system or equipment failure it would be able to 

maintain locking indefinitely. 

The level of control achieved over the cavity length of each Raman laser was fine 

enough that the cavity length of both Raman cavities was able to be held steady such 

that the pump beam was resonant in both cavities at the same time, thus meeting a 

major stated goal of this project. 

The range of cavity lengths accessible by the system is more than adequate to 

investigate the variability of the Raman lasing process over tens of thousands of 

nanometres. 

6.1.2 The Servomechanisms Ancillary Components 

Using the 632.8 nm beam from the high reflector of each Raman laser in the 

cavity control servo was useful. While this beam has very low intensity and its first 

order diffracted beam was mixed with the reference beam which reduces the incident 

power even further, the intensity of the resulting beat spectrum was well within the 

range of sensitivity of the spectrum analyser used. Using the beam form the high 

reflector in this way avoids extra complexity in the optical system in front of the 

Raman lasers, increasing the fraction of pump power available to stimulate Raman 

lasing. 

Those parts of the cavity length control system that were not software based such 

as the current control FET circuits proved reliable and easy to construct. 

6.1.3 The Pumping Scheme 

The dichroic mirrors used in the pumping scheme proved to be a good way to 

maximise the proportion of the pump power entering the Raman cavities when 

compared to a scheme based on dispersive optics or beam splitters. As an added 



6. Discussion  117 

benefit they also reduce the complexity of the experimental layout as they are 

designed to be used at incident angles of 45° thus simplifying the position of optics 

and equipment on the optical table. 

6.1.4 Failure to obtain simultaneous Raman lasing 

The second major goal of this project was to attempt to detect any correlation in 

coupled Raman lasing. Sufficient pump power to simultaneously pump both Raman 

cavities was not attained over the course of this project and so this goal was not 

achieved. 

The maximum single mode 588.2 nm optical power attained from the pump laser 

when the cavity length control system was operational was on average slightly greater 

than 100 mW. By wholly transmitting the pump beam to either the Master or Slave 

Raman laser cavity, each cavity received around 65 mW optical pump power at the 

output coupler, and Raman lasing was observed in them both individually. Once the 

pump beam had been split and transmitted through the optics to each Raman He-Ne 

cavity however, the power had been reduced to ~ 25 mW per cavity (for simultaneous 

pumping), and as a result simultaneous Raman lasing was not observed. 

6.2 Further Work 

Despite the success of Henmon10 and the cavity length control system developed 

for this project there is scope for improvement. 

6.2.1 Monitoring Just One Beat Frequency 

Henemon10 monitors two beats between 0 Mhz and the free spectral range, 694 

MHz. These beats are related in that the sum of the frequencies of these two beats 

adds up to 694 MHz. 

Henemon10 uses the sum of the two recorded beats as a check to ensure that the 

system is working correctly. If the user was willing to forgo this check, or devise 

another way to ensure the validity of the recorded data, the requirement to scan a 

frequency range from 0 to 694 MHz may be abandoned. This would give the user the 

option of choosing to only scan a frequency range of 0 to 347 MHz and record the 

frequency of the single beat below this that is always present. 
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The dual advantages of this are an increase in cavity length resolution and a 

decrease in the iteration time of the servo. The spectrum analyser used records the 

intensity of 400 points across its frequency range; reducing this range increases 

frequency resolution and hence, the cavity length resolution. By only recording one 

beat the amount of interaction with the spectrum analyser per iteration is decreased, 

reducing the time it takes. Recording the frequency of just one peak would halve the 

time taken for a iteration of the servo from the current 0.57 seconds to around 0.29 

seconds. 

6.2.2 Interrogation of the Spectrum Analyzer 

The time taken to interrogate the spectrum analyser used in this project accounts 

for by far the largest fraction of the time taken for an iteration of the PID servo. 

Reducing this time by using a different spectrum analyser may improve the 

performance that is obtainable from Henemon10, although some alteration of the 

program code would be required to effect this change. 

6.2.3 Optical Components 

The Raman lasing process under investigation requires the intra-cavity pump 

intensity to be above threshold. One difficulty faced in this project was the inability to 

obtain enough pump power to simultaneously pump both Raman lasers above this 

threshold. The large number of optical components in the pump beam, especially the 

branch leading to the Slave Raman cavity, scatter and reflect a great deal of the pump 

intensity. This problem could be mitigated by the use of suitable non-reflecting 

coatings on the optics and a concerted search for an experimental layout that used as 

few optical components as possible. 
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Appendix 1: Partial Energy Level Diagram for Atomic Neon 
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Fig A1.1. A section of the neutral atomic Neon energy level scheme. The 

energy levels are labelled using Paschen notation and the jl coupling of 

each level is also shown (in curly brackets). Energy levels obtained from 

the NIST website (www.physics.nist.gov). 
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Paschen notation 

Paschen notation is a commonly used notation representing the electronic 

configuration of an atom. Paschen notation assigns excited atomic states beginning 

with '1s'.The ground state of neon (1s22s22p6) is called ‘Ground State’ and the first 

excited state (1s22s22p53s1) called '1s'. 

 Electronic configuration Paschen notation 

 1s22s22p6 Ground State 

 1s22s22p53s1 1s 

 1s22s22p53p1 2p 

 1s22s22p54s1 2s 

 1s22s22p54p1 3p 

 1s22s22p55s1 3s 

jl notation 

The jl coupling notation,  Jj

S KnlL12  , incorporates the quantum numbers S, L 

and J which represent the spin, the orbital angular momentum, and the total angular 

momentum of the atomic entity respectively. 

The values, n, and l, are the energy level and orbital angular momentum of the 

excited electron. 

The excited electrons interaction with atomic core electrons is represented by the 

quantum number K (K = j + l) and the spin-orbit interaction by the quantum number J 

(J = K ± ½ ) (Sobelman, 1979). 
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FPD 

Fig A2.1. Schematic of experimental layout of optical components. When 
required, the Raman output and cavity transmission of each Raman He-Ne 
was monitored using Wollaston prisms and photodiodes as appropriate 
(see Chapter 4). 
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Fig A2.2. Configuration of electronic components in the cavity length 
control system. Not included are 3 further digital outputs from the 
Metrabyte card which were used as triggers. 
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Appendix 3: Henemon10 Overview and Key Procedures 

Henemon10 
 

Functions: 

CurrTime Returns current time 
 

Procedures: 

 
Initialise Displays instructions, accepts user input as to SA type. 

 

Backscreen Displays the static elements of on screen display. 
 

Menu Displays the menu and indicates the active item. 

 
ExecuteMenu Executes the currently selected menu item using 

internal code or by calling the duplicate procedures 

ZoomOut or PowerToCoil 
Sub Procedures: 

 

ZoomOut Duplicate of ZoomOut 
 

PowerToCoil Duplicate of PowerToCoil 

 
DisplayDate Displays the current date on screen 

 

DisplayTime Displays the current time on screen 
 

ProcessKey Processes keystrokes. Used to construct strings for use as filenames etc. 

 
DisplayData Displays the dynamic data on screen 

 

SaveData Saves the data to a text file using a specified filename. 
 

MonitorCavity Contains all of the code used to monitor the cavity 

based on the raw beat frequencies. 
Sub Procedures: 

 

MakeAPrediction Makes a prediction on what the current beat 
frequencies should be based upon the last two 

sets of BF. 

 
SortFreqs Sorts the beat frequencies so that reliable 

association of BF over time is achieved 

 
FindDirection Monitors the changes in BF to establish whether 

or not the cavity behaviour has changed from 

expanding to contracting. 
 

FindLength Uses the changes in BF to calculate the current 

length of the cavity (wrt arb length). 
 

DriveCavity Contains the PID servo, calculates the power in the heating coil based 
upon the cavity length and target length. 

 

PowerToCoil Changes output control voltage. 
 

Trigger Enables three digital trigger outputs 

 
SafeTarget Alters target cavity length so that Henemon10 will not attempt to lock 

the cavity at a length for which the BF are too close to degenerate. 

 
ZoomIn Changes the frequency range scanned by the SA 

 

ZoomOut Changes the frequency range scanned by the SA 
 

CollectDataZoomed Collects the data from the SA when the freq range is non-standard. 

 

CollectData Collects data from the SA. 

Fig A3.1. Overview of Procedures and Functions and Sub-procedures in Henemon10. 
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Key Procedures 

MonitorCavity Procedure 

The MonitorCavity procedure contains the code which sorted the newly acquired 

raw beat frequencies based upon a record of past beat frequencies and calculated the 

change in mode frequency of the Raman lasers, and hence their change in cavity 

length. 

Another feature of this procedure is that it contains code which is able to detect 

conditions in which the raw beat data is unsuitable for calculating the cavity length 

with and in such cases take action to prevent the servomechanism from failing. In 

essence the procedure assumes the status quo until valid beat data is again available. 

The following simplified pseudo-code provides an overview of the procedure. 

The procedure is called separately for each cavity and the relevant information (beat 

frequencies, previous beats and so on) passed to the procedure as arguments. 

 

Procedure MonitorCavity (Current Raw Beats, Previous Beats) 

 

Sub-procedure MakeAPrediction (Previous Beats) 

 

Make a prediction by linearly extending the previous two sets of 
beats. 

 

IF (Prediction lies outside 0 – 694 MHz)  
Fold prediction into range and alter the dynamic record of 
beats for consistency 

 

END Sub-procedure MakeAPrediction 

 

Sub-procedure SortFreqs (Prediction for Beats, Current Raw Beats) 

 

Associate the Raw beats to previous sorted beats based upon 
proximity to prediction 

 

END Sub-procedure SortFreqs 
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Sub-procedure FindDirection (Previous Beats, Current Sorted Beats) 

 

IF (Current change in mode frequency has the opposite sign to last 
change in mode frequency) 
Change sign used when calculating change in mode 
frequency 

 

END Sub-procedure FindDirection 

 

Sub-procedure FindLength (Previous Length, Current and Prev Mode 
Freqs) 

 

IF (Mode being tracked has changed)  
Calculate change in mode frequency to reflect this 

ELSE 
Calculate the change in mode frequency 

 

Calculate the change in cavity length based upon the change in 
mode frequency 

 

END Sub-procedure FindLength 

 

//Start of main procedure 

 

IF (Current beat Spectrum, and the last twosets of beat spectra are 
valid) { 

 

Call Sub-procedure MakeAPrediction 

 

Call Sub-procedure SortFreqs 

 

Update Ghosting variables with actual beats 

 

} ELSE IF (One of the last two sets of beat spectra are invalid) { 

 

Call Sub-procedure MakeAPrediction using ghosting beats 
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Call Sub-procedure SortFreqs 

 

Update Ghosting variables with actual beats 

 

} ELSE { 

 

Call Sub-procedure MakeAPrediction using ghosting beats 

 

Assign Ghosting variables based on prediction 

 

} 

 

Call Sub-procedure FindDirection 

 

Assign mode frequency based upon change in beats and sign of 
expansion 

 

Call Sub-procedure FindLength 

 

END DriveCavity 

 

DriveCavity and PowerToCoil Proceedures 

The DriveCavity procedure is responsible for the control of current through the 

heating pads wrapped around each cavity. This procedure contains a discrete PID 

servo that takes the difference between the current cavity length and a target cavity 

length (set by the user) as its error signal. The PID servo is modified with a limited 

integration range, outside of which the integral component of the drive signal is 

forced to zero. 

The PowerToCoil Procedure scales the output of DriveCavity and outputs the 

resultant values to the external equipment via an IO card. This procedure was not 

included as a sub-procedure of DriveCavity as other parts of Henemon10 also change 

the current through the heating coil. 
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The following simplified pseudo-code provides an overview of the procedures. 

The procedures are called separately for each cavity and the relevant information 

(cavity length, gain coefficients and so on) passed to the procedure as arguments. 

Procedure DriveCavity (Current Length, Target Length) 

Calculate time since last iteration of DriveCavity for this cavity 

 

Calculate the proportional component of the drive signal 

 

IF (within integration limits) 
Calculate the intergal component of the drive signal 

ELSE 
Set the integral component to zero 

 

Calculate the differential component of the drive signal 

 

Sum the drive signal components 

 

Truncate drive signal so as it is within the limits set by the system 

 

END DriveCavity 

 

Procedure PowerToCoil (Power) 

 

Scale Power in Watts to an Integer for output and so that the power 
response in the heating coils is linear 

 

Output integer to appropriate port 

 

END PowerToCoil 

 

 

 

 

 

Henemon10 source code available by contacting: pmuir@physics.otago.ac.nz 


