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The development of methodologies for AOSE is
an area that is currently receiving much attention,
there have been several agent-oriented methodologies1 proposed recently [12, 23, 8, 11] and survey
papers are starting to appear [15]. However there is
still much scope for work in this area and the authors believe that the agent-oriented methodologies
proposed so far can be improved.
The rest of this paper is structured as follows, the
new ideas that Styx introduces are discussed in section 2 and the scope of Styx is outlined in section 3.
The Styx Agent Methodology itself is presented in
section 4 and it is compared to other methodologies
in section 5. Future work is discussed in section 6
and conclusions are drawn in section 7.

Abstract
Agent-oriented software engineering is a promising
new approach to software engineering that uses the
notion of an agent as the primary entity of abstraction. The development of methodologies for agentoriented software engineering is an area that is currently receiving much attention, there have been
several agent-oriented methodologies proposed recently and survey papers are starting to appear.
However the authors feel that there is still much
work necessary in this area; current methodologies
can be improved upon. This paper presents a new
methodology, the Styx Agent Methodology, which
guides the development of collaborative agent systems from the analysis phase through to system implementation and maintenance. A distinguishing
feature of Styx is that it covers a wider range of
software development life-cycle activities than do
other recently proposed agent-oriented methodologies. The key areas covered by this methodology are the specification of communication concepts, inter-agent communication and each agent’s
behaviour activation—but it does not address the
development of application-specific parts of a system. It will be supported by a software tool which
is currently in development.

2 Towards a Novel Methodology
Software development has been identified as a difficult task, software has a high inherent complexity
and its abstract, intangible nature adds further difficulties [3]. Over the past two decades research in
software engineering has improved the software development process significantly, nevertheless, many
software projects are still late or over-budget [21].
A key idea that has emerged from software engineering research is the use of software development
methodologies, which are a set of procedures and
methods to guide the software development process. The goal of developing and using such methodologies is to change software development from
an ad-hoc practice to a well-structured engineering
process that produces high-quality software within
the constraints of limited resources and adhering to
a predicted schedule.
Recent commercial systems [4, 22] have demonstrated that AOSE is potentially a powerful new
software engineering paradigm. However these systems have been developed without the support of
agent-oriented methodologies; current methodologies are yet to be widely adopted and may not have
been sufficiently mature to be useful in the devel-

1 Introduction
Agent-oriented software engineering (AOSE) is a
promising new approach to software engineering
that uses the notion of an agent as the primary entity
of abstraction [16]. The agent-oriented approach
is rapidly emerging as a powerful paradigm for designing and developing complex software systems.
AOSE researchers hope that the use of the agent
abstraction will provide a significant improvement
to current software engineering practice, similar to
the improvements gained from structured programming, the object-oriented approach [2] and design
patterns [14].

1 In the interest of brevity the phrase “agent-oriented methodologies”, or just the word “methodologies” will be used in the
place of “methodologies for agent-oriented software engineering” unless otherwise qualified.
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opment of these applications. For agent-oriented
software engineering to become a widely accepted
practice, as many agent researchers predict it will,
it is important that mature tools and methodologies
are developed.
Several agent-oriented methodologies have been
recently described; High Level and Intermediate
Models [12], Gaia [23], the ZEUS Methodology [8]
and Multiagent Systems Engineering [11]. All of
these offer approaches to the analysis and design of
agent-oriented software systems. Ideas introduced
in these methodologies have been drawn upon in
the development of Styx, however there are several
new ideas that distinguish Styx from those previously presented in the literature.
Styx covers a wider range of software development life-cycle activities than other methodologies,
providing not only analysis and design models but
also skeleton source-code for the implementation
phase and support for the maintenance phase. It is
designed so that a software tool can automate the
transformations between analysis-level and designlevel models and automatically generate skeleton
source-code from the design-level models. This
software tool will also informally verify the development process. Domain concepts that will be used
in communication between agents are modelled at
the analysis level, allowing a more complete model
of inter-agent communication at the design level.
Styx also utilises the interaction protocols specified
by the Foundation for Intelligent Physical Agents
(FIPA) [13] in order to support inter-agent communication.

Requirements
⇓

Analysis
⇓

Design
⇓

Implementation
⇓

Maintenance
Table 1: A typical software development life cycle

tools are often borrowed from object-oriented approaches, there are many differences between agents and objects that must be considered. This
phase has received the most attention from agentoriented methodology researchers and it forms a
substantial part of the Styx methodology.
Implementation The implementation phase has
received less attention; it is not supported in the
methodologies reviewed in this paper. Since these
methodologies are intended to be useful over a wide
range of agent types and there are so many different types of agents, it is difficult for a methodology
to be both widely applicable and also support the
implementation phase.
To address this issue Styx introduces the idea
of an abstract agent specification language. This
is to be a text based language that is sufficiently
generic that it can be mapped to a large proportion of agent-oriented software development frameworks and toolkits. In the ideal case these mappings would be performed automatically, however
in the case that an unsupported framework or toolkit
is used a mapping could be achieved by hand or a
new automatic mapping be developed.
The implementation phase of the software development life-cycle involves transforming the set
of design level models into an executable implementation defined in some programming language.
Supposing the ideal case, providing automated support for this phase would involve some form of automatic programming. However this is not generally feasible because including enough information in the design level models for a program to
be automatically generated would make the design
phase far too complex. To ensure that it remains focused on the task at hand, Styx does not attempt to
provide support for developing application-specific
parts of a system, but rather focuses solely on the
agent-oriented aspects. The authors believe that
the implementation phase can be best supported by
providing a skeleton implementation of the agentbased aspects of a software system, leaving pro-

2.1 Covering the Software Life Cycle
It is customary in the software engineering literature to prescribe a number of phases that constitute
‘the software development life cycle’, an example is
given in table 1. The software development life cycle covers the entire life of a software system, starting from gathering the initial requirements for the
system, building models of the system, implementing and finally maintaining the system.
Current work on agent-oriented methodologies
typically does not cover all phases of the software
development life cycle. The first phase, gathering requirements, does not significantly change for
agent-oriented software projects. Techniques for
requirements gathering already exist, for example
formalised specifications, use cases or user stories.
These are generally not developed further for the
agent-oriented approach. Note however that the
requirements are interpreted using agent-oriented
concepts in the analysis phase.
The analysis and design of agent-oriented systems is significantly different from analysis and design of other types of software systems. Although
2

grammers to focus on the application-specific aspects of their system. Note that the generation of
this skeleton implementation would be a two-step
process; firstly the design models would be mapped
into the abstract agent specification language, and
then the abstract specification would be mapped to a
particular implementation language, toolkit or platform.
Automatically generating such a skeleton implementation directly from the design-level models
would require that they contain a sufficient amount
of information about how the individual agents are
structured and how they will behave. The Internal Agent Model and Conversation Model of the
High Level and Intermediate Models methodology
and the Services Model of the Gaia methodology all
provide a table that loosely resembles a finite state
machine. The authors believe that it would be feasible to automatically transform models such as these
to some skeleton implementation.

odology designed specifically to be supported by
computer software could be more automatable, especially by providing automatic techniques for the
transformation between the design and implementation phases. A key feature of Styx is the software
tool that supports this methodology.
Note that automatic programming is not the goal
of this methodology; application specific aspects
will be left to the designers of each system. This
tool will provide support for drawing the various
graphical models in the methodology, generate and
maintain skeleton design models and skeleton implementation source code, and perform informal
validation of the development process.

2.3 Roles as Agent Classes
A strength of the object-oriented paradigm is the
ability to specify reusable classes of objects, rather
than specifying individual objects, which promotes
reusability and modularity. The Gaia methodology,
as well as other work [17], uses roles in a similar
manner for agent-based systems. Developing with
roles means that one agent may be able to play several roles, or a single role may be played by more
than one agent. Styx is strongly oriented towards
developing reusable roles that are later used for the
construction of agents.

Maintenance The longest phase of the software
development life cycle is usually the maintenance
phase. A well-documented development process is
important for maintenance. However aside from
providing such documentation there has been no
support for maintenance in existing methodologies.
Documents outlining the analysis and design
phases of system development form an important
part of the support offered by Styx for the maintenance phase, as is true of other methodologies.
However the skeleton source code generation proposed in the previous paragraph provides an additional area in which the maintenance phase needs to
be supported. During a system’s lifetime changes
may be made to the analysis and design models,
as it is likely that requirements will change over
time and thus require modifications to these models. Styx provides a source-code skeleton to support
the implementation phase, which is generated from
these analysis and design models. Now since these
models will change over the lifetime of the system
it is important that the methodology provides some
way of updating the implementation skeleton in response to such changes. Simply regenerating this
skeleton would not provide sufficient support for
this, as the skeleton will be fleshed out with application specific code during implementation. Thus
an important feature of the proposed methodology
is to be able not only to generate these skeletons but
also to be able to update them with the application
specific code in place.

2.4 Specifying Agent Message Content
It is non-trivial to develop a mapping between the
content of agent communication language messages
and the objects2 that the application specific parts of
the system will work with [7]. Neither of the methodologies proposed here address the specification
of the content of agent message, however this has
been included in the ZEUS methodology [8].
Styx incorporates a model at the analysis level
which specifies the possible content of agent messages. This model uses the class diagram syntax
of the Unified Modelling Language (UML) [20].
UML class diagrams have been chosen because
they are a well-known modelling representation,
and because of the increasing usage of the objectoriented paradigm in the professional software development community, both for application-specific
coding and also for agent development toolkits and
frameworks. Modelling message content as object
classes makes the conceptual gap between application specific code and the content of agent communication language messages smaller. This idea
draws upon recently published work [9, 10].

2.2 Designing for Automation
Several parts of the High Level and Intermediate Models methodology appear to be partially automatable, however the authors believe that a meth-

2 Assuming

that the system will be implemented in an objectoriented programming language, which is currently a common
approach.
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2.5 Reusing FIPA Interaction Protocols

Requirements Specification

Identify Roles and Concepts
Analysis

Current agent-oriented methodologies either do not
specify the conversations that will occur between
agents in detail (for example Gaia), or otherwise
expect that the system designers will invent new
conversation protocols for each agent system (for
example High Level and Intermediate Models and
MaSE [11]). Specifying agent conversations is an
important part of a design methodology that seeks
to support the implementation phase, however it
seems that reinventing conversation protocols for
each agent system is often unnecessary. Styx will
incorporate the specification of conversation protocols at the design level, but will draw these from
a well-known pool—the interaction protocols introduced in the forthcoming FIPA 2000 specifications
[13]. These cover a wide range of possible interagent interactions, from simple Request and Query
protocols, to more complex Dutch Auction and Iterated Contract Net protocols. Although the complete
documentation for these is not yet available, nevertheless based on the strength of previous versions
of the FIPA interaction protocol specifications and
on the wide range of proposed protocols the authors
believe that these protocols will form a sound basis
upon which to build this part of the methodology.
Note that reusing these protocols does not restrict
Styx to agent systems that are based on the FIPA
specifications because, with some slight modification, the protocols could be used with different standards for message passing that exist in other types
of agent system.

Use Case Map

Domain Concepts Model

Implementation

Design

Role Responsibility Models

Deployment Model

Role Relationship Model

Agent Skeleton

Application Specifc Code

Final Implementation

Figure 1: Overview of the Styx Agent Methodology
Styx, for example a system may contain hundreds
of telephone agents instantiated from a single role.
It is assumed that agent systems developed using Styx will be implemented using some agent development toolkit or framework that is based on an
object-oriented language3 and that application specific code will also be developed in the same objectoriented language.
Such notions as planning, scheduling, mobility
and learning, which are commonly associated with
agent systems, are not explicitly handled by Styx.
It is assumed that support for these things would be
provided either by the agent development toolkit or
framework, or that they would be included by-hand
in the application-specific parts of the system.

3 Scope of the Styx Agent
Methodology

4 Overview of the Styx
Agent Methodology

Styx is intended to be used in the development of
collaborative agent systems [18]. These are systems which tend to use static, coarse-grained agents and are typically used to solve problems more
efficiently than a single centralised system. Problems may exceed the capabilities of a single centralised system because of resource limitations, the
need to interoperate with multiple legacy systems or
because a problem is inherently distributed, for example distributed sensor networks, distributed data
sources, or distributed expertise.
Styx does not consider systems that contain a
large number of roles—it is envisioned that applying Styx to a system that has significantly more than
about twenty to thirty different roles would result
in the analysis level models becoming too complex
to give a clear, high-level overview of the system.
However there is little restriction on how many agents can be instantiated from the roles defined from

A schematic overview of Styx is presented in figure 1. Styx is briefly summarised in the next paragraph, and more complete descriptions of each part
of the methodology are given in sections 4.1 to 4.6
with reference to a simple fruit-market scenario.
The analysis phase starts by identifying agent
roles and domain concepts, followed by generating a high-level Use Case Map [5], which gives an
overview of the entire system, and a Domain Concepts Model, which specifies what concepts will be
used in the communication between agents. In the
design phase Role Responsibility Models are generated for each component of the Use Case Map,
3 Such toolkits are becoming increasingly common, for example JADE [1], FIPA-OS [19] and JACK [6].
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Buyer

where each responsibility of a component is specified in more detail. The Role Relationship Model
specifies how roles are related to each other and the
concepts about which they will communicate. The
Deployment Model maps the roles identified in the
Use Case Map to agents. The implementation phase
is supported by an Agent Skeleton and together with
application specific code this forms the final implementation. Although it is not shown in the figure
the maintenance phase will be supported by both
the models detailed so far and also by changes in
the analysis and design models being reflected in
the implementation skeletons.

Seller

B3
S2
B2

B1

M1

S1

M3

M2

Market
Fruit-Market Scenario A simple multi-agent
fruit-market scenario will be used to demonstrate
the proposed methodology. This involves buyers
and sellers of fruit in an electronic marketplace. A
seller can notify the marketplace that some fruit is
for sale with a sale-order and buyers can notify the
marketplace they want to buy fruit with a buy-order.
The marketplace attempts to match buy- and sellorders; and when a match is made it notifies the
buyer concerned, who then sends payment details
to the seller, who in turn sends delivery details for
the order to the buyer. The actions of the buyer and
seller agents are directed by human users, intended
users are farmers who will sell fruit, supermarkets
that will buy fruit and warehouses that will both buy
and sell fruit. When placing an order with the market, buyers and sellers name the type of fruit, specify a quality rating (A, B or C grade), the price per
unit and the quantity. The marketplace assumes that
buy orders can be filled by more than one seller, that
sell orders can be split between buyers, and that all
transactions are successful.

Figure 2: A UCM for the fruit-market scenario.
Label
B1
B2
B3
S1
S2
M1
M2
M3

Responsibility
Post buy-order
Send payment
Receive fruit
Post sell-order
Receive payment and send fruit
Receive buy-order
Receive sell-order
Match buy- and sell-orders and
notify buyer

Table 2: Responsibilities for the fruit-market UCM

identified in the requirements specification and
placed in the Use Case Map as paths. Finally when
a path crosses a component, one or more responsibilities are assigned to that component. Thinking of
components as agent roles and paths as interactions
between agent roles means that the Use Case Map
becomes more of an agent-oriented model, as opposed to the standard object-oriented interpretation
outlined in Buhr’s original work [5].
A sample UCM is given for the fruit-market example in figure 2 and the responsibilities in this figure are expanded in table 2. This UCM was developed by first creating system components for each
identifiable role in the requirements specification
and then for each interaction between entities a path
was drawn on the diagram and responsibilities were
assigned.

4.1 Use Case Map
The first step of the analysis phase is to create a
high-level Use Case Map (UCM) [5] for the system.
Use Case Maps model possible processes in a system as paths which traverse various components of
the system. Components are drawn as boxes, while
paths are drawn as lines crossing various components (see figure 2). The start of a path is indicated
by a solid circle, while the end point is indicated by
a strong line. When a path crosses a component that
component is assigned one or more responsibilities
associated with the path. The Use Case Map is labelled with component names, responsibility names
and other explanatory notes. These maps provide a
highly condensed notion suitable for modelling the
high-level behaviour of a system.
To develop the Use Case Map, the roles that agents may play are identified in the requirements
specification and placed in the Use Case Map as
components. Interactions between roles are then

4.2 Domain Concepts Model
The Domain Concepts Model models each concept
that agents will communicate about. Each concept
is modelled as a particular object class, expressed
using a UML Class Diagram. A Domain Concepts
Model for the fruit-market example is presented in
figure 3. This shows object classes for buy- and
5

Information
Filled-order

Fruit Order
fruitType : String
fruitQuality : char
pricePerUnit : int
quantity : int

Buyer

Seller
Information
Filled-order
Information
Filled-order

BuyOrder

SellOrder

FilledOrder
buyer : String
seller : String
payDetails : String
deliveryInfo : String

Information
Buy-order

Market

Information
Sell-order

Figure 3: Domain Concepts Model for the fruitmarket scenario.

Figure 4: Role Relationship Model for the fruitmarket scenario.

sell-orders and orders that have been filled.
Note that the types assigned to fields will be later
mapped to implementation level types, and that
this example uses String and int for simplicity. More complex field types would ideally be used
in a more complete model, for example deliveryInfo, which is modelled as a String in this
example, would be better modelled as another object class, with address, date and time fields, which
themselves may be object types.

of space limitations the responsibilities (abbreviated to Resp.) are named using the abbreviations
presented in table 2.

4.4 Role Relationship Model
The Role Relationship Model further elaborates the
relationships between roles that are indicated by the
analysis level Use Case Map; relationships exist
where there is a path linking two components of the
Use Case Map. Each relationship is assigned a type
drawn from the interaction protocols specified in
the forthcoming FIPA 2000 specifications [13] and
an object from the Domain Concepts Model. The
interpretation is that a conversation of the specified
type will occur between the agents, where information is interchanged using the specified object.
A sample Role Dependency Model is shown in
figure 4 for the fruit market scenario. This shows
several ‘information’ dependencies, where one role
makes some information available to another role.
For example a Buyer would inform the Marketplace
when it wishes to buy fruit, using a Buy-order object. Note that the ‘information’ dependency is used
here as a place holder for the appropriate FIPA interaction protocols.

4.3 Role Responsibility Model
Role Responsibility Models are created for each
component of the analysis level UCM, and take the
form of a table with four columns: responsibility,
pre- and post-condition, and action. For each responsibility in the analysis level UCM, an entry is
made in the appropriate role’s Role Responsibility Model. The pre- and post-conditions are informal statements that can be either true or false.
These are listed to guide the implementation phase;
the implementation-level action will be performed
when the pre-conditions are true, and a correct implementation will achieve the post-conditions unless it meets some error condition. One or more
actions, which are simply named at this stage, are
listed for each responsibility. These give some indication of the actions that are to be performed in
order to achieve this responsibility. Several actions
can be specified, allowing a responsibility to be broken down into a number of steps at this level.
There are several keywords used in the Role Responsibility Model; the pre-condition message
received, post-condition message sent and
action sendMessage. These keywords will be
used during the generation of skeleton source code
to link the actions specified in the Role Responsibility Model with the agent interactions specified in
the Role Relationship Model.
A sample Role Responsibility Model for the
fruit-market scenario is shown in table 3. Because

4.5 Deployment Model
The Deployment Model is the most simple model
in this methodology. It specifies a many-to-many
mapping between agents and roles which assigns
roles to agents. This model specifies what agents
will exist in the system, and what roles they will
play. An example for the fruit-market is given in
figure 5.

4.6 Implementation Phase
The design-level models and the Domain Concepts
model will form the basis for generating skeleton
source code for the implementation phase. The
6

Resp.
M1
M2
M3
Resp.
S1
S2
Resp.
B1
B2
B3

Role name: Marketplace
Precondition
Postcondition
Message received
Order added to database
Message received
Order added to database
Buy and Sell orders matched
Message sent

Precondition
User wants to sell
Message received
Precondition
User wants to buy
Message received
Message received

Role name: Seller
Postcondition
Message sent
Payment checked, Message sent
Role name: Buyer
Postcondition
Message sent
Message sent
User knows shipment details

Action
addOrderToDB
addOrderToDB
sendMessage

Action
sendMessage
checkPayment, sendMessage
Action
sendMessage
makePayment, sendMessage
notifyUser

Table 3: Role Responsibility Models for the fruit-market scenario

Roles

Buyer

Seller

Marketplace

Agents Supermarket Warehouse Farmer
Agent
Agent
Agent

Marketplace
Agent

specified in the Role Relationship Model (drawn
from the classes in the Domain Concepts Model).
So far the source code skeletons for agent roles
have been outlined, however these must be mapped
to individual agents for the deployment of the system. This is specified at the design level in the Deployment Model, and at the implementation level
this information is used to group roles into agents.
How this occurs will depend largely upon the target
agent development toolkit or framework.

Figure 5: Deployment Model for the fruit-market
scenario.
generation of this skeleton implementation will be
a two step process, firstly the design models will
be mapped into the abstract agent specification language, and then the abstract specification would be
mapped to a particular implementation language,
toolkit or platform.
The Domain Concepts Model will map directly
into a set of object class definitions that will be
available to all agents. Programmers will be able to
use these object classes for communication between
agents without concern for how the object instances
are mapped into a string based representation for the
particular agent communication language encoding.
The Role Responsibility and Role Relationship
Models will be used to generate skeleton code
that takes care of inter-agent conversations and behaviour activation. The skeleton code will provide
method stubs for each action specified in the Role
Responsibility Model and these stubs will be filled
in by programmers. The Role Relationship Model
will be used to generate state-machine-based entities that take care of conducting the conversation
appropriately and that activate the appropriate action methods when a certain message is received.
When an action method is activated, it will be supplied with the instance of an object from the Domain Concepts Model that arrived with the activating message. Programmers will be provided with
methods to call when it is necessary to send a message from within application-specific code, these
methods will have a formal parameter of the type

5 Styx and other methodologies
There are several parallels between Styx and other
recently proposed agent-oriented methodologies,
however most of the ideas that are reused are given
a significantly different interpretation and several
new ideas are introduced.
Styx draws on three models that exist in the High
Level and Intermediate Models methodology, however Styx interprets the components of these models as roles rather than individual agents. The approach of using a Use Case Map at the analysis
level was seen as a particularly good way of giving a high-level overview of the system in a single
diagram, which details both the structural and the
behavioural aspects. In contrast to the High Level
and Intermediate Models methodology, Styx interprets the components of the Use Case Map as roles,
rather than as individual agents.
The Role Responsibility Model is similar to the
Internal Agent Model of the High Level and Intermediate Models methodology and by Gaia’s Services Model. Representing the responsibilities of
a role as a table is a useful way of specifying the
actions that carry out the responsibility at a design level, and since these tables resemble finite
7

state machines they can be used to generate skeleton source-code.
The Role Relationship Model is inspired by the
Dependency Diagram of the High Level and Intermediate Models methodology, however new ideas
have been introduced; relationships are defined using FIPA interaction protocols in preference to adhoc dependency types, and information about discourse objects is included. The Role Relationship
Model is somewhat more complex than the original
Dependency Diagram, however reusing FIPA interaction protocols and using object classes specified
at the analysis level allows a more complete model
of agents’ social behaviour than the combination
of both the Dependency Diagram and the Conversation Model of the High Level and Intermediate
Models methodology.
The Deployment Model is drawn directly from
the Agent Model in the Gaia methodology. It is necessary to have a model of this type in a role-based
methodology as the final products of the methodology are agents, not roles, and Gaia’s Agent Model
appears a particularly concise way of achieving this.

the results of the query to be made available. This
problem could be overcome by specifying a single
object that has fields for both the query and answer,
but this would be more of a work-around than an elegant solution. This issue will be resolved once the
FIPA 2000 specifications for interaction protocols
have been released, and it may well be necessary to
specify multiple object classes per relationship in
the Role Relationship Model for certain interaction
types.

7 Conclusions
Styx represents a new approach to agent-oriented
software engineering that is more comprehensive
in scope than many other methodologies. Styx
will provide a software tool that automates much
of the difficult work that currently goes into building agent-based systems and will ensure that software development projects using an agent-based
approach will be able to focus most of their effort on developing application-specific code, rather
than grappling with agent research issues. However
there is a significant amount of work, both programming and research, to be completed before Styx is
ready for widespread use.

6 Future Work
The Styx agent methodology is still in a specifcation phase; many of the difficult problems have been
left for future work. A key part of this work will
be using Styx to develop examples of a variety of
typical agent-based systems, ranging from process
control systems, to distributed information systems,
to more complex market-place applications than the
simplistic fruit-market scenario. This will ensure
that Styx is applicable to a wide range of problem domains, rather than being focused on a certain
class of applications.
The specification of the text-based abstract agent
specification language has not yet been completed.
This will be ‘boot-strapped’ by identifying common
concepts identified among current agent software
development toolkits and frameworks. This work is
perhaps one of the more important areas of Styx, as
it will ensure that Styx is not only applicable to current frameworks and toolkits, but also that it will be
applicable to future work. JADE [1], FIPA-OS [19]
and JACK [6] are the current candidate implementation toolkits to which mappings from the abstract
specification language will be provided. The exact
detail of how the abstract agent specification will be
generated from the design-level models will depend
on the specification language that is developed, and
is another item for future work.
It is not yet determined if specifying a single object class per relationship in the Role Relationship
Model will be appropriate in all cases, for example a ‘query’ conversation may require one class
of object to specify the query but another class for
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