A Lightweight Data Integration Architecture using Atom

David Williamson
Nigel Stanger

The Information Science Discussion Paper Series

Number 2005/04
March 2005
ISSN 1172-6024
The Department of Information Science is one of six departments that make up the School of Business at the University of Otago. The department offers courses of study leading to a major in Information Science within the BCom, BA and BSc degrees. In addition to undergraduate teaching, the department is also strongly involved in postgraduate research programmes leading to MCom, MA, MSc and PhD degrees. Research projects in spatial information processing, connectionist-based information systems, software engineering and software development, information engineering and database, software metrics, distributed information systems, multimedia information systems and information systems security are particularly well supported.

The views expressed in this paper are not necessarily those of the department as a whole. The accuracy of the information presented in this paper is the sole responsibility of the authors.

Copyright

Copyright remains with the authors. Permission to copy for research or teaching purposes is granted on the condition that the authors and the Series are given due acknowledgment. Reproduction in any form for purposes other than research or teaching is forbidden unless prior written permission has been obtained from the authors.

Correspondence

This paper represents work to date and may not necessarily form the basis for the authors’ final conclusions relating to this topic. It is likely, however, that the paper will appear in some form in a journal or in conference proceedings in the near future. The authors would be pleased to receive correspondence in connection with any of the issues raised in this paper, or for subsequent publication details. Please write directly to the authors at the address provided below. (Details of final journal/conference publication venues for these papers are also provided on the Department’s publications web pages: http://www.otago.ac.nz/informationscience/pubs/). Any other correspondence concerning the Series should be sent to the DPS Coordinator.

Department of Information Science
University of Otago
P O Box 56
Dunedin
NEW ZEALAND

Fax: +64 3 479 8311
email: dps@infoscience.otago.ac.nz
www: http://www.otago.ac.nz/informationscience/
A Lightweight Data Integration Architecture using Atom

David W. Williamson, Nigel J. Stanger
Department of Information Science, University of Otago
PO Box 56
Dunedin, New Zealand
+64-3-479-8142
{dwilliamson,nstanger}@infosci.de.otago.ac.nz

ABSTRACT
Cost is a major obstacle to the adoption of large-scale data integration solutions by small to medium enterprises (SME’s). We therefore propose a lightweight data integration architecture built around the Atom XML syndication format, which may provide a cost-effective alternative technology for SME’s to facilitate data integration, compared to expensive enterprise grade systems. The paper discusses the underlying principles and motivation for the architecture, the structure of the architecture itself, and our research goals.

Categories and Subject Descriptors
K.4.4 [Computers and Society]: Electronic Commerce—electronic data interchange (EDI); H.3.5 [Information Storage and Retrieval]: Online Information Services—data sharing, web-based services; H.3.4 [Information Storage and Retrieval]: Systems and Software—distributed systems.

General Terms
Design, Economics, Experimentation, Measurement.

Keywords
data integration, Atom, SME, lightweight architecture, Semantic Web, B2B

1. INTRODUCTION
The ability to integrate data from multiple heterogeneous sources is becoming a key issue for modern businesses, and yet the number of businesses implementing data integration solutions is smaller than we might expect [2,8,18]. This is particularly true for small to medium enterprises (SME’s), for whom the cost of implementing an enterprise-scale data integration solution can often be prohibitive [2,8,18].

In this paper, we propose a lightweight data integration architecture based on the Atom XML syndication format, which may provide a cost-effective alternative technology for SME’s to facilitate data integration rather than having to purchase expensive enterprise grade systems. We are currently implementing a basic proof of concept of this architecture, and plan to evaluate it using three case studies.

The body of this paper comprises three main sections. In Section 2 we provide some general background information regarding data integration and the Atom syndication format. In Section 3 we discuss the motivation behind our proposed architecture. We then discuss the proposed architecture and the goals of our research in Section 4, and present some possible directions for future work in Section 5. The paper concludes in Section 6.

2. BACKGROUND
In this section, we briefly discuss the concepts and technologies that underlie our proposed architecture. In Section 2.1 we provide a brief overview of data integration, especially in the context of SME’s attempting to implement a data integration solution. This is followed by a brief discussion of the development of Atom and related technologies such as RSS and RDF.

2.1 Data Integration
Data integration is a term used to describe the combining of data residing in different sources to provide the user with a unified view of data [1,22]. This activity is becoming increasingly important to modern business operation as more and more organizations rely upon applications that support staff in undertaking informed decision making [6,22].

Data integration is a domain that has been a topic of research for some time [2,21]; today this domain is of no less significance with many organizations requiring the aggregation of data from multiple and often heterogeneous sources, for a wide variety of applications [9]. Batini et. al. [1] illustrated three common scenarios for integration environments:

- homogeneous, where all the sources of data share the same schema;
- heterogeneous, where data must be integrated from sources that may use different schemas or platforms (e.g., a combination of relational and hierarchical databases); and
- federated, where integration is facilitated by the use of a common export schema over all data sources.

A typical example of data integration from heterogeneous sources can be found in the arena of business-to-business (B2B) commerce, where, for example, a manufacturer may have to interact with multiple suppliers or temporary contractors each of whom may have completely different data structures and data exchange formats [19]. With the introduction of cheaper web based technology, many additional organizations have been able...
to undertake projects to facilitate data integration, however, the costs associated with such technology are still quite prohibitive to the many smaller companies and organizations that comprise the majority of most countries’ economies.

Many initiatives have been put forward to try and alleviate this situation, one of the more recent being the OASIS Universal Business Language (UBL) standard [14], which is a project to standardize common business documentation—invoices, purchase orders etc.—so that it is easier for companies to establish and maintain automated transactions with other parties. UBL has been designed to operate with ebXML.

XML has been widely adopted as a standard platform for exchanging data between organizations, and many specialist standards—such as the aforementioned ebXML—have been developed to cater to the unique needs certain business sectors present. In addition to XML-based language specifications, other standards such as EDIFACT1 and EXPRESS have been defined to facilitate the transmission of information from various sources so that it may be integrated with other data.

2.2 The Atom Syndication Format

In this section we provide a brief overview of the Atom syndication format and the technologies that led to its development.

2.2.1 RDF, RSS and the Semantic Web

The World Wide Web (WWW) as it stands today consists mostly of documents intended for humans to read, i.e., “…a medium of documents for people rather than for data and information that can be processed automatically…” [5], which provides minimal opportunity for computers to perform additional interpretation or processing on them [3,5]. In essence, computers in use on the Web today are primarily concerned with the parsing of elementary layout information, for example headers, graphics or text and processing like user input forms [4,5].

There are few means by which computers can perform more powerful processing or manipulation on web resources [5,7], most often because the additional semantics required do not exist or are not in a form that can be interpreted by computers [11]. The motivation for the adoption of semantics in Web documents can be made evident simply by using a contemporary search engine to look for an “address”. This search may well return a plethora of results ranging from street addresses and email addresses to public addresses made by important individuals through the ages.

This kind of scenario is one of the reasons for the W3C’s Semantic Web project [11]. In the words of its creator, Tim Berners-Lee, its goal is to:

“…develop enabling standards and technologies designed to help machines understand more information on the Web so that they can support richer discovery, data integration, navigation, and automation of tasks. With Semantic Web we not only receive more exact results when searching for information, but also know when we can integrate information from different sources, know what information to compare, and can provide all kinds of automated services in different domains from future home and digital libraries to electronic business and health services.” [11]

In other words, the Semantic Web will provide a space where more intelligent searching and processing of information will be made possible by further extending the existing capabilities of the World Wide Web (WWW).

RDF is a technology that is an integral part of the W3C Semantic Web initiative, as the following excerpt from the W3C Semantic Web activity statement will attest:

“The Resource Description Framework (RDF) is a language designed to support the Semantic Web, in much the same way that HTML is the language that helped initiate the original Web. RDF is a frame work for supporting resource description, or metadata (data about data), for the Web. RDF provides common structure that can be used for interoperable XML data exchange.” [17]

What RDF does in the context of the Semantic Web is to provide the capability of recording data in a way that can be interpreted easily by machines, which in turn provides an avenue to “…more efficient and sophisticated data interchanging, searching, cataloguing, navigation, classification and so on…” [17].

Since its inception in the late 1990’s, the RDF specification has spawned several applications, RSS being but one example. RDF Site Summary (RSS) is an XML application, of which versions 0.9 and 1.0 conform to the W3C's RDF specification. It is a format intended for metadata description and content syndication [12]. Originally developed by Netscape as a means to syndicate content from multiple sources onto one page [16], RSS has been embraced by other individuals and organizations resulting in the spawning of multiple versions.

At its most simple, the information provided in an RSS document comprises the description of a “channel” (that could be on a specific topic such as current events, sport or the weather, etc.) consisting of URL linked items. Each item consists of a title, a link to the actual content and a brief description or abstract.

Because of the proliferation of differing RSS standards and associated problems with compatibility, a group of service providers, vendors and developers have initiated the development of a separate syndication standard named Atom, which will, according to the Atom Publishing Format and Protocol (Atompub) Working Group, be heavily influenced by the lessons learned in the evolution of RSS.

2.2.2 Atom

The Atom specification is an XML-based document format that has been designed to describe lists of related information [16]. These lists are known as “feeds”. Feeds are made up of multiple items, known as “entries”; each entry can have an extensible set of attached metadata [16].

Atom as a technology comprises four key related components: a conceptual model of a resource, a well defined syntax for this model, the actual atom feed format itself and the editing protocol.

1 Further information on EDIFACT is available at http://www.unece.org/trade/untidid/welcome.htm.

2 Atom information is available at http://www.atomenabled.org/.
Both the feed format and editing protocol also make use of the aforementioned syntax. In addition to these features, the Atompub Working Group have outlined several design objectives for the feed format and the editing protocol. The feed format must be able to represent the following: a resource that is a weblog entry or article, a feed or channel of entries, a complete archive of all entries within a feed, existing well formed XML (especially XHTML) content and additional information in a user-extensible manner.

The editing protocol must support creating, deleting or editing feed entries, multiple authors for a single feed, user authentication, user management and the ability to create, obtain and configure complementary material such as comments or templates.

The latest specification of Atom, which at the time of writing is still in a draft form, states the main purpose that Atom is intended to address is “…the syndication of Web content such as Weblogs and news headlines to Web sites as well as directly to user agents” [16]. The specification also suggests that Atom should not be limited to just web based content syndication but in fact may be adapted for other uses or content types. The Atompub Working Group aim to submit the Atom feed format and editing protocol to the IETF for consideration as a proposed standard in early April 2005.

3. MOTIVATION

One of the example domains of data integration is that of Electronic Data Interchange (EDI), a concept used by companies to exchange information such as goods procurement documentation. EDI is not new [2,15], and has been used for many years by various organizations to reduce costs by replacing more traditional paper based systems. It is interesting to note, however, that in surveys regarding the extent of adoption of EDI, only a fraction of the companies that might be perceived as beneficiaries of such technology have actually implemented or attempted to implement it [2,20]. This naturally raises the question of why? We can refine this question further by asking why so few smaller companies (SME’s) have adopted EDI or indeed other technologies that rely on accurate automated data integration, such as data warehousing.

Perhaps the most important reason is that of cost: to a small company the perceived benefits of introducing the technology may not be sufficient to justify the expense [2,8,18]. When a decision has been made to implement new technology, it is often the case that the SME in question has been forced into an investment that is, to them, an expensive solution, perhaps due to demands imposed by larger clients and partners, or as a response to competitors in an attempt to maintain market position [2,20].

Attempts have been made to make EDI more cost effective by introducing EDI on a web-based platform [2], and through the development of standards such as the recently sanctioned OASIS Universal Business Language (UBL) standard [14]. While UBL is new and has probably not had sufficient time to make a substantial impact, the fact remains that the underlying reason these types of technologies are still not attractive enough to SME’s is cost [2,8,18,20].

To summarize, data integration related technologies are often not readily or willingly implemented by SME’s because of the perceived high costs involved, and at best are implemented only if it is deemed vitally important to the continued survival of the organization in the marketplace.

Such a situation leads us to the conclusion that there is an apparent need for an alternative data integration solution that is cost effective, enabling SME’s to embrace the benefits of applications that use data integration technologies, such as data warehousing, EDI networks or e-catalogues. This identified need provides the motivation for our proposed architecture, which we will discuss in the next section.

4. PROPOSED ARCHITECTURE AND RESEARCH GOALS

To address the issue of lack of SME adoption of data integration technologies, we propose a lightweight data integration architecture based on Atom, as illustrated in Figure 1. Atom was chosen as the underlying technology because of its XML heritage, and because the Atom community is trying to encourage different uses for the format beyond the traditional application of weblog syndication [16]. Although the standard has yet to be officially ratified, it already has a large user and development community.

We are currently implementing a basic proof of concept of this architecture, and will evaluate its cost-effectiveness and performance compared to other data integration technologies. The prototype builds upon existing software available for processing Atom feeds, and adds a module (written in PHP) for integrating incoming data from different feeds.

The integration module takes as input Atom feeds from multiple data sources, which simulate incoming data from client or supplier data sets. (For the initial prototype we have assumed that the data feeds are homogeneous; obviously this will need to be extended to heterogeneous feeds in later versions.) After the Atom feeds have been collected, the integration module will integrate the data supplied by the feeds into a schema that matches that of the target database, as shown in Figure 1. A transaction simulator will be employed to simulate workload and updates to the source databases, in order to recreate a day-to-day production environment.

In order to evaluate the prototype, we will implement three different simulated scenarios derived from actual use cases of previous projects. All three case studies follow a similar structure whereby data will be exported as Atom feeds from the source database(s), which are then consumed by the integration module before being sent to the target database for insertion.

The first scenario will simulate the integration of product data from multiple suppliers into a vendor’s product information database. The product information database is used to populate the vendor’s online product catalogue, which clients use to make decisions regarding goods procurement. The Atom feeds in this scenario represent flows of product data from the supplier to the vendor.

The second scenario follows on from an earlier research project to develop a kiosk system for the sale and distribution of music in digital format. The database the kiosk(s) use will be populated with information from vendors who have agreed to supply content (e.g., a record label’s collection of music files). What is needed is a mechanism to integrate all the music data from each supplier into the music kiosk system’s own database. The Atom feeds in this scenario are used to maintain an up to date database that has
the location and description of each available music track for sale in the system. The third scenario will simulate the implementation of a data warehousing solution for a computer components distributor.

Preliminary results from the case study evaluations are expected to be available by June 2005. Our primary goal with the initial prototype is to prove the feasibility of our approach. We will compare our proposed architecture against existing data integration solutions by means of a cost/benefit analysis. We may also investigate measuring various software quality characteristics as defined by the ISO 9126 standard [10].

The initial prototype assumes that all data sources are largely homogeneous, that is, that they all share similar semantics and can therefore be relatively easily integrated. An obvious extension is to permit heterogeneous data sources that have differing semantics. Such an extension would require the addition of an ontology management module between the Atom feed processor and the integration module. This module will probably be based around the W3C’s Web Ontology Language (OWL) [13].

The initial prototype also assumes only a single “author” per Atom feed, that is, there is only a single database underlying each feed (as implied by Figure 1). We can envisage a situation where what appears to be a single data source is actually a view layered on top of a collection of underlying databases (e.g., a supplier might draw data for their Atom feed from multiple databases within their organization). It would therefore be useful to investigate the possibility of multiple “authors” per Atom feed. This could imply an additional layer of data integration within the data source itself.

The data flows shown in Figure 1 imply that the proposed architecture is one-way only (i.e., from the data sources to the target database), but this may not be true in general. It would therefore be interesting to investigate extending the architecture to allow for the possibility of two-way data transfers, i.e., allowing data to flow from the target back to the sources.

6. CONCLUSION
In this paper, we discussed a lightweight data integration architecture based on the Atom XML syndication format. Cost is a major factor in the slow adoption of data integration technologies by small to medium enterprises, so the proposed architecture could provide a cost-effective alternative for implementing data integration infrastructures in small business environments. We are currently developing a basic proof-of-concept prototype system that will be evaluated using a series of realistic case studies. We expect to have preliminary results from these evaluations by June 2005.

7. ACKNOWLEDGMENTS
The authors would like to thank Dr. Colin Aldridge and Dr. Stephen Cranefield for their helpful comments on an early draft of this paper.

8. REFERENCES


